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ABSTRACT

LiDAR plays a critical role in autonomous car perception. Hence,
the robustness of LiDAR data is imperative. However, malfunctions
resulting from sensor cover contaminants are unavoidable and can
lead to erroneous data that slowly degrade performance.

As such, detecting contamination in LiDAR is essential but re-
mains an open challenge due to varying contaminant types, chang-
ing properties over time, and deployment aspects. Automatic classi-
fication of the contaminants would enable the automated response
(like cleaning the sensor) to ensure the integrity of the data col-
lected by the LiDAR sensor. To minimize the effect on the whole
vehicle perception system, the contamination classification has to
be performed near the sensor and in a computationally efficient
way.

To address these challenges, we have conducted a feasibility
study of developing an efficient near-sensor machine learning-
powered contaminant classification running on the RISC-V architec-
ture. This paper proposes a lightweight 2D CNN network, TinyLid,
trained to classify contaminants based on the most comprehensive
LiDAR contaminant dataset. The results presented in this paper
show that the proposed solution can achieve high classification
performance while being computationally efficient and running on
hardware with negligible power consumption compared to the Li-
DAR sensor itself. Specifically, implementing a proposed ML model
on a reference RISC-V architecture GAP8 achieves the inference
time of 2.575 milliseconds, 6.138 operations/cycle, and uses only
6.8% of 512 KiB L2 memory.

The results presented in this work showcase the possibility of
increasing the reliability and integrity of the LIDAR-collected sensor
data without significant computational or energy consumption
impact on the broader system.
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1 INTRODUCTION

Recent years have witnessed a surge in the development of au-
tonomous driving technologies, fueled by substantial investments
from automakers and tech giants alike [22]. The LiDAR (Light
Detection and Ranging) sensor technology is central to these ad-
vancements. This critical tool leverages laser beams to formulate a
3D mapping of the environment, facilitating the precise detection
and identification of objects based on measurements of the laser
pulses’ reflection times [11]. Not only does it ensure the meticu-
lous discernment of the dimensions and contours of objects within
its field of vision, but when integrated with other sensors such as
cameras and radar, it enables autonomous vehicles to construct a
comprehensive perception of their surroundings, thereby guiding
safe navigation and informed decision-making during operation
[1].

LiDAR sensors stand out for their operational versatility in di-
verse environmental conditions, functioning efficiently in low-light
and nighttime scenarios, thereby serving as a reliable data source
for autonomous driving systems across a spectrum of driving situa-
tions [21, 32]. Nevertheless, their performance and precision can be
compromised in harsh settings, with the potential for generating
corrupted data, a concern highlighted in recent surveys [10, 33].
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Dong et al. benchmarking study, which assessed the repercussions
of LiDAR data corruption on 3D object detection, identified five
principal corruption categories: weather, sensor, motion, object, and
alignment levels, emphasizing that such corruption undermines the
efficacy of perception algorithms in autonomous driving [9]. The
culprits behind these complications often include contaminants like
dust, dirt, oil, and water droplets, which adhere to the LiDAR cover
lens, scattering or refracting laser beams, thus inducing inaccurate
measurements and false detection. These impurities can severely
obstruct LiDAR’s perspective, rendering the sensor inoperative.

The reliability of LiDAR sensors is pivotal, urging the develop-
ment of an ML system to identify and counteract lens contaminants,
enhancing sensor performance [30]. Son et al. explored cleaning
processes, manually testing washers against contaminants such as
dust and bird droppings [30]. Leveraging this, our automatic clas-
sification method utilizes ML algorithms and spectral analysis to
identify a range of contaminants, enabling informed maintenance
actions to uphold sensor precision and dependability.

The near-sensor computing deployment of the contaminant clas-
sification models allows the data integrity to be checked for all
downstream processing tasks. In autonomous driving applications,
multiple separate subsystems potentially rely on LIDAR sensor data.
A near-sensor computing solution is directly integrated into the
data stream, thus ensuring that all downstream processing applica-
tions receive reliable input data.

Near-sensor contaminant classification is crucial for ensuring
the safety of autonomous driving systems [20]. Inaccurate or false
LiDAR data can cause the autonomous vehicle to make incorrect
decisions, leading to potentially dangerous situations. Using our
proposed contaminant classification method, we can detect and ad-
dress contamination issues, ensuring the LiDAR sensor’s accuracy
and safety. This will ultimately lead to safer autonomous driving
systems and increased public confidence in these technologies.

The several requirements must be considered when applying ma-
chine learning (ML) approaches for automotive LIDAR contaminant
classification. One of the most critical requirements is achieving the
best trade-off between classification accuracy and computational
complexity. Automotive LiDAR systems process data in real time
to ensure that the autonomous vehicle can operate safely and ef-
ficiently [20]. Therefore, the ML algorithm used for contaminant
classification must be fast and efficient to operate on the edge where
the sensor is located.

We are interested in studying the feasibility of implementing a
contaminant classification technique. So far, the only public dataset
available has been collected by Schlager et al. using Automotive Li-
DAR in a controlled environment [29]. While this dataset is limited
in scope, it allows us to understand the differences between con-
taminant sources. The classification system would then be useful
for triggering a specific reaction based on the type of contaminant.
Therefore, to enable near-sensor computing for potential integra-
tion within the LiDAR itself, we need to study its implementation
on a microcontroller unit.

The critical requirement for automotive LiDAR classification
is that it operates rapidly at the edge. This necessitates that the
machine learning (ML) approach used for contaminant classifica-
tion be efficient, accurate, and capable of handling noisy data. By
meeting these requirements, we can develop robust and reliable
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ML approaches for automotive LiDAR contaminant classification,
ensuring the safety and efficiency of autonomous driving systems.
Due to its energy efficiency and promising advances and applica-
tions in autonomous vehicle technology, we have chosen the RISC-V
architecture, specifically the Parallel Ultra Low Power platform, for
the embedded deployment of the machine learning model. Such
deployment would enable low-latency, low-energy near-sensor
computing, which is ideal for processing LiDAR point clouds.

Our paper presents a feasibility and comparative study of ma-
chine learning techniques for classifying LIDAR sensor contaminant
data. We implemented AI/ML methodologies from the fields of 3D
image and LiDAR data processing on a publicly available dataset
[29]. Our analysis evaluated various ML approaches’ classification
performance and computational complexity and examined their
trade-offs. This work aligns with the machine learning benchmark
by Koch et al., [17], emphasizing the importance of evaluating the
efficiency and performance of machine learning methodologies in
resource-constrained applications such as space and autonomous
driving.

Our paper presents a feasibility and comparative study of ma-
chine learning techniques for classifying LiDAR sensor contami-
nant data. Based on this preliminary analysis, we selected a target
model—a 2D convolutional neural network—and ported it to the
GAP-8 board, an ultra-efficient, low-power implementation of the
RISC-V architecture.

To the best of our knowledge, our study is the first to explore
the feasibility of deploying a LiDAR contamination classification
system on an efficient, RISC-V-based embedded system. Our results
demonstrate that a 2D convolutional neural network can efficiently
run on the target hardware and achieve high classification accuracy.

Our contribution to the field of autonomous driving is significant,
as it addresses a critical issue in the reliability of LiDAR sensors.
By developing a more accurate and efficient method for classifying
contaminants on LiDAR sensors, we can enhance the safety and
performance of autonomous driving systems. Our findings offer
valuable insights for researchers and developers in autonomous
driving and can guide future efforts to improve the reliability and
accuracy of LiDAR sensors.

2 RELATED WORK
2.1 LiDAR Contaminant Classification

Sensor cover cleanliness is a crucial factor influencing the preva-
lence of sensor issues, which are a primary cause of failure in
autonomous driving systems [2, 13]. These issues stem from var-
ious faults, including environmental accumulations and physical
damage to the sensor cover [27]. Previous studies have delved into
these challenges; for example, Rivero et al. evaluated road dirt on
plastic cover sensors [25], while Trierweiler et al. explored the ef-
fects of dust blockages on LIDAR range coverage [33]. However,
Rivero and Trierweiler only analyzed the impact of dust, a single
material, on the physical properties of collected LiDAR data.

In classifying LiDAR cover contamination, James et al. proposed
using Deep Neural Networks to classify three classes: dirt, salt, and
frost [16]. James applied these contaminants to the sensor plate,
transformed the recorded LiDAR data into an image, and then
classified it. However, James did not use the target object in front of
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the LiDAR, so they did not consider reflecting the natural conditions.
Additionally, salt and frost are unlikely to adhere to the LIDAR
cover. Despite these advancements, the field of ML/DL applications
in multi-contaminant detection on LiDAR covers remains largely
untapped.

2.2 LiDAR Near-Sensor Processing

Benninger et al. implemented on-board image data processing for
people counting using a CNN on the parallel ultra-low-power RISC-
V based micro-controller unit (MCU) called GAP8 [4]. Busaeed et al.
proposed smart eyeglasses that can detect objects to assist visually
impaired persons. They utilize a micro-LiDAR and process distance
data on board using Arduino Uno [7]. Furthermore, the implemen-
tation of computer vision tasks on the near sensor, specifically for
autonomous mini-vehicles, was initiated by Prado, who deployed
tinyCNN on GAPS [8]. This work employs a linear camera as a
sensor module for producing a 1D grayscale image. The data are
then processed in one dimension. Prado also tested the processing
on STM32L4 and NXP k64f and concluded that GAPS offers the best
latency and energy consumption performance. However, further
investigation is needed to process the 3D LiDAR point cloud on
board.

The power-efficient LiDAR systems have become interesting
since Zhang et al. proposed a microelectromechanical systems-
based silicon photonics LiDAR, enabling low-power consumption
sensors [35]. Additionally, Hofbauer et al. have potentially devel-
oped an elegant breadboard of an innovative 3D laser scanner for
autonomous driving, which combines state-of-the-art MEMS mirror
beam deflection with a rather classical polygon mirror wheel [14].
Therefore, exploring the integration of GAPS as a Parallel Ultra-
Low-Power Processing Platform into low-power LiDAR systems
represents a promising step forward.

3 PROBLEM STATEMENT

The LiDAR-contaminated dataset was collected by Schlager et al.
using Automotive LiDAR, specifically the Ouster OS1-64 Gen1 [29].
Schlager et al. positioned the LiDAR in front of a retroreflective
target, which consisted of an aluminum sheet measuring 46 cm x 46
cm. The aluminum sheet was covered with white paper to enhance
LiDAR range accuracy. Figure 1 illustrates the setup for acquiring
LiDAR contaminant data. The sensor and target were horizontally
separated by approximately 8.45 m. The dataset includes only points
located within the target area. Each point within the target area
is assigned a position relative to the ideal target, calculated using
plane segmentation based on [27] and [28]. Throughout the data
acquisition process, both the sensor and target remained stationary.
The LiDAR employed a coordinate system, as depicted in Figure 1.

Schlager et al. applied a 360-degree cylindrical plastic cover to
protect the sensor. Each contaminant was placed on a different
section of the sensor cover. This cover served to shield the LIDAR
from damage and ensure that there was no residual effect between
the contaminants. In their experiment [29], Schlager et al. applied
several types of contaminants: wet soil, dew, foam, water, oil, and
artificial dirt from plastic cover with five size variations (5 x 5 mm,
10 x 10 mm, 15 x 15 mm, 20 x 20 mm, and covering the entire sensor).
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Figure 1: Setup of LiDAR cover contaminant acquisition and
LiDAR Coordinate system[29].

The LIDAR contamination dataset provides 5 times measure-
ments per contaminant. Each measurement ran for 45 seconds with
10 Hz, so it gathered 450 point clouds. Only point clouds consist-
ing of at least one point will be considered one instance. Some
contaminants, for example, Oil, Dirt, Foam, and Water, have 450
point clouds times 5 (in total, 10607 point clouds). However, other
contaminants, such as dew and artificial dirt, have point clouds
with no point. Artificial contaminants with 20 x 20 mm and the
entire cover block the LIDAR. Furthermore, the dataset used in
this classification system is comprised of 7 main classes, including
normal data of clean (no_cover), cover, dirt, dew, oil, water, and
foam. We excluded artificial dirt, which caused it to totally reduce
the point cloud. The distribution of the contaminated imbalance
dataset can be seen in figure 2.

class
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no_cover
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Figure 2: The number of point clouds per contaminant class.

Each point has information such as position x, y, z, intensity, t,
reflectivity, ring, ambient, range, and original_id [29]. The dataset’s
paper provides statistical analysis for each contaminant and mea-
surement. Statistical analysis indicates some deviation phenomena
on dirt, artificial dirt, dew, and foam. However, statistical analysis
is not enough to classify the contaminant type [29]. It is caused
by point clouds from different contaminants that still have similar
symptoms, although they have different severity. For example, the
statistical analysis fails to distinguish water from Cover without
contaminant, even foam and dew can be diverse, sparse, and un-
structured. It can be seen in figure 3. It indicates that developing
LiDAR contaminants using ML/AI is urgent now.
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Cover — No Contaminant  Water Contaminant

Foam Contaminant Dew contaminant

Figure 3: Sample of point cloud: Cover-No contaminant as
reference, water, foam, and dew contaminant.

4 METHODOLOGY
4.1 Contaminant classification models

Processing LiDAR is challenging due to its sparsity and unstruc-
tured nature. We deal with an unevenly distributed volume matrix
that cannot directly fit into fixed-sized input in the image-based
method. To overcome that problem, we utilize a space transforma-
tion method. The space transformations include One-dimensional
(1D) data aggregation, Two-dimensional (2D) projection, and Three-
dimensional (3D) projection. Each transformation will be the input
of the contaminant classification network.

To address the problem of contaminant classification, we intro-
duce three families of AI/ML methods. We use classical ML tech-
niques that are cheap in training and inference. If the problem only
provides an aggregate of point attributes such as reflectivity and
geometric coordinates, 1D methods would be sufficient. We use pro-
jection from 3D to 2D to use classical image processing approaches
like 2D CNN kernels that were well explored in image/video pro-
cessing. Then, if we want to retain as much information as possible
and do not want to reduce the dimension of the original distribu-
tion, the 3D approach will be an option. For 3D images, we use
the State-of-the-art approach, which uses 3D Convolutional ker-
nels. All contaminant classification approaches are described in the
following subsections:

4.1.1 One-Dimensional Data Aggregation. In the preliminary stage,
raw 3D LiDAR data is aggregated across each point attribute to
establish a baseline, which is then utilized in conjunction with
classical machine learning methods that, unfortunately, overlook
the spatial information in the data. Given this, we anticipate sur-
passing these methods by applying more advanced techniques. We
narrowed our focus to five pivotal attributes: Cartesian coordinates
(x,y, 2), reflectivity, and ambient. In our case, because the target
object is the same, Intensity and Reflectivity have the same value.
Furthermore, to encapsulate the distribution in contaminated point
clouds, we extracted seven geometric features for each attribute,
namely Mininum, Mean, StandardDeviation, 25th Percentile, 50th
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Percentile, 75th Percentile, and Maximum, culminating in a set of

36 features inclusive of the number_of_point in point clouds to feed
our network.

To facilitate accurate analyses, we normalized each aggregated
value based on each attribute’s respective range value within the
training dataset. The analytical toolkit deployed comprised an ar-
ray of machine learning methodologies, including Support Vector
Machines with RBF kernel, Naive Bayes, K-Nearest Neighbours,
Decision Tree, Random Forest, and Multi-Layer Perceptron, each
offering distinctive insights and avenues for data interpretation.

4.1.2 Two-Dimensional Data Projection. To make the data easier
to process, we reduced the dimension of the dataset from 3 to 2
dimensions. Then, we sent the 2D data to our 2D CNN classifier. We
can achieve 2D projection in two ways which are Y, Z Projection
and 2D Spherical Projection.

The Y,Z axis projection. We project the data to the Y, Z planes,
then the X coordinate goes to zero. The projection is determined
by the equation 1.

Pr:(xy,2) — (4,2) (1)

Y-2 Plane
Projection

| Mean Pooling

< Pixelization Channel 3 : Ambient

Channel 2 : Reflectivity

OI8]™ Channel1:x
.

y " N

¥
2D Front View

Input : 3D LIDAR 2D Projection View

Figure 4: Two-D Y, Z projection.

After the projection to 2D space, the points are normalized based
on the training dataset and then discretized (binned) to create pix-
elization. The number of bins in discretization determines the di-
mension of the final space. The higher number of bins retains more
information but runs the risk of larger empty bins. The mean values
of several points in the same bin are calculated for each feature
in each bin. In the experimental section, we use 0.1 as the space
discretizing factor. Smaller factor, more maintaining point infor-
mation. If some point is discretized to the same bin or pixel, we
aggregated those points using mean value.

If projected to the 2D, the X coordinate is retained as a channel.
Then, we also put Reflectivity and Ambient as a combination of
channels for CNN input. The Two-D Y, Z projection can be seen in
figure 4 with an optimal 2D input size of 11x11.

Two-D spherical projection. This projection is adapted from
the work of [19]. It is determined by the equation 2:
o
¢)
where (r, 0, ) are spherical coordinates of (x, y, 2).

For each 2D data, we calculate the distance point to the LIDAR
coordinate as an additional feature besides Reflectivity and Ambient.
The distance point is symbolized as Depth = +/x% + y% + z2. Figure
5 depicts our 2D spherical projection that produces a 2D image
with three channels with an optimal 2D input size of 9x13.

After the 3D dataset is projected into 2D space, a neural network
method based on a convolutional neural network (CNN) with a
2D kernel is applied. The 2D dataset was trained with the CNN to

)

Py (x,y,2) — (r,
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Figure 5: 2D spherical projection.
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Figure 7: Our proposed 3D CNN TinyLid for LiDAR cover
contaminant classification.

classify the seven classes of contaminants. The spatial correlation
between neighboring points in the 2D projection, crucial for accu-
rately classifying the data, was taken advantage of through a CNN.
The CNN network consisted of a CNN layer of size (3,16), a CNN
layer of size (16,32), a CNN layer of size (32,64), and a dense layer
of size (64,7). The 2D data pre-processing pipeline is presented in
figure 5.

4.1.3 Three-Dimensional Data Projection. Three-dimensional pro-
jection done by discretizing sparse point clouds becomes a series
of voxels. We set various 3D grid sizes to divide raw LiDAR. Figure
6 shows our proposed 3D projection aggregating mean value if
some point is clustered in the same bin. Then, the final 3D has two
channels: Reflectivity and Ambient cube.

Motivation for 3D kernels - the data is naturally 3D, and every
projection loses information. Instead of using one dimension of
data (x) as a feature (channel), we use a 3D kernel instead. Figure 7
shows our proposed 3D CNN network. The input is the 3D cube of
2 channels, each channel size 11x11x11. We use a 3x3x3 3D convo-
lution kernel. Our network has three convolution layers followed
by Flatten layer. Then, it employs the Global Average Pooling to
reduce the sparse characteristics of LIDAR data with smaller repre-
sentations while maintaining rich features. The last layer is fully
connected to classify seven classes.

4.2 Model Deployment

Due to energy efficiency and other promising characteristics re-
lating to embedded automotive systems, RISC-V architecture has

253

CF ’24, May 7-9, 2024, Ischia, Italy

been chosen as the baseline for the efficient, near-sensor deploy-
ment of the proposed LIDAR contaminant classification model.
Specifically, this research focuses on the Parallel Ultra-Low-Power
Platform (PULP), which involves a soft IP encompassing a group
of processors centering around a variable number of RI5CY cores,
with support for up to 16. The RI5CY processor is based on RISC-V
and includes specific extensions tailored for Digital Signal Process-
ing and machine learning workloads [24]. These cores utilize a
multi-banked scratchpad memory known as Tightly-Coupled Data
Memory, enabling rapid data access in just one cycle and facilitat-
ing data-parallel programming models like OpenMP. Beyond the
cluster, the architecture consists of an L2 memory hierarchy level
comprised of a 15-cycle latency multi-banked scratchpad memory.
Additionally, DMA functionality facilitates data transfers between
these two memory levels.

A PULP instance comprises eight cores, a 512 KiB L2 memory,
and a 64 KiB TCDM [26]. The cluster cores are linked to 4 Floating
Point Units, which are shared among the cores in the cluster using
an interconnect that allows for a fixed mapping of cores to available
FPUs. The FPU architecture features pipelining with just one stage.
This configuration, known as 8c4f1p (8 cores, four floating-point
units, one pipeline stage), was introduced in and is recognized
as the most energy-efficient setup for PULP; experimental results
demonstrate its superior performance against leading competitors
in the realm of embedded processing systems.

GAP-8 is a commercial realization of the PULP platform design
with extensive commercial and in-silicon support [12]. Based on
the promising results from other autonomous driving applications,
it was an optimal choice for the deployment of the proposed classi-
fication model.
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Figure 8: The schematic of the GAP-8 board. Image courtesy
of GreenWaves Technologies, manufacturer of GAP-8 boards.

It is built upon a unique architecture that integrates eight RISC-V
cores, enabling parallel processing capabilities for efficiently han-
dling complex computational tasks. This multi-core setup allows
GAP-8 to excel in applications requiring simultaneous data pro-
cessing, particularly in fields like machine learning and embedded
artificial intelligence. Its design is optimized for running neural
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network algorithms, making it highly suitable for real-time data
analysis and decision-making tasks, such as in autonomous driving
systems and IoT devices. The processor’s structure also includes a
specialized convolutional neural network (CNN) accelerator, fur-
ther enhancing its ability to process Al-related tasks efficiently.
Specifically, it supports the efficient computation of the 2D con-
volutional kernels. As of the time of the writing of the paper, 3D
convolutional kernels are not yet supported by the hardware and
hardware-software ecosystem.

The architecture of GAP8 combines I/O peripherals, a fabric
controller core for control and communication functions, and a
cluster of eight cores optimized for vectorized and parallelized al-
gorithms. This configuration allows for ultra-low-power operation
with dynamic power and frequency adjustments according to the
application’s needs. All cores and peripherals in GAP8 are power
switchable, and they share access to a hierarchical memory struc-
ture, ensuring efficient and secured execution of applications. The
architecture of the GAP-8 board is presented in figure 8.

We conduct several steps to deploy the proposed LiDAR contam-
inant classification model below:

(1) Training and validation of the classification CNN model

using Pytorch.

(2) Save CNN trained model and network on ONNX format.

Then, we converted the testing instance as a tensor for run-

ning inference on GAPS.

Converting network to be able to run on GAP8. We use

NNTOOL to port the Neural Network graph from Python to

C language. Below are the detailed steps for generating the

CNN network:

e Post training graph quantization. We do quantization us-
ing 16-bit quantization to keep high precision accuracy.
This scheme uses powerOf2 quantization.

e Graph transformation. To increase the efficiency of the

kernel, we transform some layers by fusing layers; for

example, Convolution and Relu are combined into a single
layer, ConvPoolRelu. So, our network uses Relu for the
activation function, which is also proven as the fastest

activation function [18].

Generating CNN model using AutoTiller

Evaluate the network in terms of activation and parameter

sizing

All the steps above will generate a CNN model in C language

that can run in GAPS.

In the Last step, we simulate our network using GVSOC. We

execute our program on a virtual platform like real hardware

[6].

(3)

5 RESULT
5.1 Classification performance
5.1.1  Experimental setting. Our study utilized a LIDAR sensor data

dataset gathered under diverse conditions, focusing on categorizing
seven primary categories: Clean, Cover, Dirt, Foam, Dew, Oil, and
Water, as detailed in the Problem Statement section. The dataset was
divided into training and test subsets based on individual measure-
ments derived from each contaminant category. For example, we
train using instance from measurement 15, ond 3rd and 4th then
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test our model using instance from the 5th measurement. Specif-
ically, the first four measurements constituted the training and
validation data, while the fifth measurement was reserved for test-
ing to facilitate network inference on unseen data. It also performs
like cross-validation training. We also analyze the trend of training
loss and training accuracy, as well as validation loss and validation
accuracy, to ensure model convergence and avoid overfitting.

To deal with imbalanced data, in our 2D and 3D CNN, we em-
ploy criterion = nn.CrossEntropyLoss(weight = weights) with
the weights = balanced is computed using compute_class_weight
function from sklearn.utils.class_weight. Then, for 1D mode, we
utilize class_weight = "balanced” in each model. Hyperparameter
tuning was performed for the proposed 2D and 3D CNN classifier,
with optimal results achieved using a batch size of 32, a learning
rate of 0.001, Adam optimization with weight_decay 0.0001, and
weighted cross-entropy loss for handling imbalance data.

The model training was conducted on a computer with an NVIDIA
Quadro RTX 6000 GPU with CUDA version 11.4 and an Intel Xeon(R)
Gold 5220 CPU @2.20Ghz. We used Python programming language,
Scikit-learn library for classical machine learning, and PyTorch for
deep learning approaches. To run inference using GAP8, we save
the trained model on an ONNX format as detailed and explained in
section 4.

5.1.2  Contaminant Classification results. In our empirical evalua-
tion, we compared 1D, 2D, and 3D methods using key metrics of
accuracy and combined precision and recall in a single measure-
ment, which is the F1 score, with calculations carried out across all
folds. The results of the 1D classifier, as seen in tables 1, reveal that
the K-Nearest Neighbors emerged as the best 1D classifier. However,
it is not enough; if we evaluated more detail for each class, the KNN
has a significant number of false positives. KNN misclassified Foam
as Dirt. It can be seen in figure 9.

Table 1: Experiment result of 1D method.

1D Input Classifier Acc F1-score
Decision Tree 0.728 0.710
Logistic Regression 0.770 0.767
Random Forest (estimators : 10) 0.683 0.681
SVM-rbf 0.713 0.701
Naive Bayes 0.792 0.796
Multi Layer Perceptron 0.886 0.875
K-NN (k = 5) 0.929 0.923

Furthermore, we must classify LiDAR using 2D and 3D projec-
tion to capture contaminant features. Our proposed 2D and 3D
networks are compared with State-of-the-art recent, efficient, light-
weight CNN architectures such as MobileNetV3-Small [15] and
EfficientNet-B0 [31]. Using a default hyperparameter, those two
baseline methods are re-trained on our 2D Y, Z projection data.
Based on the comparison result shown in table 2, we can conclude
that our proposed network, TinyLid, both in 2D and 3D projections,
outperformed the MobileNetV3-Small and EfficientNet-B0.

Our proposed network, called TinyLid, expresses the tiny CNN
with a minimum network that achieves top accuracy in LiDAR
contaminant classification compared to the state-of-the-art. In table
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Figure 9: Confusion matrix of KNN to classify contaminant.

2, it can be seen that our optimum network only needs 24,000
trainable parameters to obtain at least 0.959 and 0.959 in accuracy
and F1-score, respectively. 3D CNN obtains the best performance
with accuracy, and the F1-score is 0.967 and 0.970 with only 73,000
trainable parameters.

Table 2: Experiment result of State-of-the-art MobileML net-
work and the Proposed TinyML network (called TinyLid).

Method N_Par Acc  Fl-score
2D MobileNetV3-Small[15] 1,525K  0.905 0.889
2D EficientNet-B0[31] 4,016K  0.923 0.933
2D Spherical TinyLid 24K 0.959 0.959
2D Y, Z TinyLid 24K 0.960 0.960
3D TinyLid 73K 0.967 0.970

N_Par is the number of trainable parameters
K means equal times 1000

In figure 10, the confusion matrix of the 3D method has been
investigated as it outperformed all other methods. False Negatives
often occur when the model classifies the Dew contaminant as
Foam. In paper [29], it is also explained that the Foam and Dew con-
taminants have similar symptoms: a lower number of point clouds
and a higher mean distance from the target. Foam and dew change
dynamically because the foam slides down during the experiment,
and dew is influenced by sensor heating. Those are the dynamic
aspects that reflect the nature of contaminants in the real-world
environment in autonomous driving.

Interestingly, while the 3D kernel should theoretically be able
to ’observe’ proximity in all three dimensions, negating the no-
tion of proximity between points in the X direction inherent to 2D
methods, it was the 2D methods that proved to obtain competitive
performance accuracy. This unexpected outcome suggests that no
information loss occurs in 2D projection. The underlying cause
of this phenomenon might be the irrelevance of three-directional
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Figure 10: Confusion matrix of the 3D CNN TinyLid for con-
taminant classification.

observation, given that contaminants exist on the same plane, specif-
ically on the LiDAR cover.

5.2 Model deployment

5.2.1 Computational performance. The 3D approach is more com-
putationally demanding than the 2D Y, Z Projection; this aligns
with the anticipated outcomes. Notwithstanding, within the context
of autonomous vehicle systems, the classification model is primar-
ily trained to utilize an external server, thereby relegating training
duration to a secondary concern. Consequently, the inference time
remains the focal point in selecting the optimum classification
method for LIDAR contaminant classification.

Upon the availability of lightweight near-sensor processing, we
choose to implement a 2D approach to be deployed in GAP8. Our
research delves into the trade-off between classification accuracy
and computational complexity in LIDAR contaminant classification
for autonomous cars, highlighting the optimal performance of the
2D approach.

We compare the computational performance of 2D Spherical
and Y, Z projection in terms of Cycle, Operations, Inference Time,
and Memory used, as shown in the table 3. Generally, both trans-
formation methods exhibit competitive performance, with cycles
numbering 450,774 and 460,119 for 2D Spherical and Y, Z, respec-
tively, and operations (Ops) at 2,767,264 and 2,861,856 ops. The Gap8
simulation used operates at a clock frequency of 175MHz. Thus, we
can calculate the Inference time, with Spherical projection being the
fastest at 2.575 milliseconds, while the 2D Y, Z requires only 2.629
milliseconds for inference. Regarding efficiency, Spherical achieved
6.1389 operations per cycle, whereas the Y, Z projection achieved
6.2198 operations per cycle. Overall, the proposed TinyLid network
occupies only 35 - 36 KB of L2 memory to store all code and data
used in this experiment. Therefore, if we consider the highest F1
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score, as referenced in another table, we can choose the 2D Y, Z
projection.

Table 3: 2D TinyLid deployment characteristic in Cycle, Op-
erations, Inference Time, and L2 Memory comparison.

Method Cycle Ops Inference L2
2D Spherical 450774 2767264 2.575ms  35.948 KB
2DY, Z 460119 2861856  2.629ms  36.332 KB

Furthermore, the final proposed network is 2D Y, Z TinyLid,
shown in table 4. Our network consists of three convolutional
layers, which are 16 filters with kernel size 3x3 performing for
three-channel input, followed by 32 and 64 filters, then average
pooling, and finally, a single Fully Connected Layer with 64 neurons
connected to 7 output contaminant classes. From table 4, we also
inspect the Cycle for each layer and the total of cycles needed to
run our network.

Table 4: Cycle Count of 2D Y, Z TinyLid Contaminant Classi-
fication.

Layer Size Cycle [#] Cycle [%]
16x3x3x3 15169 3.3%
32x16x3x3 93269 20.3%
64x32x3x3 343235 74.6%
ReduceMean 6757 1.5%
Linear 7x64 1695 0.4%

Total 460119 100%

5.2.2  Energy consumption. The energy consumption of different
instructions on the PULP architecture has been extensively profiled
by Parisi et al. [23]. The chip’s energy consumption consists of
static and dynamic components. The GAP8 features an integrated
8-core computational cluster, allowing us to calculate the static and
dynamic energy as follows:

Static energy consumption = 8 * Processing Element Leakage +
Other cluster components Leakage + L1 Leakage + L2 Leakage +
ICache Leakage + DMA Leakage.

8% 182f] + 655 +49f ] + 105 ] + 774f] + 165f] = 3204f]

The upper bound of dynamic energy consumption = 8 Max (Pro-
cessing Element) + Max(Other Cluster Components) + Max(Memory
Bak L1) + Max(Memory Bank L2) + Max(ICache) + Max(DMA)

843242 +2702f J+2568f ] +3480 ] +5932f ] +1750f ] = 42368f]

The total upper bound of energy consumption for the single clock
cycle of the GAPS cluster is 45 572f].

Based on this profiling and the cycle needed for each method, as
referred to in table 3, we arrive at a rough upper bound estimate of
energy consumption, as collected in table 5. The energy consump-
tion for a single inference for both proposed methods falls within
the 107> Joule range.

The LIDAR, used to produce the dataset analyzed in this work,
has a nominal (optional) power of 20W. Assuming the pulse fre-
quency of 10Hz means that each pulse of the LIDAR consumes 2]
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of energy. Therefore, the energy consumption of image processing
is negligible compared to the sensor’ (the processing consumes 10°
times less energy than the sensor itself).

Table 5: 2D TinyLid Energy Consumption.

Method Energy
2D Spherical 20.5427u]
2DY,Z 20.9685u]

6 CONCLUSIONS AND FUTURE WORK

Driven by the need for an energy-efficient and fast near-sensor
image contamination classification, this paper proposes the feasi-
bility study for TinyLid, the preliminary work on the near-sensor
contaminant classification.

The experimental part examines the classification performance
of several different state-of-the-art algorithms. Large image pro-
cessing approaches cannot be efficiently trained on the available
dataset and are too complex for deployment to the target embedded
processors. Based on this configuration, we have focused on the 2D
convolutional model that achieves high performance and is already
supported by the PULP-embedded platform.

The chosen 2D models have been deployed to a GAP8 system,
a part of the PULP platform, running a RISC-V instruction set.
The experimental evaluation of the performance of the deployed
system showed low inference time (less than 3 ms) and extremely
low energy consumption (less than 21yJ). These results show the
feasibility of developing high-performance LIDAR image integrity
checking systems that have low overall performance (latency and
energy) on the border target automotive system.

This feasibility study expresses the application of near-sensor so-
lutions, encouraging advancements in autonomous and self-repair
functionalities through smart sensors skilled in local fault detection.
Our findings have the potential to be implemented in an adapt-
able embedded deep learning platform for automotive applications
developed by Bahrebar et al. [3], which focuses on point cloud pro-
cessing. Our work can be an additional model before processing the
point cloud to evaluate the data under all contamination conditions
that affect the object detection task. For future work, we intend to
estimate the performance of 3D CNN on edges GPU like already
tested before by Bouzidi et al. for 2D CNN [5]. Another prospective
integration with the real-time platform proposed by Jun et al. [34]
further enhances this venture, underlining the vast potential for
developing a robust, real-time perception system in the automotive
industry.
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