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Abstract—Wearable solutions, especially within the realm of
health, are in high demand. Meeting this demand is possible
thanks to energy-efficient sensors that acquire signals and trans-
mit them as digital messages. Since transmission often heavily
contributes to the overall energy consumption, compression can
be beneficial. Inspired by Compressed Sensing, we propose an
iterative compression scheme able to reduce the energy needed
to transmit a signal. To meet a constraint in the quality of
service, our novel scheme adapts the number of transmitted
digital words for each signal instance. Adaptation is based on
the output of a performance predictor embedded in the receiving
decoder, that at every iteration estimates the quality of service.
We test our novel compression paradigm over ECG signals and
BLE communication protocol. Our method significantly reduces
computation and transmission energy consumption compared
to other already established techniques based on Compressed
Sensing.

Index Terms—Compressed Sensing, Bluetooth Low Energy,
Deep Neural Network

I. INTRODUCTION

The massive adoption of sensors for monitoring is becoming
a predominant trend [1]. At the same time, the demand for
wearable or edge devices sets firm limits on the dimensions
and battery life. In this context, sensors are often designed to
respect strict requirements regarding computational resources
and memory availability to keep the overall energy consump-
tion as low as possible [2]. The typical sensor node design
follows a common architectural scheme [3], including (i) a
sensing unit, usually in the form of an analog frontend (AFE),
that embeds an analog to digital converter; (ii) a Microcon-
troller Unit (MCU) devoted to the managing/processing of the
received digital words; and (iii) a dispatch stage, that transmits
the local output to a remote collector (see scheme in Figure 1).
The total energy cost can be modelled as the sum of the three
different contributions of these stages. In particular, the last
two can be matched against each other to reduce the energy
consumption for data transmission using efficient and already
largely exploited compression algorithms. Reducing power
consumption at the sensor side while remaining within the
computational capabilities of a microcontroller is exactly the
goal of Compressed Sensing (CS) [4]. CS achieves compres-
sion by projecting a sequence of sensor readings on random
sensing sequences, which are potentially much fewer than
the number of processed readings. These projections (usually

Fig. 1. General scheme of an encoder-decoder pair.

named measurements) compose the compressed version of the
signal to be transmitted. Clearly, their number clearly affects
the energy cost of the transmission and computation.

The benefits CS brings to the encoder come at the cost
of non-conventional solutions at the decoder that solves an
optimization problem that tries to revert the encoding step.
Its effectiveness is based on the assumption that the signal
is sparse as for many real-world signals. A signal is sparse
when the actual information contained in any signal instance
is much lower than the number of acquisitions at the Nyquist
rate. The decoder performs signal reconstruction by finding
the vector with the sparsest representation that matches the
encoder phase. This problem is named Basis Pursuit (BP),
which is extended to BP with Denoising (BPDN) in case of
noisy measurements.

The literature provides a large variety of models that
perform CS decoding, from linear programming-based so-
lutions [5], [6] to more recent approaches based on the
introduction of neural stages [7], [8] moving to other families
of algorithms, e.g., the Generalized Approximate Message
Passing (GAMP) [9], or iterative methods such as the Or-
thogonal Matching Pursuit (OMP) [10] and the Compressive
Sampling Matching Pursuit (CoSaMP) [11].

Several degrees of freedom have also been exploited at the
encoder side, with a large variety of adaptation techniques
presented in literature [12], [13]. These techniques specialize
the sensing sequences for the signal to be compressed1,
e.g., [12] shapes the second-order statistics of the process
generating the sensing sequences according to the input signal.

In this work, we propose an innovative iterative procedure
that for each input instance finds the minimum number of

1we remand to [14] for a more accurate description of these methods.



adapted sensing sequences that guarantees a desired quality
of reconstruction, i.e., minimizes the number of measurements
that for each input the encoder must transmit to the decoder.
For a fixed input, the encoder iteratively sends chunks of
measurements to the decoder that aggregates all received sets
and performs a new reconstruction. This iterative procedure
stops when a performance predictor declares that the desired
reconstruction quality is reached. The predictor we propose is
implemented with a deep neural network that processes both
the compressed signal and the current reconstruction.

As a possible reference scenario, we focus on the design of
a system that continuously monitors heart activities, a task
of primary importance in the prevention of cardiovascular
diseases [15], and we measure the energy consumption on a
state-of-the-art platform.

The nRF5340 from Nordic Semiconductor, a novel (dual-
core) Cortex-M33 MCU including a Bluetooth Low Energy
(BLE) interface [16] and Digital Signal Processor (DSP)
extension [17], is used as an evaluation platform. BLE is the
most used low-power and low-cost wireless protocol for sensor
data transmission in short-range applications [18].

The paper is organized as follows: section II briefly reviews
the CS theory, introduces the proposed iterative encoder, and
describes a possible architecture for the performance predictor.
System performances are shown in section III, and before
conclusions, section IV presents a quantitative analysis in
terms of energy consumption.

II. COMPRESSED SENSING

Let us consider as input of the encoder a vector x ∈ Rn

containing successive sensor readings. The signal is supposed
to be κ-sparse with respect to the basis defined by the columns
of an orthonormal matrix D ∈ Rn×n, i.e., if we express x as
a vector ξ so that x = Dξ, ξ contains a number of non-
zero entries that is less or equal to κ, with κ ≪ n. This
representation evidences how the true information content of
the signal mainly depends on κ.

In this case, the CS framework [4] envisages a simple and
hardware-friendly encoder scheme whereby it is possible to
perform the compression of x through a matrix multiplication

y = A(x+ ν) (1)

where A ∈ Rm×n is the sensing matrix, y ∈ Rm is the
measurements vector, i.e., the compressed signal, and ν repre-
sents the noise and non-idealities introduced by the acquisition
system. Given m < n, the signal is being compressed by a
factor n/m called compression ratio (CR).

Since this is a lossy compression, matrices A and D need
to be incoherent [5] in order to avoid high information loss.
This can be guaranteed by trivially picking an independent
and identically distributed (i.i.d.) random Gaussian matrix A
or adopting antipodal values where each entry of A could be
+1 or -1 with the same probability.

In order to recover the input, it is necessary to solve
y = A(Dξ+ν). This problem is ill-conditioned as the number
of possible vectors ξ for the same y is infinite. Nonetheless,
the κ-sparse hypothesis adds enough information to make
the inversion effective and retrieve ξ, and then x, from the
measurements y. One of the most known methods employed

for the retrieval of x is BPDN, which searches for the sparsest
vector ξ̂ that solves the problem:

ξ̂ = arg min
ξ∈Rn

∥ξ∥1 s.t. ∥y −ADξ∥2 ≤ τ (2)

where the ℓ1-norm ∥ · ∥1 promotes sparsity, x̂ = Dξ̂ is the
resulting reconstructed signal, and τ > 0 is proportional to
noise ν.

For what concerns the design of A, we follow the rakeness-
based framework to generate the antipodal sensing sequences
[12], [19]. This means that each row of A is still a zero-mean
random composition of +1 and -1 but with a correlation profile
adapted to the second-order statistic of the input signal.

As a metric to measure the quality of reconstruction, we
adopt the Reconstruction Signal-to-Noise Ratio (RSNR) ex-
pressed in dB

RSNR(x, x̂) =

(
∥x∥2

∥x− x̂∥2

)
dB

(3)

Typically, the level of compression, i.e., the number of
measurements m, is set to have a high probability for any
input to be recovered with an RSNR higher than a given
target RSNRmin. m is, therefore, a fixed value, and since each
signal instance is different, the RSNR differs among various
instances. This variability may imply that many instances are
reconstructed with higher quality than the target while a few
with a lower quality. In this paper, we will consider as a
reference framework the case where m is enough to have
RSNR > RSNRmin with a probability larger than 99%.

A. Incremental Encoder
In this work, compression is not only tuned on the signal’s

statistical properties but is also adjusted depending on the
specific signal instance.

We propose an approach in which the encoder adapts m to
each input instance x; thus, it only computes the measurements
needed to reach the quality target. This adaptation allows for
a reduction in the number of computations to produce the
measurement vector y as well as in the bandwidth necessary
for transmission.

With more details, the right value of m for each x is found
through an iterative procedure. The encoder performs an early
compression of x with A(0), a matrix containing m0 rows, so
that the measurements y(0) can be transmitted to the decoder.
On the decoder side, a first reconstruction is computed with
x̂(0) as output. Assuming that knowing y(0) and x̂(0) is enough
to estimate RSNR(x, x̂(0)), if the estimate results higher than
RSNRmin the decoder tells the encoder to stop the current
instance acquisition, otherwise additional measurements are
requested.

In the latter case, the encoder computes a new set of m∆

measurements y(1) = A(1)x, where A(1) is a set of new
m∆ sensing sequences. Once the decoder receives y(1), it
performs a new recovery using the concatenations of y(0)

with y(1) and A(0) with A(1). Since the current reconstruction
uses m0 + m∆ measurements, a non-negligible increase in
the reconstruction quality is expected. Again, if the estimated
RSNR is insufficient, other m∆ are requested. This procedure
is iterated to add m∆ measurements at each iteration until the



reconstruction quality reaches the given target. The design of
the estimator of RSNR is discussed in Section II-B.

Differently from the reference solution that performs a
single transmission with a fixed amount of measurements mref ,
that guarantees RSNR(x, x̂) > RSNRmin with a probability
larger than 99% (CSref ), the incremental approach (CSinc)
transmits m0 measurements and, only when necessary, sends
additional measurements arranged in groups of size m∆. To
compare the two approaches in terms of energy consumption,
we consider two contributions: computation and transmis-
sion. The computation in terms of the number of Multiply-
Accumulate (MAC) operations is linear with the number of
measurements. In detail, the number of MAC is

#MAC = n ·m (4)

where m is equal to mref , and m0+nTXm∆ for the reference
and incremental solutions, respectively, while nTX indicates
the number of additional transmissions. On the other side, the
transmission includes a cost for each transmitted byte and each
transmission. Assuming By the number of bytes employed to
represent each measurement and BH the number of equivalent
bytes paid for each transmission, the total number of transmit-
ted bytes for each input x is

B = BH +m ·By (5)

B. Performance Predictor
The incremental approach CSinc relies on estimating the

quality of reconstruction on the decoder side. For this purpose,
we design a performance predictor to tell whether the recon-
structed signal x̂ satisfies RSNR(x, x̂) > RSNRmin without
knowing x.

The performance predictor is a Deep Neural Network
(DNN) that implements a binary classifier whose output is
either positive when RSNR(x, x̂) > RSNRmin or otherwise
negative. The inputs consist of the reconstructed signal x̂, the
received measurements y, and the matrix A containing the
sensing sequences employed to compress x. Since y and A
have varying sizes, both are zero-padded into ỹ and Ã with
dimensions n and n× n, respectively.

The architecture of the DNN is depicted and described in
Figure 2 and consists of three main parts. The first takes the
inputs x̂ and ỹ and applies a cascade of five 1D-convolutional
layers2 with no pooling so that the output of each cascade has
dimensions n×128. They are then concatenated and reshaped
to match the dimension of Ã, with which the new signal is
concatenated; the result feeds the second part of the network,
consisting of a cascade of five 2D-convolutional layers3. A
batch normalization and a max-pooling4 layer follow each
convolutional layer. Finally, the architecture provides a cascade
of four Dense layers5, each followed by a batch normalization
layer except for the last one. For all layers, Rectified Linear

21D-convolutional layers have kernel size 3, while the number of filters is
42, 51, 64, 85, and 128.

32D-convolutional layers have kernel size 3 × 3 and 42, 51, 64, 85, and
128 filters, respectively.

4The first three max-pool layers are pool size 3, while the last two have 5.
All max-pooling layers have stride 2 so that dimensions are halved at each
layer.

5Dense layers have 50, 50, 25, and 1 neurons.

Unit (ReLU) is employed as the activation function, apart
from the last layer that uses a sigmoid function to output the
probability for the inputs to be positive. A threshold of 0.5 is
applied to this probability to turn it into a positive or negative
outcome.

The DNN is trained with binary cross-entropy as the loss
function, Adam as the optimizer, and an initial learning rate of
0.001. Early Stop and Reduce Learning Rate on Plateau have
been used to optimize the training and guarantee convergence.
To reduce overfitting, 50% dropout is provided to the dense
layers.

III. NUMERICAL EVIDENCE

Electrocardiogram (ECG) signals are synthetically gener-
ated through a realistic generator [20] tuned as in [12] to
allow the generation of waveforms corresponding to heartbeats
uniformly distributed in the range of 60-100 beats per minute
with a sample rate equal to 256 sps. White noise is added,
obtaining an average signal-to-noise ratio of 40 dB, and the
Symmlet-6 basis[19] is used as sparse matrix D. Following
Section II, signals are compressed into measurements through
antipodal sensing sequences drawn following the rakeness-
based framework and reconstructed by solving the BPDN6

problem with the Spectral Projected Gradient for L1 mini-
mization (SPGL1) toolbox [21].

With this setting, instances of ECG are compressed with
a performance as shown in Figure 3, in which RSNR is
displayed as a function of the dimension of the measurement
vector m.

As expected, the larger m, the larger the achievable RSNR
on average. Notice that if we require every reconstruction
to have RSNR higher than a threshold, the minimum m
respecting this constraint varies with a large variance. A
visual representation of this phenomenon is depicted in Fig-
ure 4, which reports the histograms for m with two different
RSNRmin.

To respect the constraint with CSref , one must find the m
guaranteeing that 99% of all instances are recovered with
RSNR higher than RSNRmin. Conversely, CSinc finds the
lowest m value that satisfies the constraint for every input.

CSinc depends on two parameters m0 and m∆. How they
affect the costs in (4) and (5) is shown in the top plots of
Figure 5. Trends for both CSref and CSinc are shown for a
few combinations of m0 and m∆, and for three reasonable
values of BH . To minimize (4) (#MAC), the trivial solution
is m0 = 1 and m∆ = 1. Instead, the presence of BH in
(5) does not allow a trivial solution. Since the energy cost
for transmission usually exceeds the computational cost, we
always adopt the couple m0, m∆ that minimize (5) for every
RSNRmin.

Results are displayed in the second row of Figure 5, where
CSref is compared with CSinc, minimizing (5). Even though
m0 and m∆ do not minimize (4), we still achieve promising
#MAC reductions. Notice that improvements in terms of
transmitted bytes greatly depend on BH ; nevertheless, even
when great BH values are adopted, CSinc still achieve non-
negligible improvements. To summarize the benefits, Figure 6

6The parameter τ accounting for the noise effect is set as τ = 10−4.



Fig. 2. Visual representation of DNN that performs performance prediction. For n = 256 (our framework), the total number of parameters is 625′619
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Fig. 3. Reconstruction quality in terms of RSNR depending on the number of
measurements m. The solid line represents the median RSNR over different
inputs x, and shaded areas indicate 50%, 80%, and 100% of the RSNR
population.
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Fig. 4. Histograms of the minimum number of measurements m to reach an
RSNRmin that is 15dB (top plot) or 25dB (bottom plot).

shows the final percentage savings. The reduction in #MAC
ranges from approximately 30% to 50%, depending on the
RSNR target, while BH controls the saving in terms of
bytes. Considering that for the BLE communication protocol
BH = 11, we can affirm that, in a real scenario, we reduce
the transmitted bytes in the order of 20%. More details on this
choice are presented in the next section.

TABLE I
PERFORMANCE OF THE PREDICTOR IN TERMS OF ACCURACY, PRECISION

AND RECALL FOR TARGET RSNR 15dB AND 25dB.

RSNR Accuracy Precision Recall

15dB 94.7% 95.9% 95.7%
25dB 95.3% 96.7% 96.2%

TABLE II
OPTIMAL VALUES OF m0 AND m∆ FOR RSNR TARGET VALUES OF 15dB

AND 25dB AND DIFFERENT HEADER SIZES BH .

RSNR 15dB 25dB

BH 10 20 50 10 20 50

m0 46 49 55 69 73 81
m∆ 9 9 12 9 12 14

As a final remark, we discuss here the performances of the
proposed DNN that predicts whether additional measurements
are necessary. The data set is generated starting from 1’000
instances of the signal x and sensing matrices A. From those,
y with different numbers of measurements m are computed
as well as the corresponding x̂. To balance the dataset, m
ranges from the value that guarantees at least 20% of positive
examples to the lowest value guaranteeing all examples to be
positive, i.e., m ∈ {32, . . . , 72} and m ∈ {51, . . . , 117} for
the target RSNR of 15 dB and 25 dB, respectively. Overall,
the training set comprises 32’800 examples (of which 4’100
are used for validation), while the test 8’200.

Performance is measured in terms of Accuracy, Precision,
and Recall, whose values are reported in Table I. For both
RSNR targets, accuracy is approximately 95%. However, all
errors correspond to examples whose RSNR is close to the
target as shown in Figure 7, which displays errors as red dots.

IV. ENERGY COST FOR COMPUTATION AND TRANSMISSION

As described in section I, the energy consumption of the
system is mainly composed of three parts: (i) the energy
consumption of the AFE, (ii) the consumption of the MCU
for processing the sensed values, and (iii) the transmission.
As the former is independent of the compression method, we
limit our analysis to the two latter items.

The processing task of the encoder is limited to the matrix
multiplication y = Ax, whose energy cost can be expressed
per MAC operation EMAC. As a benchmark, a multiplication
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TABLE III
AVERAGE CONSUMPTION AND TRANSMISSION COSTS FOR AN INPUT INSTANCE IN TERMS OF #MAC, #BYTES, AND ENERGY IN THE CASE OF DIFFERENT

RSNR TARGETS AND COMPRESSION METHODS

RSNRmin Compression Computation Transmission Total

#MAC Energy [µJ] #bytes Energy [µJ] Energy [µJ]

15dB CSref 17’780 19.90 150 13.82 33.72
CSinc 11’645 13.03 122 11.25 24.28

25dB CSref 26’342 29.48 217 19.98 49.46
CSinc 18’118 20.28 176 16.31 36.59

– none 0 0 545 50.23 50.23
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Fig. 6. Percentage of saved #MAC and #bytes as a function of the target
RSNR for different values of BH .

of two n× n matrices with n = 100 and random integers has
been performed7 on the nRF5340 itself. The multiplication,
composed of 1’000’000 MAC operations, requires 6’141’510
clock cycles which averages to 6.14 cycles per MAC operation.
Considering a clock frequency of 64MHz (15.6 ns/cycle) and

7using CMSIS-DSP and DWT cycle counter
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Fig. 7. RSNR computed from for a set of 1’200 examples showing correct
and wrong predictions.

an average current consumption of 6.48mA at 1.8V supply
voltage measured using the Nordic Power Profiler Kit 2, this
leads to an energy consumption per MAC of

EMAC = 6.48mA · 1.8V · 15.6 ns/cycle · 6.14 cycle/MAC

= 1.12 nJ/MAC
(6)



In Table III are reported the #MAC and the corresponding
energy consumption computed using (6) for both CSref and
CSinc in the case of RSNR target of 15 dB and 25 dB. The
table shows that using CSinc, energy cost due to computation
can be decreased by more than 30% with respect to CSref by
maintaining the same RSNRmin.

The energy consumption in BLE is composed of different
contributions, which change depending on the selected com-
munication parameters. In order to analyze the actual benefit
of CS, only the energy consumption of the actual packet
transmission is considered. The most efficient transmission of
BLE 5.3, assuming average link quality, is achieved using the
1M physical layer (1 µs/bit) [22]. With this standard, a packet
consists of an overhead of 11B (due to preamble, access
address, Payload Data Unit (PDU) header, payload length, and
Cyclic Redundancy Check (CRC)) and the actual payload of
a maximum of 250B [23]. Using the measured TX current
consumption of 6.4mA of the nRF5340 at 1.8V, this results
in a energy consumption per byte of:

EB = 6.4mA · 1.8V · 1 µs/bit · 8 bit/B
= 92.16 nJ/B

(7)

Considering (5) and (7), and assuming each sample of the
input x and each measurement in y represented with 16 bit, it
is possible to compute the energy cost for the transmission
in the cases of CSref , CSinc, and when no compression
is adopted. Note that, CSref only needs one packet to be
transmitted, while CSinc potentially requires multiple packets
and the no-compression case always needs the transmission of
three packets to send all n = 256 samples. Table III reports
for each method and RSNR target the number of bytes that on
average need to be transmitted and the corresponding energy
consumption where the parameters of (5) are set as BH = 11
and By = 2 to match the considered setting. The table shows
that compression drastically reduces the energy cost and CSinc

further reduces this cost by 18% compared to CSref .
Table III also shows the total energy consumption due to

both computation and transmission. Overall, CSinc reduces
the energy consumption by 28% and 26% for the RSNR
targets of 15 dB and 25 dB, respectively. Compared to the no-
compression case, the gain is further increased by 52% and
27%, respectively.

V. CONCLUSION

In this work, we have described a novel paradigm for
incremental CS in the context of transmitting compressed ECG
signals over a BLE channel. Numerical evidence shows a non-
negligible improvement in terms of computational cost, which
is reduced up to 34% while obtaining the same RSNR of
other CS techniques. The total energy consumption is reduced
by 28% and 26% for a target RSNR of 15 dB and 25 dB,
respectively, proving that the proposed model is suitable for
an efficient transmission using the BLE protocol.
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