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 a b s t r a c t

Legal conflicts between statutes or constitutional articles present a significant challenge in maintaining con-
sistency and coherence within legal systems. Addressing these conflicts requires extensive human expertise, 
making the process labor-intensive and time-consuming. In this paper, we introduce Clash-of-Leges, a novel 
multilingual dataset derived from rulings by the Constitutional Court of the Italian Republic, designed to aid 
the automation of conflict detection and explanation between legal articles. We identify three key tasks: Con-
flict Classification, which determines whether two legal articles are in conflict; Conflict Explanation Generation, 
which provides detailed explanations for identified conflicts; and Reference Retrieval, which sources relevant 
legal bases and precedents to substantiate interpretations. These tasks are intended to facilitate the development 
of AI models that can automatically identify and explain contradictions between legal provisions.2

1.  Introduction

The integration of artificial intelligence(AI) into the legal domain is 
reshaping longstanding practices, from legal research and case analysis 
to drafting and decision-making. While traditionally resistant to automa-
tion, the legal sector is increasingly adopting AI tools that bring effi-
ciency, consistency, and accuracy to complex tasks. Among AI’s primary 
contributions to legal practice are automated document review and le-
gal forecasting. By employing natural language processing (NLP), AI 
systems swiftly identify pertinent legal statutes and precedents, allow-
ing lawyers to streamline case preparation (Rissland & Ashley, 1987). 
Additionally, predictive analytics trained on historical case data en-
able lawyers to anticipate case outcomes, helping them evaluate case 
strength and advise clients with greater confidence. For instance, mod-
els trained on past court decisions have shown promising results in pre-
dicting outcomes in areas such as bankruptcy, intellectual property, and 
contract disputes (Aletras et al., 2016). AI-driven applications now assist 
also with document summarization (Moro et al., 2023a; Moro & Ragazzi, 
2022, 2023; Moro et al., 2023c; Ragazzi et al., 2024, 2025) and ques-
tion answering (Italiani et al., 2025) for case law analysis, and contract 
management (Ashley, 2017) by parsing vast legal texts, revealing pat-
terns, and providing rapid, precise insights that enhance productivity 
and reduce costs. These advances underscore AI’s potential to perform 
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highly nuanced tasks in law that, until recently, were believed to require 
human expertise exclusively.

Despite these advancements, the process of drafting new laws re-
mains an underexplored area of AI application, particularly in address-
ing legal conflicts. Crafting new statutes requires rigorous checks to pre-
vent overlaps or contradictions with existing laws. Conflicting statutes 
or ambiguous regulations can destabilize legal interpretations, increase 
litigation, and place burdens on judicial systems tasked with resolving 
these issues. Traditionally, legislative drafters consult constitutional ex-
perts and subject the laws to thorough reviews to minimize conflicts. 
In some jurisdictions, like Italy, the Constitutional Court plays a crucial 
role in reviewing new laws to ensure they align with constitutional prin-
ciples. Yet, even with such safeguards, legal conflicts frequently arise 
within complex legal systems, complicating judicial processes.

Once identified, these conflicts must be resolved by courts to clar-
ify statutory hierarchies and maintain legal coherence. For instance, 
in the Italian legal system, the Constitutional Court often deals with 
conflicts between national laws and constitutional articles, issuing rul-
ings to clarify the hierarchy and proper interpretation of competing le-
gal provisions. However, manually detecting and resolving such con-
flicts is time-intensive and demands significant legal expertise. Legal
professionals must sift through extensive legal texts, interpret over-
lapping provisions, and cross-reference constitutional frameworks, a 
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Table 1 
Summary of the most relevant conflict detection benchmarks. Unlike prior datasets, Clash-of-Leges is grounded in authentic 
legislative jurisprudence and supports multilingual, cross-document, and explanatory tasks for statutory conflict analysis.
 Name  Annotation  Tasksa  Cross-Doc.b  Languages  # Confls.c  Type
 ContractNLI (Koreeda & Manning, 2021)  Manual  NLI  7  English  841  Contracts
 NCI-EN (Aires et al., 2019d)  Semi-synthetic  MLC  7  English  228  Contracts
 NeuralConflict (Huang et al., 2024b)  Synthetic  BC  7

English,
Chinese  6230

Contracts,
Policies

 Aires et al. (Aires & Meneguzzi, 2021)  Semi-synthetic  BC  7  English  104  Contracts

 Clash-of-Leges (Ours)  Manual  BCd, CEd, AR  3
Italian,
English  632  Legislations

a BC = Binary Classification, MLC = Multi-Label Classification, NLI = Natural Language Inference, CE = Conflict Explanation, 
AR = Article Retrieval.
b 3= the potentially conflicting texts belong to different documents; 7= otherwise.
c Number of annotated conflicting pairs.
d LLM evaluation.

process that becomes increasingly challenging as the body of law
expands.

Existing works have evident limitations (see Table 1). As outlined 
by Schumann and Gómex (2024), only two studies proposed datasets 
containing more than 250 cases of conflict, and the vast majority of 
conflict cases (87%) were (semi-)synthetically generated. This reliance 
on synthetic conflicts raises concerns about the generalizability of these 
datasets, as they may not accurately reflect the complexity and nuances 
of real-world conflicts. Furthermore, half of all studies demonstrated 
their approaches using only a few individual examples rather than eval-
uating them holistically with annotated test datasets. Such limited eval-
uations make it challenging to assess the robustness and applicability of 
these methods in practical scenarios. Finally, in terms of addressed tasks, 
current datasets primarily focus on classification, without supporting 

Fig. 1. Overview of Clash-of-Leges.

downstream tasks like conflict explanation or the retrieval of relevant 
legal provisions–both essential for real-world legal applications.

Our work addresses these gaps by directly engaging with real-world 
legal rulings from the Constitutional Court of the Italian Republic 
(CCIR). In particular, we present Clash-of-Leges, a novel bilingual 
dataset designed to assist AI models in detecting and explaining con-
flicts within statutory law (see Fig. 1). By focusing on rulings where 
constitutional conflicts are explicitly identified, our dataset provides a 
realistic and practical foundation for evaluating detection approaches. 
This emphasis on real-world data ensures that the models developed us-
ing our dataset are better equipped to handle the complexity of conflicts 
as they occur in practice, bridging the gap between theoretical frame-
works and practical legal applications. Additionally, we also incorporate 
an automatically translated version of the dataset in English to enhance 
its accessibility and broaden its utility for international research. Based 
on this resource, we introduce three core tasks essential for addressing 
legal conflicts in drafting and statutory review:

• Conflict Detection: Identifying whether two legal provisions con-
flict.

• Conflict Explanation Generation: Providing automated explana-
tions for detected conflicts.

• Article Retrieval: Sourcing relevant legal bases and precedents to 
substantiate interpretations.

We perform comprehensive quantitative analyses on Clash-of-
Leges, utilizing a broad array of evaluation metrics to pave the way for 
future research developments. In particular, we systematically evaluate 
the performance of state-of-the-art multilingual large language models 
(LLMs) under practical limitations, such as running on a single 24 GB 
GPU. Our study evaluates these models’ adaptability across languages 
and tasks, revealing that significant improvements are needed for prac-
tical usability.

2.  Related work

2.1.  Datasets and jurisdictions

In recent years, a diverse set of legal NLP benchmarks has emerged, 
reflecting the structural, linguistic, and jurisdictional heterogeneity of 
legal systems. Within common law systems, widely adopted datasets in-
clude CaseHOLD (Zheng et al., 2021) for legal judgment prediction in 
the U.S. context and ECtHR (Chalkidis et al., 2021a) for classification 
and outcome prediction in rulings by the European Court of Human 
Rights. In addition, the COLIEE task, based on Canadian case law, sup-
ports legal question answering and textual entailment across multiple 
subtasks. Conversely, in civil law systems, datasets are more often cen-
tered on statutory interpretation and normative reasoning. Notable ex-
amples include LeCaRD (Ma et al., 2021), a Chinese dataset for legal 
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reading comprehension, LEDGAR (Tuggener et al., 2020), which pro-
vides clause-level annotations from commercial contracts under Swiss 
law, and LAWSUIT (Ragazzi et al., 2024), a summarization dataset de-
rived from Italian Constitutional Court rulings.

2.2.  Conflict detection datasets

Only a limited number of corpora provide structured annotations for 
legal conflicts. Most benchmarks, such as ContractNLI (Koreeda & Man-
ning, 2021) and NeuralConflict (Huang et al., 2024b), focus on contract 
law and rely on synthetic or semi-synthetic conflict pairs, with an exclu-
sive emphasis on English and common law contexts. Some efforts target 
normative or policy documents (Zadrozny et al., 2017), but they rarely 
include real-world judicial data, constitutional review, or multilingual 
content. Similarly, works like Aires et al. (2019a) concentrate on clause-
level norm conflicts using semantic representations and entailment-
based reasoning, assuming monolingual, decontextualized settings that 
reflect common law interpretive patterns. Exceptions include the align-
ment of EU directives with Member State laws (Araszkiewicz et al., 
2021), or compliance between SOPs and medical guidelines (Zadrozny 
et al., 2017), yet these are often domain-specific, lack statutory focus, 
and are not framed within a structured legal hierarchy. In contrast, con-
flict detection in civil law systems remains largely underexplored. Ex-
isting approaches rarely engage with real-world statutory conflicts as 
they emerge in legislative or constitutional review. Our work addresses 
this gap by introducing a bilingual corpus grounded in Italian Consti-
tutional Court rulings, supporting not only binary conflict detection as 
in the current benchmarks, but also explanation and reference retrieval, 
thereby enabling the development of interpretable, multilingual legal 
AI for civil law contexts.

2.3.  Explanation generation in legal AI

Explanation generation is an increasingly prominent objective in le-
gal AI, motivated by the need for transparency and trust. In tasks such 
as judicial outcome prediction (He et al., 2025), several efforts have fo-
cused on generating natural language rationales (Chalkidis et al., 2021b; 
He et al., 2023; Zhong et al., 2020) and legal entailment (Koreeda & 
Manning, 2021). These approaches typically rely on pre-trained lan-
guage models fine-tuned to output structured or free-form explanations, 
sometimes augmented with attention or rationale extraction layers to 
enhance interpretability. Other works adopt rule-based or logic-driven 
templates, especially in highly structured domains like regulatory com-
pliance (Rabelo et al., 2021).

Despite this growing interest, explanation generation in the con-
text of statutory conflict detection remains underexplored. Existing 
datasets often lack explicit annotations of the legal reasoning behind 
conflicts, and few benchmarks support multilingual, cross-document, 
or constitutionally-grounded explanation tasks. Our work addresses this 
gap by explicitly framing conflict explanation as a supervised task, pair-
ing each identified conflict with concise rationales extracted from real-
world constitutional rulings. This enables the training and evaluation of 
models that not only detect contradictions, but also articulate the legal 
principles and statutory inconsistencies that underlie them.

2.4.  NLP Methods for legal conflicts

The task of identifying conflicts within legal texts aligns closely with 
broader research in the domain of consistency checking and conflict 
detection across textual content. One prominent approach involves the 
use of formal logic systems to model and analyze regulatory texts (Chitti-
malli & Anand, 2016; Chittimalli et al., 2019; Mitra et al., 2018). By rep-
resenting regulations through logical expressions, conflicts can be iden-
tified by detecting logical inconsistencies. Deontic logic, which deals 
with obligation, permission, and prohibition, has been particularly use-
ful in this context. This method allows for the formalization of norms 

and the automated detection of normative conflicts within and between 
regulations.

NLP techniques have also garnered significant attention, and one of 
the most prevalent approaches involves training classifiers in a super-
vised fashion. Convolutional Neural Networks have been widely used 
for this task, as seen in studies such as Aires et al. (2019c), Aires and 
Meneguzzi (2021, 2017). Other architectures, such as Long Short-Term 
Memory (LSTM) networks, have also been applied to norm conflict 
detection. For example, studies like Alshamsan and Chaudhry (2022), 
Huang et al. (2024b) utilized LSTMs for this purpose. Similarly, Sup-
port Vector Machines have been leveraged in various works, includ-
ing Aires et al. (2019b,d), highlighting their effectiveness in classi-
fication tasks related to norm conflicts. Moreover, transformer-based 
models have gained attention in recent works, including Ichida and 
Meneguzzi (2021), van Leijenhorst et al. (2023).

In order to train such supervised solutions, several methodologies 
have been explored to construct pairs of conflicting texts. One preva-
lent approach focuses on sentence pairing based on similarity metrics. 
Tools employing sentence embeddings or n-gram-based cosine similarity 
have been utilized in Hematialam (2021), van Leijenhorst et al. (2023), 
Sai et al. (2023). These methods involve linking sentences into candidate 
pairs once a similarity threshold is met. For example, in Sai et al. (2023), 
a two-step pairing process was applied to align sentences from hospi-
tal’s standard operating procedures (SOPs) with recommendations from 
medical guidelines. Similarly, term-based or entity-based pairing ap-
proaches were employed in Aires et al. (2018, 2017), Araszkiewicz et al. 
(2023), where only provisions concerning the same parties were com-
pared. Additionally, techniques like TextDiff functions, as used in Abual-
haija et al. (2024), enabled pair creation by identifying differences or ab-
sence between provisions in separate lists. Semi-synthetic datasets have 
also been a significant focus in conflict detection research, with studies 
such as Aires et al. (2019b,d), Aires and Meneguzzi (2021), Huang et al. 
(2024b) that generated semi-synthetic evaluation datasets by inserting 
contradictions into conflict-free texts. This was achieved by manually or 
semi-automatically altering random normative sentences to create anno-
tated sentence pairs for model training. Other studies, such as Alsham-
san and Chaudhry (2022), Koreeda and Manning (2021), constructed 
a Cartesian product of all relevant text components and subsequently 
performed their analysis on the resulting pairs.

While the aforementioned studies primarily compare information 
within similar document types, some have extended this to cross-type 
document comparisons. Examples include the alignment of SOPs with 
medical guidelines (van Leijenhorst et al., 2023), EU Directives with 
Member State laws (Araszkiewicz et al., 2021), and Data Protection 
Guidelines with the GDPR (Alshamsan & Chaudhry, 2022). These inter-
document comparisons illustrate the potential for identifying conflicts 
across heterogeneous legal sources.

3.  Clash-of-Leges

The dataset is constructed from rulings issued by the Italian Consti-
tutional Court, focusing on cases where the constitutional legitimacy of 
specific articles was evaluated (see Fig. 3 for the annual distribution of 

Table 2 
Text statistics for all samples generated using NLTK (Bird & 
Loper, 2004), reporting the average number of words (w) and 
sentences (s) across potentially conflicting article pairs (Art. 
Pair), conflict explanations (Explan.), and articles employed in 
the retrieval task (Retr.).

 Art. Pair  Explan.  Retr. Art.
 w  s  w  s  w  s

 Italian  325.68  8.73  48.10  1.53  163.25  4.15
 English  338.00  9.26  48.54  1.54  173.35  4.63
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Fig. 2. Two examples of conflicting article pairs, along with their explanations. The portions of the articles declared unconstitutional are highlighted in yellow, 
indicating their conflict with corresponding text portions of an existing law, which are highlighted in red. Additionally, the key elements of the explanations are 
emphasized in blue.

Fig. 3. Annual distribution of potentially unconstitutional articles.

instances). These rulings often involve a detailed analysis of legal con-
flicts, where one or more articles are found to contradict or challenge the 
principles set out in the Italian Constitution (see Fig. 4 for the instances’ 
topic distribution). Table 2 reports the document statistics.

3.1.  Dataset construction

Conflict Detection. The first step in constructing the dataset was identi-
fying rulings where the CCIR assessed the constitutional legitimacy of 
one or more legal articles. In these cases, the Court determines whether 
the contested legal provisions align with the Italian Constitution, and if 

not, the Court declares the provisions unconstitutional. We manually re-
viewed these rulings to extract instances where such constitutional con-
flicts were explicitly identified, forming the foundation of our dataset. 
All rulings were reviewed by a single legal expert and not by multiple 
annotators, since identifying conflicting provisions is largely objective. 
In fact, pairs of conflicting articles are immediately recognizable within 
each ruling due to the standardized language used to signal an antinomy. 
In addition, we also annotated cases where conflicts arose between two 
articles belonging to different laws. These conflicts often stem from sit-
uations where one legal provision challenges the validity or application 
of another, potentially creating indirect constitutional issues (see Fig. 2 
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Fig. 4. Distribution of (a) potentially unconstitutional articles categorized by the authority that issued the law. The abbreviations represent regional classifications:
SR (Southern Region), NR (Northern Region), and CR (Central Region); (b) legal instruments to which the articles potentially causing conflicts belong; (c) topics of 
potentially unconstitutional articles. G&J represents Governance and Justice, UP&E stands for Urban Planning and Environment, and PS refers to Public Services.

for two examples). By including both types of conflicts, our dataset cap-
tures a broader spectrum of legal discrepancies, encompassing not only 
direct constitutional disputes but also the interplay between different 
levels of statutory law. Fig. 4b illustrates the distribution of the vari-
ous types of legal instruments involved in conflicts with the articles of 
law reviewed by the CCIR. Once rulings with constitutional conflicts 
were identified, the next step involved annotating the conflicts. In each 
ruling, legal articles identified as conflicting were meticulously anno-
tated with their corresponding law number, year, article, and comma 
when referenced (see Fig. 1 step ¶.(a) for the graphical breakthrough 
of our annotation approach). Then, to construct negative examples for 
the classification task—instances where two articles are determined not 
to be in conflict—we adopted a systematic approach instead of relying 
on simple random pairing. Specifically, we utilized CCIR rulings where 
constitutional illegitimacy claims were deemed unfounded. This method 
increases the task’s complexity, presenting the model with pairs of arti-
cles that exhibit a plausible, albeit non-conflicting, relationship, rather 
than unrelated or at best loosely associated articles.

Conflict Explanation. The annotations focused also on the reasoning pro-
vided by the Court in its verdict. When available, this was extracted 
using regex rules; in cases where these rules proved insufficient, Chat-
GPT was employed to assist in the extraction operation (see Fig. 1 step 
¶.(b)). This process ensures that the dataset includes not only the con-
flicting articles but also provides valuable context about the nature of 
the conflict, which is critical for facilitating more accurate analysis of 
legal precedents and patterns across similar cases.

Reference Retrieval. The text of the articles may contain references to 
others, and in some cases, this contextual information is essential for 
accurate interpretation. The meaning of an article can easily be misin-
terpreted, as its implications often depend on its connections to related 
texts (Tiersma, 2000). Therefore, we automatically identify these ref-
erences by leveraging the Akoma Ntoso standard,3 which provides a 
structured, domain-specific XML vocabulary for representing executive, 
legislative, and judicial documents in a standardized legal format. We 
define a retrieval task where textual references within the article text 
are removed, requiring the retriever model to accurately identify and 
return the correct referenced document from a database of 20,000 Ital-
ian legal articles sourced from Normattiva,4 a comprehensive repository 
of Italian legal texts (see Fig. 1 step ̧ ).

3 https://unsceb-hlcm.github.io/
4 The texts were freely obtained from https://www.normattiva.it/ and are not 

considered authentic.

Table 3 
The number of instances for each task organized 
into three splits. For the reference retrieval task, 
only a test set is provided, as no training is required 
for the experiments.
 Task  Train  Validation  Test
 Conflict Detection  1010  126  127
 Conflict Explanation  201  25  26
 Reference Retrieval  -  -  275

To complement the annotations with the full text of the conflicting 
articles and references, we collected the corresponding legal provisions 
from authoritative legal databases. For national laws, the articles were 
scraped from Normattiva. In cases where regional laws were involved, 
the relevant articles were retrieved from the regional legal websites, 
ensuring that the dataset includes a wide range of legal texts across 
different legislative levels (see Fig. 1 step ·). This multi-source approach 
ensures that the dataset is both broad and representative, covering a 
variety of conflicts between national and regional legal frameworks and 
the Constitution.

Table 3 presents the number of instances for each task, organized 
into training, validation, and test sets.

3.2.  Language translation

We perform automatic translation of articles, references, and expla-
nations from Italian to English by evaluating various machine transla-
tion models and services: GPT-4o, Google Translate, and LLaMA-
3-8B. To assess translation quality, we employ two quality control
methods and measure the effectiveness of the translations using a sam-
ple of 102 instances, evenly distributed across the training, validation, 
and test sets. In line with recent studies that circumvent human analysis 
due to its high cost (Feng et al., 2022; Scao et al., 2022), particularly 
when translating lengthy legal texts, we adopt a standard approach to 
assess translation effectiveness through Round-Trip Translation (or Back 
Translation). Technically, it involves translating a text into a different 
language and re-translating it to the original one. We implement the 
same approach as Feng et al. (2022) and Zhu et al. (2019) and employ 
two evaluation criteria. First, to assess syntactic accuracy, we compute 
ROUGE scores (Lin, 2004) by comparing the original text with its back-
translated counterpart. Second, to evaluate beyond syntactic aspects, 
we measure sentence-level semantic similarity using an Italian cross-
encoder.5

5 https://huggingface.co/nickprock/cross-encoder-italian-bert-stsb
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Fig. 5. Google Translate’s back-translation performance evaluation on the different texts that compose the dataset.

Table 4 
Average ROUGE and semantic similarity (SS) % scores on 
back-translation (full-text rulings) across all languages. The 
best results are in bold.
 System  ROUGE-1  ROUGE-2  ROUGE-L  SS
 GPT-4o  76.83  58.30  75.91  86.90
 LLaMA-3-8B  66.80  44.81  66.36  83.01
 Google Tr.  82.68  68.62  83.18  88.17

The results depicted in Table 4 indicate that Google Trans-
late offers the best overall performance in both syntactic and
semantic dimensions, surpassing GPT-4o and LLaMA-3-8B. While GPT-
4o provides strong results, particularly in terms of semantic similar-
ity, LLaMA-3-8B lags behind in both ROUGE and semantic similar-
ity scores. Google Translate is grounded in linguistic rules, making 
its translation more reliable. GPT-4o, on the other hand, while capa-
ble of producing fluent text, might prioritize coherence and context 
over preserving the original sentence structure, which could lead to 
discrepancies when the text is translated. For these reasons, Google 
Translate has been also the preferred choice in previous studies, 
which have successfully utilized it for multilingual content genera-
tion (e.g., Bloomz, T0) (Muennighoff et al., 2022) as well as for
legal translations (Alkatheery, 2023; Galassi et al., 2020; Ubayawar-
dena & Hansani, 2023; WIESMANN, 2019). Fig. 5 presents the dis-
tribution of ROUGE-1 back-translation scores for Google Translate
across the translated elements of the dataset, such as conflict pairs, 
explanations, referenced articles, and the articles used in the retrieval
task.

To validate the reliability of the automatically translated dataset, 
we also conducted a human evaluation on a subset of instances. 
Specifically, we selected 127 translated article pairs from the test 
set of the conflict detection task and 26 translated explanations 
from the test set of the conflict explanation task. Each translation 
was independently assessed by two bilingual (Italian-English) anno-
tators with legal expertise. Annotators rated each translation on a 
scale from 1 (poor) to 5 (excellent) according to the three dimen-
sions defined in Table 5. The resulting inter-annotator agreement, 
measured by Cohens kappa, was 0.38. Table 6 reports the aver-
age scores across both annotators for the entire evaluated subset. 
Overall, the automatic translations achieved satisfactory performance 
across all three dimensions, with an average score across categories of 
3.69 and 3.79 for article pairs and explanation, respectively. Impor-
tantly, the semantic-fidelity scores confirm that the original meaning is
preserved.

Table 5 
Evaluation dimensions for translated legal articles.
 Dimension Description

 Semantic Fidelity Does the translation accurately 
preserve the legal intent, obliga-
tions, rights and conditions of the 
original text?

 Legal Precision Are legal terms accurately trans-
lated and are article references 
and legal constructs well pre-
served?

 Clarity & Fluency Does the translation reflect the 
formal register and structured 
style typical of legal texts while re-
maining syntactically clear, natu-
ral, and easy to read in the target 
language?

Table 6 
Human evaluation results on the article pairs and explanations belonging to the 
test set of the conflict classification and explanation tasks, respectively.
 Data  Semantic Fidelity  Legal Precision  Clarity & Fluency  Avg.
 Article Pairs  4.24  3.49  3.35  3.69
 Explanations  4.31  3.63  3.44  3.79

4.  Experiments

4.1.  Experimental setup

Hardware Environment. All runs are tracked with Weights & Biases6 and 
executed on a workstation with a single Nvidia GeForce RTX3090 GPU 
of 24 GB of dedicated memory, 64 GB of VRAM, and an Intel® Core™i9-
10900X1080 CPU @ 3.70GHz. The operating system is Ubuntu 20.04.3 
LTS. To enhance consistency and portability, our development environ-
ment is built on top of a docker container with a NVIDIA image.7 All 
open-source models were fine-tuned on the training set of our dataset for 
3 epochs using the Unsloth library (Daniel Han & team, 2023) to reduce 
VRAM consumption and enable faster fine-tuning, with the AdamW op-
timizer (learning rate 5e-6), a linear scheduler, and a fixed random seed 
of 42 for reproducibility; no preprocessing was performed.

Evaluation. We quantify classification effectiveness with recall, pre-
cision, F1-score, and accuracy. We evaluate conflict explanation

6 https://wandb.ai
7 https://nvidia/cuda:12.3.2-devel-ubuntu22.04
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Table 7 
Models source. Repository identifiers and access URLs for all models used in our experiments, covering both 
API-based and open-source releases.
 Model  Snapshot / Repository  URL
 API Models
 DeepSeek-R1  deepseek-reasoner https://api-docs.deepseek.com/guides/reasoning_model
 GPT-4o  gpt-4o-2024-11-20 https://platform.openai.com/docs/models/gpt-4o

 Hugging Face Models
 Gemma-2-9B  unsloth/gemma-2-9b-bnb-4bit https://huggingface.co/unsloth/gemma-2-9b-bnb-4bit
 Mistral-7B  unsloth/mistral-7b-v0.3-bnb-4bit https://huggingface.co/unsloth/mistral-7b-v0.3-bnb-4bit
 LLaMA-3-8B  unsloth/Meta-Llama-3.1-8B https://huggingface.co/unsloth/Meta-Llama-3.1-8B
 SaulLM-7B  Equall/Saul-7B-Base https://huggingface.co/Equall/Saul-7B-Base

generation across several key dimensions. First, we report F1 scores 
for syntactic metrics, including ROUGE-{1,2,L} (Lin, 2004), and the 
variance-aware aggregated score  (Moro et al., 2023b). Second, for se-
mantic coverage, we employ the model-based metric BARTScore (Yuan 
et al., 2021), reporting precision, recall, and F1 values to capture nu-
anced performance. Finally, we report the Rank@𝑘 metric, with 𝑘 ∈
{1, 5, 10} for the retrieval task. Technically, given an input article, we 
assess how frequently the corresponding references are correctly found 
within the top-𝑘 items retrieved.

Baselines. For the conflict classification and explanation tasks we con-
sider LLaMA-3-8B,8 which represents a significant improvement over 
its predecessor, LLaMA-2, setting a new standard for LLMs of this 
scale through enhanced architecture and training techniques. Gemma-2-
9B (Team et al., 2024) delivers one of the best-in-class performances for 
its size, competing effectively with models 2-3× larger, while remain-
ing open and accessible to the community. Mistral-7B (Jiang et al., 
2023) comprises grouped-query attention (Ainslie et al., 2023) and slid-
ing window attention (Beltagy et al., 2020) to achieve a harmonious 
equilibrium between the pursuit of high performance and efficiency.
SaulLM-7B (Colombo et al., 2024) builds upon the Mistral-7B archi-
tecture and is trained on a specialized English legal corpus comprising 
over 30 billion tokens. This tailored design achieves state-of-the-art per-
formance in legal text comprehension and generation tasks. Addition-
ally, we consider recent closed-source LLMs. Specifically, we employ
GPT-4o (Hurst et al., 2024), which offers substantial improvements on 
text in non-English languages, while also delivering significantly faster 
inference and a 50% reduction in API cost. DeepSeek-R1 (DeepSeek-AI, 
2025) is a Mixture-of-Experts language model optimized for reasoning 
tasks, combining supervised fine-tuning with large-scale reinforcement 
learning to achieve GPT-4-level performance with improved efficiency. 
The prompts that proved most effective for the conflict classification and 
explanation tasks are listed in Table 8. We deliberately omitted few-shot 
prompting because including even a minimal set of positive and nega-
tive examples would have made the input excessively long. Moreover, 
the diversity of conflict cases in our dataset is so varied that a single 
illustrative example would be insufficient to guide the model toward 
robust generalization. Table 7 provides the sources of all models used.

For the article retrieval task, we evaluate BM25Okapi (Robertson 
et al., 1995), a probabilistic model that estimates document relevance 
with respect to a query as follows:

BM25 =
∑

𝑡∈𝑞
log

(

𝑛 − 𝑓𝑡 + 0.5
𝑓𝑡 + 0.5

)

⋅ TFBM25 (1)

TF =
𝑓𝑡,𝐝 ⋅

(

𝑘1 + 1
)

𝑓𝑡,𝐝 + 𝑘1 ⋅
(

(1 − 𝑏) +
(

𝑏 ⋅ 𝓁𝐝∕𝓁avg
)) (2)

8 https://ai.meta.com/blog/meta-llama-3/

Table 8 
Prompts employed for evaluating closed-source LLMs.
 Task System Prompt
 Classification You are an expert judge of the Italian Constitutional 

Court, charged with determining whether two legal 
articles conflict. You will receive input in this exact 
format: <full text of  in language> [𝐶𝑂𝑁𝐹𝐿_𝐴𝑅𝑇 ]
<full text of  in language>. If the two articles con-
flict, respond exactly with YES. If they do not con-
flict, respond exactly with NO. Do not include any 
additional text, commentary, or explanation.

 Explanation You are an expert judge of the Italian Constitu-
tional Court, charged with writing an explanation 
of why two articles conflict. You will receive in-
put in this exact format: <full text of  in language>
[𝐶𝑂𝑁𝐹𝐿_𝐴𝑅𝑇 ] <full text of  in language>. Write 
an explanation in language of maximum two sen-
tences.

where 𝑛 is the number of documents in the corpus, 𝑓𝑡 is the number 
of documents containing the query term 𝑡, 𝑓𝑡,𝐝 is the number of occur-
rences of 𝑡 in the document 𝐝, 𝓁𝐝 is the number of terms in 𝐝, and 𝓁avg
is the average of 𝓁𝐝 over the corpus. We use the standard parameters: 
𝑘1 = 1.2 and 𝑏 = 0.75. predict relevance between queries and passages. 
Furthermore, we benchmark ColBERT-XM ()Louis, Saxena), which ef-
fectively predicts relevance between queries and passages using only 
a limited set of English examples, leveraging the late interaction ap-
proach introduced in ColBERT (Khattab & Zaharia, 2020). Additionally, 
the model achieves effective zero-shot transfer across a diverse array 
of languages without requiring any further training. We also evaluate 
the bi-encoder (BiE) architecture (Reimers & Gurevych, 2019a), which 
employs a siamese BERT network to generate semantically meaningful 
sentence embeddings. In this framework, the query 𝐪 and document 𝐝𝑖
are independently processed through an encoder-only transformer, pro-
ducing two distinct sentence embeddings that are subsequently com-
pared using cosine similarity. To improve computational efficiency, we 
utilize FAISS (Johnson et al., 2019) for indexing, addressing the chal-
lenge of efficiently comparing high-dimensional vectors. As bi-encoder 
multilingual models, we operate with MPNet (Song et al., 2020), Dis-
tiluse (Reimers & Gurevych, 2019b), and MiniLM (Wang et al., 2020). 
Finally, we explore a hybrid solution, denoted as Hybrid that fuses
BM25Okapi and MPNet scoring.

4.2.  Results

Conflict Detection. The results presented in Table 9 show how, in the 
Italian setting, LLaMA-3-8B achieves the highest F1 score of 73.24, 
which suggests that it has a more effective understanding of the nu-
ances and complexities inherent in Italian legal language. In the En-
glish dataset, LLaMA-3-8B continues to perform robustly, however
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Table 9 
Performance of baseline models on the con-
flict detection task. Bold denotes the best re-
sults.

 Model  P  R  F1
 IT
 Fire Gemma-2-9B  85.71  52.50  65.12
 Fire Mistral-7B  76.47  32.50  45.61
 Fire LLaMA-3-8B  83.87  65.00  73.24
 SNOWFLAKE GPT-4o  89.19  41.20  56.41
 SNOWFLAKE DeepSeek-R1  93.75  37.50  53.57
 EN
 Fire SaulLM-7B  84.21  40.00  54.24
 Fire Gemma-2-9B  85.51  73.75  79.19
 Fire Mistral-7B  90.24  46.25  61.16
 Fire LLaMA-3-8B  87.50  70.00  77.78
 SNOWFLAKE GPT-4o  86.67  32.50  47.27
 SNOWFLAKE DeepSeek-R1  86.96  50.00  63.49

Fire = fine-tuned; SNOWFLAKE = frozen

Table 10 
Performance of baseline models on the ar-
ticle retrieval task. Bold denotes the best 
results.

 Model  R@1  R@5  R@10
 IT
 BM25Okapi  8.99  19.33  22.06
 Distiluse  5.69  13.30  16.71
 MiniLM  6.93  11.94  15.63
 MPNet  5.69  16.63  22.01
 ColBERT-XM  2.98  13.41  14.46
 Hybrid  9.59  20.96  25.91
 EN
 BM25Okapi  6.72  18.14  20.79
 Distiluse  6.57  14.57  17.89
 MiniLM  6.92  16.82  20.52
 MPNet  6.56  18.32  21.73
 ColBERT-XM  3.46  10.76  13.77
 Hybrid  6.93  22.26  27.05

Table 11 
Performance of baseline models on the conflict explanation gen-
eration task. Bold denotes the best results.
 Model  R-1  R-2  R-L   BaS-R  BaS-P  BaS-F1
 IT
 Fire Gemma-2-9B  20.21  4.95  22.30  15.73 -5.113 -5.476 -5.294
 Fire Mistral-7B  14.59  4.32  16.39  11.73 -6.744 -5.018 -5.881
 Fire LLaMA-3-8B  17.52  3.39  19.39  13.37 -5.646 -4.909 -5.278
 SNOWFLAKE GPT-4o  21.45  5.47  22.68  16.43 -4.379 -5.314 -4.846
 SNOWFLAKE DeepSeek-R1  20.30  4.41  21.10  15.18 -4.525 -5.236 -4.881

 EN
 Fire SaulLM-7B  22.01  3.57  22.56  15.92 -4.714 -8.139 -6.427
 Fire Gemma-2-9B  32.80  8.75  28.71  23.16 -5.412 -4.871 -5.142
 Fire Mistral-7B  31.95  11.35  29.86  24.18 -5.909 -5.731 -5.820
 Fire LLaMA-3-8B  31.99  8.57  30.06  23.28 -5.459 -4.800 -5.129
 SNOWFLAKE GPT-4o  25.62  4.40  22.70  17.42 -6.629 -6.298 -6.463
 SNOWFLAKE DeepSeek-R1  22.57  3.35  21.20  15.59 -5.633 -5.996 -5.815

Fire = fine-tuned; SNOWFLAKE = frozen

Gemma-2-9B slightly surpasses it. Furthermore, a clear trend emerges, 
all source models, except for GPT-4o, perform better on the English 
dataset than on the Italian one, as shown in Fig. 8. For instance, Gemma-
2-9B’s F1 score increases from 65.12 in Italian to 79.19 in English, and
LLaMA-3-8B shows a similar improvement from 73.24% to 77.78%. 
This enhancement underscores the challenges posed by less-resourced 
languages like Italian in NLP tasks, particularly in specialized domains 
such as the legal one. The models generally exhibit higher Precision 
than Recall across both languages, implying they are more precise in 

Table 12 
LLM factuality evaluation prompt.
System Prompt
You are a legal expert evaluating the factual accuracy of a model’s explanation of 
a conflict between two statutory articles in {language}.
Given:
•Article A: {article_a} Article B: {article_b}
•Model Explanation: {model_expl} Reference Explanation: {ref_expl}
Rate how factually correct the Model Explanation is compared to the Articles and 
the Reference Explanation, ignoring style or fluency.
Scoring: 5 Fully factual and legally accurate; 4 Mostly factual, minor omissions;
3 Partially correct, some inaccuracies; 2 Major factual or legal errors; 1 Mostly 
incorrect or irrelevant; 0 Completely wrong or hallucinated.
JSON only: {"score": <0-5>}

their conflict predictions but may not identify all instances of conflict-
ing articles. This pattern is critical in legal contexts, where missing a 
conflict can have serious consequences. LLaMA-3-8B’s and Gemma-2-
9B’s relatively higher Recall suggests they are more reliable in capturing 
potential conflicts, which is advantageous for comprehensive legal anal-
ysis. Surprisingly, SaulLM-7B achieves the lowest F1 scores, indicating 
that its advanced understanding of legal language does not contribute 
in this task. Without task-specific adaptation, closed-source LLMs gener-
ate a high number of false negatives and fail to capture key distinctions 
that our benchmark emphasizes. In contrast, open-source LLMs that we 
fine-tune directly on our training set internalize the subtle patterns and 
edge cases that are encoded. With a more fine-grained analysis, Fig. 6 il-
lustrates that the models generally perform better on the G&J and Work 
topics. Regarding legal instruments, the models demonstrate stronger 
performance in cases where the conflict is caused by state laws. This 
preference likely stems from the fact that identifying conflicts with con-
stitutional articles demands a higher level of reasoning, as the cause 
of the conflict is often not explicitly stated in the text of the potentially 
conflicting pair. Furthermore, the improved performance in cases where 
the potentially unconstitutional article is issued by a regional author-
ity may be attributed to the frequent involvement of state laws in such 
cases. Specifically, in 53.85% of cases where the issuing authority is a 
region, the potential conflict is caused by a state law.

Conflict Explanation. As showcased in Table 11, in both the Italian 
and English languages, Gemma-2-9B consistently ranks among the top 
performers in R-1, R-2, and R-L scores. Notably, in the Italian task,
Gemma-2-9B achieved an R-1 score of 20.21, outperforming Mistral-
7B, LLaMA-3-8B and SaulLM-7B. In the English task, the difference in 
ROUGE scores between the open-source models narrows, suggesting that
Mistral-7B and LLaMA-3-8B may handle English explanations nearly 
as well as Gemma-2-9B, particularly in R-L scores, which measure longer 
phrase matching. Across all models, English settings outperform Italian 
ones consistently in both ROUGE and BartScore metrics. For instance,
Gemma-2-9B’s English R-1 score is 32.80, significantly higher than its 
Italian R-1 score of 20.21. This pattern confirm that the evaluated mod-
els, even if multilingual, are better optimized for English language tasks 
than Italian ones. Again, in line with the results observed in the clas-
sification task, we find a consistent performance gap between closed- 
and open-source models; however, on the Italian subset they converge 
to similar scores, with GPT-4o achieving the highest performance. The 
generally low ROUGE and BartScore metrics imply that generating co-
herent and accurate explanations about legal conflicts is complex and 
possibly still an open challenge for these models, especially in multilin-
gual contexts. For a legal system, where detail accuracy is essential to 
explain conflicts between articles of law, these findings underscore the 
importance of continued fine-tuning, particularly for non-English lan-
guage support. The differences in model performance across languages 
also highlight the need to assess model capabilities within the specific 
linguistic nuances and complexities of legal language, suggesting po-
tential improvements in dataset balancing and model adjustments. To
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Fig. 6. Conflict detection F1 scores categorized by left topics of potentially unconstitutional articles. UP&E represents Urban Planning and Environment, G&J denotes 
Governance and Justice and PS refers to Public Services; center the legal instruments to which the articles potentially causing conflicts belong; right the authority 
that issued the potentially unconstitutional article. The number displayed beneath each label (n) indicates the count of instances associated with the corresponding 
label.

Fig. 7. Performance comparison across models in fine-tuning, zero-shot and few-shot settings. Left  score on explanation; Right: F1 score on classification.

Fig. 8. Average metric scores by language for the (a) classification, (b) retrieval, and (c) explanation tasks. For the explanation task, only ROUGE-1/2/L scores are 
considered.

better understand the underlying causes of model failures, we conducted 
a detailed error analysis. A legal expert examined 10 randomly sam-
pled examples for each of the three best-performing LLMs. Table 13 
summarizes the most frequent types of errors identified in this eval-
uation. While the models generally succeed in identifying the broad 
source of the legal conflict, they exhibit critical flaws that undermine the
reliability of their explanations. A recurring issue is the lack of ter-
minological precision, which is especially problematic in the legal do-
main where accurate, context-specific language is essential and requires 
domain-specific knowledge. Another frequent error involves the appli-
cation of a wrong legal principle. This misapplication reveals gaps in the 
models’ understanding of foundational legal doctrines. We also observe 
instances of missing conditions, where essential legal qualifiers are omit-
ted, resulting in incomplete or misleading reasoning. Finally, models 
exhibit errors related to the subject matter, either by referring to an en-
tirely incorrect domain or by partially narrowing the scope of the legal 
issue at hand.

Zero and Few-Shot Analysis. To demonstrate the importance of task-
specific adaptation, we compare the performance of open-source mod-
els in zero-shot and few-shot settings. The zero-shot experiments were 
conducted by prompting the models with the same instructions used 
for the closed-source LLMs, as shown in Table 8. In the few-shot set-
ting, two examples with their corresponding labels were added to the 
prompt. Fig. 7 illustrates that fine-tuning consistently outperforms both 
zero- and few-shot settings across tasks and languages, with the only 
exception being the conflict explanation task on the Italian split, where 
differences are minor and overall performance remains poor. This find-
ing further highlights the originality of our dataset. The knowledge ac-
quired during pre-training alone is insufficient to achieve satisfactory 
performance, clearly indicating that our data lies outside the domain 
of the pre-training corpora. Moreover, the zero-shot setting consistently 
outperforms the few-shot setting, likely because two examples are in-
sufficient to capture the overall data distribution and instead introduce 
additional noise into the prompt.
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Table 13 
Error analysis of the conflict explanation task, with highlighted text indicating the source of each identified error.
Model Error Type Prediction Target Details

Gemma-2-9B Wrong Legal Princi-
ple

that the contested provision provides for a 
discount on the fees for maritime state con-
cessions, which are not owed by the sub-
jects who have already regularized their 
situation, creating a disparity compared to 
those who have regularized the concession 
contract in another way, violating the prin-
ciple of reasonableness and proportional-
ity.

The contested provision provides for the 
facilitated settlement of pending proceed-
ings only in favor of the State, excluding 
public bodies holding fees for the use of 
state-owned maritime assets, violating the 
principle of equality.

Prediction chose “reasonableness and 
proportionality” rather than the correct 
“equality” principle.

Gemma-2-9B Terminology Preci-
sion

which the fee is calculated on the basis of 
the efficient power rather than the nomi-
nal power of the plants, resulting in a more 
accurate and fair adjustment of the costs of 
the service, which are borne according to 
actual use rather than according to a stan-
dard parameter, which could also be dif-
ferent from the effective use.

the regional legislator - in the exercise of its 
competence, attributable to the concurrent 
power in the matter of "production, trans-
port and distribution of energy" (art. 117, 
third paragraph, Cost), to determine the 
unit cost of the hydroelectric fee of users 
with nominal power exceeding 220 kW - 
has adopted a parameter, for the calcula-
tion of the overall fee due from the conces-
sionaires, different from that of the "aver-
age nominal power".

Prediction uses “efficient power” vs “nom-
inal power,” but does not reference “av-
erage nominal power”, nor the threshold 
(220 kW).

Llama-3-8B Terminology Preci-
sion

does not provide that the voluntary fish se-
curity guard qualification is not granted to 
those who have been convicted of a crime 
that entails the application of a prison sen-
tence, even if suspended.

…which provides that the issuance and re-
newal of the qualification of voluntary fish 
protection guard is not granted to people 
sentenced to a prison sentence of no less 
than three years, when the sentence has be-
come definitive or when it has been condi-
tionally pardoned.

Unlike the target, which requires a min-
imum three-year sentence, the prediction 
imposes no minimum sentence length.

Llama-3-8B Missing Condition conflicts with the fundamental principles 
of the art. 1 of the Constitution, since it 
does not exclude from the possibility of 
benefiting from the procedure of collective 
land alienation, as a general rule, the own-
ers of the land who are not in possession of 
it.

regulating the alienation of collectively 
owned land for civic use (so-called de-
statementisation, or declassification of 
civic assets), provides for the possibility 
of alienation to the occupiers of land al-
ready built on condition that the construc-
tions are legitimately carried out or are 
condoned pursuant to the regulations must 
be in force regarding the amnesty of build-
ing violations.

The requirement that constructions be “le-
gitimately carried out or condoned” under 
amnesty rules is dropped.

Mistral-7B Subject Matter the contested provisions violate the exclu-
sive state competence in matters of envi-
ronmental protection, since they authorize 
and regulate the construction of hotel and 
tourist structures in the state maritime ter-
ritory, which is a limited resource and sub-
ject to particular environmental protection 
needs.

in allowing, at the same time, the construc-
tion of works that can lead to the consol-
idation of situations such as to hinder the 
complete development of landscape plan-
ning as well as the consumption of the 
coastal strips, landscape-bound, with frag-
mented interventions - violates the princi-
ple of the necessary planning of the assets 
subjected to landscape restrictions

Restricts any coastal works with tourism 
development, ignoring other types of 
works and the broader landscape planning 
context at issue in the target.

Mistral-7B Terminology Preci-
sion

The contested provision provides for a 
"one-off" contribution for ASP workers 
without collective bargaining, in violation 
of the exclusive state competence in mat-
ters of civil law and the fundamental prin-
ciples of coordination of public finance.

The regional law recognizes an economic 
emolument to ASP employees without 
agreement or consultation, violating the 
exclusive competence in civil law matters 
and replacing collective bargaining.

Alters the perceived nature of the benefit–
”emolument” suggests ongoing pay-related 
entitlement, whereas “one-off contribu-
tion” reads as a discretionary grant.

LLM-as-a-Judge Factuality Evaluation. Given the high number of combi-
nations of models and languages, we opt for an LLM-based evaluation 
protocol to evaluate the factual consistency of the generated explanation 
with respect to the target one. In particular, we drew on the method-
ological frameworks of G-Eval (Liu et al., 2023), Prometheus (Kim et al., 
2024), and recent analyses of LLM-as-a-Judge reliability (Huang et al., 
2024a), which collectively show that LLM evaluators, when properly 
constrained, correlate strongly with expert assessments on factuality and 
faithfulness tasks. All factuality scores for the conflict explanation task 
were produced using GPT-5-mini (OpenAI, 2025) under human supervi-
sion. Two authors manually inspected random subsets of the generated 
scores to verify alignment with human expectations and to correct cases 
where the evaluator’s reasoning was inconsistent with the articles’ legal 
meaning. The evaluator prompt was designed following the structured 
rubric paradigm of G-Eval, assigning an integer factuality score from 0 
to 5 based solely on factual and legal correctness. Table 12 showcases 
the prompt used to evaluate all models.

Each evaluation was repeated across three independent passes, 
with scores averaged to reduce stochastic variation as recommended 
by Huang et al. (2024a). This setup allowed us to obtain reproducible, 
fine-grained factuality judgments at scale while maintaining the inter-
pretability and reliability standards advocated in recent LLM-as-a-Judge 
research. The results in Fig. 9 illustrate how this factuality-oriented 
analysis reshapes the interpretation of explanation quality. Notably, 
closed-source models achieve markedly higher factuality scores, sug-
gesting that their lower syntactic and semantic overlap with reference 
explanations primarily reflects stylistic differences rather than deficien-
cies in content preservation. Conversely, open-source models, even after 
fine-tuning, exhibit substantially lower factuality scores and frequent in-
stances of hallucinated facts or legal inaccuracies.

Reference Retrieval. The results presented in Table 10 show a clear dis-
tinction between the performance of traditional models like BM25Okapi
and neural models across both Italian and English. BM25Okapi
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Fig. 9. Factuality score comparison across models for English and Italian splits.

demonstrates robust performance in Italian, likely due to its re-
liance on term matching rather than the linguistic nuances captured 
by neural models, which are often trained on English-dominated 
datasets. Neural models such as Distiluse, MiniLM, and MPNet
exhibit more competitive performance in English, where their train-
ing on rich and large-scale English corpora allows them to leverage se-
mantic understanding effectively. This highlights the trade-off between
traditional models’ language-agnostic approach and neural models’ re-
liance on high-quality training data in specific languages. However, 
when integrated into the Hybrid solution, they achieve the highest per-
formance across both language subsets and all evaluation metrics.

5.  Conclusion

This paper introduced Clash-of-Leges, a novel bilingual dataset de-
rived from real-world constitutional court rulings in Italy, specifically 
designed to address the challenges of legal conflict detection and expla-
nation. We defined three core tasks–Conflict Detection, Conflict Expla-
nation Generation, and Reference Retrieval–emphasizing their poten-
tial to advance AI applications in legal drafting, statutory analysis, and 
judicial review. The dataset bridges significant gaps in prior research 
by focusing on authentic conflicts between provisions in different legal 
documents rather than synthetically generated ones and incorporating 
bilingual support to broaden accessibility and research utility. Our ex-
perimental results highlight the performance of state-of-the-art multilin-
gual and domain-specific LLMs across the proposed tasks. While these 
models achieved promising results, the findings also revealed persistent 
challenges, particularly in handling the nuanced language of legal texts 
and achieving robust performance in less-resourced languages like Ital-
ian. Our results underscore the unique challenges posed by our Clash-
of-Leges benchmark and the new capabilities that can be learned from 
it. Open-source models, having been exposed to the task through tar-
geted fine-tuning, captured the nuanced linguistic and structural cues 
that differentiate conflictual from non-conflictual articles. In contrast, 
the closed-source models, evaluated without any in-task examples, con-
sistently underperformed in conflict detection and explanation, indicat-
ing that their pre-training alone was insufficient to internalize these
specialized patterns. This disparity persists despite the closed-source 
models’ greater size and larger pre-training corpora, illustrating that 
sheer scale cannot substitute for task-specific adaptation. However, 
when explanations were assessed through an LLM factuality evaluation 
framework, a more nuanced picture was revealed. Closed-source models 
exhibited higher factual consistency and fewer hallucinated statements. 
This suggests that their lower lexical overlap and less elaborate argu-
mentative structure stem more from stylistic divergence than from defi-
ciencies in factual grounding. Taken together, these results show that 
scale and fine-tuning play complementary roles. Closed-source mod-
els provide stronger factual grounding, whereas fine-tuned open-source 
models excel at legal reasoning and interpretive explanation. The de-
velopment and evaluation of Clash-of-Leges mark a significant step 
toward automating the identification and resolution of legal conflicts. 
However, future work must focus on enhancing the reasoning capabili-
ties and interpretability of AI models (Moro et al., 2024)–also with the 
aid of knowledge graph learning techniques (Frisoni et al., 2020)–and 
expanding datasets to include diverse jurisdictions and legal systems 

to test cross-domain performance (Domeniconi et al., 2015; Lodi et al., 
2010; Moro & Monti, 2012).
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