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Abstract. Prompts direct the behavior of a model by conditioning
its outputs on carefully designed instructions and examples, similar to
setting the trajectory of an arrow before release. More broadly, prompt
learning is the research area that aims to solve downstream tasks by
directly leveraging the knowledge acquired by language models at
pretraining time, removing the need for expensive fine-tuning stages
with potentially different objective functions. While manual prompt
engineering has enabled both small and large language models to
achieve superhuman performance on numerous benchmarks, it re-
mains a labor-intensive and suboptimal process. Recently, the field
has shifted towards automating the search for prompts that effectively
elicit the desired model responses. This survey presents the first sys-
tematic review of prompt learning for pre-trained language models
operating on textual inputs, with a particular focus on automatic meth-
ods. We critically analyze existing publications and organize them
into a novel taxonomy, describing key aspects for practical usage. We
finally discuss promising directions for future research. Our curated
repository of annotated papers, continuously updated, is available at
https://github.com/disi-unibo-nlp/awesome-prompt-learning.

1 Introduction

The standard pretraining and fine-tuning paradigm often suffers from
objective mismatch between the two phases, limiting a language
model’s full potential [41]. Moreover, task-oriented fine-tuning re-
quires updating model parameters—along with extra heads in the case
of encoders—using labeled data that are costly to acquire [17, 47, 48,
49]. As model sizes grow, computational and storage requirements for
adapting all parameters to each task become increasingly impractical
and drive interest in parameter-efficient fine-tuning (PEFT) [24, 50].

Pre-trained language models (PLMs) inherently encode substan-
tial linguistic and domain knowledge, suggesting task-specific fine-
tuning may not always be necessary. Building on this premise, a
model can be guided to perform downstream tasks by reformatting
input sequences to mirror those encountered during pretraining. A
single instance of input that conditions a model toward desired prob-
ability distributions is referred to as prompt. The systematic design
and optimization of prompts to adapt a model to new tasks is formally
known as prompt learning. This shifts the paradigm from <pre-train,
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on document summarization. Instead of manually refining prompt

templates to achieve desirable predictions, prompt optimization is
automated, requiring the user to specify only the task input x.
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fine-tune> to <pre-train, prompt, predict>, approximating human-
like generalization. The way a prompt is built can make supervision
and objective engineering unnecessary.

Initially presented for probing knowledge in small encoder-only
transformers [54], prompt learning gained traction with the release
of GPT-3 [4], becoming the core feature of generative Al. Behind
this success is the advent of instruction fine-tuning and the observa-
tion that large language models (LLMs) can perform well by sim-
ply incorporating a few input-output examples into the prompt. Re-
searchers have since developed increasingly sophisticated prompting
techniques. Instructing a model to “fake a deep breath” or “think
step by step” has been shown to unlock solid zero-shot reasoning
abilities [34, 51, 65]. Likewise, arbitrary symbols (e.g., “/”, “-”, or
“I”) have been beneficial in spatial reasoning tasks [28]. By includ-
ing retrieved examples and generated context, both large and small
generalist models have outperformed healthcare professionals in solv-
ing medical licensing exams, surpassing specialized baselines whose
training required millions of dollars [19, 52]. Beyond structure and
context, prompt tone matters, with polite wording yielding more ac-
curate, less biased responses across languages [67].

However, PLMs are known to be highly sensitive to minor prompt
variations, making manual tuning far from ideal. It demands exper-
tise and involves time-consuming trial-and-error iterations, mainly
for tasks implying cyclic model calls like multi-hop question an-
swering or autonomous agents. Further, the most effective prompts
may not align with human intuition, as PLMs respond to statistical
patterns rather than logical coherence. For instance, out-of-context
prompting—a technique that introduces random, unrelated informa-
tion into prompts—can improve fairness and robustness [ 14]. Recently,
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How to create an effective prompt automatically?
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Figure 2: Literature review outline. Bibliometric statistics and
main venues for the entire prompt learning field are highlighted.

efforts have thus emerged to automate the search for optimal prompts.
Although automatic prompt learning is a rapidly expanding field,
a systematic and up-to-date review is still lacking. Liu et al. [41] an-
alyze and categorize general prompting methods up to 2021. Li [40]
primarily examines zero-shot in-context learning with human-curated
prompts. Schulhoff et al. [59] investigate prompting techniques and
their applications but explicitly exclude learnable prompts from their
scope. Li et al. [38] propose a theoretical optimization framework
spanning multiple modalities, but do not provide a practical taxonomy
and publicly available, systematically curated annotations. Hence, a
highly impactful question remains unanswered: How can we opti-
mize PLM performance on specific tasks while bypassing human in-
tervention? Our survey seeks to address this gap by concentrating
on methodological frameworks where the prompt definition is either
a training objective or achieved through unsupervised means (Fig-
ure 1). Following reproducible steps, we scan the literature, manually
annotate selected papers, and make our annotations publicly available
to support further research (Appendix A). We assemble a compre-
hensive taxonomy to establish a structured understanding of existing
work. We conclude by anticipating future research opportunities.

2 Inclusion Criteria

We conducted a systematic review adhering to the PRISMA guide-
lines [53] (see Figure 2). Using SCOPUS as data source, we targeted
conference and journal papers published between 2021 and 2024,
open-access, English-language full texts. Our scope was limited to
text-only prompts. To this end, we excluded records containing vision
or multi-modal keywords in their metadata and manually inspected
the remaining. Two annotators independently labeled the selected pa-
pers, assessing methodological choices, experimental setups, and re-
producibility. Discrepancies (94% agreement, Cohen’s k = 0.90) were
resolved through discussion. Of the 113 labeled papers, 82 employed
automated techniques for prompt definition.

The advanced SCOPUS query used for paper collection is avail-
able at our GitHub repository.> To complement its results, we manu-
ally added a small set of milestone papers with unique titles that did
not contain field keywords. Conference and journal rankings were ob-
tained from ICORE and SJR, respectively.

3 Templates Shaped by Pretraining

Prompt learning is fundamentally centered on constructing prompt
templates—structured representations that guide a PLM in predicting

2 https://github.com/disi-unibo-nlp/awesome-prompt-learning

masked or missing elements. Formally, a prompt template is a func-
tion £,(-) that maps an input x into a prompt x’. It can incorporate con-
stant tokens and input/output slots at predetermined positions. Con-
stant tokens are fixed across all dataset instances, such as task instruc-
tions. Input slots are placeholders populated with instance-specific
data when determining x’, such as x itself or auxiliary context re-
trieved externally. Output slots, when present, are the answer tokens
the PLM must infer conditioned on x’. To operate as intended, f, »()
must align with the pretraining tasks of the chosen PLM (Figure 3).

O Masked Language Modeling One or more [MASK] tokens are
included in f,(-) as output slots, typically within a suffix phrase to en-
force a cloze-style (fill-in-the-blank) objective. Historically, this for-
mulation was the first prompt learning approach, predominantly used
with bidirectional, encoder-only transformers from the BERTology.

O Autoregressive Language Modeling The task is framed as auto-
completion. Consequently, f,(-) constructs a prefix prompt. This for-
mulation operates within PLM architectures that feature an autore-
gressive decoder, predicting tokens left-to-right using learned proba-
bility distributions—a recommended setting for natural language gen-
eration (NLG). Special cases comprise encoder-decoder models pre-
trained with denoising autoencoding, e.g., restoring corrupted spans.

Answer Engineering Independently of the PLM’s pretraining ob-
jective, tasks with a constrained output space (e.g., classification)
require projecting predicted in-vocabulary tokens to predefined la-
bels. This post-processing step, known as answer engineering, em-
ploys a verbalizer function v(:). Initially implemented with hand-
crafted string mappings [57], verbalizers have progressed to semantic
matches, using trainable embeddings [15]—eventually constrained by
label hierarchies [32], or incorporating external knowledge [29].

4 Taxonomy

This section details our taxonomy of automatic prompt learning
methodologies, as illustrated in Figure 4. For space reasons, we sum-
marize representative works published in A/A* conferences and Q1
journals. The presentation distinguishes three categories of prompt
templates (see Table 1), reflecting the degree of interpretability
sought by the user. Details about all annotated works without auto-
matic and venue rank filtering are listed in Appendix B.

4.1 Discrete

Discrete (hard) templates consist entirely of natural language tokens.
To eliminate the need for human authorship, research can be catego-
rized based on the object of the automation process. We underline that
learning discrete prompts is complex due to the non-differentiability
of token spaces, often rendering optimization intractable. Assuming
the prompts have a fixed length /, brute-force search has exponential
complexity O(|V|"), where V is the PLM vocabulary.

Token Search  Starting from a manually defined f,(-), these meth-
ods iteratively replace non-input tokens to optimize task performance.
A central observation is that the PLM gradients of the output loss can
be exploited to find high-performing tokens. AutoPrompt [61] asks
users to initialize f,(-) by deliberately adding a number of special
“trigger tokens”—preliminary hints that act as modifiable candidates.
Trigger tokens are gradually replaced with other vocabulary tokens
to identify substitutions that positively impact the likelihood of cor-
rect predictions. The process stops if there is no further increase in
the task-specific objective or if it reaches a maximum number of to-
ken replacements. AutoPrompt is task-agnostic and model-agnostic,
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Figure 4: Taxonomy of automatic prompt learning. Distribution of task families and models per prompt template type. Papers in a node
are sorted by publication year (ascending).

requiring no modifications to the PLM parameters. Because it opti-
mizes tokens numerically rather than linguistically, a poorly designed
initial template or weak semantic context may hinder convergence
to interpretable prompts. Yet, internal gradients can be expensive to
compute or inaccessible for closed-source PLMs that are available
solely through inference APIs. To accommodate such black-box set-
tings, discrete prompt optimization has been formulated as a rein-
forcement learning (RL) problem [16], where an agent sequentially
selects tokens for predefined slots to maximize a task-specific reward.

Template Definition These methods automate the construction of
f,() itself. BERTese [25] adopts a “rewriter” encoder-only model to
modify the discrete tokens of an initial template. The refined version
is provided as input to a second, fixed PLM, whose cloze task output
serves as a training signal for the rewriter. Auxiliary loss terms en-

courage meaningfulness and enforce the presence of a single [MASK ]
token. GRIPS [55] is a gradient-free algorithm that edits instructional
templates iteratively and greedily searches for the best modification.
At each iteration, n new candidates are generated by randomly select-
ing and applying m phrase-level edit operations (i.e., delete, swap,
paraphrase, add) to each candidate. The candidates are then ranked
according to PLM performance on a small set of ~100 examples.

Context Definition Similar to token search, f,(-) is provided as
input. However, the intent is not to conduct an exhaustive, metric-
driven, token-level optimization and construct a static template
shared across all test instances. Instead, the principle is to make use
of instance-specific, variable-length, relevant knowledge to promote
contextualization and transferability. This knowledge can be explic-
itly merged into the discrete prompt by populating input slots or im-
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Table 1: Discrete, continuous, and hybrid prompt templates.
Examples on a movie recommendation task with cloze objective.

Type fp(<USER>,<CANDIDATE>, [MASK])

Discrete <CANDIDATE>is [MASK] to <USER>

Continuous [P]...[P] <CANDIDATE> [P,]...[P]] <USER>
[Pi]...[P] [MASK]

Hybrid [P]...[P,] <CANDIDATE> [P,,]...[P,] <USER> [SEP]

This movie is [MASK] to the user’s area of interest

plicitly utilized to refine PLM predictions. MedKPL [45] pursues a
retrieval-augmented generation (RAG) pipeline, where information
from heterogeneous sources (e.g., expert knowledge graphs, question-
answering datasets, online resources) is transformed into a uniform,
text-free representation and used to generate x’. PADA [2] incorpo-
rates domain information into the prompt, employing the same model
for both feature prediction and prompt learning [2]. PEPLER-D [37]
avoids mentioning item and user IDs for recommendation tasks in fa-
vor of more informative lexical representations. To do so, it extracts
attribute words from all reviews posted by the target user and those
associated with the target item, using the intersection as discrete to-
kens. RetrievalRE [8] enables the PLM to reference similar instances
from the training dataset, leveraging linear interpolation for inference
and better dealing with long-tailed patterns.

4.2  Continuous

Discrete prompts do not exhaust all possible conditioning at the input
level and express only a locally optimal process due to the contin-
uous nature of neural networks. Since the ultimate goal of prompt
learning is to enable a PLM to perform tasks successfully, thanks to
generalization, there is no intrinsic need to constrain prompts to nat-
ural language tokens. Indeed, prompting can be conducted directly
within the high-dimensional latent space of PLMs. Continuous (soft)
prompts extend x in f,(-) with an arbitrary number of tunable vir-
tual tokens [P,] ... [P] whose embeddings are eventually initialized
with a prompt encoder and optimized through gradient descent. Vir-
tual tokens can capture semantic features that transcend the expres-
sivity limitations of human-interpretable text. Learning their repre-
sentation introduces prompt parameters ®, alongside the PLM ones
®,,. Works can be distinguished based on whether they train only
®, (i.e., PEFT options viable with lower data and hardware prereq-
uisites) or additionally fine-tune ®,,. For clarity, we visually contrast
the different forms of PLM task adaptation in Figure 5.

PEFT Prompt tuning [36] prepends the soft tokens to the fixed
representation of the input slots in the embedding layer, learning
them end-to-end with the downstream task while keeping the PLM
frozen. Crucially, this procedure still requires backpropagating gra-
dients through the full PLM. It introduces no intermediate layers
or task-specific components. Notably, ©, is highly compact, usually
around 0.01% of ®,,. Despite its simplicity, it has been demonstrated
to outperform manual prompt engineering and remain competitive
with full PLM fine-tuning across many tasks, particularly as model
size and training data increase. On the downside, tunable prompt pa-
rameters are limited in number by the fixed input length of the PLM,
and their exclusive placement in the embedding layer limits direct
influence on deeper model representations. To circumvent these re-
strictions, deep prompt tuning (or prefix tuning) [39, 42] injects train-
able representations of prefix virtual tokens into multiple PLM layers,
boosting their expressiveness. Acting on intermediate activations fa-
cilitates a more considerable prompting impact throughout the PLM

depth while reducing computational path length. Next, we group pa-
pers by their dominant contribution.

o Application. Schucher et al. [58] investigate prompt tuning for se-
mantic parsing, showing that it outperforms fine-tuning in low-
data regimes despite the task divergence from pretraining distri-
butions. Zhang et al. [68] train continuous prompts for attribute-
controllable text generation. Zhang et al. [72] train soft prompt em-
beddings to verify the existence of unintended training data mem-
orization into LLM parameters (i.e., data extraction attack).

o Contextualization. Chowdhury et al. [12] suggest augmenting
prompt tuning with input-output examples retrieved from the train-
ing set, wrapped with prefix and infix virtual tokens. Liu et al. [44]
examine the efficacy of a soft graph prompt encoded by a graph
neural network (GNN) in topologically informing the predictions
of a frozen LLM, aligning text and graph modalities. Similarly,
G2P2 [63] describes prompt tuning for graph-grounded text clas-
sification with jointly pre-trained text-graph encoders. The authors
consider both static soft vectors for few-shot learning and input-
conditioned alternatives for pure zero-shot setups. DCCP [75] op-
erates prompt tuning for text classification with dual inputs: one
with [MASK] tokens replacing the label, and another where the
label is visible but random [MASK] tokens alter x (self-supervised
modification). The PLM is trained to simultaneously classify, pre-
dict missing context features, and align the representations of both
inputs as paraphrased counterparts. This model-agnostic training
recipe makes the most of training data, extracting more infor-
mation than vanilla prompt tuning—valuable in few-shot learning.
With 32 examples, DCCP reaches =85% of the performance of
fine-tuned baselines on a tested dataset.

o Transferability. Asai et al. [1] propose a multi-task method that
learns to transfer knowledge via a mixture of task-specific soft
prompts prepared offline. An attention module is trained to inter-
polate the source prompts and a newly initialized target prompt for
every instance in the target task. In a similar vein, Zhu et al. [76]
look into the transferability of soft prompts across tasks for con-
tinual learning adaptation, extending past single-step transitions.
Chien et al. [11] and PL-Mix [35] tackle unsupervised domain
adaptation of soft prompts by taking advantage of meta-learning
and data augmentation, respectively.

Non-PEFT While PEFT approaches deliver impressive results with
LLMs, jointly training ®,, and ® , can help bridge performance gaps,
particularly for smaller PLMs where prompt tuning alone may under-
perform traditional fine-tuning. Non-PEFT methods thus trade com-
putational costs for enhanced adaptability when resources permit.
Since ®,, is already pre-trained on a massive amount of text, it exists
at a different learning stage than ®,. A common solution is sequen-
tial tuning, which unfolds in two stages. First, ®,, is frozen while
® is trained until convergence. Then, with ®, already refined, all
parameters are fine-tuned together.

o Application. P-Tuning [43] reveals the effectiveness of deep
prompt tuning in improving NLU performance and training stabil-
ity, whether applied to frozen or fine-tuned PLMs; soft embeddings
are not confined to prefix positions. UGR [7] trains a single gener-
ative model to handle a variety of information retrieval tasks utiliz-
ing soft prompts; first, the prompt encoder is optimized alone, then
the PLM is fine-tuned while keeping the prompt encoder fixed.
Zhao et al. [74] addresses in-language training and cross-lingual
transferability of PLMs for natural language inference (NLI), prov-
ing the superiority of soft prompting to fine-tuning; prompt en-
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Figure 5: Comparison between popular task adaptation strategies.

coder, ®, and ©,, are trained simultaneously. Simultaneous opti-
mization has been pursued even for token-level classification [73]
and recommendation [71]. Always within the family of recommen-
dation systems, PEPLER [37] embraces sequential tuning to learn
vector representations of users and items, which are then fed into a
PLM to generate explanations that justify their linkage. Huang et
al. [30] outline a soft prompt decoding approach for multi-lingual
information retrieval, treating each language as a separate task
while jointly modeling them to capture shared underlying struc-
tures. Their findings indicate that updating prompts in tandem with
©,, leads to better results.

Contextualization. GRAPA [56] is a graph-enhanced prompt
learning framework for personalized review generation—the same
task addressed by PEPLER. In addition to user and item ID vir-
tual tokens, it infuses embeddings produced by a heterogeneous
GNN as a prompt encoder, enriching the PLM with information
on past user-item interactions conveyed as a bipartite graph. Con-
trastive learning alleviates interference from semantically irrele-
vant edges, synchronously updating the PLM embedding table.
OntoPrompt [66] and KBPT [22] regard the ontology text of ex-
ternal knowledge graphs as auxiliary tokens to be appended to x,
together with virtual tokens. They supplement incomplete prior
knowledge in f,(-). The authors opt for full parameter optimization
to ensure greater robustness in low-data regimes and earn higher
metric scores. KnowPrompt [9] tackles relation extraction by in-
jecting knowledge about potential subject and object entity types
as virtual tokens, whose embeddings are forced to interact through
deep metric learning losses.

o Contextualization. UniCRS [62] advances knowledge-enhanced
prompt learning for conversational recommender systems. In f,(-),
the authors include a hard dialogue context, soft tokens, and knowl-
edge representations resulting from a trainable cross-modal text-
graph interaction. DePL [70] fuses vectorial representation of do-
main knowledge into mixed templates for hate speech detection.

o Transferability. CP-NER [10] reformulates NER as a text-to-text
task and introduces collaborative prefix tuning to prompt a frozen
PLM to transfer knowledge from multiple domains to the target.

o Robustness. SPeC [13] trains soft tokens to minimize output vari-
ability in a PLM for clinical note summarization when provided
with LLM-generated instructions that differ lexically but convey
the same meaning.

o Interpretability. PTR [23] merges human and model knowledge,
shaping prompt tuning around predefined logic rules. For a many-
class classification task, authors manually write sub-prompts and
apply logic rules to compose them into hybrid prompts.

o Ensembling. Soft and hard templates offer distinct advantages, em-
phasizing specific design aspects and leading to varied ways of us-
ing linguistic and semantic knowledge in a PLM. Prompt4NR [71]
employs multi-prompt ensembling to combine predictions from in-
dividual prompts, enhancing recommendation performance.

5 Modern LLMs

Although our Scopus query was deliberately designed to include
as many relevant works as possible, we observed that only a small
fraction of the retrieved papers actually leverage modern generative
LLMs (3 out of the 113 total). This finding is noteworthy for several

4.3  Hybrid

Learning continuous prompts is challenging without prior task infor-
mation, while discrete search is often suboptimal. Hybrid prompts
combine soft and hard tokens in the form of partially trainable tem-

reasons: it may reflect a lag in database indexing of the latest LLM
research, or the relative novelty of prompt-learning methods tailored

plates, retaining natural language for guidance while incorporating
virtual tokens for flexibility.

specifically for contemporary LLMs. To address this gap and provide
a more complete picture, we performed a targeted manual search for
recent, LLM-centric studies outside our Scopus research.

Model Alignment Hebert et al. [26] propose PERSOMA, which

o Application. Zhao et al. [74] evaluate hybrid prompts for multi-
lingual NLI. Zhu et al. [77] affirm that mixed templates provide
a more adaptive solution than hard prompts for biomedical en-
tity linking, assisting the resolution of terminological ambiguity.
UGR [7] delivers top retrieval performance with hybrid templates,
highlighting the usefulness of using hard tokens to control the
learning of soft tokens for task description.

encodes a user’s interaction history H, via SentenceT5, then uses
a prompt encoder (such as Perceivers, Transformers and MLPs) to
generate a personalized prompt P,. The generated prompt is then
prepended to specific task tokens 7', which are a fixed set of train-
able task soft tokens, and passed to a frozen PaLM2 model with the
input sequence X to optimize Pr,(Y,|[P,; T; X]) where Y, is the per-
sonalized text output conditioned on user u’s history. On the other
hand, Masoud et al. [46] addressed cultural alignment challenges by
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training soft tokens through Differential Evolution optimization to fa-
cilitate switching between cultural soft prompts for LLaMA-3-8B-
Instruct. Specifically, they initialize a population of N learnable soft
prompt vectors and, over G,,,, generations, use Differential Evolution
to minimize an L2-norm loss between the model-inferred response
and the published VSM13 cultural scores.

Information Recovery and Safety Xu et al. [64] demonstrated that
soft prompts can be effectively used to recover performance in com-
pressed models (OPT-1.3B, OPT-2.7B, OPT-6.7B, and LLaMA-7B)
even at high sparsity levels of 75%. By prepending k soft tokens to ev-
ery input sequence X —each randomly initialized from the embedding
matrix W of the LLM—they optimize the prompt embedding matrix
to correctly predict the next token in the input sequence while keeping
the model’s parameter fixed. Their PEFT approach (500K parameters
with respect to 26M for LoRA) achieved the best perplexity scores,
outperforming LoRA by 1.4 points.

While also tackling safety research, Schwinn et al. [60] explored
embedding space attacks through prompts employed to restore un-
learned content and bypass open-source models’ safety guardrails
(LLaMA-2-7B-Chat, LLaMA-3-8B-Chat, Vicuna-7B, Mistral-7B,
LLaMA-3-8B-CB, Mistral-7B-CB). Following a PEFT approach,
they optimized adversarial suffix tokens e, to minimize the cross-
entropy loss between the desired target content and the model’s pre-
diction. Two attack variants were tested: individual attacks in which
adversarial prompts were optimized per single input X, and univer-
sal attacks where a single adversarial prompt was learned for an entire
set of inputs. Their methods achieved attack success rates comparable
to or superior to discrete attacks while being 2014 times faster and
demonstrating in information recovery that their approach restored
accuracy up to 30.9%, almost reaching the original 34.5%.

These safety issues expose Al systems, increasingly integrated into
online networks, to new threats that call for distributed techniques to
analyze data and detect attacks [5, 6].

6 Practical Insights on Soft Prompting

Initialization Strategy Different template initialization methods
strongly influence training stability, affecting convergence speed and
final PLM generalization capabilities. Random token initialization is
widely adopted [66, 68, 70], yet it is non-informative and susceptible
to local optima. When virtual tokens correspond to entities within
a pre-established vocabulary, one-hot encoding provides an inter-
pretable substitute [37]. Pre-trained embeddings from external frozen
models can elevate performance in low-resource scenarios while re-
ducing variance across training runs. This can be committed through
(1) hand-crafted task-relevant or domain-specific tokens, though se-
lecting them is an open issue, and (ii) input-dependent knowledge
from external sources. However, as training data grows, the benefits of
pre-trained embeddings diminish, in the end offering no gain over ran-
dom initialization [39, 62]. A trainable prompt encoder is frequently
introduced as an intermediate layer to model dependencies among
prompt tokens. The encoder can be implemented using various ar-
chitectures, such as multi-layer perceptrons [39] and long short-term
memory networks [43]. Creatively, PPT [21] pre-trains soft prompt
tokens using self-supervised tasks on large-scale unlabeled corpora.
Since the best prompt initialization can be uneven across domains,
AMPT [18] proposes a meta prompt tuning method to learn it.

Number of Virtual Tokens Increasing the number of virtual tokens
expands ©, but does not necessarily improve performance. Zhu et

al. [76] observe that the soft prompt length from 1 to 100 yielded sub-
stantial gains, while further expansion to 150 offered only marginal
improvement. The risk of overfitting is pronounced with few labeled
data, as confirmed by Wen et al. [63], where raising learnable tokens
from 4 to 16 resulted in degraded outputs. Zhang et al. [68] (prefix)
and Chien et al. [11] (cloze) both identify an optimal length of 10 vir-
tual tokens for text classification, substantiating the hypothesis that
task requirements exert greater influence than template type. Model
architecture also plays a role: Lester et al. [36] and Asai et al. [1] find
that larger models require fewer soft conditioning, with >10B LLMs
obtaining notable results using a single virtual token.

Positioning of Virtual Tokens Empirical evidence from Liu et
al. [43] underscores the importance of maintaining sentence integrity
when placing virtual tokens, as fragmenting the input can negatively
impact metric scores. Their analysis shows minimal differences in
performance between edge (prefix or suffix) and middle (infix) place-
ments, pointing to the practicality of generating multiple candidate
patterns and searching for the most effective configuration. Asai et
al. [1] ascertain that prompt tokens arranged later in the input se-
quence tend to draw higher attention weights, signifying a possible
advantage in steering model representations. Conversely, Liet al. [39]
report that infix performs slightly worse than prefix, attributing this
behavior to the prefix’s ability to modulate activations across both the
input and the generated output in purely autoregressive PLMs.

7 Future Directions

@ End-to-end Discrete Token Search. Few studies have tack-
led the non-differentiability caused by the argmax operator in
hard token selection. While continuous relaxations like Gumbel-
Softmax [31] and Soft-argmax [69] could bypass the need for
RL—-which suffers from low consistency and unstable reward sig-
nals, their application remains largely unexplored.

@ Soft Prompt Inversion. Hard prompts offer greater flexibility
than soft prompts, as they can be manually edited, combined,
and repurposed across different tasks. They are also portable, al-
lowing discovery on one model and deployment on another, and
remain usable even with API-only access. Unfortunately, the re-
search area devoted to deriving discrete interpretations of con-
tinous prompts faithful to the problem they solve is still in its
early stages. Khashabi et al. [33] uncover that soft prompts can
perform a task while mapping onto any target text, alluding to
weak correspondence between the two forms. Soft prompt opti-
mization occurs in a highly non-convex space where many local
minima near task-unrelated embedded text can exhibit state-of-
the-art performance.

® Modern LLMs. While our expanded analysis of Section 5 high-
lights several applications of modern generative LLMs, there re-
mains significant untapped potential in this rapidly evolving field.
Future research should explore newer foundational PLMs, in-
cluding reasoning models [3].

® Budget Forcing. Inserting pause tokens aids reasoning by in-
creasing computational depth at test time [27, 51]. Automatic
prompt learning could enable self-adjusting models that deter-
mine when and how many pause tokens to use based on the com-
plexity of a given problem.
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® Data Contamination. Frozen LLMs could be automatically in-
structed to verbatim reproduce test set portions assumed ab-
sent from training. Current research draws upon human-curated
prompts with dataset-specific identifiers [20].

8 Conclusion

As automatic prompt learning evolves from an emerging research
trend into a structured field, this survey offers a retrospective synthe-
sis that consolidates fragmented findings, addresses inconsistencies,
and establishes a coherent foundation for future work. We emphasize
the importance of reproducible research practices and have publicly
released annotated resources intended to support NLP practitioners
focused on generalization. To ensure the continued relevance and util-
ity of our work, we commit to updating our annotated repository every
six months by identifying and incorporating newly published, perti-
nent studies. These updates will include adding new entries to both
our GitHub repository and Hugging Face dataset, complete with an-
notations that adhere to our established methodological taxonomy.
Furthermore, if we encounter groundbreaking contributions beyond
the current taxonomy, we will extend it accordingly.

Limitations This survey offers a comprehensive overview of auto-
matic prompt learning, recognizing the impossibility of fully encap-
sulating a rapidly evolving field in a single work. While we attempt
to cover a wide range of automatic prompt learning methods, our tax-
onomy is grounded exclusively in textual prompts. Given its unique
research challenges and implementation strategies, we leave the ex-
ploration of multi-modal prompt learning to future works. Moreover,
we rely on publications indexed in SCOPUS, which may introduce
selection bias. Some relevant contributions published in non-indexed
venues or with non-standard titles could be unintentionally omitted.
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