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Abstract. The European Union’s Al Act introduces a complex frame-
work for algorithmic transparency and explainability. This paper exam-
ines the Al Act’s explainability requirements through the lens of legal
informatics. First, it provides a framework for explainability provisions
in the EU digital regulation by discussing the GDPR, Digital Services
Act (DSA), Digital Markets Act (DMA), and the withdrawn AI Lia-
bility Directive. Then, it identifies four interpretative dimensions of
explainability under the AI Act: deployer-oriented (ensuring system
transparency for appropriate use), compliance-oriented (documentation
for regulatory adherence), individual-empowering (rights to contest Al-
supported decisions), and oversight-oriented (tools enabling meaning-
ful human control). These dimensions collectively form a framework of
Algorithmic Knowability, which bases upon the necessity of contextual
explanations tailored to diverse stakeholders: providers, deployers, regu-
lators, and affected individuals. The study then evaluates the Knowabil-
ity approach in the light of ongoing current standardization initiatives
and XAI research. The paper concludes that the AI Act’s explainabil-
ity provisions necessitate a shift from one-size-fits-all explanations to
context-dependent approaches.
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1 Introduction and Method

“Explainability” of Machine Learning (ML) algorithms has become an estab-
lished research area over the past few years. Several disciplines - including epis-
temology, computer science, design, and many others - have attempted to tackle
the issues related to the intrinsic opaqueness of advanced algorithmic models,
also known as “Black Box” [33]. Legal studies are not exempted from this trend
as they have contributed to the discussion in multiple ways, including by propos-
ing ethical approaches [2] or discussing norms and regulations [20,51].
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The recent entry into force of the European Union (EU) Artificial Intelligence
Act! is a crucial turning point in the discourse related to explainability, which
is reinvigorated from the new provisions. While many early commentators have
claimed that the entry into force of specific provisions on explainability shall be
welcomed as the first clear example of norms directly tackling this issue, the Al
Act seems to be placed in a continuum with other legislations rather than as
a true normative revolution. However, the Act introduces notable elements of
novelty, and new relevant questions arise along these lines. This paper proposes
an original contribution to this topic by investigating three crucial questions
strictly derived from the entry into force of the Act:

— RAQ1: How should explainability provisions in the AI Act be interpreted in
the light of the applicable EU legal landscape?

— RQ2: How should explainability provisions in the AI Act be interpreted to
ensure a consistent understanding and application within the Act?

— RQ3: Are current standardisation initiatives in the EU aligned with this
direction?

The paper adopts the interdisciplinary method of legal informatics, which
keeps into account the twofold relationship between legal disciplines and emerg-
ing technologies. Legal informatics also encompasses contextual issues regarding
the influence of technology on the nature of law, such as the emergence of new
legal domains or shifts in legal interpretation and application scope [41]. This
entails analysing how integrating algorithms into different sectors of our infor-
mation society, such as healthcare and finance, gives rise to new legal and ethical
challenges, including privacy, transparency, accountability, and fairness concerns
[22,23], in the light of the EU legal framework [6].

This paper is divided into six sections. Following this introduction, Sect. 2
discusses related work in the field of explainability and the AI Act. Then, Sect. 3
identifies explainability provisions in the EU digital law by discussing the most
prominent regulations applicable today that mention algorithmic transparency.
Section 4 critically evaluates the provisions enshrined in the AI Act and proposes
a 4-dimension interpretation of explainability provisions enclosed in a unified
Knowability framework, whereas Sect. 5 discusses the current state of standard-
isation initiatives jointly with the XAI research community efforts. Section 6
proposes some final remarks and possible avenues for future research.

2 Related Work

In recent years, the academic literature has produced several studies on the topic
of algorithmic transparency and explainability from technical and legal perspec-

! Regulation (EU) 2024/1689 of the European Parliament and of the Council of 13
June 2024 laying down harmonised rules on artificial intelligence and amending Reg-
ulations (EC) No 300,/2008, (EU) No 167/2013, (EU) No 168/2013, (EU) 2018858,
(EU) 2018/1139 and (EU) 2019/2144 and Directives 2014/90/EU, (EU) 2016/797
and (EU) 2020/1828.
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tives. Surveys by Adadi and Berrada [1] and Guidotti et al. [12] have system-
atically reviewed methods for understanding the inner workings of black-box
models, while Lipton [19] has offered a critical discussion on the inherent chal-
lenges and conceptual ambiguities surrounding models’ interpretability. Ribeiro
et al. [35] introduced model-agnostic techniques such as LIME, which have been
discussed in the field of local explanations for classifier predictions. Comple-
mentary perspectives are presented by Montavon et al. [24] and Samek et al.
[38], who focus on visualization and decomposition approaches tailored for deep
neural networks.

Beyond technical contributions, there is a growing corpus of scholarly work
addressing regulatory and governance issues in Al. First, the discussion on eth-
ical standards, as exemplified by Jobin et al. [14], underlines the importance
of establishing common ethical and technical guidelines to foster trust and reli-
ability in Al systems. Collectively, these academic contributions offer a com-
prehensive foundation that bridges methodological advances in explainable Al
with emerging legal and ethical frameworks. Then, with the discussion on the
AT Act being finalised, analyses of the regulation have highlighted its potential
to shape transparency and accountability in automated systems [3,34]. In par-
allel, the notion of meaningful human control - especially in safety-critical and
autonomous systems - has that robust human oversight is essential for ensuring
ethical and responsible AT deployment [44]. The discussion on operationalising
transparency has been framed within a broader reflection on EU digital policy
[8,27].

However, while some papers have discussed explainability provisions in the
AT Act’s Proposal [46], few studies have focused on the final version of the Act,
mainly due to its novelty. Therefore, this study proposes an original contribution
discussing the adopted version of the Al Act currently in force by relying on the
direction set by previous works.

3 Explainability and Algorithmic Transparency
as a Cornerstone of the EU Digital Law

While certainly innovative, the legal innovations brought by the AI Act con-
cerning explainability and algorithmic transparency are not entirely a complete
“revolution”. When read alongside other provisions of the EU Digital Strategy,
the Act’s provisions show a high degree of continuity. This can be observed when
discussing the diverse pieces of legislation that constitute the EU Digital Strat-
egy. First, the 2021 Communication “2030 Digital Compass: the European way
for the Digital Decade” stresses the centrality of “Ethical principles for human
centric algorithms”? among which explainability is undoubtedly placed since its
first introduction [2,13,25]. The legal landscape of algorithmic transparency cov-
ers key legal texts such as the General Data Protection Regulation (GDPR), the

2 Available at https://eur-lex.curopa.cu/legal-content /EN/TXT/HTML/?uri=CEL
EX:52021DCO0118.
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Table 1. The Legal Landscape of EU Algorithmic Transparency

Directive/Regulation Topic Articles Recital
General Data Automated Decision- |Art.13(2)(f), [60]
Protection Making 14(2)(g), 15(1)(h)
Regulation

Art.22 [71]
AT Liability Directive|Accessibility to Art.3(1) [16-21]
(Withdrawn evidence in trials
Proposal) regarding Al
products/systems
Art.4 [22-30]
Digital Services Act |Online Platforms Art.27(1),(2) [68]
transparency including
Algorithms
Art.40(3) [141]
Art.69(2)(d),(5) [146]
Art.72 93, 141]
Digital Markets Act On request by the Art.21(1),(2) [81]
Commission, access to
explanations regarding
recommendation
systems
Art.23(2)(d),(4) [83]
Artificial Intelligence Al system Art.11 + Al IV ]9, 53, 107]
Act transparency
Art.13 [27]
Art.52 [119]
Art.86 [93]

AT Liability Directive (Withdrawn Proposal), the Digital Services Act (DSA),
the Digital Markets Act (DMA) and the AI Act. Table1 below summarises the
key relevant legal provisions.

3.1 “Meaningful Information” About the Automated
Decision-Making Process in the GDPR

The GDPR has been the object of massive scrutiny in the literature and case law.
The controversial existence of a “right to explanation” for algorithmic decision-
making has culminated in the SHUFA? case. In summary, the debate revolved
around the lack of an explicit reference for a right to “obtain an explanation” of
the automated decision in Art. 22 - contrary to the corresponding non-binding
Recital 71 - specifically addressing the consequences of automated processing.

3 Case C-634/21 OQ v Land Hesse [2023] ECLI:EU:C:2023:220.
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Instead, the data subject’s right to obtain “meaningful information about the
logic involved” in an automated decision in the case of algorithmic decision-
making, including profiling, is enshrined in Art. 13(2)(f), Art. 14(2)(g) and Art.
15(1)(h) of the GDPR, which cover the ez ante right to information (both when
the data is provided by the data subject or obtained elsewhere) and the ez post
right to access. [4,5,7,10,16,20,28,42,51]

While the SHUFA case has significantly clarified - and noteworthily expanded
- the scope of “automated decision-making” and “profiling” in the GDPR, it
is also worth noticing that it did not directly tackle the interpretation of a)
whether a right to explanation exists in the GDPR, b) what constitutes “mean-
ingful information” for the purposes of the other articles and ¢) to what extent
such “meaningful information” include the logic of the algorithms used in the
automated decision. These questions were referred to the Court of Justice in the
pending CK v Dun € Bradstreet Austria case*. In September 2024, the Advocate
General’s opinion suggested that although Article 15(1)(h) GDPR grants data
subjects access to “meaningful information”, this necessarily implies the exis-
tence of a corresponding “right to an explanation”®. Information that is unclear
or lacks context cannot be considered “meaningful” from the data subject’s per-
spective or in light of the provision’s intent, which is allowing the data subject
to verify “consistency and causal link between, on the one hand, the method
and criteria used, and on the other hand, the result arrived at by the automated
decision”®. However, AG de la Tour clarified that Article 15(1)(h) GDPR does
not require the disclosure of the algorithm itself. Given the likely complexity
of the algorithm, it may be incomprehensible to individuals without specialized
technical knowledge”.

The decision on Dun € Bradstreet was delivered on 27 February 2025. Several
points deserve attention. First, the Court clarified that the meaning of Art.
15(1)(h) “must be understood as a right to an explanation of the procedure and
principles actually applied in order to use, by automated means, the personal
data of the data subject with a view to obtaining a specific result [...]. In order to
enable the data subject effectively to exercise the rights conferred on him or her
by the GDPR and, in particular, Article 22(3) thereof, that explanation must
be provided by means of relevant information and in a concise, transparent,
intelligible and easily accessible form. Those requirements cannot be satisfied

4 Case C-203/22 CK v Dun & Bradstreet Austria GmbH and Magistrat der Stadt
Wien [2024] ECLLI:EU:C:2024:745.

5 Para 67.

5 Para 68.

" Para 72. This is consistent with the interpretation provided in the SHUFA case by the
Advocate General, para 57, “In my view, those requirements exclude any obligation
to disclose the algorithm, given its complexity. The benefit of communicating a
particularly complex formula without providing the necessary explanations for it
would be questionable. Regard should be had in this connection to recital 58 of the
GDPR, according to which compliance with the aforementioned requirements is of
particular relevance ‘in situations where ... the technological complexity of practice
[makes] it difficult for the data subject to know and understand whether, by whom
and for what purpose personal data relating to him or her are being collected’.”.
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either by the mere communication of a complex mathematical formula, such
as an algorithm, or by the detailed description of all the steps in automated
decision-making, since none of those would constitute a sufficiently concise and
intelligible explanation.”®. Therefore, “the controller should find simple ways
to tell the data subject about the rationale behind, or the criteria relied on
in reaching the automated decision [...]. The GDPR requires the controller to
provide meaningful information about the logic involved in that decision, but
‘not necessarily a complex explanation of the algorithms used or disclosure of
the full algorithm’.”?. Moreover, in the Court’s view, the right to explanation
is not absolute. It needs to be balanced against other rights and freedoms, such
as the protection of third-party data and trade secrets. Where providing full
information would infringe on these rights, controllers may need to provide the
information to a supervisory authority or to a court, which will then determine
the extent to which the data subject can access the data'®.

3.2 The Withdrawn AI Liability Directive Proposal
and Transparency of AI Systems in Trials

A different perspective is the one provided by the formerly known AI Liabil-
ity Directive Proposal. Two of its provisions are particularly relevant. On the
one hand, according to Article 3(1), EU Member States must empower national
courts to order the disclosure of relevant evidence concerning a specific high-risk
Al system suspected of causing damage. This applies when a potential claimant
has previously requested such evidence from a provider, a person subject to the
provider’s obligations under Article 24 or Article 28(1) of the AT Act, or a user,
and that request was refused. As with the “meaningful information” under the
GDPR, the scope of “relevant evidence” is yet to be defined. On the other hand,
according to Article 4, national courts shall presume a causal link between a
defendant’s fault and damage caused by an Al system if certain conditions are
met. These conditions include, for claims against providers of high-risk AT sys-
tems, that they claimant must prove that the provider failed to meet specific
requirements the ones on transparency enshrined in Article 13 of the AT Act dis-
cussed below. The presumption is deemed necessary to restore the informational
imbalance between the claimant and the provider in reconstructing the causal
link between the AI’s output and the damage suffered'!. In February 2025, the

® Para 58-59.

9 Para, 60.

10 Paras 68, 76.

11 See Recital 28: “The presumption of causality could also apply to Al systems that
are not high-risk AI systems because there could be excessive difficulties of proof
for the claimant. For example, such difficulties could be assessed in light of the
characteristics of certain Al systems, such as autonomy and opacity, which render
the explanation of the inner functioning of the Al system very difficult in practice,
negatively affecting the ability of the claimant to prove the causal link between the
fault of the defendant and the AI output.”.
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Commission announced in its 2025 Work Programme that it will withdraw the
Proposal due to the lack of foreseeable agreement'?

3.3 Digital Services Act and Online Platforms Explanations
Requirements

The Digital Services Act (DSA)'? is aimed at supporting the effective operation
of the EU internal market for digital intermediary services by establishing har-
monised rules that create a safe, predictable, and trusted online environment,
fostering innovation while ensuring the protection of fundamental rights and
consumer protection. The DSA contains specific obligations for very large online
platforms (VLOPs) and very large online search engines (VLOSE), which are
online platforms meeting higher user numbers criteria.

With regards to algorithmic transparency, it has to be noted that accord-
ing to Art. 27, providers using recommender systems must clearly explain the
main parameters of these systems and how users can modify or influence them.
The parameters should explain why certain information is suggested and include
details on the key criteria and their relative importance, with an option for users
to choose and modify their preferred option directly within the relevant section
of the platform!'*. According to Art. 40(3), VLOPs or VLOSE providers shall,
at the request of national authorities or the Commission, explain the design, the
logic, the functioning and the testing of their algorithmic systems, including their
recommender systems. Conversely, under Art. 69(2)(d), the Commission can also
require that VLOPs and VLOSE providers to provide access to and explanations
on its organisation, functioning, I'T system, algorithms, data-handling and busi-
ness practices and to record or document the explanations given. Similar actions
can be pursued by the Commission in its compliance monitoring power under
Art. 72.

3.4 The Digital Markets Act and Recommender Systems

The Digital Markets Act (DMA)'® aims to improve the functioning of the EU
digital internal market by regulating businesses and gatekeepers, i.e., large online
platforms that control access to digital markets, significantly influencing the flow
of information and services between businesses and consumers. These platforms

12 Available at https://commission.curopa.eu/document/download,/7617998c-86¢6-
4a74-b33c-249e8a7938cd en?filename=COM_2025_45_1_annexes_EN.pdf p. 26.

3 Regulation (EU) 2022/2065 of the European Parliament and of the Council of
19 October 2022 on a Single Market For Digital Services and amending Directive
2000/31/EC.

14 Noteworthly, micro and small enterprises are excluded from this provisions (Art.
19), whereas VLOSE providers are required to include an option for recommender
systems which is not based on profiling (Art. 38).

15 Regulation (EU) 2022/1925 of the European Parliament and of the Council of 14
September 2022 on contestable and fair markets in the digital sector and amending
Directives (EU) 2019/1937 and (EU) 2020/1828.
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often have substantial market power, making it challenging for other companies
to reach users without their involvement. To address this, the DMA imposes
specific obligations on gatekeepers to promote fair competition and protect con-
sumers. In September 2023, the European Commission designated six companies
as gatekeepers under the DMA: Alphabet (Google), Amazon, Apple, Booking,
ByteDance (TikTok), Meta (Facebook), and Microsoft. The provisions are meant
to increase the benefit of consumers. Similarly to the DSA, the European Com-
mission holds the authority to request information from companies and their
associations to fulfill its responsibilities under the DMA under Art. 21. This
includes the power to access data, algorithms, and testing information, as well
as to seek explanations regarding these elements. Moreover, the Commission may
require the undertaking to provide access to and explanations on its organisation
during inspections. Such explanations can also include information on IT system
and algorithms.

3.5 Common Traits in the EU Digital Landscape on Algorithmic
Transparency: A Balance Between Complexity
and Comprehensibility

The examination of the various regulatory instruments reveals some common
elements and traits that highlight the peculiarities of the EU’s approach. First,
across the GDPR, the DSA, and the DMA, a primary goal is to ensure that indi-
viduals and authorities are provided with “meaningful information” about auto-
mated decision-making. The provided information shall serve a specific purpose
(“meaningfulness”) depending on the explainee [46-48]. Therefore, every time
“meaningful information” is mentioned, it is meant to empower the explainee
scrutinise decisions made by these systems.

Second, all the legislative instruments acknowledge the inherent complexity
of modern algorithms. They strive to strike a balance between technical detail
and user comprehension by mandating that explanations be tailored to be acces-
sible to the explainee [18,43,46]. This can be observed in the case law related
to the GDPR, which insists on providing “meaningful information”, but care-
fully avoids the full disclosure of information that might stating that it might
overwhelm data subjects.

At the heart of these legislative measures is the protection of individual rights.
Whether through the GDPR’s rights to information and access or the proactive
regulatory oversight mechanisms under the DSA and DMA, the EU consistently
reaffirms the need to safeguard citizens from opaque decision-making processes.
However, this reading might not be consistent with the policy goals of some of
these instruments, in particular the market-oriented ones like the DSA or the
DMA. The GDPR is fundamentally designed to protect individual data subjects
by granting them the right to obtain “meaningful information” on automated
decisions. In contrast, the DSA and DMA are primarily focused on the regulation
large online platforms and gatekeepers.

Another notable difference consists on the enforcement methods and, in par-
ticular, on the competent authorities. The GDPR empowers individuals and
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relies on the judicial interpretation to define the boundaries of the rights provided
by the Regulation. The same would have happened with the now-withdrawn Al
Liability Directive Conversely, the DSA and DMA grant national authorities
and the Commission proactive powers to demand technical explanations and
comprehensive documentation, thus partly preventing the judicial intervention.

4 Four Interpretations of Explainability and Algorithmic
Transparency in the AI Act: Entities, Roles, Processes

The level of complexity of explainability provisions in the AI Act is significantly
higher than the other provisions in the EU legal framework. This is due to several
reasons. In fact the Al Act:

1. Explicitly covers Al systems by giving a broad definition'®, thus increasing
the range of possible applications that fall within the scope of application;

2. Provides rigorous definitions for the entities involved in the AI systems’ life-
cycle, thus increasing the range of entities subject to the regulation;

3. Mandates that compliance requirements are operationalised, this raising the
necessity of providing concrete design measures for Al system [39].

Provisions on explainability apply to high risk systems!” and sub-categories
like “General Purpose Al Systems”!'® and “General Purpose Al systems with
systemic risk”'?, if such systems fall within the category of high risk systems?°.

The AI Act contains four sets of explainability obligations, namely a)
Deployer-oriented, b) Compliance-oriented, ¢) Individual-empowering, and d)

Oversight-oriented.

16 See the 2025 “Guidelines on the definition of an artificial intelligence system
established by AI Act” by the EU Commission, available at https://digital-strategy.
ec.europa.eu/en/library /commission- publishes-guidelines-ai-system-definition-
facilitate-first-ai-acts-rules-application.

According to Art. 6, High-risk Al systems include those used as safety components
or stand-alone products requiring third-party assessment under EU laws, such as Al
in medical devices or autonomous vehicles. Moreover, Al systems listed in Annex
III, which include biometric identification, critical infrastructure management, and
law enforcement applications, are also classified as high-risk due to their potential
impact on health, safety, and fundamental rights. The European Commission will
provide further guidelines by February 2026 and may adjust classifications based on
emerging evidence while ensuring regulatory protection.

Art. 3(66): “general-purpose Al system” means an Al system which is based on a
general-purpose Al model and which has the capability to serve a variety of purposes,
both for direct use as well as for integration in other Al systems.

Art. 3(65): “systemic risk” means a risk that is specific to the high-impact capabilities
of general-purpose Al models, having a significant impact on the Union market due
to their reach, or due to actual or reasonably foreseeable negative effects on public
health, safety, public security, fundamental rights, or the society as a whole, that
can be propagated at scale across the value chain.

20 See Recital. 84.
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4.1 Deployer-Oriented Explainability

The first part of Art. 13(1) mandates that “High-risk AI systems shall be
designed and developed in such a way as to ensure that their operation is suffi-
ciently transparent to enable deployers to interpret a system’s output and use it
appropriately”.

A literal interpretation of the provisions suggests some important elements.
The core of the provisions consists of ensuring that Al system providers make
the system - by design ( “design and developed”) - sufficiently transparent to the
deployers in a way that they can a) interpret the system’s output and b) use it
appropriately. This wording creates a cascade procedure, according to which the
system should be transparent enough to allow the interpretation by the deployer
and the proper use of the system. However, critically:

1. the wording of the requirement goes beyond a simple understanding and calls
for the possibility of an interpretation by the deployer, thus implying some
degree of active intelligibility of the system’s output;

2. the appropriateness of the use is also unclear, especially on whether such
quality use should be intended formally, i.e., in the sense of a procedural
correctness, or substantially, i.e., in the sense of guaranteeing fair outputs.
In practice, the interpretation has relevant consequences. For instance, one
system could simply be designed to allow the interpretation of the output in
a formal sense by allowing a general scrutiny of the correct functioning of the
system. Alternatively, the system could be designed to provide guidelines on
understanding whether the output was substantially fair or not.

To answer to this questions, it is necessary to evaluate the requirements of
deployer-oriented explainability further specified in Art. 13(2), according to
which ”High-risk Al systems shall be accompanied by instructions for use in an
appropriate digital format or otherwise that include concise, complete, correct,
and clear information that is relevant, accessible and comprehensible to deploy-
ers”. The requirements of conciseness, completeness, correctness, and clarity are
not different from similar design provisions (e.g., Art. 13 GDPR). However, infor-
mation provided to the deployer has to be:

— Relevant, i.e., non-redundant and appropriate for a correct use. The rele-
vance of the information depends on the (yet unclear) meaning of proper use.
If the proper use extends to substantially fair deployment, then instructions
should also provide guidance on how to achieve non-harmful results other
than a procedurally correct use.

— Accessible, i.e., able to be reached. While this requirement may seem a
restatement of the conciseness, completeness, correctness, and clarity, it may
create some practical limitations with regards of Intellectual Property Rights
protection when some information is kept hidden from the deployer for reasons
linked to copyright, patents or trade secrets.

— Comprehensible, i.e., easily understandable. This requirement suggests to
take into account the target user-persona, which should ideally correspond
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to ideal deployers. Identifying such entities might be complex in high-risk
systems with multiple kinds of deployers.

Art. 13(3) lists the element that should be included in the instructions. With
regards to explainability, some of these elements are particularly relevant inter
alia:

1. The characteristics, capabilities, and performance limitations of the high-risk
AT system, including the intended purpose, the level of accuracy, known or
foreseeable risks to health, safety, or fundamental rights due to intended use or
foreseeable misuse, technical capabilities to explain the Al system’s output,
performance regarding specific persons or groups targeted by the system,
input data specifications and relevant details on training, validation, and
testing datasets, where applicable, information enabling deployers to interpret
and use the system’s output appropriately.

2. Human oversight measures, including technical measures for deployers to
interpret outputs.

3. Where relevant, mechanisms for deployers to collect, store, and interpret
logs?!

Given these elements, it may be argued that the interpretation of the sys-
tem’s output shall be guaranteed by transparency on its capabilities as emerge
from elements which go beyond the output’s logic and the embrace a larger con-
text. In deployer-oriented explainability provisions, transparency about datasets,
practices, limitations, risks, potential misuses provide guidance on how to inter-
pret the output alongside technical measures. Therefore, the “appropriate use”
that such provisions aim to guarantee shall be interpreted to be not only pro-
cedurally correct, but also substantially fair. While this finding seems aligned
with the risk-based approach of the EU AT Act [29], it places significant burdens
on the Al system provider. However, some criticalities remain, in particular in
the balance between the relationship between explainability, IPRs, and personal
data used for training when information has to be made available to Al systems
deployers (Fig.1).

4.2 Compliance-Oriented Explainability

The second part of Art. 13(1) provides that “An appropriate type and degree
of transparency shall be ensured with a view to achieving compliance with the
relevant obligations of the provider and deployer set out in Sect. 3.”

This second goal of algorithmic transparency is clearly compliance-oriented
and it aims at easing the process of making systems adequate to the AT Act and,
in turn, minimise risks for fundamental rights and freedoms. This provision has
to be read in conjunction with Art. 11 on Technical Documentation for High-
Risk AT systems and Annex IV, which contains the minimum requirements to
be included in the documentation.

2! See also Art. 12 with regards to logging requirements.
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DEPLOYER-ORIENTED EXPLAINABILITY MECHANISM (ART. 13 Al ACT)
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Fig. 1. Deployer-oriented explainability provisions under Art. 13 AI Act.

With regards to algorithmic explainability, some elements of the technical

documentation are worth mentioning, including;:

the design specifications of the system, namely the general logic of the Al
system and of the algorithms;

the key design choices including the rationale and assumptions made, includ-
ing with regard to persons or groups of persons in respect of who, the system
is intended to be used;

the main classification choices; what the system is designed to optimise for,
and the relevance of the different parameters;

the description of the expected output and output quality of the system;
the decisions about any possible trade-off made regarding the technical solu-
tions adopted to comply with the requirements for high risk-systems

The first paragraph stands out as the closest to the concept of a global

explanation (“general logic”) [9,13,31], but with reference to the system and
the algorithms rather than their output. The remaining provisions provide with
some context to the first requirement, in particular with regards to arbitrary
choices made by the provider in the design of the system. The instructions for
use for the deployer under Art. 13 shall also be included in the documentation.
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4.3 Individual-Empowering Explainability

Finally, Art. 86 (“Right to explanation of individual decision-making”) states
that “Any affected person subject to a decision which is taken by the deployer on
the basis of the output from a high-risk AI system [...] and which produces legal
effects or similarly significantly affects that person in a way that they consider to
have an adverse impact on their health, safety or fundamental rights shall have
the right to obtain from the deployer clear” and meaningful explanations of the
role of the Al system in the decision-making procedure and the main elements
of the decision taken.

However, this provisions “shall not apply to the use of Al systems for which
exceptions from, or restrictions to, the obligation under that paragraph follow
from Union or national law in compliance with Union law” and it shall apply
only if the right to explanation is not otherwise provided for under Union law.

This provision can be considered a form of Individual-empowering Explain-
ability due to its close connection to its role in supporting claims against the
automated decisions. The conditions from the right to apply consists of cumu-
lative elements:

(a) A decision is taken by the deployer. If interpreted consistently with the
SHUFA case, the concept of decision “implies an ‘opinion’ or ‘position’ on a
certain situation. It must also have ‘binding character’ in order to distinguish
it from mere recommendations’, which in principle have no legal or factual
consequences.” 22,

(b) The decision is based on the output of an AI system. this goes beyond
the remit of GDPR’s automated decision-making and includes algorithmic-
mediated decisions, i.e., those in which the AI system is used as a support
tool for a human decision-maker [40]. Crucially, the wording “on the basis”
is relatively unclear, especially when the deployer decides to take a decision
rejecting the proposed output. Whether or not such decision is taken “on
the basis” of an Al system’s output is unclear;

(¢) Such system is a classified as a high-risk according to the parameters set in
Art. 6, which reference Annex III containing the list of presumed high-risks
systems. However, it is crucial to note that if the system is “not materially
influencing the outcome of decision making”, it shall not be considered to
fall in the high risk category. More specifically, such non-influence occurs any
time Al system performs a narrow procedural task, improve the results of a
human activity, does not replace the human assessment, or it is intended to
perform a preparatory task for the purposes of an Al system listed in Annex
11123,

(d) The decision produces legal effects or similarly significantly affects an
affected person. Importantly, the concept of “affected person” broadens the

22 SHUFA case para 36.

23 This last point seems also inconsistent with the SHUFA case, which has include the
preparatory credit assessment - listed as a High-risk Al system in Annex III para
5(b) - in the remit of an automated-decision making.



198 S. Sapienza and M. Palmirani

scope of the right to obtain a meaningful explanation provided by the GDPR
and discussed above. In fact, the AT Act right to explanation is not granted
to the “data subject” by to “any affected person”. While the same entity
can play the same role in practice, nothing prevents a person to be affected
by an Al-decision as a result of the processing of non-personal data.

(e) The person considers to have an adverse impact. The concept of “adverse
impact” in the context of the right to explanation is not defined. The only
plausible anchoring seems to be Recital 29, which clarifies that such adverse
impacts can occur on “physical, psychological health or financial interests”
when Al systems are used to “materially distorting human behaviour” by
impairing “autonomy, decision-making and free choices”.

(f) Such adverse impact is on health, safety or fundamental rights. Notably,
the concept of “fundamental right” can be prone to different interpretations
depending on the jurisdiction of the affected person. However, given the con-
text of the AI Act, it is safe to assume that the scope of fundamental rights
encompasses at least the ones enshrined in the European Charter of Fun-
damental Rights?*. Recital 48 of the AI Act clarifies that “Art. 24 of the
Charter and in the United Nations Convention on the Rights of the Child,
further developed in the UNCRC General Comment No 25 as regards the
digital environment” mandate specific rights for children, which are appli-
cable in the context of Al-supported decisions?® and “require consideration
of the children’s vulnerabilities and provision of such protection and care as
necessary for their well-being”

The explanation should be “clear and meaningful”. Following the reasoning
of SHUFA, the meaningfulness should be related to the ability to challenge the
decision with the remedies provided by the AI Act, in particular the Right to
lodge a complaint with a market surveillance authority under Art. 85. As with
similar provisions (e.g., Art. 13 of the GDPR), it is hard to identify an ideal
explainee for creating template explanations. The explanation should comprise
a) the role of the Al system in the decision-making procedure, and b) the main
elements of the decision taken. Notably, none of these aspects comprises the logic
of the algorithm, thus raising concerns regarding the effectiveness of the right to
explanation.

Despite the broader subjective scope in comparison to the GDPR, the sev-
eral exceptions and limitations of the objective scope of Art. 86 AI Act make the
right to explanations and, consequently, the Individual-empowering explainabil-
ity, applicable to a very limited amount of decision-making process. Crucially,
the mechanisms that prevent the classification of high-risk systems for their pro-
cedural, non-invasive and non-decisive role in the decision-making process might
give rise to controversies in practical applications like credit scoring.

24 Noteworthly, Recital 48 AI Act stresses the relevance of the right to a high level of
environmental protection.

25 However, this seems also inconsistent with Recital 71 of the GDPR, which prohibits
automated decision-making on minors, thus indirectly reinforcing the broader scope
of Art. 86 AI Act in comparison to Art. 22 GDPR.
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4.4 Oversight-Oriented Explainability

As noted by the AI Act when defining the adverse impacts, human auton-
omy comes into direct contact with the functional autonomy of ML algorithms
deployed in decision-making processes, Annex IV(3) further specifies that the
documentation should include “the human oversight measures needed in accor-
dance with Article 14, including the technical measures put in place to facilitate
the interpretation of the outputs of Al systems by the deployers”.

Annex IV contains the technical documentation to be submitted to the
authorities for compliance purposes. This is clarified by Article 11(1), according
to which it “shall be drawn up in such a way as to demonstrate that the high-risk
AT system complies with the requirements |[...] and to provide national compe-
tent authorities [...] with the necessary information in a clear and comprehensive
form to assess the compliance of the Al system with those requirements”.

However, Article 13 clarifies that, among the information to be transmitted to
the deployer, “human oversight measures [...], including the technical measures
put in place to facilitate the interpretation of the outputs of the high-risk Al
systems by the deployers” shall be included.

While these two documentation requirements fall within the compliance-
oriented and the deployer-oriented explainability requirements, they also con-
stitute a relevant specification that is required to “facilitate the interpretation”
by the deployer and upon which there is a specific scrutiny by the competent
authorities.

This additional form of explainability mentioned among documentation
requirements shall be treated as an in-between category. Given its specific scope,
it can be referred to as an Quersight-oriented form of an explainability.

The High Level Expert Group on Al was the first to articulate three models
of human intervention on Al systems. It is interesting to note how the HLEG
differentiates between human control [13, para 64] and human oversight [13, para
65]. While human control refers to human authority and responsibility over the
Al system as a whole, whereas human oversight concerns human involvement in
monitoring and supervising the system’s operation.

Human control can occur through governance mechanisms that allow for a
human-in-the-loop (HITL), human-on-the-loop (HOTL), or human-in-command
(HIC) approach. The HITL approach envisions the possibility of human interven-
tion in every decision-making cycle of the system, which in many cases, according
to the HLEG, is neither feasible nor desirable due to the time and resource con-
straints that would be required for such constant and pervasive supervision.
The HOTL approach, on the other hand, involves human intervention during
the system’s design cycle and monitoring of its operation, allowing for greater
understanding and control of the Al system in use. Finally, the HIC approach
goes beyond supervision and implies complete control over the Al system’s activ-
ity as a whole. This includes monitoring and evaluating its overall effects at the
economic, social, legal, and ethical levels, as well as the ability to make informed
decisions about the system’s use in specific situations.
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Conceptual differences must therefore be identified between functional or
process control and substantive or product control. While the former evaluates
whether the system or product meets predefined requirements and specifications,
the latter focuses on the quality and effectiveness of the system in achieving the
desired objectives, not only from a strictly technical perspective but also from
economic, social, and ethical standpoints.

Article 14 of the AT Act titled “Human Oversight” is applicable only to high-
risk systems and requires the provider of the system to implement appropriate
measures for effective supervision by natural persons during the system’s use
(para. 1). The provision specifically refers to human-machine interfaces, thus
attributing a central role to the system’s interactivity with the user [18]. These
measures must enable two types of actions (para. 4): on the one hand, those
aimed at understanding the capabilities, functioning, and limitations of the algo-
rithm (letter a), and correctly interpreting the system’s output (letter c); on the
other hand, those for monitoring the algorithm’s operation, i.e., deciding not to
use the system (letter d) and intervening to stop its execution (letter e). The
two groups of actions —control and oversight — converge in the goal of preventing
excessive reliance on the Al system, also known as automation bias (letter b).

Considering these provisions, the HITL model seems only partially included,
as there is no reference to “positive” intervention in every decision-making cycle
(e.g., activation of the cycle), but the possibility of a “negative” intervention
to stop the system during execution is preserved. The HIC model also seems
to be set aside, at least in the text of this regulatory provision. Instead, the
HOTL model seems applicable to the second set of actions assigned to the person
responsible for oversight, i.e., the possibility to reject the output or interrupt
execution. However, this possibility necessarily and ontologically requires that
measures be in place to evaluate the system’s capabilities, operational limits,
and outputs. Otherwise, it would be impossible for the person responsible for
oversight to consciously decide not to use the system or to interrupt its execution.
According to this interpretation of the HOTL model, it is possible to see an
extension of the model from the operational-functional level to the epistemic-
hermeneutic level, in particular due to the wording such as “properly understand
the relevant capacities and limitations of the high-risk AT system” (Art. 14(4)(a))
and “correctly interpret the high-risk Al system’s output, taking into account,
for example, the interpretation tools and methods available” (Art. 14(4)(c)).

Explainability provisions discussed earlier - deployer-oriented, compliance-
oriented, individual-empowering - are directed, respectively, to deployers, com-
petent authorities, and individuals subject to Al-supported decisions. An addi-
tional form of explainability is the one mandated by human-oversight provisions
which are functional to “prevent or minimise the risks to health, safety or funda-
mental rights that may emerge when a high-risk Al system is used in accordance
with its intended purpose or under conditions of reasonably foreseeable misuse”
and target the natural persons using the system. They should be able to effec-
tively monitor the functioning of the system and intervene in case risks to fun-
damental rights and freedoms become evident. Therefore, an oversight-oriented



Algorithmic Knowability: A Unified Approach to Explanations in the AT Act 201

explainability emerges as the requirement needed to ensure a meaningful human
control over the functioning of the system.

5 Algorithmic Knowability and the Explainability
Cascade

Given this 4-way interpretation to explainability provisions, an unified theoreti-
cal framework seems necessary to discuss them from a higher level of abstraction,
in particular to identify common traits and differences.

Therefore, in our interpretation of the AI Act:

— Knowability refers to the holistic framework encompassing different forms
of explainability frameworks

— Explainability refers to disclosure of elements referred to the inner elements
of the algorithms used in the AI system

The issue of algorithms and Knowability is not new to legal-informatics doc-
trine [31,32,36]. Starting from the issue of algorithmic explainability in the con-
text of automated decisions and the GDPR [30], knowability redefines its con-
tours by reiterating that other elements beyond the explainability of the systems
are needed to explain the outputs of ML algorithms [36]. According to the pro-
posed knowability approach, it is necessary to provide adequate information on
the data processed, the computational approaches used, the logic employed by
the algorithms, the derived and inferred data. To achieve full knowability, it is
necessary to provide information on the system’s representation of knowledge,
in particular about intensional, extensional, and semantic structures - such as
computational ontologies - to ensure reliability, authenticity, and adherence to
human’s representation of reality.

When considering explanations in the AT Act holistically according to the lens
of Knowability, the framework is composed by the aforementioned obligations
to share details regarding the algorithms used, occasionally with reference to
the logic used in the generation of the output. Eventually, even the policy goals
of promoting algorithmic explainability shall be considered holistically. When
displayed together (Fig.2), such policy goals become clear.

The overall goal of the Knowability framework appearing from the juxtapo-
sition of each of explainability is to ensure the monitoring on the functioning of
the algorithms from two sides: on the one hand, by allowing competent author-
ities to verify ex ante the level of compliance and scrutinise the functioning of
the AT system; on the other hand, this allows competent authorities to provide
redress to individuals who have suffered detriment and harm from the use of Al
systems through the right to lodge a complain.

Logically, the provider is the main source of information with regards to
explainability and the main target for the provisions. Its role is the core of the
Knowability framework and its level of compliance is crucial in ensuring the
“cascade” effect to the deployer, the user of the system, and the individuals
subject to Al-assisted decisions.
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Fig. 2. Knowability Framework in the Al Act.

Knowability should encompass three levels of explainability. First, the
explainability intended for the deployer and, conversely, the person responsi-
ble for human control and aimed guaranteeing human oversight; second, the
explainability necessary for the institutions responsible for verifying the level of
compliance of the high-risk system with the Act; third, the explainability of the
role played by the machine in the decision-making process, the parameters, and
the data used, functional to the individual subject to the algorithmic decision,
aimed at the possibility of acting against it.

These three levels and the purposes associated to each of them present a
crucial disadvantage for the Provider to calibrate the explanation according
to the different types of recipients of the explanation®®. The most immediate
consequence of this threefold approach to explainability is the need to develop
methodologies and criteria adequate to evaluate the quality and information that
the system is able to provide, for example through measurements?’. Naturally,
the theoretical assumption of these criteria and methods is the measurability of
the level of adequacy to ethical principles. Although this premise is not exempt
from criticism?®, it can be seen as a “necessary evil” to make the measures pro-

26 Not all theories of explanation, in fact, assume the recipient of the explanation as
the centre of interest. See, on this point, the reflections of [46], p. 129 and Table
1, regarding the epistemic premises of explanation theories. The authors observe
that “Ordinary Language Philosophy, Cognitive Science and Scientific Realism do
not constrain explanations to causality, studying the Act of explaining as an itera-
tive process involving broader forms of question answering. Cognitive Science and
Scientific Realism are more focused on the effects that an explanation has on the
explainee (the recipient of the explanation)”.

For instance, some studies on explainability metrics [43,46,52] and fairness [17].
See the observations in [26], which notes “The basic idea across this strain of research
is to make concrete progress in improving Al by breaking the often nebulous concept
of ‘ethics’ down into measurable metrics and discrete goals”.

27
28
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vided for by the AI Act concretely applicable with regard to the explanation of
algorithmically mediated decisions.

The direction traced by this interpretation supports the necessity of contex-
tual explanations, i.e., appropriate to the complexity of the concrete situation in
which the explanation takes place. In this sense, the regulatory direction seems
to favour an evolution of the traditional distinction between local explanation,
referring to the single decision-instance, and global explanation, referring to the
entire functioning of the algorithm. The updated version of this bipartition could
go in the direction of an explanation that is, depending on the case:

— Enabling Explanation, i.e., aimed at making the supervisor and, hopefully,
the system user capable of choosing whether or not to use the system for their
decision;

— Certifying Explanation or Confirming Explanation, i.e., aimed at ver-
ifying and, if necessary, aligning the algorithm with regulatory or judicial
dictates, the state of the art, or industry standards; or

— Actionable Explanation, i.e., useful to the individual subject to the deci-
sion to act in defence of their rights or interests.

The consequence of the tripartition of the explanation and the respective
recipients - the deployer and the person responsible for human control, the insti-
tutions responsible for compliance verification, or the individual subject to the
Al-assisted decision - implies that a one-size-fits-all explanation is not legally
compliant.

In fact, each recipient must be put in a position to know the algorithm
differently from the others, as their epistemic purpose, i.e., the ratio underlying
the explanation, is different from that of the other actors.

6 Implementing Knowability Through Standards
and XAI Research

When an Al system adheres to established harmonized standards, it is auto-
matically presumed to meet the corresponding requirements set forth in the Al
Act (Art. 40(1). Despite its critiques [50], this presumption simplifies the con-
formity assessment process and it meant to reduce the administrative burden on
providers and facilitating smoother market access [49]. Article 40 outlines the
procedure for developing harmonized standards to ensure Al systems comply
with the Act’s requirements. The European Commission is tasked with issuing
standardization requests to European standardization organizations, specifying
that these standards must be clear, consistent, and aligned with existing sector-
specific standards. In preparing these requests, the Commission consults the
European Artificial Intelligence Board and relevant stakeholders, including an
advisory forum, to ensure a comprehensive and inclusive standardization process.

This process must adhere to Regulation (EU) No 1025/2012, which governs
European standardization. This regulation outlines the roles and responsibili-
ties of the Furopean Commission and European Standardization Organizations
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(ESOs) in developing harmonized standards. The Commission issues standard-
ization requests to ESOs, which then draft the required standards through a
collaborative process involving various stakeholders. Once these standards are
established, products or services conforming to them are presumed to comply
with the corresponding EU legislation, facilitating market access and ensuring a
high level of safety and performance across the Union.

The ISO/IEC JTC 1/SC 42 technical committee on Artificial Intelligence is
currently working on developing several standards addressing various aspects of
AT systems, including:

— SO/IEC 5259-1: Data quality for analytics and machine learning (ML) — Part
1: Overview, terminology, and examples.

— ISO/IEC 12792: Transparency taxonomy of Al systems.

— ISO/IEC 5392: Reference architecture of knowledge engineering.

— ISO/IEC 5469: Functional safety and Al systems.

— ISO/IEC TS 6254: Objectives and approaches for explainability of ML models
and Al systems.

However, most of them remain undisclosed to the general public, hence limit-
ing access to the operationalisation processes of the Act [50]. Moreover, as noted
in a study supported by the JRC [45], the tools listed in ISO/IEC TS 6254 are
not mandatory to ensure human oversight as described in Article 14 of the EU AT
Act. The Al Act does not explicitly require specific solutions for explainability or
interpretable/transparent-by-design models. Additionally, many of these techni-
cal solutions currently face limitations, including issues with reliability, robust-
ness, lack of standardized evaluation frameworks, and an under-explored rela-
tionship between AI explanations and automation bias. Therefore, harmonized
standards should be comprehensive and consider alternative, well-established,
and effective solutions.

Room for implementation is certainly available to the XAI research commu-
nity. Recent studies [21] discuss how emerging techniques also focus on docu-
mentation and transparency methods (such as [11,15], which are an essential
pillar of the Al Act, may enhance trust, facilitate validation, and help users
interpret model predictions. However, challenges arise with complex models and
large datasets, as incomplete or outdated documentation can hinder understand-
ing and lead to misinterpretation. Authors note that visualization [37] (e.g.,
in oversight-oriented and local individual-empowering explanations) enhances
accessibility and transparency by simplifying complex information and revealing
patterns, trends, and anomalies in a decision-making process. However, poorly
designed or misleading visuals can lead to misinterpretation, as insights may
vary depending on the viewer’s perspective. Other scholars [47] support the
view that one-size-fits-all explanations are not truly explanatory and propose
alternative frameworks, such as Explanatory Artificial Intelligence (YAI) also
discussing some empirical results. These findings should set a common ground
for explainability standards. In fact, they point to the same direction of the
proposed Knowability framework and align with the provisions in the AT Act.
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However, its validation is highly dependent on the implementation of the Al
Act. Importantly, metrics [46] will play a fundamental role in understanding to
what extent Al models can be explained to different categories of explainees. If a
Knowability approach would be used in the evaluation of an Al system (e.g., by
a judge), a possible use could be the one of comparing the model under scrutiny
with one deemed explainable.

7 Final Remarks

The intricate framework of explainability under the EU AI Act reflects a sig-
nificant effort to balance technical feasibility, accountability, and ethical princi-
ples. By delineating four distinct (yet, interconnected) forms of explainability —
Deployer-oriented, Compliance-oriented, Individual-empowering, and Oversight-
oriented - the Act seeks to address the risks posed by high-risk Al systems in a
multi-layered approach. This stratified approach brings the necessity of provid-
ing contextualised explanations depending on the needs and roles of a wide range
of heterogeneous explainees: stakeholders, providers, deployers, regulators and
affected individuals. The proposed concept of algorithmic Knowability emerges
as the unifying lens capable of capturing the connections between different forms
of explanations and ensure consistent understanding and application. Thanks to
this approach, the interplay between these provisions reveals tensions and ambi-
guities that raise critical questions in the practical implementation, yet to be
resolved in the standardisation stages.

A primary limitation lies in the operationalisation of abstract legal require-
ments into concrete technical and organizational practices. For instance, the
requirement for “sufficient transparency” to enable deployers to appropriately
interpret outputs remains unclear, thus leaving room for possible divergent inter-
pretations. The tension between transparency obligations and IPRs further com-
plicates this landscape, as providers may resist disclosing proprietary information
critical for meaningful explanations. Similarly, the individual-empowering right
to explanation under Art. 86 is constrained by exceptions and limitations that
risk narrowing its applicability, also in the light of the recent jurisprudence of
the European Court of Justice.

Further research is needed to address these gaps and refine the conceptual
underpinnings of explainability. One avenue involves developing robust method-
ologies to evaluate the quality and adequacy of explanations across different
stakeholder groups. For example, studies could explore how deployers interpret
technical documentation or how affected individuals utilize explanations to chal-
lenge decisions, shedding light on the practical efficacy of Art. 86. Another criti-
cal area is the harmonization of standards for explainability metrics, particularly
in light of ongoing ISO/TEC initiatives, to ensure alignment with the AT Act’s
risk-based approach. This area remains largely covered given the ongoing closed-
door discussions in standardisation entities.

XATI research could also focus on creating explainability tools that reconcile
transparency with IPR protection. Interdisciplinary studies examining the inter-
play between human oversight mechanisms and automation bias could inform
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the design of more effective Oversight-oriented explainability frameworks. These
two often areas appear separated and interconnected research seems unavoidable
in the light of the necessity to implement the Act.
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