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Abstract

Data streams are one of the most important components of big data platforms,

as they enable decision-makers to obtain timely insights about a given phenom-
enon in near real-time. Though big data is often schemaless, little attention has been
paid in the literature to schemaless streams. Streaming algorithms typically employ
approximation and pre-aggregation strategies to efficiently provide analytical capabili-
ties over data stream; however, the heterogeneous nature of records in a schemaless
stream introduces challenges that make related proposals ineffective. In this paper,
we propose an approach to overcome these challenges while formulating multi-
dimensional analytical queries under the sliding window paradigm. The approach

is called self-adaptive because it automatically keeps up with the heterogeneity

of data while being able to propose an interesting query over the current window.
The approach is discussed in full detail and evaluated in both terms of efficiency
and effectiveness.

Keywords: Stream analysis, Schemaless, Multidimensional query, Heterogeneous data,
Sliding window, Streaming OLAP

Introduction

Continuous monitoring and analysis of streaming data have gained wide attention
from both the research community and industry in the big data era, as the capability
to obtain timely insights is ever-more crucial for decision-makers. Recently, research
efforts have been devoted to automating data processing and analytical pipelines to
relieve efforts from data engineers and scientists and simplify the decision-making
process [1, 2]. The scope of this work falls within the automation of stream analytics.
Research works in this area typically assume a fixed schema for the incoming data
(e.g., [3-5]), at most admitting the possibility of missing data [6—8]. However, big data
is often schemaless, i.e., each record comes with its own schema definition, which may
differ significantly from the others [9]; this poses a significant challenge in stream-
ing applications [10]. Schemaless streams have been considered in some contexts
(e.g., anomaly detection [11], concept recurrence identification [12], schema profil-
ing [13]); however, the problem of automating the analysis of heterogeneous data is
still unexplored in the streaming context, while it has been addressed in the literature
over static datasets [14, 15]. In particular, we focus on the sliding-window paradigm:
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the analyses focus on the latest window of data and, with each iteration, the window
slides by a given margin; this means that the results of the analyses at the i-th itera-
tion can be computed from the results at i — 1 by removing expired records and add-
ing new ones.

The goal of this paper is to automatically formulate multidimensional analytical que-
ries over a stream of schemaless data, so as to support a human stream controller in
summarizing the data flowing in the stream. We rely on multidimensional queries as
these are the most widely used in descriptive analysis, due to their ability to analyze a
phenomenon at different levels of detail. To the best of our knowledge, this is the first
proposal to tackle this problem. Analyzing a schemaless stream entails multiple chal-
lenges. First, continuously querying a stream notoriously poses efficiency problems in
terms of both time (the analysis must keep up with the data) and space (big data is volu-
minous, but memory is limited). This is often addressed by pre-aggregating the data into
compact and space-efficient data structures, which reduce the complexity of the analysis
at the cost of some approximation in the results. However, the range of possible multi-
dimensional queries over a dataset can easily grow large, and pre-aggregating data may
not be sufficient to ensure compliance with space and time constraints. Additionally,
due to the unpredictable variability of the schemas of the data, traditional techniques for
efficient pre-aggregation over static datasets (e.g., view materialization [16]) cannot be
directly applied.

Our approach is called self-adaptive because it can automatically keep up with the
heterogeneity of data while being able to propose an interesting query over the current
window. In the paper, we formalize two principles to evaluate the queries that could be
executed in a given window, namely representativeness (meaning that the query should
cover as many records as possible in the current window) and continuity (meaning
that the query should be as consistent as possible with the results shown in the previ-
ous iteration). These principles constitute the desiderata that drive the selection of the
best query, i.e., the one whose results are ultimately returned to the user. Additionally,
the approach relies on the same desiderata to collect from the current window as much
information as possible (in compliance with the imposed space and time constraint) to
enable a seamless transition to a different query in the following iterations (which is nec-
essary if the best query changes from one window to another).

Schemaless streams can be found in several scenarios, including systems that collect
activity logs from multiple applications [14] and IoT systems that collect events gener-
ated by heterogeneous sensors [6]. Our case study is inspired by WeLaser [17], an H2020
European project about the automatic extermination of unwanted weeds within crops
by laser-equipped robots. In this context, the robots mount multiple sensors to col-
lect various information from the environment and operate in different farms to carry
out multiple tasks [18]. Records refer to sensor measurements associated with multi-
ple attributes, which can describe the measurements at multiple levels of detail. For
instance, considering the geographical dimension, a measurement can be described by
the single farm using the robot, a wider operational area, and the country; similarly, the
robot can be identified by its name and model. The complexity lies in the fact that every
robot can send data with different attributes and the active robots may change at any

time, meaning that there is no fixed schema for the stream records. A demonstration
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of our approach in such a context has been presented in [19] and is publicly available at
https://big.csr.unibo.it/asso.

The remainder of the paper is structured as follows. The "Preliminaries” section pro-
vides the necessary preliminaries and the "Problem statement” section frames the problem
addressed in the paper. An overview of the proposed approach is given in the "Approach
overview" section; then, the "Desiderata for the best query" section formalizes our desid-
erata and the "Implementation” section delves into the implementation, which is experi-
mentally evaluated in the "Experiments" section. A summary of related work is given in the
"Related literature" section, while the "Conclusions" section finally draws the conclusions.

Preliminaries
In this section, we introduce the basic concepts of the streaming scenario, the properties
of the data flowing in the stream, and the setting of queries we aim to execute.

Records and functional dependencies

Definition 1 (Record) A record r is defined as a map of attributes and values,
r = {(a1,v1),. .., (an, vy)}, where a; is a string representing the attribute’s name and v; is
the corresponding value. An attribute is categorical if it represents distinct categories or
groups (nominal or ordinal). An attribute is numerical if it represents quantifiable values
(discrete or continuous).

Example 1
Examples of records flowing in the data stream of our case study are listed below.

r1 = {(“Robot”,“ABot”), (“Model”, “ModelA”), (“Speed”, 15.50),
(“Batterylevel”, 10), (“Task”, “Cropmonitoring”), (“Country”, “UK”)}

ry = {(“Area”, “BayArea”), (“Robot”, “RovX”), (“Batterylevel”,75),
(“Country”, “US”), (“ActivityYear”, 2024), (“Farm”, “GreenA”)

r3 = {(“Area”, “Yukon”), (“Robot”, “Spark”), (“Batterylevel”, 55),
(“Country”,“CA”), (“ActivityYear”, “2024”), (“Speed”, 10.0),
(“Farm”,“Sunny”), (“Task”,“Weeding”), (“Heartbeat”,0.5),
(“Status”, “Weedingcompleted”), (“Goal”, “Weedparcel1”)}

» o«

In this example, the categorical attributes are “Activity Year”, “Area”, “Country”, “Farm”,
“Goal”, “Model”, “Robot”, “Status”, and “Task”, while “Battery level”, “Speed”, and “Heart-
beat” are the numerical ones.

Records in the stream are heterogeneous in that the set of attributes is not known apri-
ori and dynamically changes. Heterogeneity can be structural (i.e., attributes can appear
or disappear) or semantic (i.e., different conventions can be used by different sources
to refer to the same attribute with different names or provide values with different
standards). In this work, we primarily focus on structural heterogeneity, assuming that
semantic heterogeneity is automatically and effortlessly resolved through known map-
pings (as in [9, 14]). Resolving semantic heterogeneity on-the-fly requires the application
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of real-time (and possibly approximate) techniques (as in [20-22]), which must not take
away significant time from the processing and analysis of the data. However, this is a
research challenge that is out of the scope of this paper.

Data type inference on schemaless datasets is a problem on its own; we refer the reader
to relevant research work on this topic [23]. Since this is out of the scope of the paper, we
emulate here the behavior of well-known business intelligence tools (e.g., Power BI, Tab-
leau), which assume an attribute to be numerical only if all its values are numbers, and to
be categorical otherwise.

Given a list of records R and a set of one or more attributes A, we denote with
card(R, A) the number of distinct values of the combination of attributes A in R, and
with supp(R, A) the support of the attributes A in R, calculated as the percentage of
records in R where at least one attribute in A is non-null.

Given two attributes a; and aj, there is a functional dependency (FD) between a; and a;
in R if the values of the attribute a; determine the values of the attribute a;. In our set-
ting, FDs are not known beforehand and must be discovered on the fly; also, given the
variability and heterogeneity of the stream, FDs may not always be exact. We cope with
this by looking for approximate FDs (AFDs) [24], i.e., FDs that “almost hold”! An exact
FD from a; to a; can be inferred if dep(R, a;, aj) = card(R, a;) /card (R, a;, a;) = 1, with
dep(R, a;, aj) € (0,1]. Remarkably, the dep() metric quantifies the strength of the rela-
tionship, as values close to 1 indicate an AFD, while values close to 0 denote no depend-
ency [15].

Since FDs are not symmetric, we define here a functional dependency score between

two attributes as the maximum value of dep() on either side.

Definition 2 (Functional dependency score) The functional dependency score (FDS) of
two attributes @; and a; in R records is defined as:

FDS(R’ ai, ﬂ]) = max(dEP(R» ai, ﬂ]’)r deP(R; aj, ﬂi))
An FDS equal to 1 indicates an exact FD, while an FDS close to 1 indicates an AFD.

Notice that FDS(R,a,a) = 1evenif R = (.

Example 2

Consider a list of records R, with attributes and pair-wise cardinalities as shown in
Tables 1 and 2, respectively. The FDS is calculated in Table 3. Exact FDs are indicated in
bold; among the AFDs, the strongest is the one between “Area” and “Country” with an FDS
close to 1.

! For complexity reasons, we only consider simple AFDs (i.e., those relating single attributes rather than attribute sets),
which are the most common in multidimensional data [25].



Forresi et al. Journal of Big Data (2025) 12:211 Page 5 of 32

Table 1 Cardinalities of attributes in Rey, i.e., card(Rex, {a})

a card(Rex, a)
"Ared” 100
"Country” 3
Farm” 1000
"Goal” 10
"Region” 5
"Task” 10

Table 2 Cardinalities of attribute pairs in Rey, i.e, card(Rex, {ai, a;})

aj\a;j “Area” “Country” “Farm” “Goal” “Region” “Task”
"Area” 100 m 1000 180 100 500
"Country” m 3 1000 80 18 300
"Farm” 1000 1000 1000 1540 1000 9000
"Goal” 180 80 1540 10 85 50
"Region” 100 18 1000 85 5 50
"Task” 500 300 9000 50 50 10

Table 3 FDS of pairs of attributes in Rey, i.e., FDS(Rex, a;, a;); exact FDs are highlighted in bold

aj\a;j “Area” “Country” “Farm” “Goal” “Region” “Task”
"Area” 1.00 0.90 1.00 0.56 1.00 0.20
“Country” 0.90 1.00 1.00 0.12 0.28 0.03
“Farm” 1.00 1.00 1.00 0.65 1.00 0.11
"Goal" 0.56 0.12 0.65 1.00 0.12 0.20
"Region” 1.00 0.28 1.00 0.12 1.00 0.20
“Task” 0.20 0.03 0.11 0.20 0.20 1.00

Sliding window settings

The real-time analysis of the records being ingested in a stream is carried out under
the sliding window paradigm: the analytical algorithm is designed to run on a subset of
records (i.e., the window), which progressively moves in time to discard older records
and include newer ones. The window is typically defined by two parameters [26]: the
window length (i.e., the number of records to be included in the window) and the win-
dow period (i.e., the frequency of the algorithm’s execution). Both parameters can
be expressed in terms of either time or the number of records. The most typical con-
figuration of the windowing paradigm is to have overlapping windows, i.e., to set the
period lower than the length (e.g., to analyze 1000 records every time 100 new ones are
ingested); in this way, each record is analyzed more than once and the window provides
a result that slightly evolves in time. In our setting, we consider overlapping windowing
with the window length (i.e., w_Ilen) being set as a multiple of the window period (i.e.,
w_per), so that both the stream and the window can be defined in terms of panes, i.e.,
smaller subsets of records of length w_per. Intuitively, the number of panes per window

is p_num = w_len/w_per € I,
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Definition 3 (Window, Pane) Let a stream be an infinite sequence of records. The
stream is partitioned into panes, where each pane p; is identified by an incremental
index i that is representative of time. The i-th window w; is the sequence of consecu-
tive p_num panes ending with p;, i.e, Vp; € w;itis j €]i — p_num, i]. The lists of records
contained in p; and w; are indicated as p;.R and w;.R, respectively. The set of categorical
and numerical attributes in p; are respectively denoted with p;.A¢ and p;.A”; similarly, it
is w;.A¢ and w;.A¢ for categorical and numerical attributes in w;.

The queries

Given the multidimensional nature of the data and the analytical context of this work,
we define multidimensional queries characterized by two main features: (i) a group-by
set, i.e., a set of (categorical) attributes whose values define the groups by which the
records are aggregated; (ii) a list of measures and aggregation functions, i.e., (numerical)
attributes whose values are aggregated by a given distributive or algebraic function (e.g.,
sum, average) within each group.’

Definition 4 (Query) A query q is a tuple (gbs, msr), where q.gbs is a set of categori-
cal attributes representing its group-by set, and g.msr is a set of numerical attributes to
be aggregated.® By default, g.msr includes all numerical attributes in R. The results of a
query over R records is a set of records for each combination of values in the group-by
set and a value for each aggregation, denoted (with a slight abuse of notation) as g(R).
Noticeably, |g(R)| = card(R, q.gbs).

Example 3
An example of a query in our case study is a query qex that aggregates all records by

» « »

“Area’; “Region’; and “Task’, returning aggregated results the “Battery level” measure, i.e.,

1« /]«

qex-gbs = {“Area”, “Region”, “Task"} and, qey.msr = {“Batterylevel”}.

This definition can be traced back to queries that are typically adopted in OLAP appli-
cations, i.e., GPSJ (generalized projection, selection, and join) queries [30]. Differently
from GPSJs, the join component is implicit as we consider a single stream that funnels
records from multiple sources, whereas the possibility to apply filters on the data is left
to the user after seeing the results.

Problem statement

The goal of this work is to automatically carry out analytical queries over a stream of
schemaless data under the sliding window paradigm. The algorithm requires only the
following parameters: k as the (fixed) size for the group-by set of the queries to be

2 Holistic functions (e.g., the median) are not considered due to the inability of computing them from pre-aggregated
data [27]. Readers interested in approximated methods for the computation of holistic aggregation functions can refer to
the following related works [28, 29].

3 Aggregation functions are omitted as all basic distributive or algebraic functions (i.e., sum, avg, min, max, and count)
are applied to every attribute.
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executed, and n €]0, 1] as the scaling factor of data that can be used to store intermediate
results with respect to the pane records (e.g., 7 = 0.1 means that the intermediate data
cannot exceed 10% of the streamed data).* Notice that, in real applications, the need for
concise and easily-readable results pushes decision-makers to keep a limited size for the
group-by set’; thus, in this work we assume 2 < k < 4, which ensures the readability of
query results and avoids burdening the algorithm with an unnecessary computational
overload.

For any given window w, the algorithm automatically finds the best query - identified
as w.q™ - and executes it. Let us put aside for the moment the criteria to determine the
best query and assume that they are given. Remarkably, the number of possible queries
that could be executed is the number of k-combinations from the set of categorical
| U,g,.evlZ i A°) )

attributes available in the window, i.e., ( . Also, the best query could

change with any new window. Naively, there are two ways to solve this problem, but nei-
ther of them is computationally feasible.

1. Re-computing the whole window every time. This is unfeasible as maintaining in
memory all the records from the previous p_num — 1 panes would obviously violate
the space constraint of the streaming algorithm.

2. Subdividing the problem by adopting a multi-level aggregation strategy: records are
pre-aggregated on a pane-level basis to obtain intermediate results; then, window-
level results are computed by combining the intermediate ones. This strategy is typi-
cally adopted to discard the original records once they have been processed and keep
only the smaller, intermediate aggregates [13, 37]. However, it doesn't work well in a
schemaless context due to the uncertainty about the query that will be chosen in the
next window. Since records are discarded with every pane, intermediate records for
every possible query should be kept in memory to enable the execution of a different
query in the next window. This strategy is also unfeasible, as the number of queries
that can be executed in a window can easily grow large, leading (again) to the viola-
tion of both time and space constraints of the streaming algorithm.

In the following sections, we formalize, implement, and experimentally validate an
approach that answers the given problem with reasonable approximation.

Approach overview

The problem presented in the "Problem statement” section is here tackled by proposing
an approximated (but feasible) version of the naive multi-level aggregation strategy. This
approximation consists of selecting a subset of the most promising queries among the pos-
sible ones. The subset is carefully built by ranking the possible queries according to a set
of quantitative desiderata and selecting the most promising ones in a way that maximizes
such desiderata while respecting the time and space constraints of the streaming context.

4 Some related work on streaming algorithms indicates that the intermediate data should be polylogarithmic with
respect to the streamed data [31], i.e., given a set of records R, the state should contain at most log(|R|)” for some p > 0.

The scaling factor 1 can be mapped to p as follows: p = /o/g?/(o‘?%'

° This is supported by related literature on the formulation of OLAP queries and sessions [32—34], and visualization of
query results [35, 36].
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Fig. 1 Exemplification of the multi-level aggregation strategy

Multi-level aggregation
The multi-level aggregation strategy is graphically exemplified in Fig. 1, which shows
a window w; at time i consisting of three panes (p;—_3, pi—1, and p;, with a sample of
the respective records) and assumes queries with k = 2 that calculate the sum of the
“Battery level” numerical attribute. First of all, intermediate query results are computed
on a pane-level basis: given a query g, the records in pane i are grouped by the attrib-
utes in g to aggregate the available numerical attributes via the aggregation functions;
let us indicate the results with g(p;.R). The set of intermediate results computed from
the pane is known as the state; notice that the queries in the state vary from pane to
pane. Then, at the window-level, the intermediate results from all the window’s panes
(ie., g(p;.R)Vj € [i — p_num + 1, i]) are further aggregated to compute the final result,
which is indicated with g(w;.R).

Remarkably, the pane-level aggregation is the one entailing most of the complexity
- not only to identify the best query at time i, but mostly to efficiently and effectively
populate the state (so as to enable as many opportunities as possible for the best query
in the following windows). Then, the window-level aggregation is trivial and is computed
only for the best query w;.q™ - which is assumed to be ¢ in the figure. The result of w;.g*
is constructed by aggregating, for each distinct value of the group-by set, the measure

values in the different panes’ states.

Conceptual overview
The conceptual overview of our approach is shown in Fig. 2. It consists of a sequence of
three steps, executed on a continuous loop for every new pane of data. The three steps

are the following.

© The aggregation method depends on the type of measure: it is trivial for distributive and associative functions (e.g., the
sum); in the case of the average, the sum of the values is divided by the count.
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Fig. 2 Overview of the proposed approach

1. Score computation. In the first step, the set of possible queries is enumerated and
a score is computed for each of them. The score is a metric in the range [0, 1] that
quantifies how much a query complies with the desiderata of the expected output.
The formalization of the desiderata and the scoring metric will be provided in the
"Desiderata for the best query" and the "Score computation” sections, respectively.
The complexity of this step depends on the attributes available in the current pane’s
records (i.e., the more attributes are included in the records’ schemas, the more the
number of possible queries). Thus, we introduce here approximation techniques that
enable an efficient calculation of the score for each query.

2. Query selection. In the second step, the subset of queries to be executed is selected
from the set of all possible queries. Here, the goal is twofold: on the one hand, we
aim to select the queries with the highest score; on the other hand, we aim to fill
the state with as many query results as possible. This goal is pursued by relying on a
knapsack technique [38] that maximizes the score of the selected queries while filling
the state’s space availability. The challenge in this step lies in correctly estimating the
cardinality of query results and the time to execute each query, as wrong estimates
may lead to a violation of the time and space constraints. The details of this step will
be discussed in the "Query selection” section.

3. Query execution. In the third and final step, the selected queries are ranked by score
and executed, with the respective results being put in the state. As shown in the fig-
ure, the execution is an iterative process that stops when the availability of time or
space is over or when there are no more queries to execute. When the iteration is
over, the results of the executed query with the best score are collected (as per the
multi-level aggregation strategy) and returned to the user. The details of this step will
be discussed in the "Query execution” section.

Desiderata for the best query

Query recommendation approaches often rely on the log of previously executed queries
or user preferences to determine the best query to execute [39]. Given the schemaless
scenario, neither information would be useful: as attributes are subject to sudden and
continuous changes, past information can soon lose validity. In this context, we define
the following requirements (i.e., our desiderata) to determine the best query.

Page 9 of 32
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+ Representativeness: as attributes can vary within records in the same pane, query
results should describe as many of the window’s records as possible.

« Continuity: as attributes can vary within records in consecutive panes, query results
should be consistent with the results shown in the previous window, allowing the
user to perceive a smooth evolution of the results over time.

Representativeness is important to ensure the user is provided with a comprehensive
summary of all the data. Indeed, executing a query over rarely-defined attributes would
be of little interest, as query results would paint only a partial picture of the data flowing
in the stream. Representativeness is an absolute property of a query and can be meas-
ured as its support.

Definition 5 (Support of a query) Given a query g and a list of records R, the support
of g in R, denoted as supp(R, q), is the percentage of records in R where at least one
attribute in ¢ is not null:

{reR : 3A(a,v)er, v+ null}
IR|

supp(R,q) =

Continuity is a relative property of a query, as it must be measured with respect to
the previous query. Continuity in the query results of different queries can be found
when the two queries are similar; this is especially true in OLAP sessions, where the
roll-up and drill-down operations enable the comparison of consecutive queries [40]. For
instance, if a query was aggregating records by “Area’; rolling-up would aggregate the
same data by “Country’, while drilling-down would aggregate the same data by Farm;
these operators yield a result that is in continuity with the original query rather than
aggregating by an unrelated attribute (e.g., the “Task”). In the sliding window paradigm,
the data evolves from one query execution to the other (as the window slides), but the
same similarity principle holds.

To capture the similarity between two queries g, and g, as discussed above, we need
to leverage both notions of FDS (Definition 2) and query affinity (Definition 7). First, we
start by measuring the dependency level in terms of the strength of the FDs between the
respective attributes (with the idea that the stronger the FDs between the attributes, the
more the queries are similar). In Definition 2, the FDS is defined between two attributes
over a set of records R. To extend it to a couple of queries (each with k attributes), we
need a mapping ¢ : gx — g, that maps each attribute in g, to a distinct attribute in g.
Then, we can calculate the dependency level between the queries as the average FDS
between the mapped attributes. Since k! mappings can be defined (in accordance with
the assignment problem over a balanced bipartite graph [41]), we consider the one that
yields the best result.”

Definition 6 (Dependency level between two queries) Let two queries g, and gy, and a
set of records R; also, let ® be the set of possible mappings from gy to g,. The depend-
ency level between g, and g, is

7 Recalling our assumption in the "Problem statement" section that k < 4, the factorial scale of calculating all assign-
ments is not an issue.



Forresi et al. Journal of Big Data (2025) 12:211 Page 11 of 32

FDS(R, qx,qy) = glaq);( avg FDS(R,d,a")
S "

@ ed

Example 4

Given two queries q1 = {“Area”,“Task”} and qo = {“Region”,“Task"}, considering the
values of Table 3, it is FDS(Rex, q1,q2) = 1, since the assignment that yields the best result
is the one that matches “Area’ from q; with “Region” from qs, and “Task” from q with
“Task” from qa. Conversely, the assignment matching “Area” from q1 with “Task” from qa,

and “Task” from q1 with “Region” from q, would have yielded an FDS of 0.2.

In the literature [40], the knowledge of multidimensional lattice® is exploited to weight
the distance between attributes; for instance, given a query aggregating data by “Farm’,
rolling-up to “Area” determines a query result that is more in continuity with the original
query rather than rolling-up to “Country”. In our case, calculating the lattice is not fea-
sible (due to the variability of the data and the time constraints of the window settings)
and the FDS alone is not enough to capture this difference: while it allows the identifica-
tion of related attributes, it does not take into consideration the aggregation level of the
data. To this end, we introduce affinity as a measure that compares queries in terms of
the cardinalities of the respective results.

Definition 7 (Query affinity) The affinity between two queries g, and gy on a list of
records R is defined as

. (card(R, card(R, qy)
aff (R, qx,qy) — min < (R, qx) 9y >

card(R,qy)’ card(R, qx)

Itisaff (R,q,q) = levenif R = 0.

Example 5

Given the list of records R,y presented in Example 2, consider the following queries:

1. q1 = {“Area”,“Task"};
2. g = {“Region”, “Task"};
3. 6]3 — {“Fﬂrm//, “Tﬂsk”};

Notice how the queries are related by FDs between the attributes “Area”, “Region”, and
“Farm”. The affinities are calculated as follows:

¢ aff Rexs (g1, @2)) = min (50, 55 ) = 0.1

¢ aff Rexy {1, 43)) = min (555, %0 ) = 0.05

8 The lattice indicates all the possible operations of roll-up and drill-down for every possible group-by set [30].
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© aff Rex, (42, 43)) = min 555, °90 ) = 0.005

Intuitively, there is higher affinity between g; and ¢, than between q; and g3, as the dif-
ference in the cardinality of results is lower in the first couple. It naturally follows that
the affinity is even lower between ¢, and gs3.

The affinity between two queries is independent of any FD between the respective
attributes. Thus, the measure of FDS and affinity must be leveled to ultimately determine
the similarity between the queries.

Definition 8 (Query similarity) Let two queries g, and g, a set of records R, and
v € [0,1] as a weighting factor. The similarity between g, and g, is calculated as

sim(R, qx,qy) =y - FDS(R, qx, qy) + (1 — y) - aff (R, qx, qy)

In our experience, we have found y = 0.8 to be a good weighing factor, as it prioritizes
the FDS and allows the affinity to work as a secondary ranking measure.

Example 6

Table 4 considers the queries mentioned in Examples 4 and 5 (q, = {“Area’; “Task’}, q,
= {"Region’ “Task’}, q; = {"Farm’, “Task’}), adds a new query q4 = {“Goal, “Task’}, and
shows the calculation of the pairwise similarities. The (symmetric) matrix includes com-
parisons between queries with exact FDs (q1, q2, and qs: these queries can be obtained

» »

by rolling-up or drilling-down along the “Region” “Area’-“Farm” hierarchy) and between
queries with maximum affinity (qa and qa: despite the absence of functional dependency
between “Region” and “Goal’, both attributes share the same cardinality), thus showing
how stronger FDSs bring a higher similarity. Then, affinity contributes in better defining
the similarity between the first three queries, which share the same FDS; indeed, the closer

cardinality between q1 and q, makes it emerge as the couple with higher similarity.

Trade-off of the desiderata

In a schemaless scenario, the representativeness and continuity requirements are easily
in a trade-off. On the one hand, attributes’ support is subject to frequent changes, so rep-
resentativeness may call for a continuous change of the best query - to the detriment of
continuity. On the other hand, continuity favors sticking with the previous query, even if
this means losing representativeness (as the query attributes are no longer present in the

Table 4 Similarities of some queries in Rey, i.e., Sim(Rey, Gx, Gy)

a\dy q1 Q2 q3 qa

a 100 080100+ 020 2% =082 080-100+020- 595 =086 080-0.78 + 020 2% = 0.64
50 50

a 1.00 0.80-1.00 + 020 - 5% = 0.81 0.80- 056 +0.20 - 2 = 0.65

a3 1.00 0.80 - 0.65 + 0.20 - 552 = 0.53

9000
g4 1.00
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new panes and windows). Thus, we propose to balance the two requirements through
a weighting factor « € [0, 1], such that a high value of « gives more importance to the
representativeness of g in w;, while a low value of « favors the continuity of g with the
best query of the previous window, i.e., w;_1.g*. The choice between favoring continuity
over representativeness (or vice-versa) falls down to a subjective matter, hence « enables
a dynamic setting adaptable to individual preferences.

Example 7

Assuming k = 1 for simplicity, Fig. 3 shows the query results (plotted with simple bar
charts) over five consecutive windows using three different weighting of continuity over
representativeness. The average “Battery level” is shown as an aggregate measure; the
colors of the bar indicate the support of the query. The first approach prioritizes conti-
nuity: the query is always the same even though the support of the query is progres-
sively declining, making the result always less representative of the data in the stream.
The second approach prioritizes representativeness: due to the variability in the stream,
the query with the highest support changes continuously; thus, while representativeness
is fully preserved, it is hard to grasp any continuity in the analysis. The third approach
strikes a balance between the two principles: as support declines on the first query, a new
query is chosen considering the existing functional dependencies, leading to a roll-up from
“Area” to “Country’.

Accommodating user preferences

By design, representativeness and continuity are agnostic of the domain. Any seman-
tic reasoning on the significance of the attributes to the analysis would require addi-
tional domain knowledge, whereas an important strength of our approach is its
plug-and-play application to any scenario. Nonetheless, user may develop preferences
towards certain attributes in the available schemas, deeming some of them irrelevant
or redundant, and expressing interests towards others.

To accommodate potential user demands, a preference-based mechanism is incor-
porated into the algorithm. At any point during the execution of the algorithm, the
user can provide inputs to influence the selection of the best query by defining a
blacklist and a whitelist of attributes.

+ The blacklist is a set of attributes that the user wants to exclude from the analyses
- indicated with A°“. The blacklist is a hard upstream preference: it implies the
exclusion from consideration by the algorithm of feasible queries including any of
the blacklisted attributes.

+ The whitelist is a set of attributes that the user would like to see in the results
- indicated with A”. The whitelist is a soft downstream preference: in the selec-
tion of the best query, it gives priority to queries including at least one of the
whitelisted attributes.



Forresi et al. Journal of Big Data (2025) 12:211 Page 14 of 32

Priority to continuity
Area Area Area Area Area

100

100

Avg(Battery level)

80

T g
Priority to representativeness
Area Task Robot Farm Activity Year

100 60

z

60

Joddng

=

Avg(Battery level)

40

Trade-off between continuity and representativeness 20

Area Area Country Country Country

100

60

Ave(Battery level)

)
14

Time

Fig. 3 Example of query results evolution with different prioritization of representativeness versus continuity

Implementation

In this section, the details of the approach are fully disclosed. We recall that the goal
is not just to select the best query to execute under the requirements discussed in the
"Problem statement" section and the desiderata formulated in the "Desiderata for the
best query", section but also to fill the state with as many other intermediate query
results as possible, to ensure a seamless switch to a new query in the following itera-
tions. Thus, let us begin by formalizing the state, given 5 as the scaling factor of data
that can be used to store intermediate results with respect to the pane records (see

the "Problem statement" section).

Definition 9 (State) The state is the container of the intermediate pane-level query
results. We denote with p;.S the portion of the state dedicated to the pane p;; it is defined
as a map of queries associated with their corresponding results computed on p;.R (i.e.,
given a query g, it is p;.S(q) = q(p;.R). The state’s size is size(p;.S) = zqemﬁ |pi-S(q)|
and it cannot exceed |p;.R| * 1.

For simplicity, we refer to the intermediate results computed from panes and windows
as “the pane’s state” and “the window’s state’, respectively. As the window slides, the old-
est pane (along with its state) is discarded and the state of the newest pane is computed.

Score computation

Following the discussion in the "Desiderata for the best query" section, computing the
score for a query g requires evaluating (and balancing) the representativeness and con-
tinuity of g within the current window w;. This is done in two steps: first, we iterate over
the pane’s records to calculate the necessary statistics (i.e., support and cardinality of
(groups of) attributes) and determine the feasible queries; then, we calculate scores by
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combining the statistics of queries in the current pane with those of the queries in the

state of previous panes.

Computing statistics on the current pane

As the number of queries in a pane p; can easily grow large, the complexity of this task is
reduced in two ways. On the one hand, the calculation of the score is derived by working
on a random 10% sample of the pane’s records. On the other, the number of queries to
evaluate is pruned on the basis of the expected cardinality, which should not exceed the
size of the state.

A single pass over the sample |p,'.IA3| is done to calculate the cardinality and support for
every attribute and couple of attributes. Cardinalities are scaled to the pane’s size using
Shlosser’s method [42], which estimates the number of distinct values in a dataset given
the number of distinct values in a sample: in particular, given a set of attributes 4, it is

d(p;.RA ;
SR 4 — oy
S - oy

estCardgy; (p;.R, A) = card(pi.f%,A) +

iRl _
piRl = he san A )
that appear exactly i times (i.e., > ;) @i R, )fi = card(p;.R,A) and Y [ if; = |pi.R|). At

14

where T =

0.1 is the scale of the sample, and f; is the number of attribute values

this stage, if the estimated cardinality of an attribute is greater than 7 * | pi.ﬁ|, it is dis-
carded along with any couple including it (intuitively,
card(pi.IA?,A) > card(p,'.IA?, a)VAD a).

With these values, we are able to calculate the FDSs between the attributes, which are
needed to compute the similarity between queries. Also, if k > 2, all the information
required to calculate the score of queries (i.e., support and cardinality) is known. Dif-
ferently, if k > 2, the cardinalities of queries must be calculated. Even working on the
sample, the number of possible queries with k > 2 can become too large to be computed
from the records. Thus, we introduce the following optimization to determine query car-

dinalities without further passes on the data.

« First, FDSs are leveraged to simplify the group-by set of queries. Let a query
q = {a1,a2,a3}; assuming the existence of an exact FD between a; and a3 (ie.,

EDS(ay, a3, pi. f%)’ where a is the determinant and a is the dependent), we know that

card({aq, az},pi.f?) = card(al,pi.f?); consequently, the cardinality of g can be calcu-
lated considering only a1 and a3. We indicated with simp(g.gbs) the simplified group-
by set of g “polished” of attributes that functionally depend on other attributes in the
query. If |simp(q.gbs)| < 2, no further calculations are necessary, as cardinalities for
all couples are already known at this point.

o If |simp(q.gbs)| > 2, the cardinality of queries’ group-by sets is estimated using the
Cardenas formula [43], which is often used in the literature to estimate the cardi-
nality of group-by sets [30, 44].° It is formulated as ®(x,y) =y * (1 — (1 — 1/9)%),

° The Cardenas formula applies a probabilistic approach assuming a uniform distribution; this assumption is valid given
that the estimation is done for group-by set polished from FDs.



Forresi et al. Journal of Big Data (2025) 12:211 Page 16 of 32

where x is the number of records in p;.R and y is the product of the cardinalities of

the attributes in the group-by set (ie, y = [ estCardgsy;(pi.R, a)).

acq.gbs
Ultimately, the cardinality of g if estimated as:

estCardgy; (p;.R, simp(q.gbs)) if |simp(q.gbs)| < 2

estCard(pi.R,q) = { P (1pi-R1, [ L esimpiq gbs) estCardsu (piR, @) otherwise

We finally denote with p;.Qy , the feasible queries of the pane p;, i.e., the queries g such
that estCard(p;.R, q) < n * |p;.R|.

Example 8

Consider p;.R, the list of records R.. presented in Example 2, with |p;.R| = 10000.
Given the query ey = {“Area’,“Region”,“Task”} as presented in Example 3, and
noting that FDS(R.y, “Area”,“Region”) =1 (i.e, “Area” determines the “Region”),
the simplified group-by set of Qqex is Simp(qex.gbs) = {“Area’,“Task”}. Since
|simp(gex-gbs)| = 2, it follows that estCard(Rex,qex) = estCardsy;(Rex, Simp(qex-gbs)).

Consider now a different query q,, = {“Area’,“Country”,“Task"}, where

simp(q.,,.gbs) = {“Area”,“Country”,“Task”}. Assume the following estimated car-
dinalities for single attributes: estCardgy(“Area”) = 80, estCardgy(“Region”) = 4,
estCardgy(“Task”) = 7. Since |simp(q,,.gbs)| =3, the estimated cardinality of q is

estCard(Rey, q) = ©(10000,80 - 4 - 7) = 2215,

Calculating the score of feasible queries
The score of a query is calculated by considering the average support and similarity to
wi_1.qg™ over all the panes. It is important to make the following observations.

+ The support of a query ¢ in the window’s state depends on whether g had been exe-
cuted in the previous iterations as well. That is, even if supp(p;.R,q) > 0 for a pre-
vious pane p; € w;,j < i (i.e. g existed), its intermediate results may not have been
calculated and put in p;.S. Thus, the absence of g from the state should affect its rep-
resentativeness (intuitively, a query is not representative if the results do not cover
the whole window).

+ The similarity between two queries can change from pane to pane, because both the
FDS and affinity values can vary. Similarly to the support, the FDS and affinity values
between a query g and w;_1.q* may not be available for the previous panes. Differ-
ently from the support, however, the absence of those values should not affect the
similarity (intuitively, the absence of information to evaluate similarity should not
favor dissimilarity).

Depending on the weight given to the representativeness metric, it might be hard for an
emerging query (i.e., which never appeared in the state, either because it is new or has
not been selected in previous panes) to receive a sufficient score to be selected in the
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current pane: indeed, the absence of intermediate results in previous panes penalizes its

support. At the same time, we want the algorithm to effectively anticipate the evolution

of data in the stream, which reflects not only in the support, but also in the varying simi-

larity between queries.

For these reasons, we adopt a tilted approach [45] to the score calculation that gives

50% of the weight to the latest pane in the window and 50% to the average in the previous

panes. In particular, the score of a query g is finally computed as follows.

3

3

The representativeness of g is based on its support. For the current pane p;, it is esti-
mated over the sample pi.R as the product of the support of each attribute. For the
previous panes (i.e., ¥V p; € w; \ p;), the support of g in the pane’s state is considered;
That is defined as supp(p;.S(q)) and it is 0 when g ¢ p;.S, or supp(p;.R, q) otherwise.
Finally, it is:

1 A
representativeness(w;, q) = 3 H supp(p;.R, a) +
acq.gbs

1 ijewi\pi S“PP(P;S(Q))

2 (p_num — 1)

The continuity of the query is based on its similarity to w;_1.g*. Unlike support, the
similarity between ¢ and w;_1.g* in previous panes can be computed only if both
queries had been computed. Thus, let P(g, w;) € w;\p; be the set of previous panes
where both queries had been computed; then, it is:

1
continuity(wi, q, wi—1.4") = 3 -sim(pi.R, q,wi—1.9%) +

1 ijeP(q,wi) Sim(l’/-R, 4 wi—1.9%)
2 |P(q, )|

Ultimately, the score is computed as

score(q, w;) = o - representativeness(w;, q) +
(1 — a) - continuity(w;, q, wi—1.q™)

Algorithm 1 Score computation

2 Require: k: the number of categorical attributes in the group-by set; a: the score weighting

T W N - O OO UteWw

factor; w;: the window; A°%: the blacklist of attributes to exclude.

s Al pp AC\ A%UE > Exclude blacklisted attributes

A+ {ac A |estCardgp(pi-R,a) < nx*|p;i.R|} > ..and calculate supp(pi.l%, a)
Pi- Q0

. for ¢ € [A]F do > [A]¥ is the set of k-combinations of attributes in A

if estCard(p;.R,q) < nx* |p;.R| then
Pi-Qy < Pi-QrpUq
: for g € p;.Qy,, do

N e W =

ijEP(q,wi) sim(p;.R,q,wi—1.q")
[P(q,w;)|
b cwp\p; *UPP(P-5(0))
] (p-num—1)

cont + % - sim(p;. R, q,w;—1.¢") + % .

%

o: repr < % - Haqubs supp(p;-R,a) + & -
10: score(q,w;) < ax cont + (1 — a) * repr

Page 17 of 32
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Algorithm 1 summarizes the operations carried out in this step. In Line 1, the attrib-
utes (possibly) blacklisted by the user are excluded; then, in Line 2, a single pass over the
sample of pane’s records is carried out to compute the cardinalities (and support) of cat-
egorical attributes in p; (i.e., p;.A¢) and exclude those that exceed the threshold 7 | p,'.IAQI.
Among the set of possible queries with k attributes, the set of feasible queries p;.Qy , is
determined through estCard() (Lines 3 to 6). Then, for each feasible query g, the score is
calculated by trading off its continuity values with its representativeness value (Lines 7
to 10).

Query selection
At this point, the score has been calculated for all the feasible queries in p;.Q . We
recall that, due to space and time constraints, executing all of them may not be possible.

+ The space constraint is determined by n, which limits the maximum amount of inter-
mediate results stored for each pane. In this regard, the space that a query ¢ is esti-
mated to occupy is known as estCard (p;.R, q).

+ The time constraint depends on the period of the window: the execution of the algo-
rithm should terminate before the beginning of the next window. In this regard, we
assume a constant execution time £9-* for all the queries'® and calculate it using
the parametric cost model presented in [13] trained on multiple datasets with dif-
ferent pane sizes, record lengths, and group-by set sizes. Thus, considering tftep "as
the time taken to run the first step in the i-th pane (The "Score computation” sec-
tion) and t" as the available time for computing the window w;, we can derive
pill = (" — tftepl)/tq—execj as the number of queries that can be executed!!.

Given these premises, the selection of the queries to execute can be formulated as a mul-
tidimensional knapsack problem [38], where the goal is to maximize the score of the exe-
cuted queries without exceeding the space and time constraints.

maximize Z q.isSelected - score(q, w;)
qepi'Qk,n
subject to Z q.isSelected - estCard (p;.R,q) < n * |p;.R|
qEPi'Qk,n
Z q.isSelected < p;.l
qEPi‘Qk,n
q.isSelected € {0,1}, Vq € p;.Qx,

In the formulated problem, each query g € p;.Qy, is represented by a binary decision
variable g.isSelected € {0, 1}, indicating whether the query g is selected or not. The
objective is to maximize the sum of selected queries’ scores. This optimization is subject

19 This assumption is reasonable since the time complexity of a group-by operation carried out in main memory is
n % log n, where n is the number of records [46].

11 A further assumption is that the time to select the queries (i.e., the time taken to run the second step) is negligible;
this will be demonstrated by the experimental evaluation in the "Datasets and window settings" section.
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to constraints that limit the pane’s state size and the total number of queries that can be
chosen.

Ultimately, the pane’s state is said to be complete if all the queries in p;.Qy , are
selected.

Query execution
Algorithm 2 Query execution

Require: k: the number of attributes in the group-by set of the resulting queries; 7: the
factor that limits the maximum amount of intermediate results stored for each pane; w;:
the window; t9-°¢¢: query execution time; A'": the whitelist of preferred attributes.

Ensure: w;.q*: the best query for w;.

1 pi.Qp,y < sortQueries(p;-Qk,y)

2 w;.q" — wi_1.q" > Best executed queries
3: available_time < w;.available_time

4: while size(p;.S) < 1+ |p;.R| and available_time > t7-°"““ and |p;.Q} ,| > 0 do

5 q 4 pop(pi-Qp,y)

6: if size(p;.S) + estCard(p;.R, q) < n* |p;.R| then

7 q(p;-R) + execute(p;, q

8: if size(p;.S) + |q(pi-R)| < n * |p;.R| then > Check actual card(p;.R, q)
9: p;i-S < pi.SU(q,q(p;- 1
10: if |A"™ Nw;.¢".gbs| = 0 then
11: if |A"™ N q.gbs| > 0 or score(q, w;) > score(w;.q*,w;) then
12: w;.q* +q
13: else )
14: if |A"™ N q.gbs| > 0 and score(q, w;) > score(w;.q*, w;) then
15: w;.q" —q
16: available_time < update(available_time)

17: return w;.q¢*

Following the results of the second step (The "Query selection" section), the queries
are ranked and executed while respecting space and time constraints. The ranking is
based on two criteria.

1. The value of g.isSelected in descending order, i.e., whether the query has been
selected by the knapsack. This is done to allow non-selected queries to be executed
if, after executing the selected ones, there is still some time left (because t2-***¢ has
been overestimated) and some space left in p;.S (because estCard() has been overes-
timated for some queries).

2. The value of score(q, w;) in descending order, to give priority in the execution to bet-
ter queries. This is useful even for the knapsack-selected queries, as they may not be
executed entirely if £9-°**° and/or estCard() have been underestimated, leading to an
early saturation of time and/or space.

The procedure is detailed in Algorithm 2. In Line 1, the ranking is first computed.
Then, queries are executed considering the ranking while respecting space and time
constraints. The iteration in Lines 4 to 16 terminates when the state is full or the time
is over or when all queries have been executed. Each feasible query g is executed only
if the estimated cardinality fits the space left in the state (Line 6); then, if it is exe-
cuted (Line 7) and its actual cardinality fits the space left in the state (Line 8), the
query results g(p;.R) are added to p;.S (Line 9). Lines 10 to 15 verify whether g must
be considered the best query to return, considering A” as the whitelist of preferred
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attributed possibly provided by the user. In particular, g becomes the best query if
(i) it contains whitelisted attributes while the currently selected one does not (inde-
pendently of its score), (ii) it scores higher than the currently selected one (unless the
currently selected one contains whitelisted attributes while g does not).

Finally, the result of the best query w;.g* (i.e., the executed query with the highest
score) are shown to the user (Line 17) by aggregating the results of w;.q* in the state of
every pane in the window.

Experiments

The experimental evaluation is done to assess the effectiveness and efficiency of our
approach. Tests are executed on a single machine with 62GB of RAM and an i7-8700
CPU @ 3.20GHz with 12 logical cores. Given the absence of competitors to compare
with, we implemented and compared the different versions of our approach in order to
support the design choices we made. They are listed in the following.

+ NAIVE: the naive implementation of the algorithm without constraints in space and
time.

+ A-SKE: our Algorithm as discussed in previous sections, with the three steps of Score
calculation, Knapsack selection, and Execution of queries.

+ A-SE: a variation of our algorithm without the second step, i.e., the knapsack selec-
tion; this is aimed at assessing the effectiveness of the second step in A-SKE in mak-
ing better choices rather than selecting queries by descending score.

+ A-S1: a variation of our algorithm where only the query with the highest score is
executed; this is aimed at validating the need of a state to enable an effective transi-
tion to a different best query.

All algorithms have been implemented in Scala and are evaluated on both synthetic and
real datasets, presented in the "Datasets and window settings" section, using the metrics
presented in the "Metrics" section. The limits of the naive implementation are discussed
in the "Naive limits" section, while efficiency and effectiveness evaluations are presented
in the "Efficiency evaluation" and the "Effectiveness evaluation" sections, respectively. A
demonstration of our approach, including a showcase of the preference-based mecha-
nism of blacklisted and whitelisted attributes, has been presented in [19] and is publicly
available at https://big.csr.unibo.it/asso. The code and synthetic datasets are publicly
available on GitHub [47] for reproducibility purposes.

Datasets and window settings

To the best of our knowledge, no standard benchmarks are available for use in these
contexts. Therefore, we developed a generator of synthetic data, simulating a stream of
JSON records generated considering the case study presented in the "Introduction” sec-
tion. Similarly to the implementation in [14], the generator (available in the shared code)
implements mechanisms to simulate changes over categorical attributes, including the
appearance/disappearance of attributes and the variation of their support and cardinal-
ity. The changes are randomly triggered at fixed intervals (equal to the number of panes
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in a window) and progressively applied in the following iterations (e.g., if an attribute’s
support is supposed to change from 0.4 to 0.9 in 5 panes, it gradually increments by 0.1
with each iteration). The resulting dataset is called Dyy,. The real datasets include Dy,
which is relative to the WeLaser project (on which the case study is based), and Dy,
which includes datasets of JSON application logs collected by the cloud system of Bit-
Bang (https://bitbang.com/), a consulting company with headquarters in Bologna, Italy.
Some statistics about the characteristics of the datasets (all of which contain 1 million
records) are shown in Table 5. Noticeably, D,.,y, is characterized by a higher level of het-
erogeneity of data and a generally lower support of attributes.

In our setting, we fix the window length to w_len = 50000 records and the number
of panes per window to 5 (i.e., w_per = 10000). Records are ingested with a frequency
of 10000 records/s; consequently, each window must be computed in 1 second (i.e.,
t" = 1000 ms for each w; in the simulations), for a total of 30 iterations. By default, the
algorithm parameters are @ = 0.5 (i.e., representativeness and continuity are equally
important), k =2 (i.e., the queries include two attributes in the group-by set), and
n = 0.05 (i.e., the size of the state should not exceed 5% of the number of records).

Metrics

We introduce here the metrics used in the experiments to evaluate the goodness of
our approach at every iteration. Though it makes sense to evaluate the score of the best
query, it cannot be the only evaluation metric of the approach since its values are influ-
enced by the choices made in the previous panes (the score includes the affinity with the
best query previously chosen), meaning that the paths taken by the different algorithms
are not directly comparable. For this reason, we introduce the following additional met-
rics that allow us to assess the quality of the choices made by the algorithms for any

given pane p.

1. The score maximization (SM) measures the quality of the state. It is calculated as the
ratio between the total score of the queries executed and stored in the pane’s state p.S
and the score of all the feasible queries: SM (p) = geps ored) Itis SM(p) € [0,1],

ZqEP‘Qk,n score(q)”

where 0 indicates that no query has been executed, and 1 that all the feasible queries
have been executed, resulting in the maximum possible score.

2. The query maximization (QM) measures the capability to execute as many of the
feasible queries as possible. It is calculated as the number of queries executed in p

divided by the number of feasible queries in p: QM (p) = Ip%i‘ - Itis QM (p) € [0,1],
KGN

where 0 indicates that no query has been executed, and 1 that all the feasible queries

have been executed.

3. The time maximization (TM) measures the capability to use all the available time to
execute queries. It is calculated as the number of queries executed in p divided by
maximum number of executable queries (expressed as the minimum between p;./
and the number of feasible queries |p.Q,, |, which could be lower than the former):

TM(p) = W@an\) It is QM(p) € [0, 1], where 0 indicates that no query has

been executed, and 1 that all the available time has been used to execute queries.


https://bitbang.com/
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Table 5 Statistics of the datasets, each containing 1 million records; statistics those calculated at the
pane level consider w_per = 10000

Dataset Number of Avg (std) number Avg (std) number Avg (std) number Avg (std) support

attributes  of distinct values of attributes per of distinct valuesin  of attributes in
record pane panes
Dsyn 21 16.15 (3.07) 10283 (29326) 2916 (3899) 0.65 (0.34)
Dreal, 18 17.51(1.36) 795 (2346) 1263 (2885) 0.98 (0.05)
Dreal, 284 25.77 (8.76) 7770 (39525) 170 (927) 0.07 (0.20)

4. The volume maximization (VM) measures the capability to fill the state with as many

query results as possible. It is calculated as the total number of records of the exe-
size(p.S) It is
n¥lpR|
VM (p) € [0, 1], where 0 indicates that the state is empty, and 1 that it is full.

cuted queries in p divided by the available space in p: VM(p) =

Naive limits

In this section, we briefly demonstrate the unfeasibility of the NAIVE approach, which
computes all the queries and stores all the results in the state. Table 6 shows, for all data-
sets, the percentage of time and space that the NAIVE algorithm requires with respect
to the amount of time and space that are actually available. In particular, it is evident
how the space requirements of the NAIVE algorithm are excessively large, with a storage
occupation of more than 27x the available one in the synthetic dataset. Even though the
memory overflow is not as distinguished in the real datasets, we remark that the number
of queries to be computed can rapidly increase with few additions of attributes, under-
mining the scalability of the NAIVE algorithm. In terms of time, the NAIVE algorithm
does not perform as badly. However, it would not be efficient enough to keep up with the
incoming data: even if the delay is minimum, it makes the algorithm extremely sensitive
to any increase in the amount of data to be processed and/or number of queries to be
computed and not sustainable in the long run. Ultimately, it is clear that executing all
queries and storing all the results in the state is not a viable option.

Efficiency evaluation

The first efficiency test of A-SKE is aimed at assessing how the metrics vary depending
on the stream settings. In particular, we start by varying the frequency of records in the
stream and keeping the window period fixed. The results over all datasets are shown in
the left part of Fig. 4. Here, we can make the following observations.

+ The lower the frequency, the fewer records to be queried and the faster the query
executions. This means that there would be a lot of available time to run queries, but
the state is filled when few queries have been executed. Thus, VM convergence to the
maximum, while TM drops to low values, especially in Dyy;.

« Conversely, the higher the frequency, the more records to be queried and the slower
the query executions. This means that the number of queries that can be executed is
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Table 6 Percentage of time and space usage as a percentage of t/ and w_per - u for the NAIVE

algorithm

Dataset Time usage (%) Space usage (%)
Dsyn 129.54 2726.28

Dreal; 114.99 33237

Dreals 10147 537.22

lower and TM is maximized to 1; as a consequence, the number of results going into
the state is lower, thus VM progressively drops to lower values.

The optimal setting is the one in the middle, at the intersection between the trends
described in the previous points. Our observation is a higher complexity and hetero-
geneity in the dataset brings a higher execution time of queries, thus lowering the
frequency with the intersection point.

Diyeqy, slightly differs from the other datasets in that VM converges to around 0.8
with low frequencies, and that no configuration that maximizes both VM and TM is
found. This is caused by the high cardinality of attributes in the dataset, which make
it hard to find query combinations that properly fill the state and strike a perfect bal-
ance in the usage of time and space. Nonetheless, the observed trends are consistent
with the other datasets.

A correlation can be observed between QM and SM; indeed, both metrics have the
same denominator, thus the higher the percentage of executed queries, the higher the
score in the state.

In the right part of Fig. 4, we analyze how the same metrics evolve by varying the period

of the window w_per with a frequency fixed to 10000 records/s. Increasing w_per means

having fewer (and bigger) panes per window, while the length of the window remains the

same (i.e., 50000 records). Here, we can observe the following pattern, which hold over
all the three datasets.

3

Fragmenting the window into smaller panes (i.e., smaller w_per) means reducing the
space available in the state as well; however, since the cardinality of queries tends to
be the same (because it is more dependent on the domain rather than on the number
of records), it becomes more challenging for the knapsack to find a combination of
queries that maximizes both the available time (TM) and the available space (VM).
With bigger panes come bigger states; in this case, the set of feasible queries increases
as those with higher cardinalities are not excluded anymore. With a wider choice of
queries, the knapsack can choose combinations with more queries (indeed, both QM
and SM increase) that maximize space occupation in the available time (as both TM
and VM converge to 1).

While the previous observation suggests that a lower number of panes provides bet-
ter results, it must be considered that this entails more abrupt slides of the windows
(i.e., there is more discontinuation between the results of each window), which may
not be preferable under the sliding window paradigm.

Page 23 of 32
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Fig.4 Average values of the evaluation metrics for A-SKE with varying frequency of records and the window

period

In Table 7, the average execution time of the algorithm in each pane is broken down
into the three steps (score computation, query selection, and query execution); this is
analyzed over all datasets and with a varying number of attributes in the group-by set
(k). Execution times can be lower than the total available time (i.e., 1000 milliseconds);
this happens when the state can be filled with fewer queries than those that could be
executed. As expected, increasing k amplifies the number of queries to evaluate, often
leading to higher execution times in the first step. This is balanced by a reduction of the
execution time on the third step, which adapts its duration according to the time that is
left. Compared to score computation, the query selection step has a much lower impact,
taking 3-4% of the execution time on average; here, times are affected by the complexity
of the knapsack problem, depending on the features (score and cardinality) of the feasi-
ble queries.

Another experiment is done to assess the impact of 1 (i.e., the factor that limits the
maximum amount of intermediate results stored for each pane), which is varied from
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Table 7 Average total times in milliseconds (distributed across the three steps) and number of
executed queries by varying the dataset and the number of attributes in the group-by set (k)

k Dataset Total time t5teP1 (95) t5teP2 () t5tepP3 (95) Feasible queries
2 Dsyn 806.94 14.30 1.62 84.08 66.44
Dreat, 836.80 13.94 1.1 84.96 82,67
Dreals 381.70 23.92 324 72.84 4147
3 Dsyn 626.99 46.00 3.97 50.03 227.07
Dreat, 958.13 36.63 543 57.94 316.00
Dreal, 603.60 29.12 5.98 64.91 109.37
4 Dsyn 550.00 54.72 10.05 3523 49255
Drear, 862.80 45.65 8.39 45.95 832.33
Dreals 841.87 27.49 6.18 66.33 200.00

1% to 10% of the pane’s records over each dataset. The results are shown in Fig. 5. This
experiment highlights once again the need to achieve a good balance between filling
the time and space availabilities. When the state is smaller, it is easily filled with fewer
queries (lower SM and QM), thus the available time is not entirely exploited (low TM).
When the state is bigger, the available time is entirely exploited, but it is not sufficient to
run enough queries that adequately fill the state; also, SM and QM begin to drop due to
the increase in the number of feasible queries (which, in turn, are enabled by the pres-
ence of a bigger state). Again, Dy, shows that a perfect balance may not always be pos-
sible, but the trends are consistent with the other datasets.

Effectiveness evaluation

First of all, we evaluate the impact of varying the prioritization between our desiderata
in the calculation of the score, i.e., by varying o from low (favoring continuity) to high
(favoring representativeness) over Dsy,. The results are shown in Fig. 6: the left chart
shows the trend of the support of the best query in the different configurations over
time, while the right one shows the number of times that best query has changed over
the 30 iterations. As expected, prioritizing representativeness results in the best query
maintaining steadily high support in time, but this comes at the expense of a higher
number of changes of the best query. Conversely, prioritizing continuity results in fewer
changes to the detriment of the support, which risks dropping to very low values. Over-
all, a good trade-off is achieved by the middle configuration, which is then the selected
one in the remaining experiments.

A thorough evaluation of the metrics’ performances by the different algorithm versions
over all datasets is presented in Table 8. The values corresponding to the NAIVE algo-
rithm provide a reference baseline corresponding to the computation of all the feasible
queries. This ensures that the queries are comparable between the NAIVE algorithm and
other algorithms, and it will be shown subsequently that NAIVE still faces challenges
regarding space and time constraints. Here, we can make the following observations.

+ The TM and VM exceeding the maximum value of 1 for the NAIVE approach
remark once again the unfeasibility of this version.
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Fig. 6 Impact of varying « on the support of the best query (left) and the number of query changes (right),
showing the trade-off between representativeness and continuity

+ The execution times of A-S1 are intuitively lower; however, by executing and keeping
only the best query, A-S1 lacks the ability to easily switch to a different one when the
score of the former decreases. This is reflected in the SM, which (together with QM)
is consistently low in all datasets.

+ The comparison between A-SE and A-SKE demonstrates how the query selection
phase via the knapsack improves the effectiveness of the approach. Execution times
are generally higher and both versions are able to maximize space occupation in the
state (VM). However, by carefully selecting the query to execute, A-SKE can execute
more queries and build a state with a wider range of alternatives for the next best
query. This is reflected in the SM (and in score(q*)) being higher, especially in data-

sets with more variability (i.e., Dyeqp)).

The effectiveness of A-SKE is given by its capability of being better prepared than
other algorithms to switch to a different best query - which is highlighted by the SM.
This capability is particularly effective in D,.,,; thus, we conclude the comparison by
demonstrating the reason for this. Considering the first iterations of D;,,y,, Fig. 7 shows,
for each algorithm, the trend of the support of the best query (left) and the moment in
time when the best query is changed (right). In the beginning, all algorithms (except for
A-SKE) choose the query with maximum support (let us call it ;) as the best one; how-
ever, q is quite large and the state cannot contain additional query results. Conversely,
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Table 8 Comparison of the average algorithms’ metrics concerning the various datasets; highest
values are highlighted in bold for every dataset and metric, while NAIVE values (which are reported
only as a baseline) are shown in italic

Dataset Alg score(q*) SM QM ™ VM Total time
Dsyn A-S1 0.89 0.04 0.02 1.00 0.07 15452
A-SE 093 0.30 0.18 0.68 098 596.74
A-SKE 093 0.37 0.26 0.93 0.97 806.94
NAIVE 0.94 1.00 1.00 2.98 6543 3496.10
Dreat, A-S1 075 0.03 0.01 0.93 0.55 21020
A-SE 0.76 0.14 0.08 0.90 093 717.80
A-SKE 087 0.20 0.10 0.99 091 836.80
NAIVE 082 1.00 1.00 7.06 6.32 7670.07
Dieal, A-S1 0.95 006 003 1.00 003 107.97
A-SE 095 0.40 0.35 041 0.81 54327
A-SKE 095 040 036 043 0381 381.70
NAIVE 0.95 1.00 1.00 1.00 80.07 814.77

the knapsack strategy makes A-SKE populate the state with a wider range of queries,
even if this means choosing a query with lower support (let us call it ;) as the best one.
While this may appear as a weakness in the short run, it becomes a strength in the long
run: as the supports of both ¢; and g3 start dropping (at time 5), A-SKE can immediately
react by switching to a different query (g3) that had been executed and stored in previ-
ous states, thus maintaining high support. Conversely, both A-SE and A-S1 fail to react
quickly, as the switch to g3 happens only 2 iterations later. This means that (i) for two
iterations (time 5 and 6) the user was stuck with unchanged query results (because no
new records were received for q1), and (ii) since g3 had not been executed in the previous
panes, it takes some iterations for its support to align with the one in A-SKE.

Related literature

The literature about analysis methods over big data streams is notoriously abundant [10,
48, 49]. In this paper, we have focused on a schemaless and multidimensional stream,
with the goal to automatically querying the stream on the fly while carrying out as much
information as possible in a limited space to allow a seamless switch to a different query
in the subsequent iterations.

A similar problem typically addressed in static multidimensional scenarios (i.e., where
data are not continuously received in a stream) is the one of view materialization. Here,
the goal is to minimize the sets of queries to pre-compute while maximizing the queries
that can be obtained from the pre-computed ones [16]. In the streaming context, this
problem is known as streaming materialized views (SMVs); a recent survey about this
topic points out the need for further investigation into optimizing SMVs [50]. More gen-
erally, this topic is also referred to as shared computation, that is, sharing the computa-
tion of some queries to compute others [51, 52]. We refer the reader to a recent survey,
which discusses different algorithms and techniques for efficient processing over slid-
ing windows [53]. Overall, this line of research focuses on optimizing the computation
of user-provided queries, whereas our objective is to automatically query a stream of
unknown data.
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Fig. 7 Trend of the support of w;.g* for the different algorithms (left) and point in time when w;.g* is changed

(right) on Dyeqy.

The research works more closely related to ours are the ones focusing on the anal-
ysis of multidimensional streams; the most important characteristics differentiating
these works are summarized in Table 9, including the supported streaming paradigm.
The window column indicates the windowing paradigm supported by the algorithm,
if any. While most works utilize the sliding window paradigm, the tilted window par-
adigm is an alternative that keeps the entire stream by progressively approximating
older records and the landmark window considers non-overlapping windows. The
data source column indicates whether the stream includes all the data or some data
comes from static sources; for instance, historical data from other files or databases
are considered in [3, 6, 54], whereas only the facts (i.e., the events) are streamed in [5,
55] (as the data belonging to the dimension tables doesn’t change). Most importantly,
none of these works provides a recommendation about the query to be automatically
executed, neither do they work in a schemaless scenario. The only works that consider
data with some degree of heterogeneity are [6—8]. In [6], the heterogeneity is only
limited to a semantic variability in the attribute names and all records are mapped to
a common schema in a homogenization phase (i.e., the domain is static); this is dif-
ferent from our scenario, where the whole domain can change unpredictably. In [7, 8]
admit the possibility of missing data, but the general assumption is that the schema of
the data is fixed and known. In particular, [7, 58] focuses on merging and reducing the
dimensionality of multidimensional streams, while [8] estimates the values of missing
data by relying on probabilistic theory. Conversely, [3] applies an incremental strategy
to return query results based on pre-aggregated data. In [54, 55] present a unified
platform for supporting streaming, transactional, and analytical workloads. Simi-
larly, [5, 56] integrate stream processing and OLAP, optimizing the maintenance of
the materialized views considering a fixed workload given in input, while [57] focuses
solely on stream data for similar optimizations. Gupta et al. [59] defines an architec-
ture that integrates various stream data processing and analysis techniques. Sarr et al.
[4] leverages the multidimensional nature of the stream to store it over time in aggre-
gated formats, considering only the temporal dimension.

Other related works include those focused on query recommendation strategies. There
is a large literature of approaches focused on static multidimensional datasets that lev-
erage user query logs. For instance, [60] focuses on augmented business intelligence
systems that manage local contextual and smart device-generated data. Differently, the

goal in [39] is to recommend sequences of queries (i.e., OLAP sessions) instead of single
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Table 9 Main characteristics of related work on multidimensional stream analysis; the “~" symbol
indicates partial support

Appr. Window Data source Recomm Schemaless
[3] - Stream + static - -
[54] - Stream + static - -
[55] - Stream + static - -
[5] Sliding Stream + static - -
[8] - Pure stream - ~
7] - Pure stream - ~
[4] Tilted Pure stream - -
[56] Sliding Stream + static - -
[57] Sliding Pure stream - -
[58] Sliding Pure stream - -
[59] Sliding Pure stream - -
[6] Landmark Stream + static - ~
Our Sliding Pure stream v v

queries. Broccolo et al. [61] introduces an approximated algorithm for query recommen-
dation that proves beneficial when the dataset is too large to fit into memory entirely
(i.e., a streaming-like scenario). However, none of these works is meant to work in a
schemaless scenario.

Ultimately, a similar research theme is the one of adaptive query processing [62, 63],
which means dynamically modifying physical query plans to adapt to changing runtime
execution environments or query preferences. One noteworthy example is Grizzly [64],
a novel adaptive query compilation-based Stream Processing Engine (SPE), that makes
use of the combination of light-weight statistic gathering with just-in-time compila-
tion enabling adjustment to changing data characteristics dynamically at runtime. Our
approach differs in that the evolving aspect of the stream is more tied to the schema of
the streaming data rather than to the execution environment.

Conclusions

In this paper, the first approach to automatically formulate multidimensional queries
over a schemaless data stream under the sliding window paradigm has been presented.
The approach selects the best query based on the desiderata of representativeness and
continuity, which can be tuned by the user to adjust the sensibility of the approach to
schema variations in the stream. The presented pre-aggregation strategy, coupled with
a knapsack selection of queries and a scoring function based on the aforementioned
desiderata, allows the approach to manage the heterogeneity of the stream and effec-
tively react to any changes in the data schema. The experimental evaluation ultimately
validates the effectiveness and efficiency of the approach.

Future work will be aimed at extending the approach from several perspectives. First,
we plan to devise a strategy to select a subset of the measures (i.e., the numerical attrib-
utes to be aggregated) for each query, so as to save some storage space and execution
time (by avoiding the aggregation of all the measures) without sacrificing the effective-
ness and efficiency of the approach. Also, the score function can be extended to include
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user preferences that influence the selection of the best query; here, an important chal-
lenge will be in adapting the expressed preferences to the evolving schemas in the het-
erogeneous stream. Finally, we are developing a full prototype to be deployed and tested
by users in real settings with heterogeneous, schemaless streams.
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