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Unlevel playing field?  

Machine Learning meets State Aid regulation 

 

Guglielmo Barone†, Marco Letta‡ 

Abstract 

The regulation of State Aid is crucial for a well-functioning European Union Single Market. 

However, both non-compliance of Member States and subsidies from abroad can jeopardize 

the level playing field. This paper uses machine learning techniques applied to financial 

statements data to detect potentially distortive public subsidies to companies in the European 

Union Single Market. We achieve high out-of-sample predictive accuracy and use the machine 

predictions to flag suspect cases of hidden recipients and explore the characteristics of these 

firms. 

 

JEL Codes: L49, H25, C53. 

Keywords: State Aid regulation, competition policy, public subsidies, machine learning. 

Declarations of interest/Funding: This study was funded by the European Commission. 

Acknowledgments: For useful comments, we are grateful to Antoine Mathieu Collin, Malwina Meyer, Xose-Luis 

Varela-Irimia, Augusto Cerqua, Naomi Feldman, Samuel Nocito, Claudio Schilter, two anonymous referees, and 

seminar audiences at the European Commission, Bank of Italy, and Sapienza University of Rome. The views 

expressed in the paper are our own and do not necessarily reflect those of the institutions we are affiliated with. 

mailto:g.barone@unibo.it
mailto:marco.letta@uniroma1.it


2 
 

1. Introduction 

The European Union (EU) Single Market (also known as the Internal Market), introduced in 

1993, is one of the largest economies in the world, accounting for around 15% of the global 

economy.1 The economic rationale for the Single Market, which allows people, goods, services, 

and capital to move around the EU almost as freely as within a single country and prohibits 

discrimination between economic operators, is that market integration is likely to stimulate 

growth and increase competitiveness by lowering transaction costs, increasing market size, 

letting more efficient firms emerge, as well as helping countries better shield themselves from 

regional idiosyncratic shocks through easy cross-border mobility. Due to competition concerns 

from government subsidies, one constitutive element of the Internal Market is the strict 

regulation of State Aid (SA), generally defined as any support (e.g., grants, tax exemptions, soft 

loans, public guarantees, holdings of all or part of a company, etc.), that national public 

authorities provide to undertakings on a selective basis, namely favoring some companies 

relative to their competitors. The EU SA regulation levels the playing field using two pillars. 

First, the EU Treaty generally prohibits SA unless exceptionally justified by some market 

failure (Article 107 of the Treaty on the Functioning of the European Union – TFEU). This 

implies that the European Commission decides whether the proposed subsidy is compatible 

with the Internal Market or not. In some well-defined cases (aid with precise objectives covered 

by a Block Exemption, very small aid, and aid granted under a scheme already cleared by the 

Commission), the Commission’s clearance is presumed, and no explicit authorization is needed. 

Second, transparency regulation points to accountability and requires that information on each 

SA award above 500,000 euros, granted by Member States (MSs), must be in the public domain. 

Transparency matters for accountability. For example, MSs can be aware of other governments’ 

actions; the same holds for firms relative to their competitors; taxpayers are enabled to 

                                                             
1 Source: Word Bank. Data in current PPP dollars referred to 2021. 
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scrutinise how public money is spent, while the Commission obtains a reliable picture of 

subsidies in the Internal Market. 

However, there are concerns about the actual enforcement of the SA regulation. MSs may grant 

unauthorized aid awards and/or may not be compliant with transparency obligations, even if 

the aid is compatible with competition in the Internal Market. For example, the European Court 

of Auditors found many infringements of SA rules in cohesion policy, which amounted to 

around one-fourth of SA granted in the EU in the 2007‑2013 period (ECA, 2016). Moreover, it 

may well happen that an undertaking operating in the Internal Market receives “foreign” 

subsidies, that is some support given by a government (or other public bodies) of a non-EU 

State. For example, this might be the case if the undertaking is ultimately owned or controlled 

by a non-EU government (European Commission, 2020). While this may not necessarily 

constitute a breach of the aforementioned rules, it would indeed undermine fair competition. 

Such cases, which can be easily understood, for example, in light of governments’ willingness 

to support national champions (e.g. Falck et al., 2011), are detrimental to fair competition and 

market efficiency as they allow less efficient firms to grow and increase their market shares at 

the expense of unsubsidized and potentially ex-ante more efficient operators. However, despite 

the policy relevance of these phenomena, there is no systematic evidence on them. 

In this paper, we contribute to filling this information gap by providing an original Machine 

Learning (ML) approach to detect suspect cases of hidden SA recipients. We combine data on 

SA recipients from the Transparency Award Module (TAM) database, managed by the 

Commission (European Commission, 2018), with data on financial statements from the Bureau 

van Dijk Orbis database, to train three ML classification models that accurately predict 

recipients using financial accounting data. The final dataset includes more than 11 million 

observations and a predictor set made up of 187 variables. Suspect cases are firms that “behave” 
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as if they had received grants in a given year but are not recorded in the European Commission’s 

database of authorized SA (“false positives”). These cases are “suspect” in the sense that, in a 

given year, involved firms might: (i) have received an SA award that is not compatible with the 

Internal Market; (ii) have received an SA award that is compatible with the Internal Market, but 

this subsidy has not been made public, as required by the transparency regulation; or (iii) have 

received some aid measures from outside the EU, which are not regulated but potentially 

harmful.  

We employ three different ML algorithms, which we carefully choose by jointly taking into 

account the need for transparency and interpretability, the ability to handle pervasive missing 

data, and the potential nonlinearities in the data. The first is an easy-to-interpret classification 

tree (Breiman, 2017), rooted in domain knowledge and principled input selection, which 

prevents the “black-box” critique and preserves transparency and accountability of the 

policymaker. At the same time, it can effectively handle the large number of missing values in 

the financial accounting data to preserve the large sample size. Despite being extremely simple, 

our tree model is accurate at its classification task, with accuracy over 90% and sensitivity of 

72%. To address out-of-sample variance issues often affecting single decision trees, we also 

apply a more complex – but less interpretable – tree-based bagging algorithm (Breiman, 1996). 

We find that, while bagging outperforms the classification tree, especially concerning 

sensitivity (which rises to over 81% with bagging) the two prediction sets feature an overlap of 

over 95% of observations. Since both ML models need to be trained on artificially rebalanced 

training set data to handle the highly unbalanced distribution of our outcome data, we also 

employ another ensemble learner, Extreme Gradient Boosting (XGBoost; Chen and Guestrin, 

2016), a state-of-the-art predictive algorithm that can smoothly handle highly unbalanced 

outcomes without the need to resort to data rebalancing techniques. This model also leads to 

excellent out-of-sample performance, very similar to the bagging model, with even higher 



5 
 

sensitivity (close to 83%). Its predictions overlap with those of the other models by about 90%, 

a noteworthy result considering it was trained on a different – original rather than synthetic – 

training set compared to the other two algorithms. All ML models substantially outperform a 

battery of simpler logit models (standard, LASSO, and ridge logit) in identifying recipient firms 

and are better suited to handle the pervasive missing data issues of our dataset. We then consider 

as suspect cases observations featuring firms that officially did not receive any aid in a given 

year, but were predicted as recipients by at least two of the three ML models (Cannings et al., 

2020).   

According to our results, there is a far-from-negligible number of suspect firm-year instances: 

about 326,000 out of more than 3.5 million. Since the misclassification errors of the ML models 

– and, in particular, the false positive cases we are interested in – contain a mix of pure 

prediction error and underreporting, the very good performance of the three models allows us 

to reasonably trust their combined predictions, meaning that the vast majority of those 

pinpointed as false positives by the majority of the ML models can be reasonably labeled as 

potentially suspect cases. Finally, we provide further evidence. Namely, we run descriptive 

regressions to highlight the main features of firms labeled as suspect in at least one year. 

Interestingly, it turns out that suspect cases are more prevalent in Member States (MSs) with a 

higher propensity for public ownership of firms, more exposure to Foreign Direct Investment 

(FDI) from outside the EU (consistent with the types of hidden activity under investigation), 

and in MSs less prone to comply with other EU rules. 

Our contribution can be framed within the small but growing strand of literature on the use of 

ML to uncover anticompetitive behaviors. Existing papers focus on cartel detection (Silveira et 

al., 2022; Silveira et al., 2023; Huber and Imhof, 2019; Huber and Imhof, 2023), often building 
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on a long-standing tradition focused on bidding functions (e.g., Porter and Zona, 1999).2 We 

add to this literature by covering an area not yet investigated, which is also very relevant from 

a policy-making perspective.3 In fact, our ML detection approach fully aligns with the spirit of 

the new set of EU rules on foreign subsidies, which entered into force in January 2023 (the 

“Foreign Subsidies Regulation”), according to which the Commission has extensive 

investigatory powers on foreign subsidies: in this new institutional context, our tool might be 

used as a first screening mechanism to identify the subset of undertakings to prioritize for 

auditing and investigation.4 

More generally, this paper also speaks to the literature that uses ML tools to spot hidden, hard-

to-detect, and harmful behaviors of economic agents, such as corruption and malfeasance in 

public procurement (Ash et al., 2024; Decarolis and Giorgiantonio, 2022; Gallego et al., 2021), 

tax evasion (Battaglini et al., 2024), illegal trading (James et al., 2023), and political 

connections (Titl et al., 2024). However, we depart from standard ML detection models that 

use labelled outcomes, since in this literature the outcome variable already constitutes the 

hidden behavior of interest (for instance, corruption cases from investigation archives, amount 

of tax evasion for known tax evaders from previous audits, etc.). In our case, instead, the 

labelled outcome (being a “known” recipient) is not the ultimate target of our model. By 

definition, we do not observe hidden recipients, so we only use the labelled outcome as a means 

to indirectly infer suspect cases from the machine predictions, by identifying the false positives 

of our highly accurate models that “behave” like known recipients and share similar 

                                                             
2 The use of advanced data screening tools in competition investigations is also increasing among practitioners 

(Oecd, 2022), giving rise to a field called “computational antitrust” (Schrepel, 2021; Schrepel and Groza, 2022). 
3 See Kalouptsidi (2018) for a model-based strategy to detect the presence of government subsidies in China.  
4 The other building block of the new regulation is a notification-based system stating that financial contributions 

granted by a non-EU government must be notified to the Commission in two cases: (i) they are at least 50 million 

euros and are related to “large” concentrations (i.e. the joint EU turnover of the merging parties is at least 500 

million euros); or (ii) they are at least 4 million euros and are related to “large” bids in public procurements (i.e. 

the estimated contract value is at least 260 million euros).  
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characteristics.  

2. Institutional framework, data, and descriptive statistics 

2.1 Institutional framework 

Governments usually spend part of their resources to help firms using a variety of instruments 

such as grants, tax exemptions, soft loans, public guarantees, holdings of all or part of a 

company, etc. To mitigate competition concerns related to public subsidies and to ensure free 

trade and a level playing field for all undertakings within the Internal Market, Article 107 TFEU 

generally prohibits selective SA granted by the MSs. However, in some cases, government 

intervention might be needed to offset market failures: to properly manage these cases, the 

TFEU leaves room for some SA that can be considered compatible with the Internal Market. In 

general, MSs must notify all new aid measures to the Commission and wait for their potential 

approval before putting the measure into effect. Preliminary notification is not required in a few 

exceptions: (i) aid covered by a Block Exemption (i.e. a range of aid measures defined by the 

Commission such as regional aid, aid for access to finance for SMEs, for research and 

development and innovation, for culture and heritage conservation, etc.), (ii) de minimis aid 

(i.e. aid not exceeding 200,000 euros per undertaking over any period of 3 fiscal years), (iii) aid 

granted under a scheme already cleared by the Commission.5 This authorization regulation goes 

hand in hand with transparency rules that can be considered a second pillar of SA control 

emphasizing accountability. For each SA award above 500,000 euros, MSs are required to 

publish the identity of the beneficiary, the amount and objective of the aid, the legal basis, and 

other information. Both pillars of SA regulation support the level playing field in the Internal 

market and violations harm fair competition and market efficiency. Needless to say, “foreign” 

                                                             
5 These rules have recently been made less stringent with the SA Temporary Framework adopted to enable MSs 

to support their economies more discretionally in the context of the COVID-19 pandemic, and the Russian invasion 

of Ukraine. However, it is expected that the original rules will come back into force again as soon as possible. 
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subsidies (that is subsidies a firm competing in the EU receives from a non-EU State), which 

are unknown by definition, are equally concerning for regulators and policy makers. 

2.2 Data 

SA data. Data on SA come from the TAM database of the European Commission (European 

Commission, 2018), a subsidy-level database based on the IT platform that the Commission 

has put in place to help MSs fulfill their transparency obligations.6 In particular, for each 

individual aid greater than 500,000 euros, the TAM database includes the beneficiary, the aid 

amount (or its range when the exact value is not available), the objective for which the aid is 

granted, the aid instrument (e.g. direct grants, interest rate subsidies, tax advantages, 

loan/repayable advances, etc.), the date of granting, and other information. We collapse granted 

aid amounts at the firm-year level. We use data relative to 2016 and 2017 for the reasons 

discussed below. Our key outcome variable (SA recipient) is a binary variable taking value 1 if 

a firm in a given year receives total granted aids above 500,000 euros, and 0 otherwise.7 

Firm-level data. Firm-level data for the 27 EU countries for the period 2014-2018 come from 

the Bureau van Dijk Orbis database (Bajgar et al., 2020). For each firm-year entry, we have 

several variables both from the profit and loss account (e.g. sales, cost of employees, EBITDA) 

and from the balance sheet (e.g. total assets, liabilities, etc.), as well as information on country, 

and industry (NACE Rev. 2 classification).8 Leveraging the Orbis ownership module, which 

includes information on the Global Ultimate Owner (GUO) calculated by Bureau van Dijk 

following the ownership pyramid and through a proprietary algorithm, we are also able to add 

                                                             
6 Spain, Poland, and Romania are not in TAM but publish their data on domestic websites with the same TAM 

requirements, so we are in any case able to include them in the empirical analysis.  
7 Whenever only a range of granted aid is available, we follow the Commission’s practice of imputing missing 

values with median values of the corresponding range. 
8 Data are referred to the unconsolidated accounts. We address the existence of different filing types (i.e., a 

company in the Orbis database can be associated with multiple financial statements for the same accounting year) 

and different closing dates by collapsing information at the firm-year level, following Kalemli-Özcan et al. (2024).  
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data on the GUO’s financial report and on whether it is European or not, a piece of information 

potentially relevant for the detection of subsidies from abroad since unrecorded grants might 

reach the ultimate beneficiary via infra-group operations.9  

While ML techniques are explicitly designed to deal with large databases and can easily handle 

many predictors, most variables in the Orbis dataset have a large number of missing values, 

which most ML methods are not able to natively handle (just like traditional regression 

methods). In addition, an agnostic, fully data-driven selection of the most predictive features, 

without any a priori screening made by the analyst (carried out on the basis of subject matter 

knowledge and economic intuition) is not desirable because it does not necessarily maximize 

the predictive accuracy, and risks obfuscating model interpretability, so harming transparency 

and communication of the results. For these reasons, we carefully select 49 variables that: (i) 

are likely to absorb the vast majority of firm heterogeneity; (ii) are not plagued by an excessive 

number of missing values. The full list of Orbis variables, which cover many dimensions of 

firm heterogeneity, is reported in Table A1 in the Online Appendix.  

After dropping selected observations,10 we follow Kalemli-Özcan et al. (2024) and Bajar et al. 

(2020) and drop firm-year observations from the Orbis dataset when they report negative values 

for the following variables: any measure of assets (fixed, current, total assets; tangible, or 

intangible fixed assets; other fixed assets or other current assets), stocks, debtors, employment, 

operating revenue turnover, shareholder funds, capital, current, negative non-current or other 

current liabilities, loans, creditors, and age (measured as years since incorporation).  

                                                             
9 Unfortunately, information about GUO is available for a very small fraction of our sample (less than 3.6%). 
10 Firms belonging to agriculture (codes from 0111 to 0322) and banking and finance (Section K) have been 

dropped because of very specific sectoral rules; we also left out firms in non-market service sectors (Sections from 

P to U), and micro firms (as defined according to the EU thresholds – number of employees lower than or equal 

to 10, and with total assets lower than or equal to 350,000 euros, or operating revenue turnover lower than or equal 

to 700,000 euros) because grants to these firms are very unlikely to harm competition; finally we also dropped 

data for the UK because we want the predictive model to be based on a data that are relevant for future policies. 
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Construction of the final dataset. Here, we devote our attention to how we rearrange the 

dataset to estimate the prediction models. The estimation idea is to use changes in outcomes to 

predict the existence of SA. Intuitively, a subsidy should bring an anomalous change in some 

variable in the financial statements. For example, a public guarantee on bank loans should 

reduce interest paid; large increases in the cost of employees might signal employment 

incentives, etc. Hence, as depicted in Figure A1 in the Online Appendix, we change the panel 

structure of Panel A to the structure reported in Panel B, keeping the sample open. The variable 

to be predicted is the SA 0/1 status (non-recipient/recipient) while potential predictors are lags 

and post-pre changes of Orbis variables. Specifically, candidate predictors for SA granted in 

year 𝑡 = 2016, 2017 are: (i) the average value of Orbis variables referred to the two years 

before (the average “pre” value 
𝑋𝑡−2+𝑋𝑡−1

2
), and (ii) the post-pre change (the “delta” value 

computed as average “post” value 
𝑋𝑡+𝑋𝑡+1

2
 – average “pre” value 

𝑋𝑡−2+𝑋𝑡−1

2
).11 Our sample safely 

stops before the Covid-19 pandemic and the related Temporary Framework. Restructuring the 

dataset in this way allows us to consider both pre-SA features and pre-post jumps in the Orbis 

variables as candidate predictors. The ML models built on such data can spot these recurring 

patterns for disclosed subsidies so that they can be used to identify and flag “suspect” cases. 

After applying the aforementioned transformations to the original 49 Orbis variables, we obtain 

187 technical regressors (i.e., transformations of the original variables), which constitute our 

set of predictors to be included in the empirical analysis.12  

 

                                                             
11 We average both lagged and delta variables to smooth volatility. Note that for firms for which not all the leads 

and lags are available, these variables are missing and dealt with as shown below. We also remove outliers by 

trimming the 1st and 99th percentiles of all ORBIS continuous variables to avoid implausible values. 
12 The total number of predictors is 187 because we apply these transformations to the 46 Orbis variables. This 

results in 184 variables (92 firm-level variables—including both pre- and delta variables—and 92 for the GUO-

level variables). Additionally, we include three remaining variables that are not subject to transformations: 

geographic area, NACE 2-digit sector, and GUO data availability. 
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2.3 Descriptive statistics 

After merging firm-year Orbis data (covering the 2014-2018 period) with firm-year TAM data 

(2016-2017), and reshaping the data as described above, we have a dataset at the firm-year level 

for the years 2016-2017, which includes firm- and GUO-level predictors for both pre- and post-

SA periods, generated from Orbis data spanning from 2014 to 2018. Here, we provide some 

preliminary descriptive statistics on the characteristics of this dataset. The total number of 

observations is greater than 11 million, the vast majority of which (99.93%) are SA non-

recipients (Table A2 in the Online Appendix). Below, we discuss how we address such a severe 

data imbalance problem that has important consequences on the methodology used. 

Table A3 in the Online Appendix compares firm-year observations for some selected variables 

(total assets, operating revenue turnover, number of employees, and labor productivity 

computed as value added per employee) by SA status. It turns out that SA recipients are larger, 

more productive, and more profitable compared to the control group. The same table also shows 

that all variables display large variability. Figure A2 in the Online Appendix illustrates the 

distribution of the sample by region and industry for SA non-recipients and SA recipients. SA 

recipients are disproportionally located in Western Europe while the opposite holds for 

Southern Europe. As to the sectors (Panel B), SA firms disproportionately belong to NACE 

sectors B and C (47.8%), whereas all other sectors are de-specialized.  

3. Methodology 

We now discuss the choices related to the selection of candidate predictors, present the data-

mining tools employed to deal with the rare-event issue, and illustrate the ML models we apply. 

3.1 Selection of the candidate predictors 

When it comes to selecting the set of potential predictors, there are two possible strategies. One 

possibility is a fully data-driven approach, with no ex-ante choice made by the analyst. It is 
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fully in line with the ML spirit, but at the same time, it does not necessarily preserve 

interpretability and transparency. However, in our task at hand, accountability of the 

policymaker must be seriously taken into account. It follows that a better-tailored approach is 

a hybrid one, which combines a data-driven method with an ex-ante selection of potential 

predictors. This approach belongs to the ML literature in economics which advocates principled 

input selection based on subject matter knowledge. It is rooted in the vision that economic 

intuition and domain knowledge, as well as interpretability, matter, and is specifically 

appropriate when ML is applied to economic policy problems. Furthermore, subject matter 

knowledge can help separate meaningful information from irrelevant information, remove 

detrimental noise, and strengthen the underlying signal (Kuhn and Johnson, 2013). Under this 

perspective, how the predictors enter the model is also important. As outlined above, we 

leverage the general and intuitive idea that if subsidies have some effect on outcome 𝑋𝑡 (e.g. 

turnover), then observing a change in 𝑋𝑡 (e.g. ∆𝑋𝑡 = 𝑋𝑡 − 𝑋𝑡−1 > 0) might signal the existence 

of an aid received in year 𝑡. The two-step process is as follows: 

i) select a large number of potential SA outcomes (e.g. turnover, value added, etc.) so 

as to make the ML algorithms operate in a data-rich environment and maximize their 

performances – and use them as predictors after appropriate transformations 

depending on our assumptions about the underlying data-generating process. As 

stated above, for each original variable, we include all its average lagged values for 

each Orbis predictors (
𝑋𝑡−1+𝑋𝑡−2

2
), and the differences between average led and average 

lagged values (
𝑋𝑡+𝑋𝑡+1

2
−

𝑋𝑡−1+𝑋𝑡−2

2
) as potential predictors to better capture anomalies; 

ii) feed the ML algorithms with the variables selected above – plus predictors capturing 

geographic area, NACE 2-digit sector, and GUO data availability – and let them pick 

up the most relevant predictors and their critical thresholds. 
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3.2 Tackling data imbalance 

The descriptive statistics presented in Table A2 suggest the existence of a severe data imbalance 

problem because firm-year observations with SA account for a very small part of the sample. 

Imbalanced datasets and rare event issues can fatally disrupt the performance of an algorithm 

applied to a predictive exercise, be it an ML method or not. This is because, in the case of 

imbalanced datasets, most predictive algorithms, namely the so-called ‘weak learners’, run into 

an accuracy paradox: they provide predictions featured by an extremely high out-of-sample 

overall accuracy (very close to 100%), but are entirely useless for practical purposes, because 

they simply always predict the overrepresented label (SA = 0, in our case). In the ML jargon, 

predictive exercises on imbalanced datasets can result in a very high specificity (i.e., true 

negatives) but an extremely low, if not null, sensitivity (true positives, i.e. SA recipients).  

We provide two alternative solutions to this rare event problem. First, before performing our 

classification task with two of our algorithms that are sensitive to imbalance issues 

(classification tree and bagging), we rebalance the training set using the Synthetic Minority 

Oversampling Technique (SMOTE) method developed by Chawla et al. (2002). This technique 

is the standard data-mining approach in the context of learning from imbalanced data 

(Fernández et al., 2018; Kuhn and Johnson, 2013) and has also been widely employed to deal 

with these issues in recent economics studies (e.g., Chen et al., 2023; Sigrist and Hirnschall, 

2019; Tai et al., 2019; Titl et al., 2024). SMOTE is an algorithm that oversamples the under-

represented cases by introducing synthetic examples along the line segments joining any/all of 

the k minority class nearest neighbors, and undersamples the majority class, leading to a much 

smaller but rebalanced dataset. Depending on the amount of over-sampling required, 

neighbours from the k nearest neighbors are then randomly chosen to generate the synthetic 

observations. Following the recommendations by Chawla et al. (2002), we adopt the commonly 

adopted k value of the five nearest neighbors and fix the standard amounts of oversampling 
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equal to 200% and undersampling equal to 100%.  

Crucially, we implement the SMOTE algorithm only on the training subsample, leaving the 

testing (hold-out) sample, namely the one on which we evaluate its future performance on 

unseen data, untouched. Therefore, the training dataset is artificially balanced over the two 

outcomes, while the prediction is tested on the original skewed sample in which the SA recipient 

status is a statistically rare event. This means that while the tree and bagging algorithms are 

trained on the synthetic rebalanced data, their out-of-sample accuracy is evaluated exclusively 

on the real- world data, thus ensuring unbiased estimates of model performance (Kuhn and 

Johnson, 2013). As shown in Table A4 (Online Appendix), after rebalancing our training 

dataset, the two outcomes are perfectly balanced between the two classes, and the sample size 

is sharply reduced due to the undersampling of the majority class.13 On these rebalanced data, 

we then apply two of our ML algorithms described in the next subsection.  

The second solution directly bypasses the need for preliminary artificial rebalancing of the 

training set. Even though SMOTE remains the dominant method in this literature and is 

extremely successful in practice (Elreedi and Atiya, 2019), its empirical and theoretical 

properties, as well as its lack of solid mathematical foundations, have recently come under 

scrutiny in the computer science literature. Several alternative strategies to deal with 

imbalancing, including different variants of SMOTE, are currently being proposed (Elreedi and 

Atiya, 2019; Fonseca and Bacao, 2023; Pradipta et al., 2021). In addition, recent works (Sakho 

et al., 2024) show that for selected (‘strong’) ML learners, applying a rebalancing strategy is 

often competitive in terms of predictive performance. For this reason, to fully address concerns 

that the use of SMOTE may be influencing the performance of our models, we complement it 

with the use of a different ML algorithm, XGBoost, which is a state-of-the-art predictive 

                                                             
13 The number of SA recipients is twice the number of SA recipients in the original – skewed – training set, which, 

in turn, is composed of two thirds of the full sample (see Section 3.4). 
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algorithm and currently a leading model in the ML community, especially for applications with 

tabular data like ours. The key point is that XGBoost is a ‘strong learner’ which can handle 

unbalanced outcome data without the need for preliminary rebalancing with SMOTE or other 

oversampling techniques. The idea is that if we completely circumvent potential SMOTE-

related issues by applying this learner on the original unbalanced data, and we still get accurate 

predictions consistent with the other algorithms, then the results are not driven by SMOTE. 

3.3 ML models 

The development of a detection model to identify hidden SA recipients involves solving a 

classification task via supervised ML. The standard ML routine consists of randomly dividing 

the original sample into two separate subsets: a training sample, and a testing set. This split 

must be random so to avoid including systematic differences between the two separate sets 

(Lantz, 2019). The best practice is thus to assess the model’s performance on data it has never 

seen before, as this introduces a “firewall” principle: none of the data involved in generating 

the prediction function is used to evaluate it (Mullainathan and Spiess, 2017). We employ the 

conventional choice of using 2/3 of the dataset as the training set and the remaining 1/3 of the 

observations as the testing set, one of the most popular splitting rules (Zhao and Chen, 2013). 

We then use the training subset to train and tune our algorithms and the testing subset to estimate 

their future performance. The out-of-sample performance of the model on the held-out data 

constitutes a reliable and generalizable measure of its real predictive ability on future data.  

Importantly, however, we do not apply this random split at the firm-year (i.e., at the 

observation) level, because this would imply that most firms would appear in both the training 

and testing sets. This, in turn, could engender potential data leakage issues stemming from the 

contamination of the testing set due to shared information (same firm) appearing in both. Such 

leakage could, in principle, result in overly optimistic measures of out-of-sample performance 
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of the ML models, as the held-out data on which such performance would be tested would not 

be truly 'unseen' by the models (Kapoor and Narayanan, 2023). Therefore, we apply the random 

split at the firm level, rather than the firm-year level, to divide the sample into two disjoint sets, 

so that the same firm never appears in both the training and testing sets. Consequently, all 

observations of each firm appear either entirely in the training set or entirely in the testing set.  

As is well known, the use of ML techniques comes with a key concern regarding the trade-off 

between accuracy and interpretability (Hastie et al., 2009). While simpler techniques are more 

transparent, they often result in inferior performance. On the opposite side, “black-box” 

methods are more accurate but less, if at all, interpretable. The choice of the technique depends 

on the nature of the problem under scrutiny. When applying ML for public policy design, it is 

important to take communication and accountability aspects into consideration. This means that 

the accuracy-transparency trade-off should preferably lean more in favor of the latter and lead 

a selection of candidate algorithms that retain, if not full transparency regarding the production 

of the output (such as classification trees and dimensionality reduction routines), at least some 

degree of interpretability (e.g. feature importance in random forest and bagging), refraining 

from the use of black-box methods such as neural networks or support vector machines. The 

reason for choosing these specific techniques stems from the need to simultaneously take into 

account the aforementioned importance of interpretability in the problem at hand, the ability of 

these algorithms to handle missing data in an automated way (thanks to a peculiar feature of 

tree-based methods known as “surrogate splits”, which we will explain below), and the 

awareness that the data-generating process might be full of nonlinearities and interactions.14 

Decision trees are known to suffer from high variance, as they tend to be sensitive to small 

                                                             
14 Tree-based methods are notoriously among the most effective ML algorithms at automatically spotting 

nonlinearities and interactions in the data-generating process (Hastie et al., 2009; Lantz, 2019). However, this will 

not necessarily always be the case, so empirical testing based on out-of-sample performance and comparisons with 

linear models are required to assess whether this holds true in a specific application. 
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changes in the training data and, consequently, prone to overfitting. Although one could grow 

a very complex tree, large enough that no observation is misclassified, a high number of levels 

in a tree is likely to result in high variance and to overfit the data, leading to a predictive model 

with poor out-of-sample performance. This is why regularization via “pruning” is used to tune 

the algorithm and prevent the risk of in-sample overfitting. Pruning means setting a penalization 

cost (the “complexity parameter” – cp) for flexibility. Setting a low cp would lead to a large 

tree with a good fit in the training sample, but possibly with a large out-of-sample error. By 

setting a high cp, we “prune” the tree and reduce the risk of overfitting. In order to select the 

optimal value of cp, which maximizes the out-of-sample accuracy of our model, we employ a 

10-fold cross-validation procedure in the training dataset, compare the ten different cross-

validation errors, and pick up the complexity parameter associated with the lowest error for the 

final model used to predict observations belonging to the testing set.  

Besides cross-validating the tree, we also employ a tree-based bagging. Bagging is an ensemble 

method that builds x trees from x bootstrapped training sets and takes a majority vote among 

the x predictions (Hastie et al. 2009) – where x in our case is equal to 500.15 Bagging tends to 

be more powerful than a single tree, but it is also more complex and much less interpretable: 

unlike a simple tree, it does not produce readily interpretable, easy-to-explain, outputs to 

understand the decision rules through which the model relates the inputs to the output. However, 

unlike black-box methods such as neural networks and support vector machines, it retains some 

degree of interpretability in that it generates a variable importance ranking, allowing to 

understand which are the most important predictors employed by the model. 

The third ML algorithm, XGBoost, is among the most recent versions of boosting. Boosting is 

an ensemble learning technique that combines the predictions of several weak learners (decision 

                                                             
15 Common choices regarding the number of trees for bagging are usually 500 or 1,000. We opted for the former 

because the estimation proved to be computationally quite intensive. 



18 
 

trees) to form a strong learner. It sequentially trains models, with each new model focusing on 

correcting the errors made by the previous ones, thus improving overall accuracy. This iterative 

process continues until the model reaches a desired level of performance or all models are 

exhausted. XGBoost is a scalable and efficient implementation of the gradient boosting 

framework, proposed by Chen and Guestrin (2016). XGBoost is designed to optimize both 

computational speed and model performance, making it a popular choice for both ML 

competitions and real-world applications. Its robustness and accuracy have recently made it a 

leading model in the ML community, especially for tabular data. We use it on our original 

unbalanced training set with its default settings and grow one hundred different trees.  

In addition to the three ML models – one simpler and transparent, the others more complex and 

less interpretable – we also present a comparison with the results obtained from a battery of 

logit models, including standard, LASSO, and ridge versions of logistic regression. However, 

the use of logit comes with an important limitation: the inability to handle missing data, which 

is unfortunately a pervasive issue in the Orbis data. The tree-based algorithms we employ 

automatically handle missing data thanks to a well-known advantage of some tree-based 

methods:  the use of “surrogate splits”. Specifically, when encountering missing data in a key 

predictor while constructing the tree, these tree-based algorithms split the data based on other 

highly correlated predictors for which the data are not missing. A surrogate split is one whose 

results are similar to the original split actually used in the data. Therefore, it can be used when 

the predictor data associated with original split are not available (Kuhn and Johnson, 2013). In 

contrast, the logit estimator simply drops all the observations in which there is at least an input 

with missing data, thus resulting in a drastic reduction of the sample size.16  

                                                             
16 In principle, for the logit models the missing data issue could be addressed via preliminary imputation, for 

instance using median values. However, given the magnitude of the missing data problem in the Orbis data, this 

would mean imputing millions of missing values for many different predictors, resulting in drastic data 

manipulation. Note that this problem is not limited to logit, but also applies to many other ML techniques. 
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Leaving aside pure prediction errors, a false positive, that is an observation the ML models 

predict as recipient but is not reported in TAM, is a firm-year instance for which: (i) the firm 

received a grant that is not compatible with the Single market and has not made this public, or 

(ii) the firm received a grant that is compatible with the Single market but it has not made this 

public, and/or (iii) the firm received a foreign subsidy. While all cases are of concern with 

regard to the fairness of competition, it is worth further discussing the case (iii). Ideally, hidden 

foreign aid recipients should be identified with an ML model using data on both foreign aid 

recipients and foreign aid non-recipients. Unfortunately, such pieces of information are not 

available. Using only recipients of subsidies granted by MSs to train the model is a satisfying 

solution under the assumption that the data-generating process for hidden European recipients 

is the same as that for hidden non-European recipients. In other terms, there are no systematic 

differences between these two groups. While this assumption is not empirically testable, given 

the current data availability, we argue that it is reasonable. An example helps to clarify this 

point. Suppose a subsidy is made of a public guarantee on bank loans. Our assumption implies 

that the impact of such a guarantee on financial statements (e.g. a drop in interest paid) is the 

same, irrespective of the geographic origin of the subsidy (internal vs. foreign), so that detecting 

a drop in interest paid in our data is a good predictor for the foreign recipient status too. 

4. Results 

4.1 ML results 

In Figure A3 in the Online Appendix, we show the estimated classification tree. Out of 187 

predictors, the model selects just four variables: industry (NACE Rev. 2 at the Sector level), 

and “pre” values for fixed assets, operating revenue turnover, and financial revenues, all 

combined in a non-linear manner.17  

                                                             
17 This drastic variable selection performed by the algorithm to construct the tree is not a concern; rather, it is an 

intrinsic feature of tree-based models. These models identify only the most relevant predictors of the outcome 

from a wide pool of candidate variables. This characteristic is also shared by regularized linear models such as 
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The corresponding confusion matrix is reported in Table 1. The total accuracy is very high: out 

of more than 3.6 million firm-year observations in the testing sample, over 90% are correctly 

classified, that is they are true negatives or true positives. The other two cells contain the 

observations misclassified by the model: false negatives and false positives. The sensitivity of 

the model (the percentage of positives that are correctly predicted) is also high (approximately 

72%).18 In our setting, the cell of main interest is made up of false positives, which account for 

9.5% of observations: they are not SA recipients according to the TAM data but are predicted 

to be so. Actually, the false positives cell is composed of a mix of two components: pure 

prediction error and underreporting, (aid not compliant with SA regulation – in terms of both 

competition and transparency – or foreign subsidies). It is not possible to exactly disentangle 

these two components, but we can safely state that the higher the performance of the ML model 

in terms of sensitivity and accuracy, the lower the share of pure prediction error and, then, the 

higher the probability that a false positive indicates a true underreporting case. 

We now turn to the bagging model. Figure A4 in the Online Appendix reports its top 10 most 

important predictors. The two most important features are NACE sectors and fixed assets 

(lagged), and this is consistent with the tree reported in Figure A3. More generally, out of the 

four variables that appear in the tree, three – with the only exception of operating revenue 

turnover (lagged) – also rank among the top ten predictors of the bagging model. Table 2 reports 

the confusion matrix for the bagging model. This algorithm does even slightly better than the 

classification tree, with an accuracy of over 91% and a sensitivity in identifying true positives 

of more than 81%. Unlike the classification tree, however, it does not produce a visually 

                                                             
LASSO, which similarly prioritize variable selection. The essence of machine learning lies in providing models 

with as many predictors as possible, allowing the algorithm to independently determine which variables are 

significant in a fully data-driven manner. 

 
18 When we train the classification tree model on the original unbalanced training set, the algorithm simply always 

predicts the overrepresented class (SA=0), resulting in predictive performances with a very high overall accuracy 

– equal to the no-information rate in the testing set – but null sensitivity, making it useless for the purpose at hand. 

This occurs because, unlike XGboost, classification trees are ‘weak’ learners. 
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interpretable representation of how the predictions are carried out, offering instead an 

importance ranking of the inputs. The false positives are almost 310,000, corresponding to 8.5% 

of the testing set.  

Next, we turn to the performance of the XGBoost model. The results are provided in Table 3. 

As can be seen, XGBoost is extremely competitive in terms of predictive performance, with 

results comparable in overall accuracy (over 90%) and the highest sensitivity (82.6%) across 

all models. The number of false positives is about 360,000 firm-year observations, 

corresponding to 9.9% of the testing set sample size. To interpret the predictions of the 

XGBoost model, Figure A5 in the Appendix reports the variable importance ranking based on 

the average absolute impact in terms of SHAP values on the model's predictions for the top 10 

features, with the ranking obtained using TreeSHAP, an optimized algorithm that calculates 

SHAP values for tree-based models. Importantly, the overlap across all three models, measured 

by the share of concordant predictions, is extremely high—close to or higher than 90% for all 

pairwise combinations. Therefore, even though we are using completely different models, 

which are not even run on the same training data points, their predictions are reassuringly 

similar. Given such a high degree of overlap, we proceed to combine the predictions of the 

different learners to identify suspect observations. Specifically, we take predictions of all 

learners in the false positives cell, i.e., those observations which, according to the algorithm, 

are state aid recipients in a given year but are not recorded as such in the observed data. We 

consider an observation suspect if it ends up in the false positives cell according to the majority 

(i.e., two out of three) of our ML models. We use this majority rule consistently with the way 

tree-based ensemble algorithms form their final predictions in classification tasks, i.e., by taking 

a majority vote across individual trees. The sample of firm-year instances in this group can then 

be considered as “suspect” cases of interest for policymakers – which we call the “pooled false 

positives.” 
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Lastly, we compare the results from the ML models with those obtained using simpler logit 

models. Table A5, A6, and A7 in the Online Appendix report, respectively, the confusion 

matrices for a standard logit model, a LASSO logit, and a ridge logit, all trained on the 

rebalanced training set. It is worth noting that the size of the testing sample is drastically 

reduced compared to Tables 1-3. The reason is the huge number of missing values in the Orbis 

data, which logit models cannot manage, so the observations with any missing value in any of 

the predictors are simply dropped. The dramatic fall in the number of observations makes the 

performance analysis much less important. In any case, the logit models show an accuracy in-

between the tree and bagging, while the sensitivity is much lower than that achieved by any of 

the ML models.19 We conclude that, in our setting, simpler models like logit is unfit for the 

development of a detection model, because they cannot uncover important nonlinearities and 

interactions among predictors, are unable to handle missing data, and in any case results in 

worse out-of-sample performances, especially regarding the sensitivity in identifying recipient 

firms. 

4.2 Discussion 

Potential concerns. The main output of the ML predictions is a label for suspect observations: 

firms that in 2016 or 2017 did not receive any grant from an EU country according to the TAM 

data but whose observable characteristics were very close to those of SA recipient firms. Using 

our models, we are left with pooled false positives, i.e., those who are predicted as firms 

receiving SA in a given year by at least two ML models, but did not officially receive any grant. 

                                                             
19 In addition to the evidence from the confusion matrix, these are the F1 scores— a metric that combines precision 

and recall to provide a single measure of a model's accuracy, especially useful when dealing with imbalanced 

datasets (cf. Lantz, 2019)—of all six models: 1) Classification tree: 0.011; 2) Bagging: 0.021; 3) XGBoost: 0.012; 

4) Standard logit: 0.007; 5) LASSO logit: 0.018; 6) Ridge logit: 0.016. Therefore, according to this different metric 

and leaving aside that we are comparing models run on very different datasets in terms of sample size, an ML 

model (bagging) still wins the horse race. To further complement this information, here are the Precision metrics 

for the six models: 1) Classification tree: 0.00555; 2) Bagging: 0.00703; 3) XGBoost: 0.00613; 4) Standard logit: 

0.00352; 5) LASSO logit: 0.00818; 6) Ridge logit: 0.00925. We stress, however, that the low precision is merely 

a mechanical artifact of our testing set dataset which includes very few positive instances (0.07%). 
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This way, our approach sheds light on the size of underreporting: taking into account the minor 

component made by prediction error, about 326,000 firm-year observations are suspect, 

corresponding to almost 9% of the sample: the magnitude of hidden aid is very far from 

negligible. One potential criticism is that the models are trained on a definition of SA recipients 

that is based on a too low threshold (500,000 euros). The argument is that hidden subsidies 

should be ranked according to their potential negative impact on competition, and, hence, the 

focus should be on the larger SA that might be more detrimental to competition. Our twofold 

answer is as follows. First, even if we consider potentially “small” irregularities, summing them 

up gives a notable impact: according to a straightforward back-of-the-envelope calculation, if 

we conservatively multiply only half of the suspected share (4.5%) by the number of 

nonfinancial private sector firms (over 23.4 million firms in 2020), then by the median subsidy 

(1 million, Table A4), we arrive at a number that is above 4% of aggregate turnover (24.8 

million in 2020). Second, we are nevertheless sympathetic to the idea of prioritizing further 

policy actions (see below). In this respect, our approach is fully scalable. If the policy issue 

were focused on “large” irregularities only, we would simply redefine the SA dummy 

accordingly.  

One might be worried that our ML models provide a flag solely for observations belonging to 

the testing set (1/3 of the original dataset) of our specific sample of firms and time periods. 

However, that is not the case: after out-of-sample validation, the models are generalizable and 

applicable to new, unseen data of any sample size and from different years, provided they share 

the same structure of our dataset.  

Descriptive analysis. The next step is a descriptive analysis to highlight the main features of 

the pooled false positives, compared to the rest of the sample. Namely, we look at the 

heterogeneity in the share of suspect cases across MSs, industries, and firm size. Figure 1 

reports the residualized shares of pooled false positives (i.e. firms predicted as SA recipients in 



24 
 

a given year by at least two algorithms, yet not officially recorded as such) after controlling for 

the compositional differences due to other conditioning variables.20 Panel A suggests a wide 

variability across countries. In some countries (Cyprus, Lithuania), the incidence of suspect 

recipients is almost twice or even more than the average value, while units from Italy, Malta, 

Spain, and Slovenia show a lower share of pooled false positives. The heterogeneity is even 

larger across sectors (Panel B): on average, firms in the mining and manufacturing sectors are 

much more likely to be predicted as hidden recipients (share of suspect cases about 24%). In 

the case of the energy- and water-related sectors, the incidence is even larger (close to 34%). 

Firm size is also highly correlated to the suspect recipient status: the incidence is 27% for firms 

in the upper total asset quartile, and close to zero for the other ones (Panel C).  

Finally, we study the correlates of the country-specific estimates of hidden recipients (Figure 

2, Panel A) to further validate our estimates. Since suspect cases are firm-year instances 

predicted to have received some undisclosed public support either from a MS or from abroad, 

two reasonable candidate correlates are: (i) the public ownership of firms, under the assumption 

that MSs are likely to be interested in supporting national champions; and (ii) the level of inward 

FDI from outside the EU, based on the idea that countries outside the EU might be interested 

in supporting companies in which they have invested. We proxy public ownership by averaging 

three variables taken from the economy-wide product market regulation database managed by 

the OECD: “Scope of state-owned enterprises”, “Direct control over enterprises”, “Governance 

of state-owned enterprises”.21 These indicators are on a 0-6 scale, with higher values indicating 

a larger role of the state in the economy. Data refer to 2015, the year before our sample period. 

As for FDI, we take the stock of the inward FDI net position relative to non-EU countries 

                                                             
20 Controlling for firm size (total asset quartile dummies) entails losing almost one million observations (out of the 

3.6 million of the testing set) due to missing firm data regarding total assets. Reassuringly, the composition of the 

share of pooled false positives is fairly well balanced across the samples with and without total asset data. 
21 https://www.oecd.org/economy/reform/indicators-of-product-market-regulation/. 

https://www.oecd.org/economy/reform/indicators-of-product-market-regulation/
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(obtained from the Coordinated Direct Investment Survey carried out by the IMF and measured 

in 2015) and computed as a percentage of gross fixed capital formation (sourced from 

UNCTAD).22 To test the correlation between the share of suspect cases vis-à-vis public 

ownership and FDI, we run regressions while also controlling for GDP per capita (with data 

from the IMF). Figure 2, Panels A and B, shows that, consistently with our priors, both 

indicators are positively correlated with the incidence of suspect cases.  

As a further validation step, we next examine whether our country-level results are consistent 

with other measures of the accuracy gap in reporting to the EU. We start with the amount of 

state aid recorded in the TAM database. We assess the quality of these data using their 

conformity with the Benford’s Law, which describes the distribution of first digits in economic 

or accounting data.23 We also look at the total number of infringements of EU competition and 

internal market rules (those nearest to the state aid regulation) over the period 1987-2024 as a 

proxy for the MS level idiosyncratic propensity not to be compliant.24 The results of the 

correlations between these variables and the share of suspect cases are reported in Figure 2, 

Panels C and D. It turns out that in both cases there is a positive correlation, which further 

supports the credibility of our estimates. All in all, we think that these results are reassuring, 

remarkable and far from trivial: our lengthy, complex and data-intensive ML approach results 

in a set of flags that speak to country-level data taken from completely different sources. 

Importantly, however, we recommend caution in interpreting the results of this descriptive 

analysis, which should be considered merely as statistical associations and correlational 

                                                             
22 See https://data.imf.org/?sk=40313609-f037-48c1-84b1-e1f1ce54d6d5 for the inward FDI net position, and 

https://unctadstat.unctad.org/wds/ReportFolders/reportFolders.aspx?sCS_ChosenLang=en for the gross fixed 
capital formation. 
23 The Benford’s law predicts that a given leading digit 𝑑 will occur with probability 𝑝𝑖 = 𝑃𝑟(𝑓𝑖𝑟𝑠𝑡 𝑑𝑖𝑔𝑖𝑡 = 𝑑) =
𝑙𝑜𝑔10(1 + 1 𝑑⁄ ), with 𝑑 = 1, 2, … , 9. Deviations from Benford’s distribution have been widely used to detect 

reporting irregularities in reporting (e.g. Michalski and Stoltz, 2013, for macroeconomic data, Nigrini, 2005, for 

accounting data). In what follows, we operationalize the departure from the law using the statistics 𝜒2 =

𝑛 ∑
(ℎ𝑖−𝑝𝑖)2

𝑝𝑖

9
𝑖=1 , where 𝑛 is the sample size, 𝑝𝑖 and ℎ𝑖 are the expected and observed relative frequencies.  

24 Data are available here. 

https://data.imf.org/?sk=40313609-f037-48c1-84b1-e1f1ce54d6d5
https://unctadstat.unctad.org/wds/ReportFolders/reportFolders.aspx?sCS_ChosenLang=en
https://ec.europa.eu/atwork/applying-eu-law/infringements-proceedings/infringement_decisions/?langCode=EN
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patterns, not as causal effects. While these descriptive patterns may indeed suggest the existence 

of underlying causal relationships, they are subject to potential confounding factors and omitted 

variable bias and thus require further investigation to determine whether these correlations also 

represent causal effects. 

From the ML models to the policy. What can the policy maker do with the suspect labels in 

hand? The straightforward next step might be a further quasi-manual investigation of the 

suspect cases using soft information, other sources, further micro-level analysis of financial 

accounts, on-site inspections, etc. All these initiatives would be very expensive and, hence, 

would require that the size of the hidden recipients should be reduced, even if one were to resort 

to randomly sampling a subset of cases for more in-depth investigations. The ML tools we 

propose can easily do this job by subsampling only the share of pooled false positives with the 

highest predicted probabilities of being positive instances. This way, our approach becomes 

fully scalable according to the desired subsample size. Finally, if transparency is important for 

communication and accountability regarding the implementation of the policy, then additional 

tools from Explainable AI and Interpretable Machine Learning (e.g., Lundberg et al., 2020; 

Molnar et al., 2020), techniques that improve the interpretability of ML models, such as Feature 

Permutation Importance (Altmann et al., 2010) or Grouped Feature Permutation Importance 

(Au et al., 2022; Plagwitz et al., 2022), which provide more insights into the key features 

leading to the predictions of complex models, or methods to recursively eliminate predictors 

and retain only a smaller, more interpretable subset (Gregorutti et al., 2017), could be used. 

5. Conclusions 

The SA regulation is a key component of the EU Internal Market. However, MSs might grant 

selective SA awards that are not compatible with a level playing field and/or fail to report them 

according to transparency rules. Moreover, EU firms might receive grants from foreign 
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governments, further harming the fairness of competition. In this paper, we combine data from 

the TAM database, managed by the Commission, with financial statements data from Orbis, to 

train tree-based learners that accurately predict the recipient status. We find that about 326,000 

firm-year observations (almost 9% of the testing set) are potentially suspect cases, featuring 

firms that are predicted as recipients by the majority of the models but are not reported in TAM.  

Our results show that non-compliance from the MSs and/or subsidies from abroad represent a 

non-negligible phenomenon, but one that is possible to predict with ML detection models. 

Second, descriptive analysis of false positives shows that the pool of suspect recipients 

systematically differs from the rest of the other firms under some key non-random aspects and 

characteristics, such as MS, industry, and firm size. Such differences can shed light on specific 

categories and subgroups for which the phenomenon is particularly relevant, and represent 

useful tools for next ad hoc investigations. Finally, our tool is scalable: if further costly 

investigation is needed, our approach can select a smaller subsample of “highly suspect” cases, 

whose size is more compatible with the costs of in-depth inquiries. Further investigation may 

include ad hoc surveys, on-site inspections, merging of the suspect cases with large M&A deals, 

etc. Among others, our results are relevant to the current debate on the regulation of foreign 

SA. The recent regulatory framework allows the Commission to start a review ex-officio or to 

request a notification for concentrations and public procurement procedures: such unilateral 

actions are more likely to be effective if they supported by machine predictions.  

The most promising possible future development of this study would be disentangling between 

non-compliance of MSs vs. hidden foreign aid, so overcoming the main limitation of this paper. 

This will require data on enterprises that receive subsidies from abroad. Such data can be 

sourced through an ad hoc survey or by using the new information the Commission will collect 

on foreign subsidies through the new rules that came into effect in January 2023.  
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Tables and Figures 

Table 1: Classification tree out-of-sample performance 

 

 

Real status 

SA recipient = 0 SA recipient = 1 Total 

Predicted 

status 

SA recipient = 0 3,297,505 761 3,298,266 

SA recipient = 1 345,595 1928 347,523 

Total 3,643,100 2,689 3,645,789 

 Correctly predicted 90.5% 71.7% 90.5% 

Notes: Output of a classification tree generated on the full combined Orbis-TAM databases. Such dataset was divided into a training set consisting of 2/3 

of the observations and a testing set consisting of the remaining 1/3, using a random split at the firm level. Next, the original unbalanced training set was 

rebalanced using the SMOTE algorithm. The model was trained and tuned (via 10-fold cross-validation) on the artificially rebalanced training set, and its 

predictive performance was evaluated on the original (unbalanced) testing set. The sample consists of total annual aid granted to each recipient firm in the 

years 2016 or 2017. SA recipient is a binary variable taking value 1 if the firm is a SA recipient and 0 otherwise. Predictors include two separate sets of 

firm and GUO level features, both including the quantitative Orbis variables. These Orbis variables are included in two forms: pre-SA averages of the two 

years (𝑡 − 1, 𝑡 − 2) before the SA was received; differences (i.e. deltas) between the pre-SA averages of the two years (𝑡 − 1, 𝑡 − 2) before the SA was 

received - and post-SA averages of the values for the year in which the SA was granted and the year after that (𝑡, 𝑡 + 1). Before the random splitting 

between training and testing sets, the sample was trimmed at the 1st and 99th percentiles to drop outliers in these Orbis predictors. Variables of geographic 

areas and NACE industries aggregated at the Section level are also included. 

 

Table 2: Bagging out-of-sample performance 

 

 

Real status 

SA recipient = 0 SA recipient = 1 Total 

Predicted 

status 

SA recipient = 0 3,333,546 497 3,334,043 

SA recipient = 1 309,554 2192 311,746 

Total 3,643,100 2,689 3,645,789 

 Correctly predicted 91.5% 81.5% 91.5% 

Notes: Output of a bagging model generated on the full combined Orbis-TAM databases. Such dataset was divided into a training set consisting of 2/3 

of the observations and a testing set consisting of the remaining 1/3, using a random split at the firm level. Next, the original unbalanced training set 

was rebalanced using the SMOTE algorithm. The model was trained on the artificially rebalanced training set, and its predicti ve performance was 

evaluated on the original (unbalanced) testing set. The sample consists of total annual aid granted to each recipient firm in the years 2016 or 2017. SA 

recipient is a binary variable taking value 1 if the firm is a SA recipient and 0 otherwise. Predictors include two separate sets of firm and GUO level 

features, both including the quantitative Orbis variables. These Orbis variables are included in two forms: pre-SA averages of the two years (𝑡 − 1, 𝑡 −

2) before the SA was received; differences (i.e. deltas) between the pre-SA averages of the two years (𝑡 − 1, 𝑡 − 2) before the SA was received - and 

post-SA averages of the values for the year in which the SA was granted and the year after that (𝑡, 𝑡 + 1). Before the random splitting between training 

and testing sets, the sample was trimmed at the 1st and 99th percentiles to drop outliers in these Orbis predictors. Variables of geographic areas and 

NACE industries aggregated at the Section level are also included. 
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Table 3: Boosting out-of-sample performance 

 

 

Real status 

SA recipient = 0 SA recipient = 1 Total 

Predicted 

status 

SA recipient = 0 3,282,825 467 3,283,292 

SA recipient = 1 360,275 2,222 362,497 

Total 3,643,100 2,689 3,645,789 

 Correctly predicted 90.1% 82.6% 90.1% 

Notes: Output of an XGBoost model generated on the full combined Orbis-TAM databases. Such dataset was divided into a training set consisting of 

2/3 of the observations and a testing set consisting of the remaining 1/3, using a random split at the firm level. The model was trained on the original 

unbalanced training set, and its predictive performance was evaluated on the original (unbalanced) testing set. The sample consists of total annual aid 

granted to each recipient firm in the years 2016 or 2017. SA recipient is a binary variable taking value 1 if the firm is a SA recipient and 0 otherwise. 

Predictors include two separate sets of firm and GUO level features, both including the quantitative Orbis variables. These Orbis variables are included 

in two forms: pre-SA averages of the two years (𝑡 − 1, 𝑡 − 2) before the SA was received; differences (i.e. deltas) between the pre-SA averages of the 

two years (𝑡 − 1, 𝑡 − 2) before the SA was received - and post-SA averages of the values for the year in which the SA was granted and the year after 

that (𝑡, 𝑡 + 1). Before the random splitting between training and testing sets, the sample was trimmed at the 1 st and 99th percentiles to drop outliers in 

these Orbis predictors. Variables of geographic areas and NACE industries aggregated at the Section level are also included. 
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