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Abstract

While traditional process mining techniques assume that the event data used for analy-
sis are faithful and complete, the field is increasingly recognizing the need of novel
techniques able to accommodate uncertainty on events and the activities they refer to.
The vast majority of approaches proposed so far adopts a probabilistic interpretation
of uncertainty, where every event comes with a probability distribution on the pos-
sible activities. Motivated by scenarios where event data are obtained through event
recognition pipelines starting from raw, unstructured data, in this work we argue

for the first time for a different interpretation of uncertainty, akin to a fuzzy seman-

tics. Under this interpretation, every event comes with an indication of the “intensity”
of execution of each activity. In this novel setting, we study a form of conformance
checking where fuzzy events are verified against declarative temporal rules specified
using linear temporal logic over finite traces (LTLy), the logic underlying the well-known
Declare declarative process specification language. Dealing with fuzzy events requires
to relax the assumption that at each instant only one activity is executed, and in turn
to adopt a fuzzy semantics for the state formulae of the logic. Technically, we tackle
LTL-based conformance checking of fuzzy event logs with a fourfold contribution. First,
we introduce a fuzzy counterpart of LTLtailored to our purpose. Second, we define
conformance checking over fuzzy event logs as a verification problem in this logic.
Third, we provide an efficient implementation based on the PyTorch Python library,
suited to check conformance of multiple fuzzy traces at once. Finally, we show feasibil-
ity and scalability through an extensive experimental evaluation.

Keywords: Conformance checking, Fuzzy event logs, Fuzzy linear temporal logic over
finite traces

Introduction

Process science (vom Brocke et al. 2024) relies on trace data and process mining tech-
niques (van der Aalst 2016) to provide fact-based process analysis tasks instrumental to
continuous improvement. One of the most important tasks in this spectrum is that of
conformance checking (Carmona et al. 2018), aiming at relating the expected behaviour
captured by a reference process model with the observed behaviour on actual process
executions, recorded inside event logs. This is essential to detect deviations, sources of
non-compliance, and new ways to streamline the process.
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Traditional process mining techniques, including those for conformance checking,
make the strong assumption that the event log of interests yield a faithful and complete
representation of the recorded process executions. In particular, it is assumed that every
event contained in the log is crisp, that is, certain in all its features: timestamp and, in
turn, position within the trace it belongs to, the activity it refers to, the data payload it
carries.

This strong assumption has been recently questioned, proposing a new wave of pro-
cess mining techniques able to tackle uncertainty in the log. This is crucial whenever
events are not explicitly recorded, but can be reconstructed from raw, fine-granular data,
such as those logged by sensors. These data have to be processed, correlated, and aggre-
gated, to ultimately infer process-level events at the right level of granularity (van Zelst
et al. 2021).

Virtually all approaches proposed so far to tackle uncertainty at the log level adopt
the principle that “the log is stochastically known” (Gal 2023). This indicates that uncer-
tainty is interpreted in a probabilistic way, requiring to quantify with which likelihood
an uncertain element of the trace can be resolved into a specific value (Pegoraro et al.
2021; Bogdanov et al. 2022; Felli et al. 2022, 2023). Under this interpretation, a confi-
dence value ¢ € [0, 1] attached to an activity label a expresses the confidence that a was
indeed the activity being executed while the event was logged - in turn indicating that
the executed activity was not a with confidence 1 — ¢. This means that when multiple
activities ag, . . ., a, are attached to the same event, their confidence values c, . . ., ¢, sum
up to 1, and the interpretation is that the event actually referred to one and only one of
such candidate activities, with probability given by their confidence values (i.e., the event
referred to a; - and only a; - with probability ¢;).

Dealing with event uncertainty with a probabilistic approach is not always compat-
ible with the setting at hand, in particular depending on the application domain and the
characteristics of the event recognition pipeline. For example, the following key scenar-
ios (which we expand in Motivation section) call for event data where multiple events
may happen together, at different levels of intensity:

+ event data extracted from the automated analysis of videos (Kratsch et al. 2022);

+ event data recording human behaviour rather than work processes (Di Federico and
Burattin 2022);

+ high-level event data obtained from raw sensor measurements (Di Federico and
Burattin 2023), or as the result of aggregation at a coarser level of abstraction (see,
e.g., Gunther and van der Aalst (2007)).

The resulting form of uncertainty does not match the probabilistic interpretation, but
is instead akin to a fuzzy semantics. In a fuzzy log, the value of an activity captures how
much of that activity there is in the event that was logged - and the intensity of one
activity does not necessarily alter the intensity of the others. Consider the example of a
human-cobot production line, where human operators and cobots cooperatively work
on assembling devices. Their behaviour is not explicitly stored inside an information sys-
tem, but recorded in an unstructured way using videos. In a segment, the video may
record a situation where a cobot holds a piece firmly, while a human operator applies
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glue on the piece, also helping the cobot to hold it in place. Through a machine learn-
ing pipeline (cf. Motivation section), we could extract from this segment a fuzzy event
respectively mapping three activities cobot_holds (CH), human_holds (HH), and
human_glues (HG), to confidence values ccy = 0.9, ¢y = 0.2, cye = 0.8.' These values
are not indicating that the three activities are mutually exclusive (as in the probabilistic
interpretation described above), but rather how much, i.e., with which intensity, they are
being executed.

Conformance checking over fuzzy logs containing this type of events call for meas-
uring fo what degree the traces contained in the log match with the reference process
model. In this paper, we tackle for the first time this form of conformance checking of
fuzzy logs, considering the case where the reference process model is declaratively
described as a set of temporal rules. As customary in declarative process mining (Di Cic-
cio and Montali 2022), we assume that each rule is specified as a pattern in the Declare
language (Pesic et al. 2007; Montali et al. 2010) or, more generally, as a formula of lin-
ear temporal logic over finite traces (LTL,) (De Giacomo and Vardi 2013) - which can
express all Declare patterns (De Giacomo et al. 2014).

Specifically, our goal is to provide a foundational and practical framework for conform-
ance checking of fuzzy logs against declarative temporal specifications, tackling three
problems related to specification, conformance checking, and realisation.

As for the specification problem, we define the notion of fuzzy event log, and need a
version of the LTL,logic tailored to the analysis of the fuzzy traces contained therein. On
the one hand, due to (uncertain) true concurrency in the activities associated to events,
we have to drop the assumption of “process traces” (Fionda and Greco 2018a) (typically
adopted in Declare), indicating that at every instant one and only one activity is exe-
cuted. On the other hand, to deal with fuzzy event data, we need to redefine the state
formulae, and in particular the boolean operators, under a fuzzy semantics. We do so
by introducing the FLTL,logic, obtained by selecting and extending an existing temporal
logic with fuzzy boolean operators (Frigeri et al. 2014), now defined over finite traces.

As for the actual conformance checking task, we cast conformance checking over
fuzzy logs as a verification problem in FLTL; In the aforementioned production line
example, we can express in FLTL, that “whenever a piece is glued by the human operator
while the cobot holds it, then a quality check of the piece must later be conducted” — in
formulae: G((CH A HG) — F(QC)), where quality_check (QC) is an additional activ-
ity. When checking conformance, the state formulae in the specification are fuzzy. E.g.,
when CH A HG is evaluated over the event described above, we will obtain a fuzzy truth
value of 0.8. Interestingly, our approach blurs the distinction between two activities that
are executed truly concurrently, for instance by two distinct teams of workers or by the
cobot and the human operator, and two activities that, to some degree, are both in exe-
cuted by the same agent or team, like the activities of holding and gluing by the opera-
tor. For the purpose of conformance checking limited to control flow, this distinction is
inconsequential.

! Often, these values collectively sum up to 1. However, this is not necessarily an indication that they conceptually form
a probability distribution, but is simply resulting from the application of a softmax function in the machine learning
pipeline.
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As for realization, we provide an efficient, working implementation. In our implemen-
tation, fuzzy traces are encoded into tensors, making it possible to employ the PyTorch
Python library to effectively check conformance of multiple fuzzy traces at once. Fea-
sibility and performance are then assessed through an experimental evaluation on
synthetic and real data, which reveals that conformance degrees for complex FLTL; for-
mulae can be computed in the order of seconds for a log with 100K traces, each contain-
ing 3K events.

This article is a revised an extended version of the conference paper in Donadello et al.
(2024). The main differences with the conference version are:

1. a richer version of the FLTL; logic, in which formulae can compare the fuzzy val-
ues of activities and subformulae against each other or against constant values (in
Extending FLTL,with comparison operators section). The logic also includes a larger
set of derived temporal operators (cf. Fuzzy linear temporal logic on finite traces sec-
tion), with proofs of equivalences now included;

2. a substantially more detailed explanation of the computations required by the con-
formance checking task, through the inclusion and discussion of the various algo-
rithms that are implemented (in Implementation section);

3. a refined and more optimized implementation of the conformance checking
approach, to achieve better performances on larger fuzzy logs;

4. a larger experimentation (also of the new features of the logic), on the one hand tai-
lored to test the approach on realistic settings (including Declare models), and on the
other hand aiming at stress-testing it on logs and specifications of a very large size (in
Evaluation section).

The article is structured as follows. In Motivation section, we motivate the importance
of fuzzy event logs in process mining, and the need of process mining techniques tai-
lored to them. In Related work section we discuss relevant related work, part of which
was mentioned in the introduction; in Fuzzy linear temporal logic on finite traces sec-
tion we illustrate the language and semantics of FLTL, and provide some results; in
Conformance checking of fuzzy logs section we cast the conformance checking prob-
lem for fuzzy logs as a model-checking problem of FLTL, formulae; in Extending FLTL,
with comparison operators section we present the extension of the logic that introduces
comparison operators; in Implementation section we detail our implementation of the
verification procedure and representation of fuzzy event logs; in Evaluation section
we present an experimental evaluation. Conclusions and future work are discussed in
Conclusions section.

Motivation

We identify several scenarios where the novel notion of fuzzy log explored here naturally
fits the representation of event data, and/or provides an interesting trade-off between
raw, possibly unstructured but complete event data, and corresponding incomplete,
crisp event data obtained by applying filter and selection criteria. In the former setting,
fuzzy logs capture event data that are out of reach using existing representations, in
turn calling for dedicated process mining techniques. In the latter case, process mining
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techniques operating over fuzzy logs allow analysts to avoid the filtering and selection
step.

Unstructured event data

Process mining is typically applied to structured event data, either explicitly available, or
extracted from structured information systems. As extensively argued in Kratsch et al.
(2022), this leaves out the huge amount of unstructured data available in contemporary
organizations, most prominently videos, recording behaviors exhibited in the physi-
cal world and that do not explicitly leave a digital footprint inside the information sys-
tems of the organization. To mitigate this problem, Kratsch et al. (2022) brings forward
a software infrastructure facilitating the interconnection of process mining tasks with
computer vision techniques. The idea is to extract a stream of events by analyzing a raw
video, and then feed the stream into a consequent process mining task.

Event extraction, in turn, consists of two phases: an event recognition phase, followed
by a filtering phase. In the event recognition phase, the video is analyzed to identify
which activities are executed, and when. Machine (deep) learning pipelines are typically
employed to tackle this challenging problem. The way such techniques recognize events
and activities depends on how they are trained. A common approach, reflected in refer-
ence video datasets for event recognition (Li et al. 2020; Tirupattur et al. 2021), is to split
the video into segments, and identify events in each segment. Specifically, each segment
is annotated by the set of activities (in general, more than one) occurring within the seg-
ment. At event recognition time, these techniques are given video chunks together with
a fixed set of activities, and classify each chunk by indicating, for every activity, the con-
fidence with which that activity has been performed within the chunk. The resulting log
is so that multiple activities are concurrently recorded (Kratsch et al. 2022), each with
its own confidence level, which should however not be interpreted probabilistically, but
more as an indication of the “intensity” with which the activity is present in the event (cf.
the production line example of Introduction section).

This approach to event extraction from videos is conceptually aligned with the notion
of fuzzy event log as defined in this article. However conventional process mining tech-
niques are unable to digest this type of logs. In particular, the epistemic uncertainty of
the traces recognized through these pipelines (Beerepoot et al. 2023) is out of reach with
existing techniques. This is why a second filtering phase is needed, where, for example,
for every chunk only the top-1 activity recognized therein is retained, or only activi-
ties with a confidence level above a given threshold are retained. This may lead to filter
out low-intensity yet relevant behavior, which could explain the low-average recall wit-
nessed experimentally in Kratsch et al. (2022), where several performed activities are not
included in the final event log.

Dealing with human behavior and sensor data
Process mining can be applied not only to work processes enacted within organizations,
but also to human behavior in everyday activities (Di Federico and Burattin 2022). This
poses several challenges regarding collection and representation of event data.

First, the activities are not explicitly logged inside an information system, but are
rather inferred from low-level, noisy and uncertain temporal series tracked by ambient
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sensors (Di Federico and Burattin 2023). These naturally lend themselves to associate
confidence values to measurements - which in turn can be interpreted both probabilisti-
cally or in terms of fuzziness.

Second, as this type of behavior presents repetitive, cyclical patterns (Di Federico and
Burattin 2022), it becomes instrumental to combine and aggregate punctual, low-gran-
ular events into macro-events that summarize the activities conducted within a period
of time. For example, one may log that, in the morning, the human present in the moni-
tored room was mainly seated, did a bit of physical exercise, worked a lot, and partly
walked in the room - all aspects that can be quantified in terms of intensity and, in turn,
as fuzzy logs. More in general, one or more agents may be present in the scene, each
being engaged in possibly different activities at once, and the engagement of an agent
in an activity may have different degrees of “intensity” Through time series analysis, the
intensity within a given time frame may be measured and, like in the case of video-rec-
ognition pipelines, associated to a quantitative, confidence value.

Aggregation and abstraction of standard event logs

Fuzzy logs can be readily obtained also from standard event logs that record, on a case-
by-case basis, crisp, punctual events that characterized the evolution of cases through
the process. Similarly to the setting of human behavior described before, it is in fact
often the case that such events require to be aggregated and abstracted to obtain more
intelligible and interpretable process mining results.

This can be done in at least two distinct ways. A first possibility, akin to the exam-
ple of “morning activities” described for human behavior, consists in defining coarser
time intervals, merging all events happened within the same interval into a single, fuzzy
event recording the intensity of each activity that occurred within the interval, obtained
by looking into frequencies and/or durations, the latter depending on whether both the
start and completion of activity instances are recorded.

A second possibility is to attach statistics to events and behavioral relationships com-
puted over them (such as directly-follow relations), and use those statistics to cluster
and aggregate events. This is, for example, what happens in the widely established, ref-
erence discovery approach of the fuzzy miner (Giinther and van der Aalst 2007). While
in the fuzzy miner abstraction filtering and aggregation are applied within the discov-
ery algorithm, towards improving the readability of the visual result of discovery, in
our approach we can represent the result of abstraction and aggregation as a fuzzy log,
where each event cluster becomes a fuzzy event retaining the “degree of importance” of
every participating event. This information is then employed as a first-class citizen when
dealing with conformance checking, as described in the remainder of the article.

Last but not least, it is worth mentioning that our approach is compatible also with
a crisp, standard event log, which is mapped to a corresponding fuzzy event log where
each original event corresponds to a degenerate fuzzy event assigning 1 to the recorded
activity, and O to all other activities. While this setting does not require conformance
checking techniques tailored to fuzziness, adopting a fuzzy approach to conformance
may still be useful when one is interested in connecting temporal reasoning to machine
learning. In fact, it is a common practice to move from a boolean to a fuzzy (or probabil-
istic) setting in the context of so-called neurosymbolic systems integrating learning and
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reasoning (Serafini et al. 2021; Marra et al. 2024). In this context, the fuzzy counterpart
of LTL introduced here provides a solid basis to obtain neurosymbolic frameworks deal-
ing with time, an open challenge with only a few, preliminary results (Umili et al. 2023).

Related work

Traditional conformance checking approaches do not deal with uncertainty: the refer-
ence process model induces a (typically infinite) set of model traces, each considered as
equally possible, while the observed trace provides a crisp ordering over its constitute
events, each linked in a crisp way to a reference activity. A more recent, ongoing wave of
conformance checking techniques incorporates uncertainty either (i) in the model or (i)
in the log.

Along the first line, stochastic conformance checking techniques have been proposed,
associating probabilities to the model traces, and using such probabilities when checking
conformance of an observed trace (Bergami et al. 2021), or deriving overall metrics on
the conformance of a log as a whole (J. J. Leemans et al. 2021; Polyvyanyy and Kalenkova
2022; Leemans et al. 2022).

Probabilistic conformance checking is tackled also in the declarative spectrum, con-
sidering Declare constraints with attached probability conditions, which are combined
to detect, for an observed trace, whether it conforms and, if so, whether it is a likely or
outlier variant of the process (Alman et al. 2022). While all these works adopt a proba-
bilistic interpretation of uncertainty, to our knowledge (Zhang et al. 2022) is the only
one tackling a form of fuzzy conformance, where fuzziness is attached to the temporal
dimension of a procedural model with explicit flows.

Along the second line, different forms of probabilistic uncertainty have been attached
to event logs (Gal 2023), considering (crisp) Petri net-based procedural process mod-
els, and dealing with uncertainty on the actual timestamp of events and on the referred
activities (Pegoraro et al. 2021; Bogdanov et al. 2022), as well as these forms combined
also with uncertainty on data payloads (Felli et al. 2022, 2023). All these works consider
forms of alignments where every (uncertain) log trace corresponds to multiple possible
certain realizations, and their likelihood of realizations is computed from the confidence
values explicitly attached to its constitutive elements.

Instead, beside the key difference that in our setting we consider declarative temporal
specifications as a reference model, the fact that we work on fuzzy events makes the
notion of realization not applicable. Indeed, in our framework each event refers to all
activities, but for each of them, it does so to some degree. Hence our objective is not to
return a distance value between possible realization of a trace with respect to a reference
model, but rather to assess to what degree the specification is true in the trace. Finally,
we observe that our approach is orthogonal to the one in Umili et al. (2023) that uses
fuzzy automata for conformance checking, and it does not require the expensive con-
struction of an automaton for an LTL, formula.

Fuzzy linear temporal logic on finite traces

In this section we illustrate the FLTL, logic, first introduced in Donadello et al. (2024),
that we use to formalize specifications to be verified against fuzzy logs, thus casting the
conformance checking problem as a verification problem.
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In FLTL, syntax and semantics section we provide the syntax and semantics of the
logic. In Additional temporal operators section we show how, based on the two funda-
mental temporal operators, all the additional operators as in LTL,can be defined in such
a way that the same equivalences known to hold for LTL hold for our logic as well.

FLTL,syntax and semantics
FLTL; is a variant of the known Fuzzy Linear-time Temporal Logic (FLTL) (Lamine
and Kabanza 2000; Frigeri et al. 2014) that is interpreted over finite traces, here called
sequences, and thus can be seen as a fuzzy counterpart of LTL

Given a finite set of propositional symbols P, a FLTL,formula ¢ is written according to
the following grammar:

p:=T|Llpl-plorneoloVvele— ¢|Xe|epUp

where p € P, the symbols T and L are the true and false constants, respectively, and —,
A, V, — are fuzzy connectives for negation, conjunction, disjunction, implication. The
fundamental temporal operators are X (next) and U (until).

The semantics of these formulae is defined over sequences, i.e., non-empty series of
instants in which a real value in the interval [0, 1] is assigned fo each propositional sym-
bol in P, representing their degree of truth at each instant.

Definition 1 A sequence of length n is a vector 2 = (lo,...,A,—1) of functions in
which, for each instant i =0, ..., n—1, the i-th function 4; : P > [0, 1] assigns to each
symbol p € P a real value. For brevity, we denote by A(p, i) the value associated to p at
instant i, namely 4;(p).

For instance, A(a,0) is the value associated to symbol a at instant 0 in the sequence
/, namely at the beginning of the sequence, while A(a, 1) is the value of a in the follow-
ing instant. Crucially, we here consider only non-empty sequences of finite length, and
denote the last instant of a sequence A of length # by last(1) = n—1.

Example 1

Counsider the sequence Jgopor below, where propositions symbols are inspired by the
human-cobot example from Introduction section, namely P is the set {CH, HH, HG, QC}. In
the next section, we define fuzzy log traces and show how to capture them as sequences of
this form (see Example 5). Here, however, there is still no notion of activity label nor log
trace, hence these are ordinary proposition symbols with no specific meaning. .opos is the

sequernce:

({CH+— 0.6,HH > 0.5,HG —~ 0,QC + 0}, {CH+— 1,HH + 0.2,HG — 0.9,QC > 0},
{CH+ 0.9,HH — 0.3,HG > 0.8,QC +— 0}, {CH — 0.9,HH > 0.3,HG — 0.8,Q0C > 0},
{CH+ 0.9,HH — 0.3,HG +— 0,QC > 0.6}, {CH > 0.9,HH > 0.1, HG +— 0,QC > 0.9})

In the first instant i=0, CH has value 0.6, HH has value 0.5, HG has value 0 and QC has
value 0. In the second instant i=1, CH has value 1, HH has value 0.2, HG has value 0.9 and
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QC has value 0, and so on. These values express the degree of truth of the proposition in
each instant. As the length is equal to 6, last (A.pet) = 5.

To define the semantics, as customary for t-norm fuzzy logics, one has to first define
the semantics of connectives, namely conjunction, disjunction, negation and implication,
which are not fixed univocally. For FLTL, we follow the standard Zadeh fuzzy logic (Zadeh
1965) as done in FLTL (Lamine and Kabanza 2000). Specifically, for given «, 8 € [0, 1] we
choose as t-norm (i.e., conjunction) the function min{a, 8}, as t-conorm (i.e., disjunction)
the function max{«, B}, and finally as negation and implication the functions 1—« and
max{l — «, B}, respectively.

Based on this, the evaluation of a FLTLf formula ¢ over a sequence / at instant i > 0,
denoted by v(g, 4, i), is defined below, where p € P and ¢, ¢y are FLTLf formulae:

v(T,2,i) = land v(L,4,i) = 0;
vip, 4, i) = Ap,i);
v(—p, 4,0 = 1 —v(, i),
V(‘Pl A 9021/1’ l) = Wll}’l{ V(‘/’l:)w l) ’ V((/)Zr )h l) };
V(§01 V @2, /17 l) = WZ&LX{ V(‘Pl; )‘! l) ’ V((/)Z’ )», l) };
V(fﬂl — @2, /1’ l) = max{ 1- V(‘ﬂl: /l: l) ’ V((pZ’ /l: l) };
v(Xg, A, i) = v(gp, 4, i+1) if i < last(A), 0 otherwise;
V(g1 U‘er s i) = max{v(gs, 2o i), min{ v(g1, Ayi), V(g1 U‘/’Z: s i+1) 1}
ifi < last(A), v(ga, 4, i) otherwise.

We say that a FLTLfformula ¢ has value k in a sequence A at instanti > Qiffv(g, 4,1) = k.
Similarly, we say that ¢ has value k in 4 iff v(p, 4,0) = k, also written v(¢, 1) = k. Given a
FLTLf formula ¢ and a sequence 4, the main reasoning task we consider is to determine the
value of ¢ in 4, namely v(¢, 4). Finally, we say that two FLTL,formulae ¢1, ¢ are equivalent,
written ¢ = ¢y, if and only if they have the same value in every possible sequence.

Note that, under this semantics, the excluded middle principle does not hold and formu-
lae such as ¢ A —¢ are satisfiable with positive values. However, the usual equivalences from
propositional logic hold: =—¢ = ¢, =(=¢1 V —¢2) = @1 A @2, =(=@1 A —@2) = @1V @2
and finally o1 — @2 = —¢1 V @2

Example 2

Counsidering the sequence Acopor from Example 1, v(CH A HH, Aeopor) = min{0.6,0.5} = 0.5,
which we interpret as the degree to which both CH and HH are true at instant
i =0. Similarly, v(X(HG), Acopor) = 0.9 (i.e., the value of HG at instant 1), and
V(X(=HE), Zeobot» 1) = 0.7 (i.e., the complement of the value of HH at instant 2).

More complex formulae require more involved computations. For example, the value
of the formula ¢ Ugy depends on the degree to which ¢; remains true until ¢, is true at
some instant j > i. If we fix the choice of j, it is computed by taking the minimum between
the value of ¢; at j and (the minimum of) all the values of ¢; up to j—1. The outermost
max operator expresses that we take the best choice of j, namely the one giving the highest
result. This will be the (highest possible) degree of truth of ¢ Ugs.
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Example 3

Considering again Jcopor from Example 1, the value of the formula (HH)U(HG)
is 0.5, which is obtained by choosing j=1. Although v(HG, Acopor, 1) = 0.9, it is
V(HH, Aeopor, 0) = 0.5 to determine the final value in this case. Similarly, if we choose
j=2, although A(HG, Acopor2) = 0.8 we would obtain a lower value of 0.2, because
min{ Z(HH, Aeopot> 0), A(HH, Acopor, 1) } = 0.2. In other words, the formula is best satisfied
when we consider the degree of proposition HG being true at instant 2 rather than in any
other following instant, since up to that point (i.e., in the first instant i = 1) the value of HH
is higher.

We note that our logic collapses to standard LTL; in the special case in which
only crisp values (namely 0 or 1) are present in sequences. We call sequences in
this subclass crisp sequences. We recall that LTL, formulae are interpreted on
finite traces, namely sequences of states of the form t = sg,s1,...,5,—1 where each

P is a set of propositional symbols

s; C< spanclass =' crossLinkCiteEqu' > 2 < [span >
that are true in the i-th state. One writes 7 |= ¢ to denote that the LTL,formula ¢ is sat-
isfied by 7 (De Giacomo and Vardi 2013). Given a crisp sequence /, it is trivial to trans-
form it into a standard LTL, trace, which we denote by trace(/): p € s; ift A(p, i) = 1, for
each i € [0, last(4)]. Further, let us denote by LTL /(¢) the standard LTL, formula equal to

¢ (as these two languages share the same syntax). Then, the following result holds:

Theorem 1

Given a crisp sequence A and a FLTL, formula ¢, then v(p, 1) = 1 iff trace(2) = LTLy(¢)
and v(p, ) = O iff trace(/) = LTLs(p).

The proof is trivial. As in Boolean logic, the standard semantics of Boolean connec-
tives can be given by using complement (for negation), min (for conjunction) and max
(for disjunction), and 1/0 for true/false. For temporal operators, the semantics of each
operator in one logic can be immediately reduced to the other. The analogous result
is already known to hold for FLTL and the variants of fuzzy-time logics introduced in
Frigeri et al. (2014).

The result above is not only important in order to show that our semantics behaves as
expected in the crisp setting, but also that our implementation approach can be readily
employed to evaluate standard LTLfformulae over (crisp) finite traces.

Additional temporal operators

Based on the fundamental temporal operators X and U of FLTL, in this section we show

how we can directly obtain as abbreviations the fuzzy counterpart of all the well known

LTL, temporal operators, namely the unary operators F (eventually), G (always), Xy

(weak next) and the binary operators W (weak until), R (release) and M (strong release).
However, instead of treating these merely as syntactic abbreviations, we first give

below their explicit semantics and then we prove that according to this semantics we
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obtain the same equivalences known to hold in LTL; This shows that in our logic these
fuzzy operators retain the same meaning and mutual relationship as the well known
standard temporal operators in LTL; Moreover, the explicit semantics below is used as
the basis for their implementation, as shown in Implementation section.

We therefore extend the FLTL, syntax with additional temporal operators mentioned
above, and define their evaluation as follows:

vXw, 4, i) = v(p,,i+1) if i < last(2), 1 otherwise;
v(Fo, 2,i) = max{v(p, 4,i), v(Fe, 2,i+1) }ifi < last(1), 0 otherwise;
v(Go, A, Q) = min{v(p, i), v(Ge, /,i+1) } if i < last(1), 1 otherwise;
v(iptWea, 4, 1) = max{ v(pa, 4, i) , min{ v(p1, 4,i), v(p1Wey, 4,i+1) }}
if i < last(2), max{ v(p1, A, i), v(pa, 4, 1) } otherwise.
v(p1R@y, 4, 1) = min{ v(gy, 2, i), max{ v(p1, i), v(e1Res, 4, i+1) }}
ifi < last(A), v(ga, 4, i) otherwise.
V((Pl M‘PZr s i) = min{ V(‘PZ: y i), max{ V(§01: s i, V((ﬂl M§027 . i+1) }}
ifi < last(A), min{ v(e1, 2, i), v(@2, A, i) } otherwise.

According to this semantics, we prove that the following equivalences hold:

Fp = TUgp Gy = =F—¢
Xpp = Xo v =XT P1Weo = ¢p1Ugs v Goy
01Rpy = —=(—p1U—¢y)  ¢1Mgy = = (=1 W—gy)

Proposition 1

Fe = TUq.

Proof

Since v(Fo, 1,i) = max{v(p, 4,0),v(Fo, 1,i+1) } if i < last(1) and O otherwise, we have
v(Fo, A, i) = max{v(p, 2,i),...,v(p, 4, last(1)),0,0, ...} = max{v(p, 1,0),...,v(p, 1, last(1))} .
For the opposite direction, v(TUg, 4,i) = max{v(p, 1,i), min{v(T, 4,i),v(TUg, 4,i+1)} if
i <last(2), 0 otherwise. Therefore v(TUg, A,i) = max{v(p, 4, i), min{1, max{v(ep, 1, i+1),
min{l, max{. .., min{l, max{v(e, 2, last (1)), O} }}}} = max{v(p, A, i), ...,v(p, A, last(1))}]

Proposition 2
Gy = —F—¢.

Proof
v(Go, A, i) = min{v(p, 4,0),v(Ge, 4, i+1)} if i<last(l), 1 otherwise. Therefore
v(Gey, 4,0) = min{v(p, A, i), ...,v(p, 4 last(2)),1,1,...} which is equal to min{v(g, 4,i),
., v(@, A last(L))}. For the opposite direction, v(—F—g, 4,i) =1 — (max{v(—e, 1,1i),
v(F=g, 2, i+1)}) if i <last(L), O otherwise. This is equal to 1 — max{l —v(p,1,i),
oo L—=v(p, 4, last(1)),0,0,...} =1 — max{l —v(p, 4,i),...,1 —v(p, 4, last(1))}. Let j be
the index so that 1 — v(g, ,)) is the maximal value. Since —(—¢@1 V —@y) = @1 A @2 and
== = g, wehavethatl — (1 — v(@, /,))) = v(@, A,j) = min{v(g, 1, 1),...,v(p, A last(7))},
namely the evaluation of Gy.
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Proposition 3
Xwp = Xo v =XT

Proof

vIXp@, 4,0) =v(p, 4 i+ 1) if i<last(A), 1 otherwise. So for i=last(l) we
have v(Xy@,4,i) =1=v(=XT) and v(Xe, i) =0. For i<last(\) we have
vXw, 4, 0) = v(p, AL+ 1) = v(Xe, 4, i) while v(=XT, 4,i) = 0.0

Proposition 4
p1Wes = p1Ugpz v Gy

Proof

The semantics of W and U differ only for i > last(J). Therefore the two expressions for
v(igiWes, 1) and v(p1Ugy, 1) are alternations of min and max operators that differ only
for the innermost element. Namely:

v(p1Wea, 4,0) = max{v(pa, A, i), min{v(p1, A, i), max{v(ga, 4, i+1), min{. . ., max{v(ps, A, last (1)),
v(g1, 4, last(2))}}}}} and

v(p1Ugo, 4, i) = max{v(pa, 4, i), min{v(e1, 4, i), max{v(p, 2, i+1), min{. .., v(p2, 4, last (1)) }}}}.

So for i=last(2), if v(pa,4,i) > v(p1,41i) (case a) then these expres-
sions coincide and we have v(p1Wgs, 4,i) = v(p1Ug@y, 4,i). Otherwise (case b)
v(igiWea, 4,0) = v(gp1, 4, i) = v(Ge1, 4,0).

For instant i=last(A))—1 we have in «case (a) that v(p1Wg,4,i) =
max{v(pa, 4, i), min{v(p1, 2, i), v(p1 Uy, 4, i+1)}} = v(p1Ugo, 4,i). Instead for case (b)
we get v(p1Woy, 4, i) = max{v(p, 2, i), min{v(e1, 4,i), v(Ge1, 4, i+1)}}. So if v(gy, 4,0) is
greater than min{v(p1, 4, i), v(¢1, 4, i+1)}, then again v(p1We,, 2,i) = v(p1Ugs, /, i), oth-
erwise v(p1Wos, 4,1) = min{v(e1, 4,i), v(¢1, 4,i+1)} = v(Ge1, 4,i). We can follow the

same inductive reasoning until i=0. [

The proofs for the equivalences for R (release) and M (strong release) operators are
analogous to that of Proposition 4, recalling that De Morgan’s law holds in this logic.

In the remainder of this section, we provide additional comments and examples to fur-
ther clarify the fuzzy semantics of these additional temporal operators.

We start with F and G. As explicitly shown in the proofs of Propositions 1 and 2, a
formula of the form Fg is evaluated to the highest fuzzy value of ¢ along the sequence,
whereas a formula of the form Gg is evaluated to the lowest value of ¢ along the
sequence.

Example 4

Consider the formula G((CH A HG) — F(QC)) (discussed in Introduction section for the
cobot-human example). The value obtained evaluating this formula on the sequence A opo;
from Example 1 is 0.9. Indeed, v(F(QC), Acopot» i) = 0.9 for each instant i € [0, 6], because
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this is the value of QC at instant 6 and also the highest. At instants i = 0,4, 5, the value
of HG is 0 and thus the antecedent (CH A HG) in ¢ has value 0. Therefore the value of ¢ is
maximal (i.e., 1) at these instants (since 1 — @3 = —@1 V @9). At instantsi = 1,2, 3, the
value of the antecedent (CH A HG) is 0.9, 0.8, 0.8, respectively, so its negation has value at
most 0.2, s0 v(@, Aeopor» 1) = max{0.2,0.9} in these instants. As we are taking the minimum
value along the sequence, v(¢, Acopor) = 0.9.

The operators X,, and W are the fuzzy counterpart of these in LTL,; and represent
a weakening of the next and until. In LTL; the weak next operator does not require the
next instant to exist, and X, ¢ is always true at the last state of a trace. Accordingly, here
v(Xw@, 4, last (X)) = 1 (maximal degree of truth) no matter what the values in 1 are. For
0 <i < last(A),vXye, 2,i) = v(Xe, 4, i).

Regarding the weak until, this operator in LTL; does not require the right-hand
side formula to ever become true, as long as the left-hand side is always true. Here, as
01 Wy = p1Ugy v Gey, we have v(p1Wey, 4, i) = max{v(p1Ugy, 4, 1), v(Ge1, 4, i)}. Intui-
tively, if the degree to which ¢, will eventually be true is lower than the degree of ¢; being
true at each instant along the entire sequence (i.e., its minimum value), then the value of
G is selected instead of that of ¢ Ugs.

Finally, we discuss the R (release) and M (strong release). In standard LTL,a formula
1Ry expresses the requirement that ¢, remains true until and including the instant in
which ¢; becomes true. If ¢ never becomes true, then ¢, must remain true until the end of
the trace. Indeed, it is equivalent to the formulae g3 W (@1 A ¢2) and (p2U (@1 A ¢2)) vV G,
An LTL, formula ¢1Mg; expresses the same requirement, but in addition dictates that the
release condition must happen, namely ¢; must become true, hence it is equivalent to the
formula g U(p1 A @2).

In FLTLf, these operators retain the same intuitive meaning as in LTLf' the value of 91 Rgs
on a given sequence is the highest fuzzy value between the value of Gy, and the value of
@2U(@1 A @3). Similarly, the value of 91 Mg, is the value of goU (g1 A ¢2).

We conclude this section by observing that, as for FLTL, FLTL, is not adequate to rep-
resent the vagueness in the temporal dimension: while Boolean connectives are fuzzy, the
temporal operators retain a crisp semantics. For this reason, we cannot express statements
that capture vagueness in the temporal dimension. In future work, we plan to look at the
application of (a finite-trace version of) more involved logics such as the variants of Fuzzy-
time LTL (Frigeri et al. 2014), to express fuzzy temporal specifications involving operators
such as ‘soon’ and ‘almost always.

Conformance checking of fuzzy logs

We now address the application domain and main reasoning task, namely the conform-
ance checking task for fuzzy event logs of business processes. Specifically, we consider a
form of uncertain logs akin to those known from the literature of conformance checking
with uncertainty (Bogdanov et al. 2022; Felli et al. 2022, 2023).

Importantly, however, rather than interpreting the values associated to activity labels
in the event log as stochastic information, as done in Bogdanov et al. (2022), or as con-
fidence in the correctness of the logged data, as done in Felli et al. (2022), or as implicit
metrics used for clustering and aggregation (Giinther and van der Aalst 2007), we
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assume that these were logged as fuzzy values. In other words, the values associated to
an activity label in each log event expresses to what degree the activity was in execution
when the event was recorded. For the same event in a trace, more than one activity can
have a positive value associated, so that the usual “Declare assumption” (Montali 2010;
Fionda and Greco 2018a) does not hold in this framework.

For simplicity, as our approach and analysis task is not concerned with timestamps
nor case and event IDs, we keep the formalization of fuzzy log traces as lean as possible,
focusing primarily on the activity labels associated to each event and on their fuzzy val-
ues. Of course, richer representations are also possible.

Definition 2 Given a set of activity labels A, a fuzzy log trace is a finite sequence of
events o0 = Eg, Ey, . .. E, where each event E; is a set of couples (g, c) where a € A and
¢ € [0, 1]is a real value associated to a, for i € [1, n].

A fuzzy log is a finite set of fuzzy log traces, of varying length.

Intuitively, a couple (g, ¢) in some event E; encodes the fact that for instant i the activ-
ity a € A was recorded by the logging system with fuzzy value c¢. We do not require that
> (ac)ek; € = Lfor eachi € [1, n], although this is allowed.

It is obvious that we can represent a fuzzy log trace of the form o = Ey,E1,...E,as a
sequence 4 as in the previous section of length n+1:

+ P = A, namely we take activity labels as propositional symbols;
e Aa,i) = cfor each couple (g, c) in event E;, for i € [0, n];
+ AMa, i) = 0for each activity a not appearing in event E;, for i € [0, n};

We denote this by writing 4 = seq (o).

Example 5

Counsider the sequence /. ,po from Example 1. We can immediately see that it corresponds
to the following fuzzy log trace o1, i.e., Aeopor = Seq(o1), in a fuzzy log for the cobot-human
application introduced in Introduction section:

o1 = ({(CH, 0.6), (HH, 0.5)}, {(CH, 1), (HH, 0.2), (HG, 0.9)},
{(CH,0.9), (HH, 0.3), (HG, 0.8)}, {(CH,0.9), (HH, 0.3), (HG, 0.8)},
{(CH,0.9), (HH, 0.3), (QC, 0.6)}, {{(CH,0.9), (HH, 0.1}, {QC,0.9)} )

Unlike in Example 1, we can finally interpret this fuzzy log trace within the running
example as follows (recall that CH, HH, HG and QC are abbreviations for activity labels
cobot_holds, human_holds, human_gluesand quality_check).

In the first event Ey, activity CH has value 0.6, HH has value 0.5, HG has value 0 and
QC has value 0: both the cobot and the human operator are holding the piece (with
different degrees), but neither gluing nor checking is logged. In the second event Ej,
the cobot is clearly holding the piece (maximal value), the human is somewhat hold-
ing the piece while applying glue, and still there is no check performed. The following
events Ey, E3, E4 have similar interpretation. In the last two events Es5 and Eg the activity
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quality_check is associated to high, increasing values, which means that the human
performed this activity to an increasing degree. In these two instants, and especially in
E¢, the human is almost not holding the piece anymore. Note how we have used here
terms such as ‘almost; ‘high; ‘somewhat; which are fuzzy concepts.

The value of the formula discussed in Introduction section, namely
G((CH A HG) — F(QC)), evaluated on the sequence A.yp; = seq(o1), is discussed in
Example 4 and is equal to 0.9. This indicates that the specification is almost completely
true in the fuzzy log trace. As explained also in Example 4, in some instant (correspond-
ing to log events) the conjunction CH A HG has a high value, hence the cobot and the
human are indeed considerably cooperating in holding the work piece, which is a strong
indication that some quality check must be performed. Such a check is performed with
high value at instant 6, as witnessed by the high degree of truth of the eventuality F(QC).
An even higher value for the implication, equal to 1, is in fact obtained at some instants
(when the human is not gluing at all, making the specification trivially true), but the G

operator demands that the minimum value along the sequence is returned.

Definition 3 Given a fuzzy log trace o with activity labels A and a FLTL, formula ¢
with propositional symbols from the same set A, the conformance checking task is to
evaluate ¢ over seq(o ), namely compute v(g, seq(c)).

Differently from other frameworks for conformance checking for business pro-
cesses, rather than considering an explicit process model (given, e.g., as a Petri net),
we are computing to what degree a fuzzy log trace conforms to a declarative pro-
cess specification captured by a FLTL, formula, namely, the degree of truth for that
formula in the log trace. This is in line with the literature in BPM in which declara-
tive reference models are given by resorting to a set of declarative, temporal rules,
specified as patterns in the Declare language (Pesic et al. 2007; Montali et al. 2010)
or, more generally, as formulae in LTL; which can express all Declare patterns (De
Giacomo et al. 2014).

As already pointed out, there is a distinctive trait when adopting Declare in our
setting: the “Declare assumption’, dictating that at every instant, exactly (or at most)
one activity can be executed, does not hold anymore. This is in principle not an issue,
as Declare patterns are well-defined even when multiple activities can be executed in
the same instant (Montali 2010). In fact, the semantics of Declare constraints remains
unaltered. However, what changes is how constraints interact with each other, as
shown in the next example.

Example 6

Consider a  Declare  specification  that includes three constraints ¢ =
chain-response(a, b), 92 = chain-response(a, c), and 3 = neg-chain-response(a, d).
Recall that pattern chain-response(x, y) indicates that whenever x is executed, then y
must be executed in the next instance, and pattern neg-chain-response(x, y) dictates
that whenever x is executed, then the next executed activity cannot be y. In LTL; we thus
get 1 = G(a — Xb), g2 = G(a — Xc), and ¢3 = G(a — —Xd). Under the Declare
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assumption, only traces that do not contain a would be accepted, as ¢1 and ¢, contradict
each other in the presence of a (the first requiring b next, the second requiring c instead,).
Also, g3 would be redundant with ¢, (resp., 2), since requiring a b (resp., c) next auto-
matically excludes the possibility of doing any other activity, including d. Without the
Declare assumption, the specification indicates that whenever a is currently executed, in
the next instant we require the concurrent execution of multiple activities including b and
¢, and excluding d.

Over fuzzy logs, a Declare specification like the one in Example 6 should be inter-
preted under the fuzzy semantics of FLTL, In addition, recall that the Declare assump-
tion can itself be specified in LTL, (Montali 2010): given a set A of activities, it is the

conjunctive formula G(/\ai,a,- —(a; A a;)). Therefore, also in our framework, the

€Aji<j
modeller can decide to add such formula explicitly (also in this case, retaining a fuzzy
interpretation for its semantics).

As customary in declarative conformance checking (Carmona et al. 2018) and moni-
toring (De Giacomo et al. 2022), when assessing conformance with a specification, one
may be interested in obtaining insights on the entire specification, as well as on its con-
stitutive constraints. This can be directly tackled in our approach. In fact, as Declare
specification are conjunctions of constraints, we can obtain a constraint-level feed-
back by computing the fuzzy value of each constraint, and the specification-level one is

directly computed by taking the minimum of those values.

Extending FLTL; with comparison operators
In this section we present a novel extension of the FLTL,logic first introduced in Don-
adello et al. (2024), as formalised in Fuzzy linear temporal logic on finite traces section.
This extended logic allows us to compare the fuzzy value of a formula against the value
of another formula or against a constant. This simple feature allows us to express many
interesting requirements. For example, instead of computing the fuzzy value of a for-
mula such as Gg, for some arbitrary FLTL,formula ¢, we may require that the value of ¢
never drops below a given threshold %, i.e., we write G(¢ > k).
Formally, the new grammar for a formula ¢ in this extended language is as follows:

p:=T|Llpl-plonegloVvele—o|Xe|leUp|leOe|lp Ok

where the last two elements of the grammar are an addition with respect to the syntax in
Fuzzy linear temporal logic on finite traces section: © is a binary comparison operator in
{<,<,>,>,=,#}and k € [0, 1]is a real value.

The semantics of the comparison operators is defined below, where comparisons are
evaluated to a crisp (i.e., boolean) value:

vip Ok i) =1 if v(p, 40 Ok, O0otherwise;
v(pr © @2,4,i) =1 if v(p1, 4,0 O v(gy, A4,i), 0 otherwise.

For example, given a FLTL, formula ¢ and taking © as the operator <, by writing
(¢ < k) we can capture the requirement that the value of ¢ (evaluated at instant 0 on
a sequence A) is smaller than k, i.e., v(¢, 4,0) < k. Similarly, by writing (¢1 < ¢3) we
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specify that the value of a formula ¢; is smaller than the value of another formula ¢y, i.e.

v(e1,4,0) < v(pa, 4,0).
We give some examples of this extended logic, applied to our running example.

Example 7

Counsider a variation of the formula discussed in Introduction section. Instead of verifying
the formula G((CH A HG) — F(QC)) to evaluate the degree to which a quality check is
performed when the cobot holds the piece while the human applies glue, we can now con-
sider a more complex specification in which the quality check is required when the cobot
and the human are respectively holding and gluing the piece with a fuzzy value greater
than a threshold of 0.7 and 0.4, respectively.

¢4 = G(((CH > 0.7) A (HG > 0.4)) — F(QC))

Note that the antecedent of the implication will now be evaluated to a crisp value at each
instant of the sequence, but the value of the whole formula depends on fuzzy values of
the consequent at each instant, and thus it can be a fuzzy value.

Moreover, we may want to check to what degree the value of formula ¢4 eventually
reaches a sufficient value (e.g., greater or equal to 0.8) and remains above this value until
the end of the sequence. This can be expressed by writing:

@5 = F(G(p4 = 0.8))

As a further example, we may check the degree by which (i) the activity of holding
the piece is always primarily executed by the robot along the log trace, namely in each
instant the value of CH is always greater than the value of HH, and (i) the highest degree
by which the chain-response relationship between HH and HG is satisfied is lower than
the minimum degree by which, at any instant, both these two activities are performed at
the same time. Hence we write:

96 = G(CH > HH)
¢7 = F(HH — X(HG)) < G(HH A HG)

When evaluated on the sequence Ay, = seq(o1) shown in Example 4, we obtain
V(@45 Aeobor) = 0.9, V(@5, 2cobor) = 1, V(965 Acobor) = 1and v(¢7, Acopor) = 0.

Interestingly, the chosen semantics implies that the value of certain kinds of for-
mulae will be either 0 or 1, because their evaluation depends on crisp comparisons
between real values. This, however, does not happen in general for boolean combina-
tions (see, e.g., formula ¢4 in the previous example).

Notably, it is possible to adapt this extension to further types of comparisons that
in some application domains are relevant for the conformance checking task at hand.
To this end, one may decide to (i) extend further the syntax by considering additional
comparison operators, or (ii) even alter the semantics of the ones listed above.

As an example of (i), we may want to be able to require that the value of a for-
mula is greater than the value of another formula by at least a given constant, or to
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perform similar basic arithmetic operations on these values. As an example of (ii),
we could define an alternative semantics so that, given a sequence 4, a formula such
as (p1 = @) is evaluated to 1 — |v(¢2, A) — v(¢1, 4)|, so that it has a value of 1 when
both formulae are true to the same degree and decreases down to 0 as the difference
between their values increases.

Thanks to modularity, both the semantics and our implementation routine can be
easily adapted to accommodate such modifications, with very little effort and with no
particular impact on our resulting framework. The only requirement is that the evalu-
ation v of any such operator is computable. For simplicity, however, in this paper we
limit ourselves to the set of comparison operators above.

Implementation
An important contribution of this paper is building on the original implementation
presented in Donadello et al. (2024) to provide an efficient verification checker for
the FLTL, semantics described in Fuzzy linear temporal logic on finite traces section.
On the one hand, we have extended the existing implementation to account for all
the (temporal and comparison) operators in the logic presented in this paper. On the
other hand, the code was in part reworked to obtain even better performance in par-
ticular over large fuzzy logs consisting of up to 10° log traces of 3000 events each (and
formulae with a considerable number of activity labels) — see Evaluation section.

The implementation comprises two main steps. Given a FLTL,formula in plain text,
a fuzzy log encoding a set of fuzzy log traces, and an integer i > 0 (default 0):

« the formula is parsed using Lark (a parsing toolkit for Python that allows to spec-
ify custom grammars) to build its syntactic tree;

« a verification procedure is launched, which computes the value of the formula at
instant i on each fuzzy log trace, as defined in Conformance checking of fuzzy
logs section (see Definition 3). Notably, the values of all traces are computed at

once.

The remainder of this section provides details on such software implementation: in
Encoding of fuzzy logs section we comment how a fuzzy log as above is encoded
in our software, and in Verification procedure section we illustrate the verification
procedure, namely the algorithms that implement the evaluation of FLTL, formulae
according to the semantics of the logic. These algorithms are directly implemented in
Python, although we do not illustrate here the actual implementation.

Encoding of fuzzy logs

In our implementation, all the traces in a fuzzy log are encoded together as a tensor (a

n-dimensional array) in Python, a data structure available in the PyTorch library>
Intuitively, we use a tensor with three dimensions, which we call (fuzzy) log tensor: one

dimension indexes the activity labels, one dimension indexes the ordered events (in cor-

respondence to time instants), and the last dimension indexes the traces of the log. Each

2 https://pytorch.org/
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Events (instants) Log traces

Activities

Fig. 1 A fuzzy log encoded as a tensor where each log trace corresponds to a vertical slice, holding the fuzzy
values for each activity label, for each event

cell contains the fuzzy value for a given activity in an event belonging to a fuzzy log trace
o or the value 0 when a label is not assigned a value.

Figure 1 shows a graphical example of fuzzy log tensor with 4 activity labels (a, b, c and
d), 3 traces with up to 4 events each. In this representation, the sequence corresponding
to each log trace is therefore a vertical slice, holding the fuzzy values for each activity
label, for each event. E.g., activity a is given an increasing value along the left-most trace
in the figure, whereas b constantly has value 0, and so on.

Note that, since log traces normally have varying length, a padding with NaN values is
performed. This is depicted in Fig. 1, where the trace in the middle has length 3 and is
padded in the last position. This padding operation can be done once for all, irrespec-
tive of the formulae that we want to verify. However, since the obtained log tensors can
be of size of several gigabytes (see Evaluation section), before verifying a FLTL, formula,
we remove from the log tensor (by horizontal slicing) all activity labels that are not men-
tioned in the formula, to reduce its size.

Formally, to characterize how tensor logs are built in our implementation start-
ing from a set of fuzzy log traces, in this section we resort to an extended definition of
sequences (Definition 1): at each instant each activity label is assigned either a real value
or the special NaN value. We call these objects tensor sequences, and for simplicity we
denote them with 4.

Given a fuzzy log trace o = Eo, E, . .. E, consisting of n+1 events, the correspond-
ing tensor sequence A of length ¢ > » is thus obtained in a similar fashion as regular

sequences used in the FLTL,semantics, but with the addition of padding instants:

o Ma,i) = cfor each couple (g, c) in E;, fori € [0, n};
+ Aa,i) = 0for each activity label 2 € A not appearing in event E;, for i € [0, n;
o Ma,i) =NaNforeachn <i < £anda € A.

We denote this by writing 4 = seqy (o).
Finally, given a log consisting of fuzzy log traces (o7, ..., o) over a fixed alphabet of
activity labels A and of maximal length ¢, the corresponding tensor log is (41,..., A¢)

where 4; = seq(0j) for j € [1,k].
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In Pytorch, a tensor sequence /. for activity labels A and length ¢ is then directly
encoded using a 2-dimensional tensor of size (|A[,£). The value for an activity label a
at instant i € [0, £] is thus denoted A(a, i), which can be the NaN value. Similarly, a ten-
sor log as above is encoded as a 3-dimensional tensor of size (|A|, ¢, k), so that a tensor
sequence corresponds to a slice of the tensor log, and all tensor sequences are of equal
length.

Given a tensor sequence 4, we could obtain a sequence as in Definition 1 by removing
the padding instants in the trivial manner. However, we cannot evaluate FLTLf formu-
lae on a tensor sequence, because these objects are merely padded representations of
log traces and cannot be used as interpretation structures for the logic (where the pad-
ding has no meaning). Although we could evaluate FLTL, formulae after removing the
padding, one sequence at the time, this however is not the approach followed by our
implementation. Indeed, as our objective is to efficiently evaluate a given formula on the
entire tensor log at once, in the next section we illustrate direct algorithms that can be
executed directly on all tensor sequences in parallel, accounting for the padding that is in
general of varying length for each of them. These algorithms were directly implemented.

Verification procedure

We implemented the verification procedure by using again the PyTorch Python library
for two main reasons: (i) its basic operations are multi-threaded, thus allowing a fast
parallel execution of the code; (ii) PyTorch is a library for implementing Deep Learning
algorithms, therefore, a checker for FLTL, written in PyTorch can be easily integrated in
the loss function of Neural Networks for a Neuro-Symbolic system for, e.g., next event
prediction from videos.

Computing the value of a given FLTL,formula on a fuzzy log (encoded as a tensor log)
can be performed by applying the FLTL, semantics as explained in Fuzzy linear tempo-
ral logic on finite traces section. To this end, in our implementation the syntactic tree
obtained from the parser is visited in a depth-first search fashion to evaluate sub-formu-
lae: the leaves correspond to either constant values or to the evaluation of propositional
symbols (i.e., activity labels), which is performed by slicing the tensor log to retrieve only
the desired values (intuitively, an horizontal slice in Fig. 1). The intermediate nodes cor-
respond instead to the evaluation of either Boolean/comparison operators or temporal
operators, which is implemented by algorithms in PyTorch.

As an intuitive example, Fig. 2 shows the computations involved for evaluating the for-
mula G(—a V Xb), which is equivalent to G(a — Xb). This is an intuitive depiction, as
further details are provided in the remainder of this section. For clarity, we just show a
single tensor sequence 4 as input even though, in the implementation, all sequences are
processed in parallel. First, vector values are computed for a and b, then the values of
the former are complemented (hence obtaining the vector of values of —a). Similarly, the
values of the latter are shifted of one position to the left, hence obtaining the values of
Xb. Here, according to the semantics of the strong next, the last value is set to 0 (indeed,
the way we replace NaN values depends on the temporal operator being evaluated). Next,
an element-wise max gives the vector of values for the disjunction —a Vv Xb. Finally, the
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[min}———v(G(a — Xb), A, 0) = 0.6

vec(—a V Xb, A, 0) =| (0.6,0.8,0.9)

vec(a, A, 0) = (0.4,0.7,0.1) vec(b, A, 0) = (0,0.6,0.8)
Fig. 2 Intuitive computation of v(G(a — Xb), 1) where /. = seq3(a) is the tensor sequence for the log trace
o = ({{{(a,04)},{(a,0.7), (b,0.6)}, {{a,0.1), {b,0.8)}). In this figure we denote by vec(g, 4, i) the array of fuzzy
values obtained by evaluating ¢ on each instant of 4 starting from i

last step implements the semantics of the G operator, returning the minimum value in
the vector.

The FLTL; semantics is defined in Fuzzy linear temporal logic on finite traces section
in a recursive way, therefore ad-hoc efficient algorithms for the evaluation of arbitrary
formulae must be implemented. We resort to dynamic programming algorithms along
the line of Bartocci et al. (2018, Section 3.1) (for Signal Temporal Logics).

In the remainder of this section, we describe the algorithms for the main operators in
the logic, commenting for each on how they can be modified to evaluate the rest of the

operators.

Algorithm 1 The eval evaluation algorithm fory =p € A

Require: 9, A, i, keepdim > keepdim=true if in scope of temporal operators
1: if keepdim then

2 return vec < (A(p,i),..., A(p,last(N))) > a slice for p, starting at i
3: else

4 return \(p, 1)

5. end if

Algorithm 2 The eval evaluation algorithm for y = X¢

Require: 9, A, i, keepdim

1: if keepdim then

2 vec < eval(p, A, i, keepdim)

3: return shift(vec, 0) > left-shift, then replace NaN — 0
4: else

5 return eval(p, \,i+1, keepdim)

6: end if

Algorithm 1 shows the pseudo-code for the evaluation of an atomic formula on each
tensor sequence / in the log (recall that A is the set of activity labels in the log). If the
formula is not in the scope of a temporal operator, it simply returns a single value for
each sequence. Otherwise, it returns the array of all fuzzy values of label p starting from
instant (i.e., event index) i, up to the end of the tensor sequence. By scope of a tem-
poral operator we mean that the formula under evaluation appears as subformula (at
any depth) of a temporal operator other than X and X, (as these do not require entire
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sequences of values, in order to be evaluated). This is the role of the boolean argument
named ‘keepdim’ that is passed to each recursive invocation of eval, initially set to false.

For example, to evaluate a formula of the form Gp from instant i, we need the vector of
all values of p from instant i to instant last (1), as the value of Gp depends on the values
of p along the entire suffix of the tensor sequence. Instead, if the whole (sub-)formula is
propositional then we only need the value of p at instant i (and similarly, to evaluate X¢
or X,,¢ we simply need to evaluate ¢ at instant i+1). All the algorithms illustrated in this
section follow the same intuition.

Algorithm 3 The eval evaluation algorithm for ¢ = Gg

Require: ¢, A, i, keepdim
1: vec < eval(p, A, i, true)
2: if keepdim then

3: for j + len(vec) — 1 downto 1 do > array indices start from 1
4 vec[j] + fmin(vec[j], vec[j + 1]) > element-wise minimum on tensors
5: end for

6: return vec

7. else

8: return min_value(vec) > the minimum non-NaN value in vec
9: end if

Algorithm 4 The eval evaluation algorithm for ¢ = ¢,Ug,

Require: 9, A, i, keepdim
: vecy, < eval(p1, A, i, true)
VeCy, < eval(pa, A, i, true)
vec «+ (0,...,0) > vec has the same length of vec,, and vec,,
vecllen(vec)] + vecy, [len(vec)]
for j + len(vec) — 1 downto 1 do
veclj] « fmaz(vecy,[j], min(vecy, [j], vec[j + 1))
end for
if keepdim return vec else return vec|l]

e A

Algorithm 2 shows the pseudo-code for evaluation of the next operator. If an array of
values must be returned, then the eval algorithm for the subformula is first executed,
then a shift is used (taking care of replacing NaN values with 0). Otherwise, ¢ is evalu-
ated starting at the next instant. The variant of this algorithm for the X,, (weak-next)
operator, NaN values are replaced with 1.

Algorithm 3 shows the pseudo-code of the implementation of the G (always) opera-
tor, namely the evaluation of a formula of the form Gg. As it can be seen from the
semantics in Fuzzy linear temporal logic on finite traces section, and as shown explic-
itly in the proof of Proposition 2, a formula of this form is evaluated to the minimum
fuzzy value of ¢ along the sequence 4 (starting from the instant 7). Therefore, we first
compute all the values of ¢ from i to the end of the tensor sequence. Then, if all we
need to return is a single value, then this is simply the minimum non-NaN value in
the vector (see line 8). If instead we need to return a vector of values, namely one
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value for each instant, we then process the values of ¢ for each event from the end
of the tensor sequence down to instant i (corresponding to array index 1), updating
each position j with the minimum value found in the suffix starting at j. This is done
by using the function fmin, which computes the element-wise minimum. Note that
potential NaN values that are present due to padding are handled appropriately: func-
tions fmin and fimax return the non-NaN value if a non-NaN value and a NaN value are
compared. Instead, the functions min and max return NaN if at least one of the values
is NaN. Also, this approach requires iterating on the tensor sequence only once. The
procedure for evaluating a formula of the form Fg (eventually) is analogous, obtained
by replacing fmin with fmax in line 4 and max_value(vec) in line 8.

Algorithm 4 shows the pseudo-code of the implementation of the U (until) operator.
For ¢1Ugy, first the two sub-formulae are evaluated independently, then the obtained
arrays of values are combined at line 5 from the end down to instant i (corresponding
to array index 1), computing for each instant the final value of the entire formula by
applying the semantics of U given in Fuzzy linear temporal logic on finite traces sec-
tion. See lines 5-6.

The algorithm for operators W (weak until), R (release) and M (strong release) fol-
low the same structure, and they differentiate from Algorithm 4 in how the base case
is treated (namely the computation of the values for the last instant in the tensor
sequence for which non-NaN values are present). Following the semantics presented
in Fuzzy linear temporal logic on finite traces section:

« for 1 W, we replace:

— line 4 with vec[len(vec)] <— max(vecy, [len(vec)], vecy, [len(vec)]));
— line 6 with vec[j] < finax(vecy, [j], fimin(vecy, [j1, vec[j + 11));

+ for ¢1Rey we replace line 6 with vec[i] < fimin(vecy, [i], max(vecy, [i], vecli + 1]));
« for 1My, we replace:

— line 4 with vec[len(vec)] <— min(vecy, [len(vec)], vecy, [len(vec)]));
— line 6 with vec[i] < fimin(vecy,[i], fmax(vecy, [i], vec[i + 1])).

Finally, (element-wise) comparisons appearing in a formula are directly computed on
these arrays, and similarly boolean operators are handled in the obvious manner as
specified by the semantics, by performing standard min/max comparisons on tensors
(and complement for negation).

The implementation of these algorithms allows a fast verification of FLTL, formu-
lae over fuzzy logs, as evidenced by the next section. However, as a byproduct (see
Theorem 1), we obtained also a checker for standard LTL; specifications over crisp
logs that, importantly, is capable of processing a large number of log traces in parallel.
The source code is available online at https://github.com/ivanDonadello/Fuzzy-LTLf-

Conformance-Checking.
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Evaluation

We assess the time performance of the implemented conformance checker by sampling
the checking times of randomly synthetic fuzzy logs for sets of FLTL, formulae. Syn-
thetic logs are generated directly in tensorial format by constructing a tensor filled with
random fuzzy values, with varying numbers of traces and events per trace. These dimen-
sions are adjusted to evaluate the efficiency of the checker on large-scale event logs,
where the log size is defined as the total number of events it contains. This definition
arises because a conformance checker must examine every event across all traces within
a log. For the tests, the number of traces is increased from 100 to 10°, while the length
of each trace varies from 500 to 3000 events, incremented by 500 events at each step. As
a result, the largest log size generated contains 3000 - 10° = 3 - 108 total events. This is a
huge number of events that can hardly be found in real logs. Indeed, the standard bench-
mark logs used in Process Science tasks typically contain at most ~ 10° total events, as
reported in Teinemaa et al. (2019, Table 6). The aim of evaluating the time performance
of the conformance checking on such a big event log is for providing a stress test of the
checker. We performed two set of stress tests on the same synthetic logs by varying the

complexity of the FLTL,formulae:

1. The first test evaluates the performance of the implementation with single FLTL,
operators and a more complex (but still simple) FLTL, formula.

2. The second test evaluates the performance with more complex FLTL, formulae in
the form of Declare models (Pesic et al. 2007). The aim of this second test is to assess
the performance of the proposed conformance checker within a realistic scenario for

Process Science.

We repeated both tests 20 times and computed the average and the standard deviation
of the computational times to have robust results. The experiments were conducted on
an AMD EPYC 7272 12-Core Processor, 250GB of RAM and the relative source code
can be found in the online repository.

Evaluation on simple LTL,formulae
The first stress test has the same goal of the evaluation in Donadello et al. (2024): test-
ing the performance on a set of simple LTL, formulae involving a single temporal and
comparison operators. These basic formulas are Xpg > 0.5, X,pg > 0.5, Gpg > 0.5,
Fpo > 0.5, (poUp1) > 0.5, (poWp1) > 0.5, (poRp1) > 0.5, (poMp1) > 0.5. A more com-
plex formula has also been included: ((poUp1) A G(po — Xp1) A G(p1 — Xp2)) > 0.5.
In this setting, only one single comparison operator (>) is used to compare a single for-
mula with a single numeric value, that is, 0.5. The choice of a specific comparison opera-
tor and of a numeric value does not affect the performance. Experiments in the next
section will use different comparison operators and numeric values. The set P of propo-
sitional symbols used in this case corresponds to the symbols present in the FLTL, for-
mulae, specifically P = {po, p1, p2}. Figure 3 plots the execution times in seconds.

We can observe a linear increasing trend of the computational times when the num-
ber of events in each trace increases. Another linear trend can also be observed by
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Fig. 3 Average of the computational times (in seconds) of the conformance checking on simple formulae
and a more complex one. The vertical bars (when visible) represent the standard deviation

Table 1 Average of the computational times (in seconds) when the number of events is fixed to
3000 and the LTL,formulae are simple

#Traces  Xp, Xypo  Gpg Fp, poUpi  PoWp:  pPoRp; poMp;  Complex
formula
100 0001 0,001 0057 0057  0.099 0.100 0.100 0.100 0.213
1000 0012 0009 0085 0087  0.165 0.167 0.165 0.167 0325
10000 0093 0088 0501 0505  0.786 0.750 0.786 0.749 1653
100000 1106 1140 1937 1929 2783 2.801 2796 2815 6.063

Very large logs with around 1 0% events are processed in few seconds

considering the number of traces in each log. Table 1) reports the execution times for
each event log by fixing the number of events to the maximum value of 3000 for each
FLTL,formula.

A linear relationship in execution times is evident across logs of varying sizes. Each log
grows by a factor of 10, and computational times correspondingly increase by factors rang-
ing between approximately 1.5 and 6 for most operators and the complex formula. Nota-
bly, the X and X,, operators show larger increases, with factors ranging from about 7 to 14.

By analyzing the single numeric values, the conformance checker shows highly effi-
cient performance. The modal operators X, X,,, F, and G are processed quickly due to
their computational simplicity. Specifically, X and X, only require inspecting the activi-
ties in the next event, while F and G involve a set of maximum or minimum PyTorch
operations across the rows of a slice (a trace) that contains the fuzzy values of a given
activity, processed separately for each trace in the log. The most computationally inten-
sive modal operators are the binary ones U, W, R, M, which necessitate more PyTorch
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operations (maximum or minimum) on an array, as detailed in Algorithm 4 for the U
operator. Despite the higher computational intensity of the binary operators, their per-
formance are good as normal-size logs with 10> and 10° events are processed in less than
0.2 seconds, see the first two lines of Table 1. Large logs (with around 107 events) are
processed in less than a second (third row) and very large logs (with around 10® events)
are processed in less than 3 seconds (last row). As expected, the binary operators also
affect the performance of more complex formulas (last column of Table 1). However,
when combining formulas like G(a — Xb) A G(b — Xc) with aUb, the execution time
increases by a factor of around 2 for each log. Regarding this more complex formula, a
normal-size log is process in less than 0.4 seconds (first two rows), a large log (third row)
takes around 1.65 seconds, while a very large log (fourth row) events requires approxi-
mately 6 seconds. This promising results on a more complex formula are a good basis for
a more in depth test presented in the next section where the formulas are a conjunctions
of many Declare constraints.

Evaluation on declare models

This new stress test (with respect to Donadello et al. (2024)) has the aim of assessing the
performance with the temporal specifications are Declare models of increasing complex-
ity that are extended with comparison operators according to the semantics in Extend-
ing FLTL,with comparison operators section.

A Declare model M = {¢1, ¢, ...} is a set of Declare constraints where a single con-
straint is a specific LTL; template with placeholders for atomic propositions. Declare
constraints are fundamental in Process Science as they provide a declarative formalism
for process models. Such formalism is expressed with temporal specification that hold in
an event log. More details about the Declare templates can be found in the relative semi-
nal work (Pesic et al. 2007). Given two Declare constraints ¢, ¥ and a value v € [0, 1], we
define an extended Declare constraint as a comparison between ¢ and { or a comparison
between ¢ and v, such that, ¢ © ¥, or ¢ © v, respectively.

In this stress test, four models M1, My, M3, My, of extended and normal Declare con-
straints of increasing complexity are built starting from a set C of 100 (extended) Declare
constraints. Such a set is obtained with the following procedure: from the set of avail-
able Declare templates (see Pesic et al. (2007)) a template ¢ is randomly chosen. Then a
comparison operator © € {<, <,>,>,=, #, €} is randomly chosen where € indicates the
null comparison. If ©® # ¢, a value in v € [0, 1] (with step size of 0.01) or another Declare
template ¥ is chosen. If v is chosen, the new constraint will be ¢ © v, otherwise the new
constraint will be ¢ ® ¥. If © = ¢, a simple Declare constraint ¢ is obtained. Then the
placeholders in ¢ or in i are randomly replaced with an atomic proposition from P. For
this test, |P| = 50. The atomic propositions from P are sampled with replacement, thus
allowing the possibility of intertwined constraints.

The set C is available online in the linked repository. The four models are derived from
C in this way:

« the first model M contains the first 25 constraints in C;
« the second model M contains M and the next 25 constraints;
« the third model M3 contains M3 and the next 25 constraints;
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« the fourth model My is equal to C.

To better stress the conformance checker, each model is transformed in an equivalent
LTL, formula by conjoining the single Declare constraints, that is, M; = /\(/Je M, ¢- The
obtained formula for M) contains 35 atomic propositions, the formula for Mj con-
tains 46 atomic propositions, the formulas for both M3 and M, contain 50 atomic
propositions.

The number of atomic propositions significantly influences the size of the fuzzy event
log, as each event must be associated with a fuzzy value corresponding to every atomic
proposition, as shown in Fig. 1. Consequently, this stress test evaluates the checker’s per-
formance when handling logs containing a substantial number of atomic propositions.

Figure 4 shows the results of the evaluation.

It is worth noting a linearity between the number of constraints in a model and the
relative computational times. Such linearity holds even when the computational times
are compared with the number of traces in a log, see Table 2.

As for simple formulas, the event logs increase with a factor of 10 whereas the com-
putational time for each model increases of a factor between around 1.3 and around 1.8,
see the columns in Table 2.

Even for this stress test, the conformance checker shows highly efficient performance.
By analyzing the individual numeric values, normal-size logs (the first two rows) are pro-
cessed in a time ranging from around 3 minutes to 5 minutes and an half in presence of
quite big models with 100 (extended) Declare constraints. With lower-cardinality mod-
els, the computational times are lower than 80 seconds. Big and very big logs (the last
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Fig. 4 Average of the computational times (in seconds) of the conformance checker when the number of
events is fixed to 3000 on extended Declare models. Vertical bars of the standard deviation are covered by
the markers
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Table 2 Average of the computational times (in secs) of when the number of events is fixed to 3000
on extended Declare models

# Traces |M4] =25 |M;| =50 |M3| =75 | My = 100
100 5.12 7.82 4375 189.29
1000 9.15 14.02 78.01 34091
10000 13.38 20.19 114.69 490.95
100000 16.88 25.59 145.74 635.17

two rows) are analyzed in less than 11 minutes against Mgy, whereas, for models with 75
constraints or less, the computational times are less than two minutes and an half. This
results are good with respect to the offline nature of the conformance checking task.
Moreover, for normal-size logs and big/medium-size models (that is, with 75 or less
constraints) the very good performance enable the possibility of a fast online conform-
ance checking, that is, the monitoring of the process.

In these experiments, the complexity of a Declare model is assessed by considering the
number of constraints as a primary measure. Specifically, an increase in model cardi-
nality correlates with heightened complexity. Additionally, another dimension of model
complexity is the degree of interdependency among the constraints, which is quanti-
fied by the number of atomic propositions shared among them. This aspect is partially
addressed by the methodology employed during dataset construction, where atomic
propositions (sampled with replacement) are randomly replaced in the placeholders of
the constraints in C (with |C| = 100). Consequently, some atomic propositions are shared
between Declare constraints, resulting in intertwined dependencies.

Conclusions
We have developed a foundational framework for temporal conformance checking
of fuzzy event logs, and provided an efficient implementation that we have evaluated
experimentally. Differently from the standard setting, events in fuzzy event logs refer
in principle to all the possible activities, indicating for each the intensity of their execu-
tion, that is, measuring how much the agents participating to the process engage in their
execution. This interpretation is compatible with the relevant setting in which event
logs are not explicitly stored inside an information system, but are instead inferred from
event extraction and recognition (typically, machine learning-based) pipelines applied to
raw multimedia data (such as video). Our approach substantiates conformance check-
ing in this setting by pairing standard LTL, with fuzzy boolean operators, capturing the
conformance checking task as a verification task in the resulting logic called FLTL; The
core of FLTL,corresponds to FLTL (Frigeri et al. 2014) but defined over finite traces, and
lends itself to an efficient, parallel implementation based on PyTorch, to simultaneously
check fuzzy conformance of all the traces in the log at once. Also, when interpreted on
crisp logs the logic behaves as standard LTL; so as a by-product we obtain an implemen-
tation for checking conformance against standard LTL,declarative specifications as well.
There are various research directions that can be explored in future work. First, a
natural but particularly interesting extension is to consider temporal operators that are
fuzzy, thus supporting fuzziness not only at the event level, but also across time, hence
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obtaining a framework that provides the full spectrum of fuzziness in conformance
checking. To this end, we plan to explore fuzzy-time linear extensions of FLTL; using
(Frigeri et al. 2014) as a basis (once suitably re-defined over finite traces), as it includes
temporal operators such as almost always, soon, etc.

Second, the fuzzy value that is obtained as the result of our conformance checking task
can in principle be used in the loss function of a neural network for activity recognition,
along the lines of Innes and Ramamoorthy (2020); Serafini et al. (2021). This would yield
a neuro-symbolic system that, during training, takes into account the training data as
well as background temporal knowledge on the process. This types of systems have been
proved to overcome purely data-driven approaches in many scenarios (Serafini et al.
2021).

Third, we envision the possibility of combining different forms of uncertainty (such as
fuzziness and probabilities) to develop more general “uncertainty-aware” conformance
checking techniques that can be interconnected with machine learning event recogni-
tion pipelines, under different assumptions on how events are extracted. Lastly, we aim
to integrate the checker in the well-known Declare4Py (Donadello et al. 2022) Python
library for process mining.
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