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Estimating poverty transitions from repeated

cross-sections: A statistical perspective

Abstract

Studying poverty transitions is challenging due to the limited availability of
longitudinal data, leading to a growing interest in methods that estimate transi-
tion probabilities via cross-sectional data. These approaches can be grouped into
two main strands: a parametric approach, which assumes a distributional model
for income and leverages econometric techniques on pseudo-panels, and a semi-
parametric approach, which employs matching procedures to construct synthetic
panels. A critical step in both methodologies is estimating income correlation
across time that is not directly available from cross-sectional data. Although these
methods are popular in the economics literature, to the best of our knowledge,
they have not been systematically reviewed or assessed from a statistical per-
spective. In this paper, we examine these methods and their limitations before
proposing a novel scenario-based framework with two alternative approaches,
each aligned with a distinct strand of literature. Specifically, the parametric
proposal incorporates Bayesian models that use scenarios as prior information
for income autocorrelation, while the semi-parametric approach is based on a
matching-based procedure. The latter includes a tuning parameter that adjusts
the number of neighbors to regulate autocorrelation. Finally, we evaluate and
compare the discussed methods, including our newly proposed ones, through a
Monte Carlo simulation study based on Italian EU-SILC data.

Keywords: Bayesian Inference, Matching, Pseudo-panel, Synthetic Panels

1 Introduction

Poverty persistence is one of the key aspects of poverty measurement, as it highlights
its chronic nature. Its measurement seeks to differentiate between individuals or house-
holds experiencing long-term and ongoing poverty, referred to as chronic poverty, and
those temporarily experiencing poverty due to income fluctuations over time, referred
to as transient poverty (Hulme & Shepherd, 2003). This has significant relevance from
a policy perspective, as individuals trapped in long-term poverty are a critical focus
for intervention.

Measures of persistence typically utilize data gathered over multiple time peri-
ods. These methods classify a household as chronically poor based on the duration it
remains in poverty or by estimating a permanent income component after accounting
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for short-term fluctuations (Yaqub, 2000). Both methods require panel data to moni-
tor households’ income dynamics over time. However, such data is either unavailable
in most countries or of questionable quality (Colgan, 2023), e.g. compromised by non-
random attrition (Cappellari & Jenkins, 2004), highlighting the need for alternative
approaches.

Over the past decade, innovative methods have emerged to tackle these challenges
by constructing synthetic panels from repeated cross-sectional data to generate esti-
mates of poverty transitions and economic mobility. Such methods have gathered much
attention and their use has grown rapidly. The seminal works by Dang, Lanjouw,
Luoto, and McKenzie (2014), providing bounds for transition probabilities, and Dang
and Lanjouw (2023), focusing on point estimates, have been referenced 266 and 162
times on Google Scholar1, respectively.

Concerning methods that provides point estimates of probabilities, the literature
can be categorized into two main approaches: the first employs a fully parametric
framework (Dang & Lanjouw, 2023; Moreno, Bourguignon, & Dang, 2021; Sadeq &
Lubrano, 2018), drawing inspiration from the pseudo-panel literature, while the second
utilizes semi-parametric methods (Fernandez, Olivieri, & Sanchez, 2023; Fernandez,
Olivieri, & Wambile, 2024; Lucchetti, Corral, Ham, & Garriga, 2024), in some cases
incorporating techniques from multiple imputation and statistical matching. Numer-
ous validation studies evaluate these methods using various panel data sets (Colgan,
2023; Cruces et al., 2015; Garcés-Urzainqui, Lanjouw, & Rongen, 2021; Hérault &
Jenkins, 2019), along with many applications in developing countries.

However, these works have mostly been confined to an economics context, without
encountering formalization or evaluation of the problem from a strictly statistical per-
spective. Furthermore, although the resulting estimators have been extensively tested
in application-specific validation studies, they lack an evaluation of their frequentist
properties. In this paper, we aim to address this gap by offering a statistical for-
malization of the problem and reviewing existing methods, emphasizing their explicit
or implicit assumptions. We further evaluate the bias and error of target estimators
through a Monte Carlo simulation study. To this aim, a synthetic population is con-
structed using Italian EU-SILC data, and samples with different sampling rates are
repeatedly drawn from it, retrieving the estimators’ sampling distributions. This is
the first contribution of our work.

The estimation of income correlation over time, which cannot be directly derived
from cross-sectional data, is regarded as a crucial step for all the approaches. From a
statistical perspective, this can be considered a problem of non-identifiability, as such
correlation acts as a parameter for which the data provides insufficient information
to yield a consistent or accurate estimate. We found that the parametric approach
of Dang and Lanjouw (2023) relies on an estimator of the income correlation over
time that may be inconsistent. We derive its analytical bias, highlighting the presence
of non-negligible terms, even as sample size tends to infinity. Furthermore, in our
simulation study based on a synthetic population, the estimator empirically converges
to 1 as the sample size increases. Conversely the approach of Lucchetti et al. (2024)
imposes implicit and overly restrictive assumptions to avoid the estimation of the

1Updated to January 2025.
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income correlation. This has inevitable consequences on the reliability of the poverty
transition estimates.

In light of this, we believe that the identifiability issue warrants greater cau-
tion and more careful consideration. As previously mentioned, we are dealing with
a non-identifiability problem, in which the available data do not allow for a reliable
estimation of key quantities, such as income autocorrelation. Therefore, we aim to
prompt a shift in perspective. Rather than centering the focus on developing solu-
tions to extract information on autocorrelation from cross-sectional data alone, a more
rigorous approach could involve: (a) integrating supplementary information from alter-
native data sources, and (b) formulating alternative scenarios and conducting multiple
estimations accordingly. Moreover, the uncertainty associated with both approaches
should be explicitly taken into account.

In this spirit, we embrace a scenario-based perspective and propose an estimation
approach that considers different scenarios with varying degrees of income autocorre-
lation, allowing the uncertainty associated with these assumptions to be incorporated
into the estimation process. We present two alternative methodological approaches,
each corresponding to a distinct strand of literature. Specifically, the parametric
approach integrates Bayesian models that consider scenarios as prior information for
income autocorrelation, while the semi-parametric method introduces a matching-
based procedure, which includes a tuning parameter to adjust the number of neighbors
and regulate autocorrelation. Such proposals represent the second contribution of this
paper.

The paper is organized as follows: Section 2 presents the problem and illustrates
the notation, while Section 3 provides a formalization of the key existing methods.
Our methodological proposals are detailed in Section 4, followed by the simulation
study in Section 5. Finally, Section 6 offers some concluding remarks.

2 Formalization of the problem: notation

Let us consider a finite population U consisting of N units (e.g., households) observed
for simplicity at two time points, t = 1, 2 and partitioned intoG groups, each of sizeNg.
Specifically, we define U = {(i, g) : i ∈ {1, . . . , Ng}, g = {1, . . . , G}}. The quantity we
target is the equivalized disposable income at time t, denoted as Yt, and the notation
Yigt indicates its value for household i, belonging to group g at time t.

At each time point t, a random sample of size nt is randomly drawn, obtaining an
overall sample of size n = n1 + n2 and with group-specific size ngt. The observations
included in the sample are denoted as yigt for household i belonging to group g at
time t. The full sample is made of two cross-section samples observed at two different
time periods. Hence, we only observe yig1 for i ∈ Sg1 = {1, . . . , ng1} and yig2 for
i ∈ Sg2 = {ng1 + 1, . . . , ng1 + ng2}, ∀g. We also define the set of bivariate indices
St = {(i, g) : i ∈ Sgt, g ∈ {1, . . . , G}} containing all the indices of units sampled at
time t and having size |St| = nt.

The grouping structure within the population is based on household characteris-
tics assumed to be time-invariant, with the resulting groups commonly referred to as
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cohorts in the pseudo-panel literature (Verbeek, 2008). Additionally, other approx-
imately time-invariant household attributes can be observed, forming a set of P
covariates that can be exploited in specifying regression models.

Defining with PLt the poverty line at time t, a generic household is considered
to be poor if its equivalized disposable income is below the line. Instead, we define
an household as chronically poor if its poverty status is experienced at both time
points, indicating poverty persistence. In this context, the quantities of interest are the
transition probabilities at the population level, represented in a typical 2×2 transition
matrix:

Π =

[
πpp πpp̄

πp̄p πp̄p̄

]
, (1)

where π•• = P[Y1 ≶ PL1, Y2 ≶ PL2]. In this notation, the presence of p (poor) in the
superscript of π indicates that the corresponding condition involves the less than sign
(<) in the probability expression, while p̄ (not poor) indicates the greater or equal than
sign (≥). Among others, πpp represents the probability of remaining in poverty, while
πpp̄ denotes the probability of transitioning from poor to non-poor status. Similarly,
a corresponding definition can be established for household i within group g:

Πig =

[
πpp
ig πpp̄

ig

πp̄p
ig πp̄p̄

ig

]
, (i, g) ∈ U . (2)

3 The state of the art

This section reviews and discusses the two main literature strands for the point
estimate of poverty transition probabilities from repeated cross-sectional data. In par-
ticular, Section 3.1 discusses the parametric approach of Dang and Lanjouw (2023),
while Section 3.2 deals with the semi-parametric approach by Lucchetti et al. (2024).

3.1 Parametric methods

Dang and Lanjouw (2023) propose a multi-step procedure aimed at obtaining a point
estimate of the transition matrix (1). At each time point t, they specify a linear model
on a transformation f(·) of the equivalized disposable income, conditionally on a set of
P observed time-invariant covariates. By including the covariates and a constant term
(to account for the intercept of the model) into the vector xig, the authors ultimately
specify the following model in population:

f (Yig1) = Zig1 = x⊤
igβ1 + εig1, (i, g) ∈ U ; (3)

f (Yig2) = Zig2 = x⊤
igβ2 + εig2, (i, g) ∈ U ; (4)

To link observations at time t = 1 and those at time t = 2, they assume a bivariate
Gaussian distribution for the error terms:[

εig1
εig2

]
∼ N2

([
0
0

]
,

[
σ2
1 ρεσ1σ2

ρεσ1σ2 σ2
2

])
, (i, g) ∈ U . (5)
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In practice, we dispose of two cross-sectional samples described by S1 and S2
and being characterized by the absence of units observed at both the time points.
In this context, the model defined by equations (3), (4), and (5) cannot be fitted. In
particular, data cannot identify the correlation of the error terms ρε, whereas fitting
linear regression models independently at each time point allows to obtain two sets of
estimates. On the one hand, β̂1 and σ̂2

1 are estimated from the observations in S1; on
the other hand, β̂2 and σ̂2

2 are estimated from the observations in S2.
To get an estimate of ρε, Dang and Lanjouw (2023) start from the idea that, under

model (3) and (4), the correlation between each couple (Zig1, Zig2), ∀i, g, is denoted
as ρz and can be expressed as:

ρz =
Cov [Zig1, Zig1]√
V [Zig1]V [Zig2]

=
Cov

[
x⊤
igβ1 + εig1,x

⊤
igβ2 + εig2

]√
V [Zig1]V [Zig2]

. (6)

Recalling the assumed model (5), the covariance can be indicated as a function of ρε,
and solving the equation one obtains:

ρε =
ρz
√
V [Zig1]V [Zig2]− β⊤

1 V [xig]β2

σ1σ2
, (7)

where ρz is the only quantity of (7) for which a sample estimate is not available.
Therefore, to finally get a plug-in estimate of ρε, the authors rely on a common
solution adopted in the econometric pseudo-panel literature. Namely, they introduce
an instrumental variable (IV) framework (Verbeek, 2008). By considering as IVs the
dummy variables that determine time and cohorts, the cohort averages (Z̄gt, ∀g, t)
become central in the procedure. Indeed, Dang and Lanjouw (2023) approximate the
correlation coefficients related to individuals with the one related to cohort averages,
indicated by ρz̄g :

ρz ≈ ρz̄g =
Cov

[
Z̄g1, Z̄g2

]√
V
[
Z̄g1

]
V
[
Z̄g2

] . (8)

The authors also propose alternative estimators of ρz̄g , but the simple correlation
coefficient of the cohort averages appears to be the most popular solution, namely

ρ̂z̄g =

∑G
g=1(Z̄g1 − Z̄∗

1 )(Z̄g2 − Z̄∗
2 )√[∑G

g=1(Z̄g1 − Z̄∗
1 )

2
] [∑G

g=1(Z̄g2 − Z̄∗
2 )

2
] , (9)

with Z̄∗
t = 1

G

∑G
g=1 Z̄gt, namely the unweighted mean of group averages.

By plugging the estimate of ρz̄g into (7), together with the estimates of the
regression coefficients and the error variances, an estimate ρ̂ε is obtained and the
distributional assumption in (5) can be exploited to get an estimate of the poverty
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transition matrix Π. They estimate the household-specific transition probabilities:

π̂••
ig = Φ2

(
d1

f(PL1)− xigβ̂1

σ̂1
, d2

f(PL2)− xigβ̂2

σ̂2
, d1d2ρ̂ε

)
, ∀(i, g).

In the previous formula, Φ2(w1, w2, r) is the cumulative distribution function of a stan-
dardized bivariate Gaussian distribution with correlation parameter r and evaluated
in (w1, w2). Furthermore, the quantity dt assumes value 1 if the related superscript
dot of π̂••

ig is p, and value −1 if the dot is p̄. Finally, to get an estimate of the over-
all poverty transition matrix, the household-specific estimates are averaged over the
sample:

π̂•• =
1

n

G∑
g=1

(
ng1+ng2∑

i=1

π̂••
ig

)
. (10)

An interesting development of this approach is presented by Sadeq and Lubrano
(2018) who treated the repeated cross-section framework as an incomplete data prob-
lem within the Bayesian context. However, the correlation parameter ρε remains
unidentified, and the authors utilize cohorts to estimate it using an autoregressive
model. Alternatively, Moreno et al. (2021) proposed a strategy based on the assump-
tion of an autoregressive model for the error. An additional step in this procedure
involves calibrating the distribution of the innovation steps by introducing a mixture
of two Gaussian distributions. This task is particularly challenging and is addressed
by numerically solving an integral equation.

The parametric method introduced by Dang and Lanjouw (2023) tries to address
the structural limitations of available data by employing tools developed within the
pseudo-panel literature (Deaton, 1985; Verbeek, 2008). This approach involves defining
time-invariant cohorts, leading to Equation (8), which approximates household-specific
income correlation over time using the correlation of cohort averages over time. Indeed,
such a method heavily depends on the estimator ρ̂z̄g , whose reliability has been widely
questioned, and whose frequentist properties have not been fully explored.

The reliability of the resulting estimator, ρ̂z̄g , is closely tied to the characteristics of
the population under study. While it is a consistent estimator under certain restrictive
conditions, these conditions are typically not met in practical applications. The fact
that different cohort definitions often yield varying results is a problem well known in
the literature as weak instruments (Bound, Jaeger, & Baker, 1995), being a potential
threat to estimators consistency. In the literature on poverty transition estimation,
this issue has been a subject of intense debate (Garcés-Urzainqui et al., 2021; Hérault
& Jenkins, 2019). Numerous empirical studies have investigated the sensitivity of
estimates to cohort definitions, often arriving at conflicting conclusions.

To highlight the potential issues associated with using ρ̂z̄g as an estimator of ρz,
we compute its approximate bias under specific population assumptions. For analyt-
ical tractability, we consider a population divided into equally sized cohorts, with
the target variable characterized by cohort-specific moments. The approximate bias,
derived through linearization, is presented in the following proposition.
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Proposition 1 (Bias of ρ̂z̄g ). Let us consider the random variable Zigt for unit i in
group g observed at time t. Moreover, we denote with K a categorical random variable
taking values in {1, . . . , g, . . . , G} for the assignment of units into groups, assuming
P[K = g] = 1

G ,∀g. We assume that Zigt has different moments conditionally on
groups:

E[Zigt|K = g] = µg,t, V[Zigt|K = g] = τ2g,t,

Cov[Zig1, Zjg2|K = g] =

{
τg,12 if i = j,
0 otherwise.

(11)

To complete the notation, we also define the following marginal moments:

E[Zigt] = µt, V[Zigt] = τ2t , E[Zig1Zjg2] =

{
µ12 if i = j,
0 otherwise.

(12)

Lastly, we assume that the sample size is balanced over time and over groups, namely
n⋆ = n1 = n2 and ng = n⋆

G , ∀g.
Under these assumptions, the first-order Taylor expansion of bias of the estimator

ρ̂z̄g , as defined in equation (9), is

E[ρ̂z̄g − ρz|K] ≈ ρzG

G− 1

[(
1
G

∑G
g=1 µg,1µg,2 − µ1µ2

µ12 − µ1µ2
− 1

)
+

+
n⋆ −G+ 1

2n⋆

(∑G
g=1 τ

2
g,1

Gτ21
+

∑G
g=1 τ

2
g,2

Gτ22

)]
. (13)

Proof. See Supplementary Material.

This result is significant, as it establishes that there is no general asymptotic argu-
ment ensuring the bias in (13) converges to zero. Specifically, from this result, it is
possible to retrieve some interesting considerations on its asymptotic behavior. We
first examine the case in which n⋆ → +∞, but the number of cohorts G is consid-
ered fixed. This setting is relevant as it represents the most reasonable asymptotic
argument in practice. In this case, result in (13) degenerates to:

E[ρ̂z̄g − ρz|K] ≈ ρzG

G− 1

[(
1
G

∑G
g=1 µg,1µg,2 − µ1µ2

µ12 − µ1µ2
− 1

)
+

+
1

2G

(∑G
g=1 τ

2
g,1

τ21
+

∑G
g=1 τ

2
g,2

τ22

)]
, (14)

which clearly does not converge to zero.
Secondly, consider the case where G → n⋆ → +∞: the second term in (13)

vanishes as n⋆ − G → 0, whereas the first term remains non-negligible. The first
term of the bias is induced by the estimator of the covariance in ρ̂z̄g , namely

(G− 1)−1
∑G

g=1

(
Z̄g1 − Z̄∗

1

) (
Z̄g2 − Z̄∗

2

)
. This estimator does not provide information

about the actual correlation between individuals, as the samples at the two times do
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not share any units. This translates into the absence of the group-specific second-order
mixed moments µg,12 in Equations (13) and (14), and this effect is not mitigated by
n⋆ → +∞ or G → n⋆ → +∞. Note that the first term of the bias is null when
G−1

∑G
g=1 µg,1µg,2 = µ12. Although this condition is difficult to verify in practice, it

is certainly satisfied under the restrictive assumption that Cov[Zig1, Zjg2|K = g] =
τg,12 = 0, ∀g, that is, when the grouping structure induces an optimal allocation
that vanishes intra-group covariance. Indeed, under this assumption, it holds that
µg,1µg,2 = µg,12, ∀g, and, consequently, G−1

∑G
g=1 µg,1µg,2 = G−1

∑G
g=1 µg,12 = µ12.

In summary, the estimator ρ̂z̄g lacks desirable frequentist properties, as it is
generally biased and inconsistent. Consistency is achieved only under restrictive con-
ditions that are difficult to verify in practice and must hold simultaneously: (a)
G→ n⋆ → +∞, and (b) the partition must induce zero intra-group covariance across
all groups.

3.2 Semi-parametric methods

Lucchetti et al. (2024) point out two main limitations of the method proposed by Dang
and Lanjouw (2023): the estimation of the correlation parameter heavily depends on
cohort specification, and the normality assumption for residuals may be overly restric-
tive. To overcome such a distributional assumption, Lucchetti et al. (2024) propose
estimating the income model in Equation (3) using a Least Absolute Shrinkage and
Selection Operator (LASSO) procedure, defined as follows:

β̂
LASSO

1 = min
β1

{
(zig1 − x⊤

igβ1)
2

}
subject to

P∑
p=1

|β1p| = c, (15)

where c is a prespecified parameter controlling the degree of regularization. This
approach improves both predictive accuracy and interpretability when dealing with a
large number of covariates. Conversely, it yields comparable results to OLS when the
number of covariates is small and the risk of overfitting is negligible.

With respect to income autocorrelation, the data-generating process for residuals
under LASSO remains unspecified. To maintain flexibility, the authors impute residu-
als using a predictive mean matching approach (Van Buuren, 2018). Specifically, every
observation in the second-round data is matched to a set of ‘neighbors’ in the first-
round data. The match is determined by the smallest absolute difference in terms
of linear fit. In other words, the matching procedure identifies the nearest neighbor
(k, gk) i.e. unit k in group gk observed at the first round is defined as

(k, gk) = argmin(i′,g′)∈S1
|ẑig1 − ẑi′g′1|, ∀(i, g) ∈ S2 (16)

where ẑig1 = x⊤
igβ̂

LASSO

1 , ẑi′g′1 = x⊤
i′g′ β̂

LASSO

1 and S2 denotes the set of sampled units
at t = 2.

After identifying the nearest neighbor, the procedure in (16) is repeated, replacing
S1 with S1 \ {(k, gk)} to identify the second nearest neighbor, and so on, up to NN
iterations. From the set of NN neighbors, one is randomly selected, and its observed
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income at t = 1 is imputed to replace the unobserved first-round income for the house-
hold included in the sample at t = 2. This imputation process is carried out for each
observation in the second round. Consequently, for every household in S2, the imputed
first-round income and the actual second-round income are then compared to PL1 and
PL2, respectively, to determine the poverty status. Finally, poverty transition proba-
bilities are estimated as the relative frequencies of the observed dynamics. Standard
error estimates are obtained by relying on bootstrap samples of first-round data.

This approach has been extended by Fernandez et al. (2023) with two remarkable
differences. The first is to perform the matching step by considering only units within
groups (donation classes) of households that are homogeneous in terms of some time-
invariant characteristics. These groups play a role similar to that of cohorts in the
parametric approach. Secondly, they introduce a calibration step, by relying on survey
weights.

Such an approach has solid grounds in the statistical matching literature, especially
that recently related to poverty profiles identification by means of data integration
(d’Ovidio, Perchiunno, & Antonucci, 2021; Perchiunno, Mongelli, & d’Ovidio, 2020).
It is important to note that the statistical matching literature has long dealt with
the Conditional Independence Assumption (CIA), which is also implicitly assumed
in the operating set described in Section 3.2. CIA assumes the independence of Z1

and Z2 given X (D’Orazio, Di Zio, & Scanu, 2006; Rässler, 2002). Analogously, the
income autocorrelation is assumed to be fully captured by X, a set of time-invariant
characteristics. In the practical setting, time-invariant variables typically explain no
more than 20% of the overall variability. Consequently, a large portion of income
variability remains unexplained, and imputing the unobserved income by matching
units based solely on their averages leads to an implicit assumption of zero residual
autocorrelation, which has a significant impact. Therefore, while it is true that the
authors do not need to estimate a correlation parameter as in the parametric approach,
their procedure effectively sets it to a lower bound. This assumption is relaxed in
Fernandez et al. (2024), where the authors matched households that belong to the
same decile of the response.

4 Our proposals: scenario-dependent estimates

As discussed in the previous section, the methodologies available in the literature for
estimating poverty dynamics from cross-sectional data rely on particular assumptions,
which vary in terms of clarity and manageability. To address this issue, we propose
tackling the limitations of the available data by adopting methods that explicitly and
controllably specify scenarios of data dependence over time. The potential for intro-
ducing scenarios into the estimation process is explored in both parametric (Section
4.1) and non-parametric (Section 4.2) frameworks.

4.1 Scenarios as priors: Bayesian estimates

As previously mentioned, the basic bivariate income model described by equations
(3), (4), and (5) is unable to identify the residual correlation parameter ρε, which is
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essential for determining the transition matrix Π. While this poses an insurmount-
able obstacle in the frequentist framework without imposing strong assumptions, the
Bayesian approach offers a natural solution by allowing the specification of an appro-
priate prior for the parameter. In principle, formal posterior inference can be carried
out even when a parameter is not informed by data and its posterior distribution coin-
cides with the prior. The important aspect is to acknowledge that the posterior results
could strongly depend on the specified prior (Lindley, 1972; Poirier, 1998). More in
detail, one should be aware of the fact that the obtained estimators are not consis-
tent, as their variability is not guaranteed to decrease when the sample size increases
(Gustafson, 2015).

4.1.1 The Bayesian bivariate model

The bivariate Gaussian model described in Section 3.1 can be easily translated into
the Bayesian framework by setting a prior distribution to the involved parameters.
First, we opt for standard priors on the well-identified parameters:

βt ∼ NP+1 (mβ ,Vβ) ; σt ∼ N+
(
mσ, s

2
σ

)
, ∀t; (17)

where N+
(
mσ, s

2
σ

)
indicates an half-Normal distribution with location mσ and scale

sσ. To get a non-informative setting, after standardizing the covariates, we setmβ = 0,
mσ = 0, Vβ as a diagonal matrix with entries equal to 1002 and sσ = 10. These hyper-
parameter values can be considered non-informative when dealing with the square-root
or logarithmic transformations of income; for other problems, the prior values can be
adapted accordingly. The remaining parameter for which we need to specify a prior
is ρε. However, we opt to let the user specify the prior of ρz, being a more meaning-
ful parameter than ρε. We assume a truncated Gaussian distribution on the interval
(−1, 1), easily allowing to incorporate prior knowledge on the parameter:

ρz ∼ N (−1,1)
(
mρ, s

2
ρ

)
. (18)

To simplify the notation in what follows, we indicate with yt the vector of incomes
for units in St. To carry out inference, Bayes’ theorem is applied to retrieve the pos-
terior distributions of the model parameters, i.e. p (β1|y1), p (β2|y2), p (σ1|y1), and
p (σ2|y2), noting that p (ρz|y1,y2) = p (ρz), namely the posterior coincides with the
prior. We exploit Monte Carlo Markov Chain (MCMC) methods to obtain draws
from the posterior distributions. Specifically, the sampler is implemented using the
Stan probabilistic programming language via its R interface, rstan (Stan Develop-
ment Team, 2024), which allows for constructing samplers based on Hamiltonian
Monte Carlo methods. Although the fitted models are relatively simple and could be
addressed with a Gibbs sampler, we opt for the general-purpose Stan language to fos-
ter broader usability. Sharing the code as supplementary material further supports
accessibility and ease of application for practitioners.

The availability of B draws from the posterior distributions can help in show-
ing how p (ρε|y1,y2) is obtained as a function of the model parameters. Applying
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iteratively equation (7), the b-th candidate draw from the posterior of ρε is:

ρ̃(b)ε =
ρ
(b)
z

√
V [zig1]V [zig2]− β

⊤(b)
1 V [xig]β

(b)
2

σ
(b)
1 σ

(b)
2

, (19)

where, as an example, β
(b)
1 is the b-th draw from p (β1|y1). Then, to guarantee that

the posterior lies in the interval (−1, 1), the b-th draw from p (ρε|y1,y2) is:

ρ(b)ε =


−1 + ζ if ρ̃

(b)
ε < −1

ρ̃
(b)
ε if ρ̃

(b)
ε ∈ (−1, 1)

1− ζ if ρ̃
(b)
ε > 1

, (20)

where ζ is an arbitrarily small positive constant.
Lastly, in the Bayesian framework, the estimation of Π can be naturally carried

out by exploiting the posterior predictive distribution, i.e. p
(
Z̃ig1, Z̃ig2|y1,y2

)
, ∀i, g.

In detail, the b-th draw from the posterior predictive distribution can be generated as:[
z̃
(b)
ig1

z̃
(b)
ig2

]
∼ N2

([
x⊤
igβ

(b)
1

x⊤
igβ

(b)
2

]
,

[
σ
2(b)
1 ρ

(b)
ε σ

(b)
1 σ

(b)
2

ρ
(b)
ε σ

(b)
1 σ

(b)
2 σ

2(b)
2

])
,∀i, g. (21)

Subsequently, the b-th realization from p(π••|y1,y2) is obtained by:

π••(b) =
1

n

G∑
g=1

n1g+n2g∑
i=1

1
{
z̃
(b)
ig1 ≶ f(PL1), z̃

(b)
ig2 ≶ f(PL2)

}
, (22)

where 1{A} is an indicator function that assumes value 1 if the event A occurs, 0
otherwise. The posterior mean is considered as a point estimate of such probabilities,
whereas posterior quantiles can be used to determine credible intervals.

4.1.2 The Bayesian bivariate mixture model

The bivariate Gaussian model specified on an income transformation, which is the key
assumption of the methods presented in Sections 3.1 and 4.1.1, can result in being too
restrictive. A convenient way of relaxing this assumption is to specify a mixture of
Gaussian distributions, which has been shown to fit the income satisfactorily (Gardini,
Fabrizi, & Trivisano, 2022; Lubrano & Ndoye, 2016). We propose a mixture of C
components on the error terms that replace the distributional assumption in (5):

[
εig1
εig2

]
|ω,σ1,σ2, ρ

∗
ε ∼

C∑
c=1

ωcN2

([
0
0

]
,

[
σ2
1c ρ∗εσ1cσ2c

ρ∗εσ1cσ2c σ2
2c

])
,∀i, g; (23)

where ω = (ω1, . . . , ωC) is a vector of weights that satisfy the conditions ωc ∈ [0, 1],∀c
and

∑C
c=1 ωc = 1, σ1 = (σ11, . . . , σ1C), σ2 = (σ21, . . . , σ2C), and ρ∗ε is the residual
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correlation. The prior setting for the simple bivariate model, described by equations
(17) and (18) is kept, where the prior for the scale parameter are applied to all the
elements of σ1 and σ2. A uniform distribution on the simplex is specified for the
vector of weights ω:

ω ∼ Dirichlet(1C), (24)

where 1C = (1, · · · , 1) ∈ RC .
Under the proposed mixture model, the covariance of a generic couple of residuals

(εig1, εig2) is ρ∗ε
∑C

c=1 ωcσ1cσ2c and, consequently, the equation that replaces (19) in
determining the b-th candidate draw from the posterior of ρ∗ε is:

ρ̃∗(b)ε =
ρ
(b)
z

√
V [zig1]V [zig2]− β

⊤(b)
1 V [xig]β

(b)
2∑C

c=1 ω
(b)
c σ

(b)
1c σ

(b)
2c

. (25)

Then, the effective posterior draw ρ
∗(b)
ε is obtained by applying the rule in (20).

Concerning the estimation of the transition probabilities, it is still possible to apply
equation (22) to have a realization from p(π••|y1,y2). However, a random sample from
the posterior predictive distribution requires a two-step procedure. Indeed, we first

need to extract a component label w
(b)
ig ∈ {1, . . . , C} with a probability proportional

to the mixture weights:

w
(b)
ig ∼ categorical

(
ω(b)

)
, ∀i, g.

Then, conditionally on the value of the label, the realization from the posterior
predictive is drawn:

[
z̃
(b)
ig1

z̃
(b)
ig2

]
|w(b)

ig ∼ N2

[ x⊤
igβ

(b)
1

x⊤
igβ

(b)
2

]
,

 σ
2(b)

1w
(b)
ig

ρ
(b)
ε σ

(b)

1w
(b)
ig

σ
(b)

2w
(b)
ig

ρ
(b)
ε σ

(b)

1w
(b)
ig

σ
(b)

2w
(b)
ig

σ
2(b)

2w
(b)
ig


 ,∀i, g. (26)

4.2 Matching under scenarios: non-parametric estimates

In this section, we present an alternative proposal that tries to overcome the assump-
tion of the bivariate Gaussian model on income transformation while avoiding the
complexity of a Bayesian bivariate mixture as in Section 4.1.2. Such a proposal
adopts a fully non-parametric framework, exploiting statistical matching and multiple
imputation methods as Lucchetti et al. (2024), but showing significant differences.

As mentioned in Section 3.2, the semi-parametric method of Lucchetti et al. (2024)
relies on the implicit CIA. Indeed, the authors’ approach essentially involves randomly
matching observations within groups of units sharing the same time-invariant infor-
mation, disregarding the leftover income autocorrelation. This may lead to a potential
underestimation of the autocorrelation in the obtained synthetic panels, with conse-
quent underestimation of persistence probabilities. To address this issue, we propose
a procedure that implicitly manages potential income autocorrelation across time
periods. Of course, as in a repeated cross-sections setting it is not possible to have
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information on this feature, the proposed method is only able to introduce an income
autocorrelation through scenarios.

The method requires the division of the population into G groups determined
by time-invariant characteristics, as such groups are constructed using a set of few
categorical variables (Fernandez et al., 2023). In this context, we can define as residual
the difference between the observed income and the group average z̄gt, namely, for the
generic unit i in group g at time t, eigt = zigt − z̄gt. Such quantity can be seen as
proxy of the positioning of each household’s income within a given group in a specific
time period. The basic idea is that the positioning of the individual’s income within a
given group can implicitly reflect the degree of income autocorrelation. For example,
in a scenario with high autocorrelation of income, a household with high residual at
t = 1 is expected to have high residual at t = 2. Consequently, a matching procedure
designed to preserve such a positioning over time represents a conservative approach,
ensuring a large degree of income autocorrelation. Conversely, matching individuals
without taking the positioning into account implicitly assumes a lack of correlation
given the group.

To build a synthetic panel, our proposal involves a matching of the residual
observed at the two time periods within each group. This matching identifies the obser-
vations with the smallest absolute difference in terms of residuals, namely for every
household i in group g, a generic neighbor (k, g) pertaining to the same group g is
defined as

(k, g) =

{
argmin(i′,g)∈S1

|eig2 − ei′g1|, ∀(i, g) ∈ S2,
argmin(i′,g)∈S2

|eig1 − ei′g2|, ∀(i, g) ∈ S1.
(27)

Once the nearest neighbor has been identified, the procedure in (27) is repeated by
picking the second nearest neighbor in St \ {(k, g)} instead of St, and so on for NNgt

times for each group g. This procedure identifies a set of NNgt nearest neighbors, from
which we randomly draw a donor. Then, the imputed income is the donor’s observed
income, obtaining a synthetic panel from which we compute the poverty transition
matrix Π. The same procedure is repeated R times and the final estimate of Π is
obtained by averaging. For a rigorous presentation of the algorithm, see Algorithm 1,
where the detailed matching steps are extracted from pmm.match function of the mice
R package (Van Buuren & Groothuis-Oudshoorn, 2011).

The parameter NNgt is crucial in regulating the degree of autocorrelation. If
NNgt = 1, the procedure fully preserves the positioning of the individual’s income
with respect to the group average, assuming a high autocorrelation. Vice versa, if
NNgt = ngt, the procedure does not take the positioning into account, randomly pick-
ing a neighbor from observation within the same group. The latter strategy assumes
a lack of correlation conditionally on g. As the meaning of NNgt strongly depends on
the group size, our proposal is to express it in terms of a tuning parameter ϕ, so that:

NNgt = max (1, ⌊ϕngt⌋) , ϕ ∈ [0, 1], ∀g, t. (28)

This parameter allows the user to implicitly set different levels of income autocorre-
lation a priori. A simple way to explicit the degree of autocorrelation induced by ϕ is
to compute the empirical correlation of incomes on the obtained synthetic panels.
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Algorithm 1 Non-parametric matching algorithm

Require: Income vectors set I =
{
zgt = [z1gt, . . . , zngtgt] | g ∈ {1, . . . , G}, t ∈

{1, 2}
}
; Residual vectors set E =

{
Egt = [z1gt − z̄gt, . . . , zngtgt − z̄gt] | g ∈

{1, . . . , G}, t ∈ {1, 2}
}
; poverty lines at time t as PLt, ∀t; tuning parameter ϕ ∈ [0, 1];

number of iterations R ∈ N.
Ensure: The four transition probabilities.

for r = 1 to R do
for g = 1 to G do

for t = 1 to 2 do
recipient← Egt
donor← Eg,{1,2}\t
kgt ← max(1, ⌊ϕngt⌋) ▷ Number of neighbors for group g at time t
imputed valgt ← Repeat(0, ngt) ▷ Repeat 0 ngt times

for i = 1 to ngt do ▷ Calculate vector of absolute differences
dist← |donor− Repeat(recipient[i],Lenght(donor))|
adj← min(dist | dist > 0)
dist← dist+Uniform(0, adj/1010) ▷ Jitter distances to remove ties
if kgt = 1 then ▷ Impute values

imputed valgt[i]← zgt[argmin(dist)]
else

kgt ← min(kgt, ngt)
min dist← Sort(dist)[: kgt]
imputed valgt[i]← RandomSample(zgt|dist ≤ max(min dist))

end if
end for

end for

income1g ← [zg1, imputed valg2] ▷ Store values
income2g ← [imputed valg1, zg2]
Stack income1g and income2g by groups as income1 and income2.

end for

Calculate the four transition probabilities at each iteration r from income1 and
income2 as 1/n

∑n
i=1 1{income1 ≶ f(PL1), income2 ≶ f(PL2)} by following the

transition matrix detailed in Section 2.
end for

return Averages of transition probabilities computed over R iterations.
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Note that this method shows several connections with the existing literature.
Specifically, it can be seen as an extension of Lucchetti et al. (2024) when the vari-
ables involved in the income model are the categorical ones identifying the groups and
when ϕ = 1. In addition, the way we account for the autocorrelation can be seen as
an attempt to generalize the idea of Fernandez et al. (2024), who matched households
belonging to the same income decile.

5 A simulation study

We conduct a Monte Carlo simulation study to assess the frequentist properties of
our target estimators by repeatedly drawing samples from a synthetic population. In
Subsection 5.1, we describe the synthetic population used, while the simulation study
and its results are detailed in Subsection 5.2.

5.1 The synthetic population

We constructed a synthetic population of 26,207 individuals, each observed at two
consecutive points in time. To achieve this, we used various waves of the Italian EU-
SILC, selecting only households observed in two consecutive years. For each unit, the
first observation in time is assigned to year 1 and the second one to year 2, regardless
of the actual calendar years. We merged data from the 2016 to 2022 waves, excluding
the 2020 wave due to potential anomalies related to the Covid-19 pandemic.

As a response variable to determine the poverty status, the equivalized disposable
income of the household is considered. Null and negative values, as well as extreme
values in the right tail, have been imputed using a Pareto and inverse-Pareto dis-
tribution fitting on the tails. For such a procedure, refer to Finkelstein, Tucker, and
Alan Veeh (2006) and Masseran, Yee, Safari, and Ibrahim (2019). As auxiliary infor-
mation, some household characteristics that are assumed to be time-invariant, at least
approximately, are required to be included in the procedures. These features typically
pertain to the household head, who is not explicitly defined in the EU-SILC frame-
work. Therefore, we include household-level characteristics that are independent of
the household head:

• Composition. Households are categorized into the following groups: single male,
single female, single parent with one or more children, two adults, three or more
adults, two adults with one child, two adults with two children, two adults with
three or more children, and households with more than two adults and one or more
children. In general, a son less than 25 years old is labeled as “child”.

• Education. A dichotomous variable indicating whether at least one household
member holds a degree.

• Immigration. A dichotomous variable identifying whether all household members
are immigrant.

• Macro-area. Classification of households based on Italy’s NUTS-1 division into five
macro-regions: Northeast, Northwest, Central, South, and Islands.

We excluded households where all members are younger than 25 or older than 75 years,
as these groups are known to exhibit greater instability. As a result, we obtained a
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final sample of households with sizes N1 = N2 = 26, 207. The selected variables are
stable across the two time points, with over 96% of households displaying invariant
characteristics.

To identify the dynamics of poverty at the population level, the poverty lines,
being defined as the 60% of the median, are computed obtaining PL1 = 11, 166 and
PL2 = 11, 366. Then, the poverty transition matrix at the population level can be
retrieved:

Π =

[
πpp πpp̄

πp̄p πp̄p̄

]
=

[
0.159 0.053
0.044 0.744

]
. (29)

To conclude the population description, the correlation between incomes at t = 1
and t = 2 is 0.835 without transformation, 0.754 with a logarithmic transformation,
and 0.839 with a square root transformation. The R2 of the full linear model, which
includes all the aforementioned explanatory variables, is 0.197 without transforming
the response, 0.163 with a logarithmic transformation, and 0.165 with a square root
transformation.

5.2 The simulation study

We perform a Monte Carlo simulation study by repeatedly drawing samples from the
synthetic population described above. To mimic a repeated cross-sectional dataset,

we draw two independent samples S(m)
1 and S(m)

2 from the population at the
corresponding t, with m = 1, . . . , 250 iterations.

As the grouping factor that defines cohorts and the sample sizes can influence the
performance of estimators, we analyzed distinct scenarios. Specifically, we considered
two different methods for constructing cohorts:

• Cohort a: interaction of composition and education (G = 18);
• Cohort b: interaction of composition and macro-areas (G = 45).

Cohort a represents a scenario with fewer cohorts, each containing many units, whereas
cohort b involves a larger number of cohorts, some of them potentially containing
few units. Secondly, samples are drawn by stratifying with respect to such groups,
with a size that depends on a sampling rate (SR): ngt = ⌊SR × Ngt⌋, ∀g, t, with
SR ∈ {0.05, 0.10}.

This simulation setting has been used in two different ways. Subsection 5.2.1 has the
goal of evaluating the performances of the point estimators that have been discussed
in the literature (presented in Section 3), whereas Subsections 5.2.2 and 5.2.3 aim at
showing the frequentist properties of the scenario methods introduced in Section 4.

5.2.1 Results on state-of-the-art methods

The simulation study we conducted enables us to study the sampling distributions
of the estimators introduced in Section 3, specifically the DL (Dang-Lanjouw) and
LCHG (Lucchetti-Corral-Ham-Garriga) procedures. To evaluate their sensitivity to
income transformations, we present results obtained under two transformations: the
logarithmic (log) and square root (sqrt) functions. Furthermore, the LCHG method
requires choosing a number of nearest neighbors (NN), and we analyze its performance
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Fig. 1 (a) Kernel density plots of the sampling distribution of ρ̂z obtained using the DL method,
comparing cohort definitions a and b across different sampling rates (SR). (b) Induced income cor-
relations in synthetic panels generated by the LCHG method for varying values of NN and SR. The
vertical dashed lines report the correlation values in the synthetic population.

using two settings, NN = 1 and NN = 5, as proposed in the original application
by Lucchetti et al. (2024). The income models that constitute the basis of the two
methods include all the available regressors (composition, education, immigration and
macro-area) and are estimated by OLS, as LASSO delivered similar results.

As a benchmark, we include an estimator that leverages panel data information by

observing income at t = 2 for the households in S(m)
1 . When this information is avail-

able, the generic poverty transition estimate for the m-th drawn sample corresponds
to the relative frequency (Panel-Freq):

π̂••(m) =
1

n1

∑
(i,g)∈S(m)

1

1 {z̃ig1 ≶ f(PL1), z̃ig2 ≶ f(PL2)} .

The frequentist properties of the considered estimators are summarized through
bias and root means squared error (RMSE), defined as:

Bias (π̂••) =
1

250

250∑
m=1

(
π̂••(m) − π••

)
, RMSE (π̂••) =

√√√√ 1

250

250∑
m=1

(
π̂••(m) − π••

)2
,

where π•• is the true value of the transition probability available in (29).
Table 1 presents the results for bias and RMSE across the evaluated estimators.

Among the methods considered, the LCHG method exhibits a bad performance in
all scenarios. Indeed, it exhibits significant bias, always underestimating persistence
probabilities while overestimating transition probabilities, regardless of the income
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transformation applied and the value of NN . The insensitivity of the method to these
two characteristics can be intuitively explained. On the one hand, the matching pro-
cedure is slightly affected by the transformation of income. On the other hand, since
the available covariates are exclusively categorical, multiple households share the same
predictor values. Consequently, the selection among them is performed randomly, as
NN is smaller than the number of units exhibiting the same covariate pattern. In this
case, the bias represents the leading term of the RMSE. This issue arises due to the
CIA, which is implicitly assumed by the method. Evidence of this is shown in the bot-
tom plot of Figure 1, where the kernel density plots display the sampling distribution
of the income correlation coefficient, ρz, as empirically measured from the synthetic
panels generated by the matching algorithm. This implied correlation is notably lower
compared to the corresponding population value, resulting in the underestimation of
poverty persistence, independently on the SR.

The DL method, which relies on a parametric distribution choice, performs par-
ticularly worse when the logarithmic transformation is applied. This finding, while
specific to the characteristics of the studied population, underscores the risks of adopt-
ing incorrect parametric assumptions. Examining the results under the square root
transformation, we observe that cohort definition a outperforms strategy b, particu-
larly when SR = 0.05. Specifically, in b, persistence probabilities are underestimated
due to the underestimation of ρz by (8), as evident from the top-row plots in Figure
1. This can be attributed to the presence of smaller cohorts in setting b, where cohort
averages are less stable, leading to a reduction in their sample correlation over time.
Generally, as SR increases, the sampling distribution of ρ̂z approaches 1, which is not
the true value. To illustrate this, we also include the scenario with SR = 0.2 in the
plot. Comparing the estimates under the two cohort definitions, we find that strategy
b consistently yields lower estimates of ρz than strategy a, due to the aforementioned
instability in cohort averages.

Finally, the results for the estimator utilizing panel information (Panel-Freq) high-
light the significant loss of accuracy and precision in estimators based on repeated
cross-sectional data. Reasonably, the panel-based relative frequencies are nearly unbi-
ased and exhibit RMSE values dramatically lower than those of the best-performing
cross-sectional estimator (the DL method with the sqrt transformation and cohort
definition a). In this setting, relative decreases in RMSE range from 178% to 501%.

5.2.2 Results on scenario-based methods: Bayesian estimates

This section is devoted to the analysis of the scenario-based method we propose in
Subsection 4.1 within the framework of Bayesian inference. The basic objectives of
this study are to understand the impact of the prior distribution specified for the
marginal income correlation ρz and to compare the simple bivariate Normal model
with the mixture model. Recalling that we propose to use a truncated Normal prior
(18), 6 different prior specifications (depicted in Figure 2), obtained by crossing loca-
tions mρ ∈ {0.7, 0.8, 0.9} and scales sρ ∈ {0.05, 0.1}, are evaluated. Notably, none of
the prior modes coincide with the true values of the income correlations under the
considered transformations. With reference to the mixture model, it is important to
note that a value must also be chosen for the number of components, C. In this study,
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we consider C = 2, as the addition of further components has been observed to bring
no significant improvements to the estimates.

To compare the Bayesian estimators, we show their sampling distributions using
boxplots. In the simulation study, each of the m = 1, . . . , 250 iterations produces a
random realization from the sampling distribution of the estimators, resulting in a final
sample of size 250. Figure 3 summarizes the main findings under sρ = 0.05, including
the DL method as a benchmark and focusing on the setting SR = 0.05. The plot
highlights that the use of a mixture model substantially enhances the performance
of transition probability estimators across multiple perspectives, compared to using
a single Gaussian model. Firstly, adopting a mixture model effectively mitigates the
issue of income transformation choice, yielding estimates that are quite stable under
the log and sqrt transformations, a clear contrast to the instability observed with
the single Gaussian model. Furthermore, the sampling distributions of the estimators
under the mixture model exhibit lower variability and align more closely with the true
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probability values, as also reflected in the bias and RMSE results presented in Table
S1 of the Supplementary Material.

Examining the variations across different values of mρ, the findings align with
intuition: increasing the location parameter leads to higher estimates of persistence
probabilities. Figure S1 in the Supplementary Material highlights that changes in the
prior scale sρ do not directly affect point estimates. However, as expected, the average
widths of the 90% credible intervals are narrower when sρ = 0.05 is compared to
sρ = 0.10 (Table S2 in the Supplementary Material). Notably, the credible intervals
are also narrower under the mixture model than under the single model.

Including the DL method estimates in the comparison shown in Figure 3 reveals
additional insights: Bayesian estimators exhibit lower variability than DL estimators,
likely because the latter requires estimating ρε from cohort averages. Moreover, the
Bayesian single Gaussian model yields estimates closely aligned with those from the
DL method, reflecting their shared distributional assumptions. The Bayesian mixture
model demonstrates stability with respect to the choice of mρ, as evidenced by the
bias and RMSE results in Table S1, while the DL method shows sensitivity to cohort
specification. This is further illustrated in Figure S2 of the Supplementary Material,
which shows that the DL method results are influenced by SR, stemming from varying
estimates of ρε (see also the comments on Figure 1). In contrast, Bayesian estima-
tors are less sensitive to such variations, highlighting their robustness across different
scenarios.

5.2.3 Results on scenario-based methods: non-parametric estimates

This part of the simulation study focuses on analyzing the scenario-based method
introduced in Subsection 4.2, which we propose as a non-parametric (NP) approach
based on matching. In particular, we would like to assess the performance of its under-
lying estimators at varying levels of the tuning parameter ϕ and the number of groups
G. We have considered the scenarios based on ϕ ∈ {0.10, 0.30, 0.50}. For consistency
reasons with the simulation framework already adopted, we consider as groups the
cohorts a and b, recalling G to be equal to 18 and 45 respectively.

To gain deeper insights into the implicit degree of autocorrelation imposed by vary-
ing ϕ values and group specifications, we first examine the sampling distributions of
ρ̂z across the scenarios (Figure 4). As expected, the degree of autocorrelation increases
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as ϕ decreases, corresponding to a smaller number of neighbors from which a donor is
randomly selected, in line with the discussion in Subsection 4.2. Moreover, even the
number G of groups has an impact on the autocorrelation: the group specification
with the smallest number of groups (cohort a, G = 18), shows slightly higher values
of ρ̂z conditionally on ϕ.

Figure 5 shows the boxplots of transition probability estimates for each ϕ, group,
and income transformation, comparing the NP method with the LCHG method as a
benchmark. The relationship between the NP method and the LCHG method, where
the latter can be seen as a special case of NP when ϕ = 1, is immediately evident.
Specifically, the LCHG method assumes no autocorrelation (cf. bottom line of Figure
1), leading to an underestimation of persistence probabilities, while reducing ϕ shifts
probability estimates towards more reasonable values. Once again, estimates for the
group specification based on cohort a show systematic differences compared to the
specification based on cohort b, which can be attributed to the differing levels of ρ̂z
detected in both cases, as previously discussed. Finally, the robustness of both methods
to income transformation is reaffirmed due to their semi/non-parametric nature.

6 Concluding remarks

Addressing the measurement of poverty persistence pushes toward the solution of
two practical issues, among the others: panel data unavailability or its poor quality.
To tackle these hurdles, the recent literature has resorted to using repeated cross-
sections and, hence, the building of synthetic panels to be used for estimating poverty
transitions. The state of the art presents two major approaches: a parametric and a
semi-parametric one. Both approaches reveal non-trivial limitations.
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The parametric method assumes a bivariate Gaussian distribution of residuals,
which may not always be a suitable assumption. In addition, whether the income corre-
lation estimator is consistent or not, this strictly depends on population characteristics.
The semi-parametric procedure is weakened by the implicit CIA, which imposes that
income autocorrelation is fully captured by time-invariant variables. Furthermore, the
matching procedure tends to assume zero residual autocorrelation which, in turn, may
severely underestimate poverty persistence. Finally, both proposals have not been for-
malized, nor evaluated from a statistical point of view. Income correlation estimators
were not validated in terms of frequentist properties, while the estimates ultimately
depend on practitioners’ choices and context characteristics.

To address these limitations and the outstanding challenges in the state of the
art, we propose a scenario-based approach under which we explicitly account for data
dependency over time and incorporate it into the estimation procedure. We do it in
both a parametric and non-parametric framework. The former resorts to Bayesian
estimates that assume the different scenarios as priors. The latter employs statistical
matching assuming that the group position of an individual’s income reflects the degree
of income autocorrelation, where the difference between the observed income and the
group mean serves as a proxy for such a position.

The results of the Monte Carlo simulation based on Italian EU-SILC data hint
at the fact that both our proposals provide valid alternatives to traditional methods,
leading to better estimates compared to standard methods in the literature. They
show different characteristics in terms of implementation and control. The Bayesian
method stands out for its coherency and its ability to specify priors on intuitive quan-
tities, such as the correlation between incomes in the two time periods. Although its
implementation may be more complex, the simulation results demonstrate excellent
performance. Specifically, using a mixture model significantly improves the estimation
of transition probabilities compared to the literature. Moreover, the Bayesian method
proves to be more robust to the choice of income transformation (logarithmic or square
root). The non-parametric matching-based approach is ‘simpler’ to implement com-
pared to the Bayesian approach, however, it may be slightly thorny to control, as it
relies on the choice of a tuning parameter for determining the degree of income auto-
correlation. To foster the use of the developed methods by practitioners, we provide
as Supplementary Material the R code that implements both procedures.

One limitation of our approach is that the scenario-based framework requires the
user to specify at least two or three income autocorrelation scenarios relevant to the
context. This aligns with the discussion in the introduction section, where we empha-
size that incorporating supplementary information from external sources is a necessary
step. Consequently, this process involves reviewing the existing literature to identify
autocorrelation estimates in comparable settings. Future research directions include
extending our proposed methodologies to account for multiple time points. Addi-
tionally, studying poverty transitions over multiple years may require extensions to
integrate multiple short or rotating panels to achieve a broader observation window.
From an application perspective, this approach can also be applied to other economic
mobility indicators and further validation studies are needed using alternative data
sources.
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