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Abstract. This study investigates whether AI and ML tools can sup-
port European legislative drafting with advanced information retrieval
using AI and which methods are more effective. The article shows the AQ1

hybrid methods leveraging the combination of LegalXML-annotated
(Akoma Ntoso) documents and Natural Language Processing (NLP)
techniques that take advantage of the structure of the legislative text to
perform their tasks. In particular, the experiments proposed in this paper
deal with three crucial functionalities for retrieving relevant legislative
information with incomplete inputs using thematic similarity: normative
references, legislative definitions, and legislative argument/topic search.
The study shows that computational approaches combining LegalXML-
based documents and NLP techniques can fruitfully be deployed to sup-
port legal drafting tasks in legislative European institutions.

Keywords: Legislation · Drafting · Legal Definitions · Legal
References · Legal Topics · NLP

1 Introduction

Legislative drafting is undergoing an evolutionary trend linked to new forms
of digitization, which rely on Artificial Intelligence (AI) and Machine Learning
(ML) techniques [1,2]. Legislative drafting involves several steps and institu-
tions (e.g., policy departments). It typically begins with the identification of
an issue or policy need (e.g., Regulating AI) by the European Commission, fol-
lowed by extensive research and consultation with experts, stakeholders, and
legal advisers, usually in consulting bodies. Drafting the initial version of the
legislation requires close collaboration between legislative counsel and policy-
makers to ensure that the language is precise, unambiguous, and aligned with
existing legal frameworks, for instance, to avoid conflicting definitions or impre-
cise normative references which, in practice, would undermine the validity of the
law. Therefore, among the many aspects of legislative drafting, retrieving norma-
tive references and legal definitions is crucial in ensuring clarity and consistency,

c© The Author(s), under exclusive license to Springer Nature Singapore Pte Ltd. 2025
Y. Nakano and T. Suzumura (Eds.): JSAI-isAI 2025, LNAI 15692, pp. 1–16, 2025.
https://doi.org/10.1007/978-981-96-7071-0_6
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2 M. Corazza et al.

as well as avoiding inconsistency and conflicting norms with the legal system.
This information expresses the poietic role of legal language, which defines the
scope of the law and shapes who or what is covered by the provisions, creating
new constitutive and prescriptive rules.

Previous legislative documents are the main source of information for extract-
ing legal references and definitions. In practice, drafters search previous docu-
ments that share the central theme with the proposed new legislation to avoid
conflicts with the proposing law, to correctly use legal language, and to ensure
that the new legislation aligns with consolidated legal standards [3]. While cru-
cial, gathering such information while researching a legislative proposal is a
challenging and labour-intensive task, especially when cross-referencing various
linked data [4].

However, legislative databases often struggle to navigate legal texts due to
their “syntactic complexity, vagueness, and reference to previously enacted leg-
islation” [5], especially with the point-in-time functionality [6]. In the European
Union (EU) legal system, these challenges are particularly relevant given the
multitude of definitions, references and topics to be included in the legal draft-
ing. Therefore, this paper investigates to what extent automated tools can assist
in preparing documentation for the legal drafting process in retrieving normative
references, definitions and topics. The study is divided into six sections. Following
this introduction, Sect. 2 presents related work. Section 3 discusses the datasets
used in the study, Sect. 4 illustrates our methods, whereas results and validation
are presented in Sect. 5, before final remarks in Sect. 6.

2 Related Work

This study leverages previous work and techniques that use Natural Language
Processing (NLP) technologies in the legal domain [7], as well as the state of the
art in the representation of legal documents and the information contained in
its metadata, as well as the subject of information extraction [8,9] and drafting
[10].

First, creating machine-readable formalisations of legislative documents has
a long-established tradition [5,11]. In our research, we utilize the Akoma Ntoso
XML standard [12,13], which is widely adopted by various institutions globally
(e.g., AKN4UN, AKN4EU) and used in several case studies on legal drafting
[10]. This standard allows for the encoding of legal definitions, the hierarchical
structure of legal texts, temporal aspects such as amendments and consolidation,
and normative references.

Another crucial component of our approach involves the EuroVoc thesaurus,
defined as “a multilingual, multidisciplinary thesaurus covering the activities
of the EU. It contains terms in 24 EU languages (Bulgarian, Croatian, Czech,
Danish, Dutch, English, Estonian, Finnish, French, German, Greek, Hungarian,
Irish, Italian, Latvian, Lithuanian, Maltese, Polish, Portuguese, Romanian, Slo-
vak, Slovenian, Spanish and Swedish), plus in three languages of countries which
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Hybrid AI for Supporting the European Drafting Legislation 3

are candidate Countries for EU accession: Albanian, Macedonian and Serbian.”1

Crucially, each document in the Eur-LEX portal, which is our source for the digi-
tal versions of EU legislative documents, is annotated with one or more EuroVoc
terms, which can be retrieved using the CELLAR SPARQL endpoint [14].

Recent advancements in NLP have been driven by the development of Trans-
former models [15], particularly BERT [16], and this trend has materialized in
the legal domain as well [17]. In particular, specialized models have been created
by fine-tuning BERT and other encoder models using legal texts, like LEGAL-
BERT [18], trained on legislative and court documents from the EU, UK, US,
and the European Court of Justice. Another example is custom LEGAL-BERT,
trained on the Harvard Law Library case law corpus [19]. A PoL model was
also developed using the Pile-of-Law dataset, sourced from 35 different English-
language legal repositories. Beyond pre-trained models, various tasks and mod-
els have been applied to legal NLP, mainly focusing on judicial processes. For
instance, one model predicts court ruling outcomes by classifying violated arti-
cles on a global consistency graph [20], while another pre-trained model supports
judgment prediction, case retrieval [21], and legal question-answering [22].

Hybrid AI approaches [23] are beginning to emerge as a new paradigm. They
mitigate the shortcomings of ML techniques - including the management of tem-
poral aspects, modifications, normative references [24] - by leveraging on struc-
tured legal texts to perform training or retrieval operations [23,25–27].

3 Dataset

To devise and experiment with AI methods for legal drafting in the context
of European Legislation, obtaining a dataset of European legislative documents
was necessary. As discussed in the previous section, Akoma Ntoso (AKN) is
widely adopted by multiple institutions around the world, and it allows the
annotation of legislative documents with crucial information such as normative
references, definitions, as well as all the metadata (FRBR URIs [28]) associated
with each document. Since our approach leverages the information contained
in AKN documents, the first step was the automatic translation of a collection
of European legislative documents in AKN, starting from documents annotated
in FORMEX2. This translation pipeline3, which is outside of the scopes of this
article, can annotate the document in AKN, including information about defini-
tions, normative references and EuroVoc terms related to each document. The
annotation of references and definitions is based on pattern-matching and reg-
ular expressions. At the same time, the EuroVoc terms are obtained through a
query to the CELLAR SPARQL endpoint provided by the Publications Office
of the European Union.

1 http://publications.europa.eu/resource/dataset/eurovoc.
2 https://op.europa.eu/documents/3938058/5910419/formex manual on screen versi

on.html/.
3 Available at http://u2.cirsfid.unibo.it/formexplus2akn/frontend/.
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4 M. Corazza et al.

In our experiments, we use our dataset, which is composed of Regulations
and Directives from the Eur-LEX portal spanning from 2010 to 2021. They
were translated to AKN using our converter, resulting in a dataset that includes
a total of 14.305 AKN documents in English. This allows our tool to retrieve
information about definitions, the year and number that identify the documents,
the Eur-LEX terms associated with them, and the date on which each document
was originally published.

4 Methods

In this section, we describe our legal drafting assistant tools, which use hybrid AI
technology and are grounded on the philosophy of law, theory of law, ethics, con-
stitutional law, and parliamentary regulations [1,29]. In particular, we created
a tool to suggest pertinent normative references, a suggestion system for legal
definitions, and a component that is able to search the dataset in a topic-based
way.

In order to assess the performance of our components, we adopted an app-
roach based on the evaluation of the results for the normative references (§4.1)
and the legislative definition suggestion (§4.2) by experts in the legal domain.
The validation steps include four legal experts: two junior experts (post-doc) in
EU legislation, one senior expert (researcher), and one supervisor (professor).
The evaluation of the results is performed by dividing the dataset between the
experts, which are isolated from the technical group. The final interpretation of
the results was then checked by the supervisor. A written protocol is defined
and distributed to the evaluation team using canonical Excel files to avoid the
subjectivity of the evaluation.

4.1 Normative References

Fig. 1. The references suggestion component

The first component in our drafting assistant system concerns the validation and
suggestion of normative references. A diagram showing its behaviour is found in
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Hybrid AI for Supporting the European Drafting Legislation 5

Fig 1. In particular, our aim is to suggest relevant normative references by using
a (possibly partial) reference, as well as a number of user-provided EuroVoc
terms that are related to the desired reference. While, over time, the format for
references in European legislative documents has changed, all variations include
a number which identifies a document, the type of document, and the year it
was published (e.g., in Regulation (EU) 2016/679, 2016 represents the year of
publication, while 679 is the number identifying the regulation).

Our normative references suggestion module operates first by extracting the
number and year from the input string. Then, these values (which can be non-
existent if the user provides only the year or only the document number) are
compared with the documents that are present in the eXist XML database. The
first results returned by the model are always ones where the year and/or number
are the same as the query (e.g., Directive 31 → Directive 2010/31/EU). Then,
the model returns a list of documents where the year and/or number contain the
query (e.g., Regulation 34 → Regulation (EU) 2020/340). Finally, the system
attempts to find documents by using the Levensthein distance. This metric allows
us to measure how different the number of documents and years are from the
documents in the database. In particular, our aim is to capture documents that
have a very similar document number and year to the one provided by the user.
The Levensthein distance, then, is ideal, as it allows us to capture documents
that have a minimum number of diverging characters with the user query. In our
case, the system selects references that have at most a Levensthein distance of
1 (meaning only one addition, one substitution or one deletion) for each of the
two values representing the document number and year. For example, Regulation
2016/679 would be a valid target if the input was Regulation 2017/689. Both
the year and document number are used targets for the Levensthein distance, as
we considered that an error can appear in both during the drafting procedure,
even if documents sharing a number in different years have no relation with each
other.

The user-provided EuroVoc terms are encoded using a fastText [30] model,
namely “crawl-300d-2M-subword”. In particular, multi-word terms are encoded
as the average of the embeddings of the words composing them, while single
words are just encoded as they are:

W (Kj) =
1

|Kj |

∑

ki∈K

w(ki) (1)

where K is the tuple of words composing the current term, while w(x) denotes
the application of the fastText model to a single word x. Finally, lists of user-
provided EuroVoc terms are represented as the average of the vector represen-
tations of all the EuroVoc:

V (K) =
1

|K|

∑

Ki∈K

W (Ki) (2)

where K denotes the tuple of all EuroVoc terms. Finally, by leveraging the word
embeddings of the EuroVoc terms associated with each document, we can sort
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6 M. Corazza et al.

documents that are relevant to the provided keywords. In order to do so, we use
the following metric:

sim(V (K), V (Ed)) (3)

where Ed represents the EuroVoc terms associated with document d, sim rep-
resents the cosine similarity between the two vectors. By applying V (Ed), we
obtain the average vector from all the EuroVoc terms of document d in the same
way that was described for the user-provided terms. We memorize the vector
representations for all EuroVoc and documents in an SQL database. Finally,
sorting the resulting documents in descending order with respect to the met-
ric, we then provide the user with a relevant suggestion of a possible normative
reference, which is then formatted according to the European drafting standard.

To validate this experiment, we selected the energy domain according to
a recent report of the EU institutions presented the State of the Energy of
the European Union4. We have extracted 10 normative references in the Report
related to the period (2010–2019), and we have found some transversal keywords
of EuroVoc (energy use, energy efficiency, energy consumption) already anno-
tated by the Eur-LEX for each. Using the partial normative reference (e.g., Reg-
ulation 94 instead of Regulation (EU) 2019/942), we have collected all the selec-
tions of the query for the evaluation. In order to assess the impact of EuroVoc
on the overall results, we tried using one, two, and three terms.

4.2 Legislative Definitions

Fig. 2. The legislative definition suggestion component

While drafting a legislative document, one might want to incorporate definitions
within its content. While it is certainly possible to create a new ad-hoc defini-
tion, having the ability to analyse and query existing definitions can contribute

4 Report from the Commission to the European Parliament, the Council, the Euro-
pean Economic and Social Committee and the Committee of the Regions State of
the Energy Union Report 2024 (pursuant to Regulation (EU)2018/1999 on the Gov-
ernance of the Energy Union and Climate Action).
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Hybrid AI for Supporting the European Drafting Legislation 7

to reducing the variation between definitions of the same word, as well as inform
the drafters of other (possibly diverging) definitions for the same term. In this
context, our goal is to create a system that can aid the research of definitions for
legal drafting while also considering the specific context in which a term is defined
(e.g., the word “water” might have a different meaning in legislation concerning
aqueducts than it does when discussing power plants). From a legal viewpoint,
consistency in definitions is necessary to prevent overlapping legislation, which
may be undesired to achieve easier compliance on the undertakings, or its oppo-
site, i.e., gaps in legislation due to the lack of a definition on a specific topic.
Retrieving the correct normative reference to a definition also prevents redun-
dancy and simplifies legal analysis. We include a simple visualization of how the
tool works in Fig. 2.

Keeping in mind these desirable characteristics for any legal research sys-
tem, the component has been implemented using an XML database (eXist-db)
of European legislative documents in the AKN format. The definitions contained
within were then indexed using the Lucene Information Retrieval library5, which
is already integrated as a module in the database. This allowed for the use
of pre-implemented scoring classes from the library to retrieve relevant results
and assign them a textual relevance score. Additionally, tokenization classes
were applied to specify how to index the corpus. For instance, definitions were
indexed using the StandardAnalyzer in order to remove stop-words and punc-
tuation, while EuroVoc classification terms, being keywords, were handled with
KeywordAnalyzer to preserve the string’s integrity without tokenization.

Lucene provides several built-in implementations of the similarity class, each
reflecting different scoring models in Information Retrieval. In this case, the
Default Similarity class was adopted, which combines the Boolean Model to filter
documents matching the query and a refined version of the Vector Space Model
(VSM) based on TF-IDF weights to score the results. Specifically, Lucene refines
VSM by incorporating corpus statistics from the inverted index, the number of
terms matching the query, and additional boosting factors that can be specified
during the search process. This class is also used during indexing, as it calculates
normalization factors based on field length and the boost factors specified in the
configuration [31].

Each definition was individually indexed within a Lucene document, along
with some metadata associated with the source document, to optimize and
improve searchability. The indexed information includes:

– FRBR Expression URI for temporal-based searches,
– EuroVoc classification,
– The def element (definiendum),
– One or more defbody elements (definiens) associated to the def element,
– Text from reference navigation.

The results are filtered by version date to include only those within the
specified time window and then are scored by combining the textual relevance

5 https://lucene.apache.org/core/.
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8 M. Corazza et al.

score from searching for a term in the def and defBody elements of a definition
and the textual relevance score from comparing the EuroVoc keywords associated
with the definition to those in the users query.

4.3 Legislative Topic Search

Fig. 3. The legislative topic search component

To support the argument search, we developed an argument-based search engine
for European legislative documents, meaning that the search should return both
a list of pertinent documents and a list of relevant topics. The diagram in Fig. 3
shows the mechanism behind the proposed legislative topic search, which uses
local files populated from the eXist database.

In order to produce a meaningful categorization of the documents, we opted
to select the top-level terms from the EuroVoc thesaurus, from which we removed
the term European Union, as that could be applied to all European legislative
documents (Table 1):AQ2

Table 1. Top level EuroVoc terms (excluding “European Union”)

Politics International Relations

Law Economics

Trade Finance

Social Questions Education and Communications

Science Business and competition

Employment and Working Conditions Transport

Environment Agriculture, Forestry and Fisheries

Agri-foodstuffs Production, Technology and Research

Energy Industry

Geography International organisations
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Hybrid AI for Supporting the European Drafting Legislation 9

In order to assign each document to one of the terms from EuroVoc, we used
the SentenceTransformer library [32], which can be used to produce sentence
embeddings that support the usage of cosine similarity (or other metrics) to
measure the semantic similarity between them. Since our goal was the creation
of a tool that could be used by Italian institutions as well, we opted to use
a multilingual model, “paraphrase-multilingual-mpnet-base-v2” [33], which is
based on MPNet [34]6. It is trained on parallel data and supports 50+ languages,
including Italian and English.

Fig. 4. A diagram of the aggregation strategy used to obtain a vector representation
for each article. This particular article is composed of multiple paragraphs; one of them
contains a list, and one point of the list contains a normative reference. The reference
is resolved and aggregated with the relevant point; then, the procedure leverages the
structure of the document to produce element vectors from their children until the root
of the tree (article)

In order to compare the vector representations of the EuroVoc terms with
the documents, we opted to use both the titles and articles of each document as
a term of comparison. In particular, we used the Sentence Transformer model to
produce an embedding for each title by just applying the model to it. Then, the
article embeddings were produced in a more involved manner by using a recursive
procedure to traverse the AKN XML tree until we could reach leaf nodes and
by applying the model to them. Crucially, we excluded inline nodes (references,
dates, etc.) in order to preserve the structure of the sentences. Then, a bottom-up
approach was used to aggregate the embeddings (see Fig. 4). Crucially, whenever

6 This tool was preferred over Large Language Models (LLMs) given their maximum
context length. In fact, most of the legislative documents in the corpus have a con-
siderably high number of tokens which may significantly hinder the usage of LLMs
or compromise their performance specifically for this reason.
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10 M. Corazza et al.

we found a normative reference that could be resolved within the dataset, we
resolved and used it as follows:

– If the references are punctual (pointing to a single article, paragraph, or
section), we extracted the relevant portion of the referenced document and
encoded it using our recursive procedure;

– Otherwise, we averaged the title and first title of the document to produce
the reference embedding.

More formally, given a model M we obtain an embedding for an article a as
follows:

v(a) =
1

2 + |c(a)|



M(t(a)) +
∑

i

v(ci(a)) +
1

r(a)

∑

j

R(rj(a))



 (4)

where:

– t(a) is the textual content of the article which is not included in any of its
non-inline children;

– c(a), ci(a) represent the set of all non inline children of a and the i-th child
element of a, respectively;

– r(a), rj(a) represent all the references in the text of the article, and the j-th
reference in the text, respectively.

The reference embeddings, then, are obtained as follows:

R(i) =

{

v(i) if i is a punctual reference
1
2M(T (i)) + v(A1(i)) otherwise

(5)

where T (i) represent the title of the referenced document, while A1(i) is the first
article of the document.

Once we obtain the vector representations from all the documents, it is pos-
sible to compare them with those obtained from the EuroVoc terms by applying
cosine similarity. Finally, the relevant term for a given document can be obtained
as follows:

argmaxj



sim(M(T (d)),M(Ej)) +
1

|Ad|

|Ad|
∑

i=1

sim(v(adi),M(Ej))



 (6)

where Ad = {ad1, . . . , adn} is a set that represents all the articles belonging to
document d, sim(x, y) measures the cosine similarity between two vectors, while
Ej represents the j-th EuroVoc term. In other words, the system selects the
more semantically similar EuorVoc using the sum of the similarity between the
term and title, as well as the average similarity between the term and all the
document articles.
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In order to search for documents, the user can provide a query and a set of
keywords. The query vector, then, is produced as follows:

Q =
1

2
(M(q) + M(k)) (7)

where q is the query text, while k represents the set of keywords joined by
semicolons (“;”). The query vector can be compared with the EuroVoc terms
using cosine similarity, which allows the selection of two relevant arguments for
each query. For documents that have been categorized with the two relevant
arguments, then, the query vector Q is compared with a document d as follows:

Dd = sim(M(Q),M(T (d))) +
1

|Ad|

|Ad|
∑

i=1

sim(M(Q), v(adi)) (8)

In our system, we select the two most relevant EuroVoc terms and the 10 most
relevant documents for each one of them, allowing the user to query European
legislative documents and obtain an argument-based selection of documents.
The choice of providing the user with two topics was motivated by the fact
that some user-provided inputs might be related to more than one EuroVoc
terms. As an example, the term “carbon tax” is related to both environmental
policy and economic policy. Similarly, by providing ten documents for each topic
we maximise the utility of the tool, allowing the user to discover a reasonable
number of documents, since a lower number would risk missing many relevant
documents, while a higher count would probably be too high and require the
examination of too many documents.

As regards the validation, we randomly selected 100 documents from the
dataset and showed the experts the EuroVoc term that our system associated
with it (see Eq. 6). The experts were then tasked with evaluating whether the
associated class was appropriate for any given document. We then measured the
accuracy as the total number of proper categorizations over the total number of
documents being assessed (100).

5 Results and Validation

The results of the evaluation for the definition suggestions and document clus-
tering, shown in Table 2, show that our approach, while it does not require any
ad-hoc neural model or annotation, is able to perform the required tasks with
satisfactory results. Furthermore, since our approach is to show more than one
suggested reference, more than one suggested definition and more than one per-
tinent cluster given a user query, the overall usefulness of the approach is, in
practice, higher since users can select from a multiple of suggestions instead of
relying on the first one.

In the validation stage, we asked legal experts to query the system as they
would do during a drafting procedure. Then, the first result obtained was marked
as “helpful” or “not helpful”. When no results were obtained (the definition was
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not found in the dataset), we considered the result “not helpful”, but we showed
the results excluding “blank” outputs as well. In practice, legal experts assessed
the extent to which the system is capable of providing useful suggestions for the
drafting procedure, meaning the ones that match the expected result for a given
query. The accuracy was measured as the ratio of helpful suggestions over the
total number of tests. In total, 90 definition suggestions were evaluated.

Table 2. Accuracy values for definition suggestion and document clustering. For the
definition suggestion task, we show both the results, including no output, as well as
those where these cases have been excluded.

Task Accuracy (with “blank”
outputs)

Accuracy (without “blank”
outputs)

Definition suggestion 0.62 0.72

Document clustering 0.52 –

For the Reference suggestions, we used a different evaluation criterion. Since
the tool first tries to match the documents that have the exactly specified num-
ber, then adds a single character, and so on, it is unreasonable to assume that
the tool will reliably pick the desired document as the first suggestion. For this
reason, we measure top 1, top 5 and top 10 accuracy as the number of tests
where the desired document is in first, the first 5 or first 10 positions, respec-
tively. Furthermore, we tried using 1, 2 or 3 EuroVoc terms to investigate the
impact of a more refined query on the results.

Table 3. Evaluation for the normative references suggestions.

EuroVoc Top 1 Accuracy Top 5 Accuracy Top 10 Accuracy

energy use 0.20 0.40 0.80

energy use, energy
consumption

0.30 0.70 1.00

energy use, energy
consumption, energy efficiency

0.30 0.70 1.00

The results of this evaluation, shown in Table 3, outline both the positive
aspects and the shortcomings of our normative references suggestion tool. As a
first aspect, we can observe that only using the top suggestion is not enough to
select the desired document, while using at least 5 suggestions leads to better
outcomes. Furthermore, increasing EuroVoc terms also seems to lead to bet-
ter accuracy, where the relevant document appears in higher positions. In fact,
despite the results obtained with 2 and 3 EuroVoc being the same in terms
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of the metrics shown above, there are two instances where the relevant docu-
ment was spotted in the last position with two terms while being in positions 9
and 6, respectively, using 3 EuroVoc. Overall, it seems that using two distinct
EuroVoc terms can refine the results while increasing the amount to three does
not improve results by a large margin. Despite the challenges and trade-offs that
derived from scaling up the approach to a large number of documents, we find
that our component can still be helpful while reconstructing partial references
since it could see the desired document in 100% of instances when provided with
just two EuroVoc terms. This result can be useful for legal drafters, in partic-
ular when misspelt references can originate significant interpretative issues and
inconsistencies, both in preliminary stages or in the publication of the legal act,
thus reducing the necessity of corrigenda [35].

Fig. 5. Average similarity between the misspelt referred query and the proposed results
for each EuroVoc term. Dots represent the similarity of the correct suggestion

Finally, the chart in Fig. 5 represents the similarity between the misspelt
query and the proposed results for each EuroVoc term. Since the similarity AQ3

increases when more EuroVoc terms are provided, it is safe to assume that the
system definition suggestion system captures the semantics of EuroVoc terms.
This is particularly noteworthy when switching from 1 to 2 EuroVocs, but a
slight increase in similarity can also be noted when 3 EuroVocs are provided
instead of 2, especially in some of the queries displayed on the left-hand side of
the chart.

6 Final Remarks

In this article, we have proposed three applications that provide functionalities to
aid the legal drafting process. In particular, they deal with normative references
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and definitions, as well as with the search for relevant pieces of legislation that
pertain to specific topics. Crucially, the tools provided here are grounded in
principles that are necessary for the rule of law, and all the steps towards an
evaluation of the performance of the results were conducted by experts of the
legal domain who could assess the effectiveness of the adopted approaches.

In general terms, we have shown that by applying techniques from NLP, it
is possible to provide valuable tools for legislative drafting in the context of the
European Union, even without involving complex and ad-hoc models that have
been trained for this purpose. While the approaches adopted in this article are
in principle applicable to documents from other legislative institutions, a careful
consideration of the requirements that arise from the drafting procedure of each
one would be necessary to adapt them to a different context. Furthermore, while
some of the tools we presented are multilingual in nature, some other would need
to be adapted to different languages.

Moreover, these results were obtained by combining more NLP-based tech-
niques with thesauri and knowledge that pertain to a more symbolic way of
creating AI systems. This approach, which is called Hybrid AI [23], has the
advantage of including more structured information within the more statisti-
cally based machine learning models that are widely used for a multitude of
tasks. In the legal domain, such an approach is ethically desirable (e.g., in terms
of explainability and favouring the correspondence between the legal experts’
knowledge and the algorithmic representation of texts) and even mandatory
(e.g., in the light of the EU Artificial Intelligence Act) in order to capture the
many complexities of the field (time, normative references, etc.). Another possi-
ble issue of purely statistical methods is their reliance on patterns emerging from
statistical data. This means that, whenever substantial legislation is approved,
which impacts future drafting efforts, purely statistical systems will be biased
towards legislation which existed when the models were trained. Conversely,
an Hybrid AI approach can incorporate temporal information and information
about the documents (i.e. amendments, abrogations) in order to mitigate this
issue. Future works can validate the accuracy and usefulness of other approaches
in the same or similar tasks.
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Commission funds within ERC HyperModeLex. Grant agreement ID: 101055185. The
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10. Marković, M., Gostojić, S.: Legal document assembly system for introducing law
students with legal drafting. Artif. Intell. Law 31(4), 829–63 (2023)

11. Ashley, K.: Artificial Intelligence and Legal Analytics: New Tools for Law Practice
in the Digital Age (2017)

12. Palmirani, M., Vitali, F.: Akoma-Ntoso for legal documents. In: Legislative XML
for the Semantic Web: Principles, Models, Standards for Document Management,
pp. 75–100 (2011)

13. Palmirani, M.: Legislative change management with Akoma-Ntoso. In: Legislative
XML for the Semantic Web: Principles, Models, Standards for Document Manage-
ment, pp. 101–130. Springer, Heidelberg (2011)

14. Publications Office of the European Union. Cellar - The semantic repository of the
Publications Office. Publications Office of the European Union (2023)

15. Vaswani, A., Shazeer, N., Parmar, N., Uszkoreit, J., Jones, L., Gomez, A.N., et al.:
Attention is all you need. Adv. Neural. Inf. Process. Syst. 30, 6000–10 (2017)

16. Devlin, J., Chang, M.W., Lee, K., Toutanova, K.: BERT: pre-training of deep
bidirectional transformers for language understanding. In: Burstein, J., Doran,
C., Solorio, T. (eds.) Proceedings of the 2019 Conference of the North Ameri-
can Chapter of the Association for Computational Linguistics: Human Language
Technologies, vol. 1 (Long and Short Papers), pp. 4171–4186. Association for Com-
putational Linguistics, Minneapolis (2019). https://aclanthology.org/N19-1423

17. Greco, C.M., Tagarelli, A.: Bringing order into the realm of Transformer-based
language models for artificial intelligence and law. Artif. Intell. Law, 1–148 (2023)

18. Chalkidis, I., Fergadiotis, M., Malakasiotis, P., Aletras, N., Androutsopoulos, I.:
LEGAL-BERT: the muppets straight out of law school. In: Cohn, T., He, Y., Liu,
Y. (eds.) Findings of the Association for Computational Linguistics: EMNLP 2020,
pp. 2898–2904. Association for Computational Linguistics, Online (2020). https://
aclanthology.org/2020.findings-emnlp.261

19. Zheng, L., Guha, N., Anderson, B.R., Henderson, P., Ho, D.E.: When does pretrain-
ing help? Assessing self-supervised learning for law and the CaseHOLD dataset of
53,000+ legal holdings. In: Proceedings of the Eighteenth International Conference

A
u

th
o

r
 P

r
o

o
f



16 M. Corazza et al.

on Artificial Intelligence and Law. ICAIL ’21, pp. 159–168. Association for Com-
puting Machinery, New York (2021). https://doi.org/10.1145/3462757.3466088

20. Dong, Q., Niu, S.: Legal judgment prediction via relational learning. In: Proceed-
ings of the 44th International ACM SIGIR Conference on Research and Develop-
ment in Information Retrieval. SIGIR ’21, pp. 983–992. Association for Computing
Machinery, New York (2021). https://doi.org/10.1145/3404835.3462931

21. Xiao, C., Hu, X., Liu, Z., Tu, C., Sun, M.: Lawformer: a pre-trained language
model for Chinese legal long documents. AI Open 2, 79–84 (2021). https://www.
sciencedirect.com/science/article/pii/S2666651021000176

22. Sovrano, F., Palmirani, M., Sapienza, S., Pistone, V.: DiscoLQA: zero-shot
discourse-based legal question answering on European Legislation. Artif. Intell.
Law, 1–37 (2024)

23. Palmirani, M., Sapienza, S., Ashley, K.: A hybrid artificial intelligence methodology
for legal analysis. BioLaw J.-Rivista di BioDiritto. 3, 389–409 (2024)

24. Palmirani, M.: A smart legal order for the digital era: a hybrid AI and dialogic
model. Ragion pratica, Rivista semestrale (2/2022), 633–655 (2022). https://www.
rivisteweb.it/doi/10.1415/105387

25. Palmirani, M., Bincoletto, G., Leone, V., Sapienza, S., Sovrano, F.: Hybrid refining
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