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ARTICLE INFO ABSTRACT

MSC: Research on knowledge graph construction (KGC) has recently shown great promise also thanks
00-01 to the adoption of large language models (LLM) for the automatic extraction of structured
99-00 information from raw text. However, most works rely on commercial, closed-source LLMs,
Keywords: hindering reproducibility and accessibility. We explore KGC with smaller, open-weight LLMs and
Knowledge graph construction investigate whether they can be used to improve upon the results obtained by systems leveraging
large language models bigger, closed-source models. Specifically, we focus on CodeKGC, a prompting framework based

Code language models

€ . on GPT-3.5. We choose a variety of models either pre-trained primarily on natural language or
Information extraction

on code and fine-tune them on three datasets used for information extraction. We fine-tune
with prompts formatted either in natural language or as Python-like scripts. In addition, we
optionally train the models with prompts including chain-of-thought sections. After fine-tuning,
the choice of coding vs natural language prompts has a limited impact on performance, while
chain-of-thought training mostly leads to a performance decrease. Moreover, we show that a
LLM can be outperformed by much smaller versions on this task, after undergoing the same
amount of training. We find that in general the selected lightweight LLMs outperform the much
larger CodeKGC by as much as 15-20 absolute F, points after fine-tuning. The results show that
state-of-the-art KGC systems can be developed using smaller and open-weight models, enhancing
research transparency, lowering compute requirements, and decreasing third-party API reliance.
Code: https://github.com/TinfFoil/natcode-llm-kgc

1. Introduction

Knowledge graphs (KG) have been attracting a great deal of attention both from academia and industry (Ji, Pan, Cambria,
Marttinen, & Yu, 2022), due to their capacity of storing structural information. Despite their great usefulness, constructing them
usually entails relying on data curated fully or in part by human annotators. Knowledge graph construction (KGC) aims at addressing
this issue by automating the extraction of structural information from raw text (Ye, Zhang, Chen, & Chen, 2022), usually in the
form of Resource Description Framework (RDF) triples (Candan, Liu, & Suvarna, 2001). In the past few years, deep learning
and graph machine learning models have been used to approach this task in a variety of ways with promising results (Bhatt,
Abdollahpouri Hosseini, Fancellu, & Fazly, 2024; Diallo, Bikakis, Dickens, Hunter, & Miller, 2024; Donatelli et al., 2021; Fan &
Hunter, 2023; Zaratiana, Tomeh, Holat, & Charnois, 2024). With the advent of large language models (LLM) (Brown et al., 2020;
Chowdhery et al., 2022; Touvron et al., 2023), this task has also been tackled by having these powerful models use in-context-
learning (ICL) (Dong et al., 2024) to extract RDF triples from raw text without requiring any specific fine-tuning (Bi et al., 2024;
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Wei et al., 2024; Zhang & Soh, 2024). However, most of these works adopt closed-source, commercial models,' undermining their
transparency and reproducibility. Moreover, the cost of running these very large models is considerable, further hindering their
research potential and accessibility.

We tackle the task of RDF triple extraction from raw text with smaller, open-weight LLMs. We try to reproduce the LLM settings
proposed in the CodeKGC framework and improve upon its results (Bi et al., 2024). We select eight LLMs in the 7-8B parameter
range; four of them are trained primarily on natural language (Grattafiori et al., 2024; Jiang et al., 2023), while the other four
are trained primarily on code (Bai et al., 2023; Guo et al., 2024). For each language type, two are completion models and two
have already undergone instruction tuning, making them chatbots. In addition, to evaluate the impact of model size on our results,
we experiment with the 70B-parameter versions of one of the models, along with smaller models, 1B and 3B parameters in size.
We pick these models because we wish to verify whether LLMs pre-trained on code are better at structural reasoning, and thus
at extracting structured information from raw text, as asserted in Bi et al. (2024). Subsequently, we fine-tune said models using
LoRA (Hu et al.,, 2021) on three datasets for information extraction: ADE (Gurulingappa et al., 2012), CoNLLO4 (Roth & Yih,
2004), and SciERC (Luan, He, Ostendorf, & Hajishirzi, 2018). For each dataset, we vary the prompt format, feeding the LLM a
prompt in natural language or in the Python programming language. We optionally train the models to produce chain-of-thought
(CoT) (Kojima, Gu, Reid, Matsuo, & Iwasawa, 2022) rationale sections, before making their final predictions. This means that we
fine-tune eight different lightweight models on three datasets, with two different prompt formats, with or without rationale, for a
total of 96 different fine-tuned lightweight models. Moreover, we test the four instruction-tuned models prior to any fine-tuning,
for a total of 100 tested models. We also test two 1B-parameter models, two 2B-parameter models, and two 70B-parameter models.
Therefore, for each model size, we test 24 extra fine-tuned models along with the base instruction-tuned model of that size, for a
grand total of 175 models.

Our contribution, stemming from the results of our experiments, is thus three-fold:

(i) We show that, when fine-tuning these LLMs, the choice of code vs natural language prompts has a limited impact on
performance. That is, using code prompts is helpful when using general-purpose chatbots; however, the same does not hold
for fine-tuned models, since they are shown hundreds of training instances and thus learn what to extract from a sentence
regardless of the format being used.

(i) We show that training the models to include rationale sections in their outputs before making their final prediction is ineffective
at best and highly detrimental at worst. From an analysis of the attention heads of the best-performing model using rationale,
we infer that this might be due to the model’s attention being dispersed on redundant information. Therefore, not using any
CoT reasoning ultimately helps the models because they are able to focus on the strictly relevant information included in the
prompt. We also confirm this by showing the negligible impact of increasing the number of ICL examples in the prompt.

(iii) We showcase the feasibility of outperforming commercial LLMs such as GPT-3.5 and large open-weight models (in the
70B-parameter range) by fine-tuning much smaller models with LoRA on the specific task and datasets at hand.

We achieve major improvements upon (Bi et al., 2024)’s results on all three datasets, with the top fine-tuned models
outperforming CodeKGC by 17.4 points on ADE, 19.7 points on CoNLL04, and 15.5 points on SciERC in terms of F,-measure. This
has important implications as regards the use of commercial, closed-source LLMs for this type of task, as smaller, open-weight models
not only can achieve state-of-the-art performance, but also allow for more transparent and computationally affordable research.

Using open-weight models is essential because only by having access to the weights can one analyze the behavior of a model
with respect to the task being performed. With closed-weight models, one cannot, for example, carry out analyses of the attention
layers, as we do by analyzing model behavior when using CoT prompts. Perhaps even more importantly: these models are offline and
their weights can be downloaded, meaning that they will display the same behavior at any given point in time. This is fundamental
when it comes to reproducibility and represents a drawback of using closed-weight models, as any study carried out using them can
essentially be made obsolete by a model being updated or deprecated and made inaccessible (e.g., parts of CodeKGC using older
versions of GPT-3.5). Ultimately, using open-weight models ensures consistency of results, while the behavior of online models such
as ChatGPT? can be changed at any time, e.g., by way of fine-tuning or modifying alignment policies through reinforcement learning
from human feedback (Ziegler et al., 2019).

Another key advantage of our approach is that not only are we using smaller models, but we also use LoRA to adapt them rather
than having them undergo full fine-tuning. As a result, the most expensive part of tuning the models is the forward pass through
the base LLM, while the number of parameters that need to be trained is a relatively small 42M.? Considering that the compute
cost of the forward pass can also be reduced by quantizing the parameters of the model, adapting small LLMs with LoRA is far
less computationally intensive, compared to running massive commercial models such as GPT-3.5. Therefore, this approach offers
higher downstream task performance while being more sustainable both from an economic and from an environmental perspective.

The rest of the paper is structured as follows. Section 2 gives an overview of important concepts used in this paper and the state
of the art in terms of KGC. Section 3 provides information on the data used to train and evaluate the models. Section 4 lays out
details on the choice of the models used in the experiments. Section 5 presents and discusses the results of the experiments. Finally,
Section 6 closes the paper by drawing conclusions and presenting possible future work.

1 The most popular being OpenAl’s GPT-3.5 Turbo, up until the release of GPT-40 Mini (https://platform.openai.com/docs/models)
2 https://chatgpt.com
3 For perspective, this is less than half of the base BERT (Devlin, Chang, Lee, & Toutanova, 2019) model, which has 110M parameters.
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2. Related work
2.1. Knowledge graphs

A graph ¢ = (V,€) is defined as a set of nodes V connected by a set of edges £, where each edge ¢;; € £ connects nodes
(v;,v;) € V. A knowledge graph (KG) is a type of graph in which each node and edge can be associated with various pieces
of information (Barrasa, Webber, & Webber, 2023). KGs can be used to have a structured representation of the relations linking
determinate entities. For example, a KG could be used to represent a social network of people, with directed relations indicating
that a person follows another.

One popular format for storing KG information are Resource Description Framework (RDF) triples (Candan et al., 2001), in
the format (entity,, relation, entity,). For example, in the aforementioned social network directed KG, two people, Alice
and Bob, following each other on a social media platform, could be described by the following two triples: (Alice, follows,
Bob), (Bob, follows, Alice). Many KGs are available for a wide variety of domains and tasks. As regards specific domains,
the ADE (adverse drug effect) corpus (Gurulingappa et al., 2012) is a collection of medical case reports linking drugs with adverse
effects. FoodKG (Haussmann et al., 2019) is a culinary KG which can be used to find ingredient substitutions based on dietary health
requirements. In semantics, WordNet (Miller, 1995) and BabelNet (Navigli & Ponzetto, 2010) provide synonymy, hypernymy, and
hyponymy relations between words.

Various benchmark datasets are also available for a variety of tasks involving KGs, pertaining to a variety of domains.
CoNLLO4 (Roth & Yih, 2004) is a dataset in the news domain comprising triples with entities ¢; € {per, org, loc} and relations
r; € {workFor, kill, orgBasedIn, liveln, locIn} which can be used to train and evaluate relation and information extraction
models. SciERC (Luan et al., 2018) is a dataset for the identification, classification and relation of six types of entities found in
scientific papers, connected through seven types of relations. TransOMSC (Zhang, Khashabi, Song and Roth, 2020) is a large-scale
commonsense dataset constructed from ASER linguistic graphs (Zhang, Liu, Pan, Song and Leung, 2020).

Domain-agnostic datasets also exist and are usually built sourcing data from knowledge bases (KB) such as DBpedia, e.g., WebNLG
(Ferreira et al., 2020) (where the 2020 version has 411 relation classes); or Wikipedia and Wikidata, e.g., FewREL (Han et al., 2018)
(100 classes), DocRED (Yao et al., 2019) (96 classes), T-REx (Elsahar et al., 2018) (633 classes), and Tekgen and KELM (Agarwal, Ge,
Shakeri, & Al-Rfou, 2021) (~1500 classes). Training models through supervised fine-tuning on such large-scale datasets, however,
represents a non-trivial computational investment, reason for which recent literature has shifted towards attempting to leverage
powerful LLMs to infer KGs from raw text in zero-shot or few-shot settings.

2.2. Knowledge graph construction

In this paper, we refer to knowledge graph construction (KGC) as a task which entails extracting structural information from
raw text in the form of RDF triples (Ye et al., 2022). Since structured information is easily navigable and capable of providing deep
data insight, KGs have experienced a steady increment in use (Bhatti, Tang, Wu, Marjan, & Hussain, 2023). This in turn has made
KGC increasingly important, with extensive literature approaching the subject.

KGC has been approached via a variety of approaches. Among rule-based methods, we can for example find the use of linguistic
patterns (Hearst, 1992) for the extraction of hypernym-hyponym relations (Al-Zaidy & Giles, 2017; Khalid, Wu, Wahid, Alam
and Ullah, 2021). Machine learning models such as Hidden Markov Models (Rabiner & Juang, 1986) and Conditional Random
Fields (Sutton & McCallum, 2012) have been used to perform named entity recognition (Zhou & Su, 2002), which can be used for the
extraction of KG nodes, while SVMs (Cortes, 1995) have been used for relation extraction, for the discovery of graph edges (Zelenko,
Aone, & Richardella, 2003). Deep learning models can involve combinations of neural classifiers such as LSTMs (Hochreiter &
Schmidhuber, 1997), BERT (Devlin et al., 2019), and biaffine scorers (Dozat & Manning, 2017), along with graph algorithms such
as Chu-Liu/Edmonds’ algorithm (Chu, 1965; Edmonds et al., 1967) for maximum spanning tree generation.

Currently, the state of the art in KGC is represented by systems leveraging models trained in a supervised manner (Tang et al.,
2022), such as BERT (Devlin et al., 2019), a powerful pre-trained Transformer model (Vaswani et al., 2017) which can also be
paired with recurrent networks so as to obtain high-quality semantic representations of text to extract information even from very
long documents (Bano, Khalid, Tairan, Shah, & Khattak, 2023; Reimers & Gurevych, 2019). These models were originally used to
independently tackle the two fundamental tasks involved in KGC: entity recognition and relation extraction (Donatelli et al., 2021;
Fan & Hunter, 2023). However, a more sophisticated approach entails training such models jointly on the two objectives, as a single
information extraction task (Bhatt et al., 2024). Such models can also incorporate graph neural networks (Diallo et al., 2024) in
order to leverage their graph-reasoning capabilities, and the decoder module of the Transformer architecture, used to produce the
output triples directly in the form of text (Zaratiana et al., 2024).

2.3. Large language models for knowledge graph construction

In essence, LLMs comprise a stack of many Transformer decoders, trained on vast corpora with an autoregressive language
modeling objective. They can also be further instruction-tuned to turn them into interactive chatbots (Brown et al., 2020; Chowdhery
et al., 2022; Touvron et al., 2023). They are referred to as being “large” due to their high parameter count, which has an important
impact on their capabilities (Wei et al., 2022).
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LLMs have also been leveraged for KGC, exploiting their parametric knowledge and common sense skills to generate RDF triples
from text. Thanks to their inherent capabilities, pre-trained LLMs can be used without any further fine-tuning to extract triples from
sentences. For example, Wei et al. (2024) create a multi-turn question-answering framework, ChatIE, with which they zero-shot
prompt ChatGPT to approach three tasks: entity-relation triple extraction, named entity recognition, and event extraction. Zhang
and Soh (2024) also rely on ChatGPT, prompting it through a novel framework which they call Extract-Define-Canonicalize. With
the purpose of achieving schema-less KGC, this framework entails using LLMs to generate definitions for extracted relations in order
to cluster similar (but not identical) relations by calculating definition similarity through a sentence embedding model (Wang et al.,
2024).

2.4. Code LLMs for KGC

Through ICL (Dong et al., 2024), LLMs can be used without fine-tuning to extract triples from sentences by prompting them with
gold-standard examples. Exploiting this capability, Bi et al. (2024) compare different versions of ChatGPT, trained on both natural
language and code, on the task of extracting triples from unstructured text. Using a prompting framework, which they refer to as
CodeKGC, they provide the models examples both in the form of natural and programming language. Their reasoning for approaching
the triple-extraction task through code generation is that programming languages are inherently superior to natural language when
it comes to representing structured information. When prompting the model with information in the form of code, they reformat
triples as declarations of Python class instances, with a schema defining the classes at the top of the prompt. In addition, they
attempt improving the performance of the models by leveraging CoT (Kojima et al., 2022) when providing the examples. Using
code formatting and reasoning strategies in their prompts, they obtain results which are considerably better than the ones obtained
when using natural language.

2.5. Small LLMs for KGC

In this section, we discuss two of the latest works comprising the literature on small LLMs for KGC, selected from the latest ACL
KaLLM workshop.*

Using a number of the large-scale datasets for KGC mentioned in Section 2.1, Zhang, Sadler, Taesiri, Xu, and Reformat (2024)
generate additional training data via data augmentation by combining different prompt strategies. Similarly to our work, they then
fine-tune small LLMs on the obtained augmented datasets by using LoRA. However, their overall approach and research questions are
different, since they focus on improving LLM performance on the KGC task through data augmentation by mixing data from different
datasets and they only use natural language. In addition, we focus on making improvements with minimal compute investment, while
they tune on ~1.5 orders of magnitude more data than this work. Unlike Zhang et al. (2024), our study also provides an analysis
of the attention of one of the models as a way of explaining why certain prompt approaches (such as adding rationale) might fail
when tuning these models. This qualitative attention analysis is also corroborated by quantitative experiments.

Also focusing on small LLMs, Papaluca, Krefl, Rodriguez Méndez, Lensky, and Suominen (2024) use the 2017 version of
WebNLG (Gardent, Shimorina, Narayan, & Perez-Beltrachini, 2017) along with the NYT dataset (Riedel, Yao, & McCallum, 2010) to
construct a KB which they query via RAG (Lewis et al., 2020) in their KGC system. As in the present work, the authors use small LLMs
such as GPT-2,° Falcon 7B,° and LLaMA 13B’ to predict the triples of the KG; however, they only predict in zero-shot and few-shot
settings with ICL, without tuning any parameters. Even though their approach involves no compute investment for the training
of models, RAG still involves additional parameters and latency in the forward pass and a relatively small computational cost for
the initial vectorization necessary to store the KB as a vector database. The authors do not report which embedding model they
use through Llamalndex,® but the default embedding model is OpenAl’s text-embedding-ada-002.° Assuming they used this model,
in the end their latency and final computational overhead would be on par or greater than the one incurred by our LoRA-tuning
approach, while also involving a closed-source model in the process.

Thus, we approach a different set of research questions with relation to these works, and both have limitations that we address
with our different experimental setup.

3. Data

We experiment with the same three benchmark datasets used in Bi et al. (2024). ADE (Gurulingappa et al., 2012) is a medical
corpus annotated with relations linking drugs and dosages to adverse effects. The CodeKGC subset of ADE, which we use in this work,
considers relations between drugs and adverse effects. CONLLO4 (Roth & Yih, 2004) is a corpus used for relation and information
extraction. It comprises news articles and contains span-level annotations for three types of entities and five types of relations.
SciERC (Luan et al., 2018) is a multi-task corpus in the domain of scientific literature, used for entity, relation, and coreference
classification.

https://aclanthology.org/events/kallm-2024/
https://huggingface.co/openai-community/gpt2

https://huggingface.co/tiiuae/falcon-7b

No longer available on Meta’s Hugging Face page (https://huggingface.co/meta-llama).
https://github.com/run-llama/llama_index

© ® N o G A

https://platform.openai.com/docs/guides/embeddings
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Table 1
Samples per partition and classes for the dataset subsets used in this paper and in Bi et al. (2024). Instance counts are reported with a slash symbol (#train/#test)
for the training and test sets.

Dataset Docs. Entities Relations
ADE (Gurulingappa et al., 2012) 2562,/300 gﬁf;se :g:z;zz adverseEffect 4087/452
Organization 527/181 kill 179/47
Person 1094/270 locatedIn 247/94
CoNLL04 (Roth & Yih, 2004) 922/288 Location 945/393 workFor 256/76
orgBasedIn 271/105
liveln 330/100
Ggeneric 1173/233 usedFor 1690/533
Material 618/46 featureOf 173/59
Method 1761/66 hyponymOf 298/67
SciERC (Luan et al., 2018) 1366/397 Metric 298/31 evaluateFor 313/91
OtherSciTerm 1472/77 partOf 179/63
Task 1116/41 compare 166/38
conjunction 400/123
none 0/1454

grammar formalisms

rewriting systemsj{dependency grammars HPSG

Fig. 1. Graph structure of a complex example from the SciERC dataset.

While datasets such as WebNLG, T-Rex, and KELM, introduced in Section 2.1, have hundreds of possible relation classes and a
heterogeneous domain, each of these datasets comprises a single domain and thus contains a relatively low number of classes for
entities and relations. In the case of ADE and SciERC the domain implies specialized language and knowledge, while CONLL04 is
more representative of general language, since the data are taken from news articles. Using homogeneous data with respect to the
domain allows us to draw conclusions with relation to the difficulty of the KGC task based on the specialization of the language.

Table 1 lists the number of samples for each partition of the datasets used and their class annotations. Since the three datasets
have different numbers of classes for entities and relations, the difficulty of the triple-extraction task is different for each of them.
Given that ADE and SciERC comprise domains characterized by specialized terminology, SciERC arguably poses the most difficult
challenge, since it has the highest number of classes, along with its multiple technical domains. Conversely, CONLLO4 also has
multiple classes for entities and relations, but is composed of news articles and mostly contains general language. Based on these
criteria, CONLLO4 would then rank as the second-most difficult dataset for this task, with ADE containing the easiest instances to
predict, since it only contains one relation class.

The difference in difficulty between the three datasets can be observed in the examples in Table 2. As the examples show, entities
and relations in SciERC can be rather difficult to discern, arguably even for a human annotator.

While the same could also be said for ADE, in SciERC the higher number of relation types allows for much more complex semantic
dependencies, as illustrated in the graph shown in Fig. 1.

In order to conduct an appropriate comparison with CodeKGC, we use the same sub-sampled splits created by the CodeKGC
authors.'® Note that the class distribution of the entities is irrelevant as far as model evaluation is concerned, due to our evaluation
metric (Section 4.3), which matches CodeKGC’s. However, we do take into account per-relation performance, which we discuss in
Section 5.6.

4. Models

We attempt to improve upon (Bi et al., 2024)’s CodeKGC results by using smaller, open-weight LLMs, all ranging between 7B
and 8B parameters in size. We wish to verify whether the amount of code language in the pre-training of a model has an impact on

10 https://drive.google.com/drive/folders/1vVKJIUzK4hlipfdEGmSOCCOFmUmZwOQV
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Table 2
Texts and ground truths (¥) from examples belonging to the three datasets used in this study.
D Examples
Text “Subcutaneous IL-2 is safe and well tolerated, with a mortality rate <3%.”
y [“mortality rate <3”, “adverseEffect”, “IL-2”]
ADE (Gurulingappa et al., 2012) Text “Acute severe intoxication with carbamazepine is associated with seizures, coma and
respiratory depression.”
[“coma”, “adverseEffect”, “carbamazepine”]
% [“respiratory depression”, “adverseEffect”, “carbamazepine”]
[“seizures”, “adverseEffect”, “carbamazepine”]

Text “Lawrence Kane Jr. of Cincinnati, Ohio’s special prosecutor in the Home State case,

declined comment on any settlement possibilities.”
CoNLL04 (Roth & Yih, 2004) [“Lawrence Kane Jr.”, “liveln”, “Cincinnati”]

% [“Lawrence Kane Jr.”, “liveIn”, “Ohio”]
[“Cincinnati”, “locatedIn”, “Ohio”]

Text “Anderson, 41, was the chief Middle East correspondent for The Associated Press
when he was kidnapped in Beirut on March 16, 1985.”

[“Anderson”, “liveln”, “Middle East”]
% [“Anderson”, “workFor”, “The Associated Press”]
[“The Associated Press”, “orgBasedIn”, “Middle East”]
*Text “It also shows that our method significantly outperforms the previous two
SciERC (Luan et al., 2018) dependency tree kernels on the 5 ACE relation major types.”

% [“method”, “Compare”, “dependency tree kernels”]

Text “This formalism is both elementary and powerful enough to strongly simulate many
grammar formalisms, such as rewriting systems, dependency grammars, TAG, HPSG
and LFG.”

[“formalism”, “usedFor”, “grammar formalisms”]
[“rewriting systems”, “hyponymOf”, “grammar formalisms”]
[“rewriting systems”, “conjunction”, “dependency grammars”]
[“dependency grammars”, “hyponymOf”, “grammar formalisms”]
v [“dependency grammars”, “conjunction”, “TAG”]
[“TAG”, “hyponymOf”, “grammar formalisms”]
[“TAG”, “conjunction”, “HPSG”]
[“HPSG”, “hyponymOf”, “grammar formalisms”]
[“HPSG”, “conjunction”, “LFG”]
[“LFG”, “hyponymOf”, “grammar formalisms”]
Table 3
List of the models used in this study.
Model #Param. Code Instruct Ref.
Ll -3.1-70B -
ama 70.60 B Grattafiori et al. (2024)
Llama-3.1-70B-Instruct
Ll -3.1-8B
ama-3.1-8 8.03 B Grattafiori et al. (2024)
Llama-3.1-8B-Instruct
Ll -3.2-3B
ama-3.2-3 3.21 B Grattafiori et al. (2024)
Llama-3.2-3B-Instruct
Llama-3.2-1B 1.24 B Grattafiori et al. (2024)
Llama-3.2-1B-Instruct
Mistral-7B-v0.3
7.25 B Jiang et al. (2023)
Mistral-7B-Instruct-v0.3 &
CodeQwen1.5-7B )
7.25 B Bai et al. (2023)
CodeQwen1.5-7B-Chat
k-coder-7b-base-v1.
deepseck-coder-7b-base-v1.5 6.91 B Guo et al. (2024)
deepseek-coder-7b-instruct-v1.5
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LoRA-tuned” models (24 tiny, 24 small, 96 medium, 24 large)

Mistral-7B-Instruct-v0.3 LoRA module ablations:

2 GPT-3.5 models (CodeKGC baselines)

Fig. 2. Overview of the tested models. Top: models LoRA-tuned with different combinations of prompts and datasets. Bottom left: instruct models used without
any fine-tuning and the two CodeKGC baseline models. Bottom right: LoRA module ablations tested for the overall best model, Mistral-7B-Instruct-v0.3.

its performance in extracting triples from raw text. To this end, we compare four models primarily pre-trained on natural language
against four models primarily pre-trained for coding. For each type, two are completion models and two are instruction-tuned
models. Table 3 shows a list of the models used in this study.

We picked Mistral-7B-v0.3 and Llama-3.1-8B (and their chatbot versions) for the natural language models because of their
widespread use and the high performance of their instruction-tuned versions.! In order to provide a performance/size comparison,
we also selected Llama-3.2-1B, Llama-3.2-3B, Llama-3.1-70B, along with their instruction-tuned versions, and compare them against
the LLaMA 8B models. The Mistral and LLaMA models can be thought of as general-purpose LLMs.

We then picked CodeQwenl1.5-7B and deepseek-coder-7b-base-v1.5 as our specialized code LLMs because of the performance of
their instruction-tuned versions on HumanEval (Chen et al., 2021), a benchmark dataset consisting of 164 Python programming
problems.'? We assumed a better score on this dataset would imply a better understanding of the Python programming language.
As one of our settings entails generating Python-style RDF triples, we reckoned this to be a crucial factor in the choice of the best
models for this task.

As we train four LLMs on three datasets, with two types of language (natural vs code), and with or without rationale in the
prompt, we end up with 96 fine-tuned 7-8B models. Including the three pairs of LLMs respectively 1B, 3B, and 70B parameters in
size, we also end up with 24 fine-tuned 1B models, 24 fine-tuned 3B models, and 24 fine-tuned 70B-parameter models, for a total of
168 fine-tuned models. As we also test the seven base chatbot versions of the models, without any fine-tuning, the total amount of
LLMs we experiment with is 175 (100 with a size of 7-8B, 25 with a size of 1B, 25 with a size of 3B, and 25 with a size of 70B).!3

The ChatGPT models used in CodeKGC, which we take as our baseline, are text-davinci-002 and text-davinci-003. They are both
based on GPT-3.5, meaning their effective size has not been disclosed.'* Fig. 2 offers an overview of the models obtained through
the fine-tuning process discussed in the following sections.

11 According to a variety of benchmarks (accessed on 15 July 2024): https://huggingface.co/spaces/open-lim-leaderboard/open lim_leaderboard

12 https://github.com/huybery/Awesome-Code-LLM
We do not experiment with the raw completion models, as they would not produce any useful output.

14 Both models are now deprecated: https://platform.openai.com/docs/deprecations
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The candidate relations for this text are:
usedFor

featureOf

conjunction

The candidate entities for this text are:
scheme

cyclic structures

quasi-destructive scheme’s ability

Fig. 3. Example of a rationale section of the prompts fed to the models.

4.1. Hyperparameters

In all the used models, each decoder layer comprises a grouped query attention (GQA) layer (Ainslie et al., 2023) and an MLP
layer made up of gate, up, and down projections with a SwiGLU activation function (Shazeer, 2020). Just like with the regular
Transformer multi-head attention (Vaswani et al., 2017), the input first passes through a GQA layer comprising query, key, value,
and output weight matrices: Wy, W, W), W,. The output of the GQA layer is fed through the W, ., W,,, Wy, weight matrices
comprising the decoder block’s MLP layer. Both the attention layer and the MLP layer are frozen; none of their parameters are
updated during the tuning process. The same input into these matrices is also fed through LoRA layers comprising B € RY"*" and
A € R™% weight matrices, r < d,,d,, where r is the dimension of the low-rank projection, d; is the input, and d, is the output
dimension of each layer. The parameters being updated are then those belonging to the weight matrices B and A, with the update
AW being computed as:

aw =%BA @
r

where « is a scalar whose tuning is equivalent to adjusting the learning rate when using Adam (Kingma & Ba, 2017) as the optimizer,
as described in Hu et al. (2021). This means we do not stabilize by rank; i.e. we do not use rsLoRA (Kalajdzievski, 2023). The output
for each of the aforementioned modules is the element-wise sum of each frozen layer output with its paired LoRA layer. We load
the models with a casual language modeling head on top of the last hidden state. We then apply a LoRA adapter with r,a = 16,
instantiating it without any biases or dropout layers. Thus, each model has 42M trainable parameters. We fine-tune for 200 steps
with a batch size of 8, no gradient accumulation, a learning rate of 2 x 10~%, 5 warm-up steps with a weight decay of 0.01, and
AdamW (Loshchilov & Hutter, 2019) as the optimizer. As discussed in Appendix C, we do this because we have found 200 steps
to perform well compared to higher, more computationally intensive amounts. Loss is calculated using cross-entropy, based on the
next token to be predicted in the sequence.

4.2. Prompt details

We wish to compare natural language and code models by feeding them prompts formatted either as English instructions or as
Python scripts. In the second case, the KGC task is formatted as a code completion task, where the entity and relation classes of the
triples can be mentioned explicitly while embedding them into the code. For example, relations and entities can be represented as
the classes Rel and Entity, and each relation and entity type can be represented as a sub-class; e.g., Adverse_effect for relations and
Drug for entities, in the case of ADE. The same is true for the extracted Triples and the extractor class Extract. Fig. A.6 in Appendix
A shows an example. This means the model is able to directly reason over classes involved in the task with the support of prior code
context by presenting the KGC task to the model in a familiar format. Code models are expected to have superior reasoning ability
over data structured in this way because of their pre-training, which is why the task is formatted and approached in this way.

In addition, we optionally include chain-of-thought rationale sections in the prompt. As shown in Fig. 3, the rationale section
which the models are trained to produce includes two fixed sentences, each followed by a list of entities and relations. The model is
thus trained to name each entity and relation explicitly, before producing its final response in the form of RDF triples. The prompt
formats, which we do not list here for brevity, can be found in Appendix A.

During training, we provide the models with three examples in the prompt (the same number of examples used for ICL by Bi
et al. (2024)) and a fourth example as the target output. We extract the target example iteratively from the training split, sampling
the three ICL examples at random from the rest of the split. As we are essentially instruction-tuning these models, one of the most
important aspects to consider is that the model needs to know when to stop generating tokens, i.e. when to generate its end-of-
sentence (eos) token. This is all the more important when generating valid (and hopefully correct) RDF triples, since producing
excessively long outputs would most likely mean producing incorrect predictions. Thus, in order to inform the model on when to
stop generating, we train it to generate its eos token right after the desired answer, formatted as either a natural language or code
RDF triple. For example, in a given input string S:

S = “Prothipendylhydrochloride - induced priapism : case report .\n
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[[“priapism”, “adverseEffect”, “Prothipendylhydrochloride”]]”

the input text appears before the newline character ‘\n’, with the formatted answer following it. The output logits L of the model
M are thus given by:

L = M([tokenizer(S), eos]) (2)

where the comma indicates a concatenation of tokens.

It is important to consider the longest sequence of tokens accepted in input by the used models (i.e. their “context length”), as the
eos token might otherwise never be reached by the model during training. While this is not a problem for Llama-3.1-8B, CodeQwen1.5-
7B, and Mistral-7B-v0.3 due to their very long context length (respectively, 128k, 64k, and 33k), deepseek-coder-7b-base-v1.5 only
has a context length of 4k tokens. Although the prompts used in this study fit in deepseek-coder-7b-base-v1.5’s context length when
using three examples for ICL, preliminary experiments showed that it is not capable of accommodating prompts containing 15 or
more examples. As such, this poses a limitation for any future work intending to increase the number of ICL examples when using
this model.

4.3. Evaluation

During inference, the models are given three examples from the training set and their responses are compared against the test
set sample being evaluated.

We calculate precision, recall, and micro-F, by considering a triple a true positive (7' P) if and only if the whole triple matches
the ground truth. Triples predicted by the models which are not found in the ground truth are counted as false positives (FP).
Triples not predicted by the model, but found in the ground truth, are false negatives (FN). For each pair of true triples 7; and
predicted triples P, TP, FP, and FN are defined as:

N

TP =Y |T,nP]| 3)
i=1
N

FP =Y |P-T]| ©)
i=1
N

FN =) |T,-P]| ®)

i=1

The calculations are carried out by assigning a score of 1 to an extracted triple if and only if the entirety of the triple is identical
to the ground truth and O otherwise. This means we adopt the strictest evaluation paradigm when it comes to predicting the edges
of the output KG (i.e. the relations), since triples are only counted as an exact match if the nodes, the edge, and the edge label are
all predicted perfectly by the model. The only stricter setup would entail the model also predicting the classes of both entities for
each triple. However, this option is not taken into consideration in Bi et al. (2024), and since we would not be able to compare
to their results, we do not report this additional metric.'> We believe using such a strict metric is important, as it provides a more
confident lower bound for this task, showcasing the capabilities of these lightweight models in the fairest possible way. This is
important because, as we will show later in Section 5.3, performance could be non-trivially increased by applying some very minor
text post-processing to the models’ outputs.

Unlike Bi et al. (2024), along with micro-F, scores, we report metrics for each separate class (marginalized over all models).
To make our results more reliable, we run evaluation three times for each model and report the average metrics. We do not list
standard deviations for brevity and legibility. The compute required to fine-tune 168 models, ranging from 1B to 70B parameters in
size, is substantial. Moreover, conducting three testing runs for all the fine-tuned models, along with the seven base instruct models,
is quite computationally intensive. Therefore, we evaluate each model directly on the test set, without running any inference for
validation (i.e. without trying to find the optimal number of training steps).

5. Results and discussion

The results for all fine-tuned lightweight models are reported in Table 4, which includes the baselines from CodeKGC (Bi et al.,
2024). The results for the instruction models tested without any fine-tuning are reported in Table 5. The full results, also showing
precision and recall, can be found in Appendix D.

15 Other laxer evaluation setups are conceivable, e.g., evaluating with partial entity/relation string matches and class matches (Zhang et al., 2024). More
generally, an evaluation paradigm could also account for different objectives simultaneously (Bhatt et al., 2024; Jiang, Li, Zhao, & Ding, 2024; Khalid, Wu and
Zhang, 2021; Yuan, Cai, Wang, & Li, 2023), though in our case we are fine-tuning for a single task.
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Table 4
Performance in terms of micro-F, for the fine-tuned (avg. over three testing runs) and baseline models. C = code, N' = natural language. For each model and
dataset combination, the best performance is highlighted in bold. Models are ordered by decreasing size from the top.

Lang. Ration. ADE CoNLLO4 SciERC ADE CoNLLO4 SciERC
text-davinci-002 (baseline) text-davinci-003 (baseline)

c 0.615 0.427 0.185 0.642 0.496 0.247

N 0.457 0.282 0.141 0.588 0.432 0.188
Mistral-7B-v0.3 Mistral-7B-Instruct-v0.3

c 0.797 0.683 0.396 0.812 0.688 0.376

c 0.762 0.646 0.322 0.616 0.604 0.197

N 0.776 0.687 0.396 0.795 0.705 0.390

N 0.769 0.664 0.357 0.732 0.559 0.332
Llama-3.1-8B Llama-3.1-8B-Instruct

c 0.745 0.593 0.355 0.739 0.595 0.355

c 0.731 0.568 0.274 0.676 0.491 0.182

N 0.758 0.541 0.360 0.761 0.592 0.364

N 0.758 0.556 0.313 0.664 0.409 0.144
CodeQwenl.5-7B CodeQwen1.5-7B-Chat

C 0.761 0.608 0.357 0.692 0.566 0.287

c 0.705 0.567 0.281 0.455 0.495 0.145

N 0.737 0.612 0.347 0.677 0.582 0.300

N 0.712 0.559 0.280 0.477 0.437 0.157
deepseek-code-7b-base-v1.5 deepseek-coder-7b-instruct-v1.5

c 0.729 0.613 0.330 0.754 0.628 0.331

c 0.709 0.585 0.278 0.717 0.577 0.271

N 0.748 0.628 0.374 0.739 0.605 0.346

N 0.700 0.623 0.298 0.671 0.468 0.185

Table 5

Micro-F, performance for the selected models without any fine-tuning (averaged over three testing runs). C=code, N '=natural language. For each model/dataset
combination, the best performance is highlighted in bold.

Lang. Ration. ADE CoNLL04 SciERC ADE CoNLL04 SciERC
CodeQwen1.5-7B-Chat deepseek-coder-7b-instruct-v1.5

c 0.179 0.112 0.030 0.143 0.133 0.030

c 0.176 0.104 0.024 0.321 0.147 0.072

N 0.121 0.028 0.009 0.210 0.065 0.021

N 0.090 0.026 0.004 0.248 0.073 0.037
Llama-3.1-8B-Instruct Mistral-7B-Instruct-v0.3

c 0.004 0.011 0.004 0.333 0.132 0.027

C 0.039 0.119 0.028 0.350 0.184 0.041

N 0.178 0.070 0.027 0.263 0.059 0.024

N 0.272 0.129 0.074 0.260 0.066 0.036

5.1. Fine-tuned LLMs vs. CodeKGC

The models achieving the best results are both Mistral-based. Mistral-7B-Instruct-v0.3 obtains the top performance on ADE (0.812)
when using coding prompts, and on CoNLL04 (0.705) when using natural language prompts, both without rationale. Mistral-7B-v0.3
obtains the top performance on SciERC (0.396) using either natural language or coding prompts, also without rationale. All other
small fine-tuned LLMs perform rather comparably overall. As already anticipated, the difficulty of the triple-extraction task is much
different for each of the three datasets, due to the different number of possible classes for their entities and relations. In addition,
their domains contain different amounts of specialized terminology, which the models might not have encountered frequently during
pre-training. This is reflected by the models’ performance strictly decreasing when going from ADE, to CoNLL04, to SciERC. In terms
of F,-measure, the best fine-tuned models improve upon the CodeKGC baseline by 17 points on ADE, 20.9 points on CoNLL04, and
14.9 points on SciERC.

Since both ADE and SciERC have specialized language, the difference in performance is mainly due to the greater number of
relation classes in SciERC. At the same time, CONLLO4 and SciERC have a comparable number of classes (5 vs 6) but greatly different
model performance. For example, Mistral-7B-Instruct-v0.3 achieves an F; score of 0.705 on CoNLL04, but only obtains a 0.390 on
SciERC. Since the number of classes is very similar, the most likely reason for the performance gap is the difference in domain
specialization. In other words, the most likely limiting factor in this case is the domain knowledge embedded within the parameters
of the models.

What is evident is that the fine-tuned models achieve much greater performances than the ChatGPT davinci models, which
are only given ICL examples, without any parameter updates. Considering we only fine-tuned our models for 200 steps (i.e. the
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models saw only 1600 training examples for each setting), we reckon this to be an important result. As KGC can be thought of as a
structure-prediction task (Ye et al., 2022), these results suggest that, when fine-tuning, learning to predict the structure of a sentence
might be much more dependent on how many examples a model has seen, the training technique, and its parameter count, rather
than the zero-shot and few-shot reasoning capabilities it possessed prior to the fine-tuning process. This is all the more plausible
when approaching the specific domain of a specific dataset. Although during pre-training all models have most likely encountered
all the real-world information contained in the three datasets considered, achieving a high F; score on this triple-extraction task
also requires the model to know what its output should look like. The results show that much smaller models are performing better
after being conditioned on just 1600 examples. Therefore, it would seem learning the specific characteristics of the dataset being
approached is much more important than just the sheer size of the base model, when it comes to relating raw text with its structure.

5.2. Lightweight LLM performance without fine-tuning

As Table 5 shows, the results for the instruction models that have not undergone fine-tuning are significantly lower, compared to
their fine-tuned counterparts. Both code LLMs obtain their best results while using code prompts. This is also the case for the Mistral
model, despite it not being a code LLM. In addition, using rationale does seem to help the models, with 9 out of 12 of the best results
having been obtained by including rationale lists in the prompt. Indeed, for Mistral-7B-Instruct-v0.3, deepseek-coder-7b-instruct-v1.5,
and Llama-3.1-8B-Instruct, using rationale is better regardless of whether the prompt is in natural language or code format in almost
all cases.'® This is in line with the results obtained by Bi et al. (2024), although the results of these smaller models are much poorer.
Lastly, all these models consistently obtain their best results on all three datasets with the same combination of prompt language and
rationale strategy. That is, there seems to be a single, most effective prompt formatting for each model, independently of the dataset
being approached. This is very different from what we observe for the fine-tuned models, for which the best results are not always
obtained with the same settings. All of these results show that fine-tuning on a specific task levels the playing field substantially for
all the models, with a lack of correlation between the capabilities of the base models and their performance post fine-tuning.

5.3. Error analysis

In this section, we analyze a number of erroneous predictions made by Mistral-7B-Instruct-v0.3 and attempt to find an explanation
for its mistakes. Table 6 displays four examples of errors the model made when testing on ADE, with code and natural language
prompts. Although the predictions do make sense, they sometimes include superfluous prepositive adjectives, which make the
predictions wrong. For example, in #1, the model includes “life-threatening” rather than just “alterations in heart rate”, both in the
natural language and code prompt scenarios. In #2, it includes “paradoxical”, rather than just predicting “seizures”; however, in the
code prompt it also erroneously predicts “phenytoin toxicity” as being a disease. Though wrong, this could arguably be considered
a sensible prediction, since the toxicity of a drug could also be considered one of its adverse effects by a layperson. The highly
nuanced nature of such an example showcases the importance of domain knowledge when approaching this dataset.

A similar situation can be seen in the longer example #3. This time, the model fine-tuned on code prompts predicted all six triples
correctly; however, the one fine-tuned on natural language omitted to add the adjective “secondary”. Since the starting parameters
of the model are the same, this mistake cannot be attributed to the lack of knowledge of the model of the fact that “secondary
hyperparathyroidism” is the name of a specific disease.!” A more likely explanation is that the natural language version focused on
“secondary” as being the copula-linked adjective of “major hazards ... calcitrol”, while the code version interpreted it as being the
prepositive adjective of “secondary hyperparathyroidism”. As such, the natural language model did not include it in its prediction.

Another type of mistake is related to punctuation and special symbols. For example, in #4 the model includes the “%” symbol
in its prediction, but the ground truth does not. However, the model’s prediction makes complete sense even with the “%?” sign,
and one might argue whether the annotation should also have included it. Note that a non-trivial amount of predictions end up
being evaluated as completely wrong just due to the presence of such cases. As such, the results we are getting could be artificially
improved by simply removing all spaces and non-alphanumericals from the models’ outputs, since they sometimes differ from the
ground truth just by one special character, such as a hyphen or a period.

Moving on to SciERC, the model’s errors depend to a greater extent on the dataset having a higher number of more complex
relations. For instance, example #1 in Table 7 shows the model getting the first triple right, but inverting the order of the entities
for the second, showing a lack of understanding of how to relate the entities. In #2, the model makes the same mistake for both
prompt types, without ever predicting either of the correct entities in the right position or the correct relation type.

Example #3 shows a more complex case, with six total ground truth triples. The model is incapable of identifying any of
the triples, no matter the type of prompt language. In both cases, the model links “eigenvectors” to “submanifold”, which can
be considered as a simplification of the two-hop annotation composed by [“It”, “usedFor”, “submanifold”] and [“eigenvectors”,
“usedFor”, “It”]. In the ground truth, the pronoun is also the target of “cluster number estimation”, which also points to, once
again, “eigenvectors”. Considering that the dataset does not contain the context of the sentence, drawing such connections through
the “it” pronoun would most likely be hard even for a human annotator. Another interesting mistake is the one involving the triple

16 Only Mistral-7B-Instruct-v0.3 performs slightly worse on ADE with rationale and natural language prompts (F, = 0.260), compared to natural language
without rationale (F, =0.263). On the other hand, CodeQwenl.5-7B-Chat always does better without the use of rationale.
17 https://en.wikipedia.org/wiki/Secondary_hyperparathyroidism
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Table 6
A sample of Mistral-7B-Instruct-v0.3’s erroneous code (C) and natural language (V') predictions on ADE and their
respective ground truths ()’). Ellipses indicate the lines highlighted in the ground truth.

#‘ Type‘ Output

1 ‘ “Life-threatening alterations in heart rate after the use of adenosine in atrial flutter.”

‘ N ‘ [“Life-threatening alterations in heart rate”, “adverseEffect”, “adenosine”]
Extract([Triple(Disease(“Life-threatening alterations in heart rate”), Rel(“adverseEffect”),
¢ Drug(“adenosine”))])
Yy ‘ [“alterations in heart rate”, “adverseEffect”, “adenosine”]

“Paradoxical seizures in phenytoin toxicity.”

» » e

N ‘ [“paradoxical seizures”, “adverseEffect”, “phenytoin”]

|
|
|
| .
|

Extract([Triple(Disease(‘“Paradoxical seizures”), Rel(“adverseEffect”), Drug(‘“phenytoin”)),
Triple(Disease(“phenytoin toxicity”), Rel(“adverseEffect”), Drug(“phenytoin”))])

» o«

% [“seizures”, “adverseEffect”, “phenytoin”]

“Although major hazards of treatment of hypophosphatemic osteomalacia with phosphate and
3| calcitriol are secondary hyperparathyroidism and vitamin D intoxication, potassium loss also should
be kept in mind.”

» o« » o«

[“hyperparathyroidism”, “adverseEffect”, “calcitriol”]

» o«

N [“hyperparathyroidism”, “adverseEffect”, “phosphate”]

Extract([Triple(Disease(“secondary hyperparathyroidism”), Rel(“adverseEffect”),
Drug(“calcitriol”)),

c Triple(Disease(“secondary hyperparathyroidism”), Rel(“adverseEffect”), Drug(“phosphate”)),
=)

[“secondary hyperparathyroidism”, “adverseEffect”, “calcitriol”]
[“secondary hyperparathyroidism”, “adverseEffect”, “phosphate”]
[“potassium loss”, “adverseEffect”, “calcitriol”]

[“potassium loss”, “adverseEffect”, “phosphate”]

[“vitamin D intoxication”, “adverseEffect”, “calcitriol”’]

» »

[“vitamin D intoxication”, “adverseEffect”, “phosphate”]

4 | “Subcutaneous IL-2 is safe and well tolerated, with a mortality rate <3%.”

N ‘ [[“mortality rate <3 %”, “adverseEffect”, “IL-2"]]

‘ C ‘ Extract([Triple(Disease(“mortality rate <3 %”), Rel(“adverseEffect”), Drug(“IL-2”))])
‘ y ‘ [“mortality rate <3”, “adverseEffect”, “IL-2”]

[“adjacency graph’s Laplacian”, “featureOf”, “eigenvectors”]. The model was supposed to retrieve the knowledge of the fact that
eigenvectors are very often linked to the Laplacian of a graph, because the latter is symmetric and positive semi-definite, and thus
decomposable through eigendecomposition (Belkin & Niyogi, 2003). Thus, in this case the mistake is arguably caused by the highly
specific relationship linking the involved entities.

These mistakes highlight the difficulty in having to predict which relations and entities to extract, along with their order within
the triples. Furthermore, such relations also involve very technical and specific knowledge, which poses a difficult challenge for
these models, even after fine-tuning. For SciERC, Kohen’s kappa for the relation extraction and coreference tasks are, respectively,
67.8% and 63.8% (Luan et al., 2018). Despite the mistakes shown above, these predictions could therefore be considered relatively
good, given the difficulty of the instances and the limited world knowledge held by models in the 7-8B parameter range, compared
to much larger LLMs such as GPT-3.5.

5.4. Programming vs. natural language

Overall, training the models with programming or natural language prompts does not seem to lead to substantial changes in
performance. Furthermore, the fine-tuned code LLMs do not seem more likely to get their best results when using coding language
over natural language. Indeed, only 5 out of 12 of the best results achieved by the code LLMs are obtained using code prompts
during fine-tuning. In the case of deepseek-coder-7b-base-v1.5, the model achieves all of its the best scores using natural language
prompts.

A similar trend holds for the models without specific code pre-training, with most of them performing better with natural
language. Nonetheless, Mistral-7B-Instruct-v0.3 obtains the overall top result for ADE using code prompts, while Mistral-7B-v0.3 gets
the top scores on SciERC either using code or natural language prompts. This once again shows that the type of prompt does not
have a great influence on the performance of the models, with natural language prompts leading to slightly better scores compared
to code prompts.
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Table 7

A sample of Mistral-7B-Instruct-v0.3’s erroneous code (C) and natural language (N') predictions on SciERC and their respective ground truths ().
# Type Output
1 “A new algorithm is proposed for novel view generation in one-to-one

teleconferencing applications.”

N [“algorithm”, “usedFor”, “novel view generation”]

» » e

[“one-to-one teleconferencing applications”, “usedFor”, “novel view generation”]]

Extract([Triple(Generic(“algorithm”), Rel(“usedFor”), Task(‘“novel view generation”)),

C . . N
Triple(Task(“one-to-one teleconferencing applications”), Rel(“usedFor”), Task(“novel
view generation”))])
v [“algorithm”, “usedFor”, “novel view generation”]
[“novel view generation”, “usedFor”, “one-to-one teleconferencing applications”]
2 “A separation method is proposed that is nearly statistically efficient (approaching

the corresponding Cramér-Rao lower bound), if the separated signals obey the
assumed model.”

N [“separation method”, “usedFor”, “separated signals”]
C Extract([Triple(Method(“separation method”), Rel(“usedFor”),
otherSciTerm(“separated signals”))])
% [“Cramér-Rao lower bound )”, “featureOf”, “separation method”]
3 “It works by calculating eigenvectors of an adjacency graph’s Laplacian to recover a

submanifold of data from a high dimensionality space and then performing cluster
number estimation on the eigenvectors.”

» »

[“eigenvectors”, “usedFor”, “submanifold”]

» » o«

N [“adjacency graph’s Laplacian”, “usedFor”, “eigenvectors”]

)« » e

[“cluster number estimation’, “usedFor”, “eigenvectors”]

Extract([Triple(otherSciTerm(“eigenvectors”), Rel(“usedFor”),

C otherSciTerm(“submanifold”)),
Triple(otherSciTerm(“submanifold”), Rel(“usedFor”), Task(“cluster number
estimation”)),
Triple(otherSciTerm(“eigenvectors™), Rel(“usedFor”), Task(“cluster number
estimation”))])

[“It”, “usedFor”, “submanifold”]

[“eigenvectors”, “usedFor”, “It”]

[“adjacency graph’s Laplacian”, “featureOf”, “eigenvectors”]
[“high dimensionality space”, “usedFor”, “submanifold”]
[“cluster number estimation”, “usedFor”, “It”]

» ” o«

[“cluster number estimation”, “usedFor”, “eigenvectors”]

Table 8
Mistral-7B-v0.3’s natural language predictions (N) on an instance from SciERC, with and without rationale, and its respective ground truth ().
Ration. Type Output
“The perception of transparent objects from images is known to be a very hard problem in vision.”
N [“images”, “usedFor”, “perception of transparent objects”]
N [“images”, “usedFor”, “transparent objects”]
% [“images”, “usedFor”, “perception of transparent objects”]

5.5. Rationale

For all fine-tuned models but one (Llama-3.1-8B fine-tuned on ADE with natural language prompts), including a rationale section
in the prompt (as the one in Fig. A.7) leads to suboptimal performance. The difference in performance between models with/without
rationale in their prompts seems minor or moderate when approaching ADE and CoNLL04. However, the performance delta is much
greater for SciERC. As already anticipated in Section 3, SciERC comprises a domain characterized by specialized terminology and
has the highest number of classes, arguably making it the most challenging dataset of the three. Therefore, we reckon that, with
increasing task complexity, cluttering the prompt with redundant duplicates of the target entities and relations leads to increasingly
worse results.

The model obtaining the highest performance on SciERC while using rationale is Mistral-7B-v0.3, trained using natural language
prompts, with F; = 0.357. In order to analyze and attempt to explain the model’s behavior, we inspect its attention on the instance
from SciERC shown in Table 8 alongside the output of the model. Note that the model’s prediction is correct without rationale, but
erroneous with it.
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(b) When generating a candidate entity.

Fig. 4. Cropped visualizations of Mistral-7B-v0.3’s attention values during rationale generation.

Attention analysis: model fine-tuned with rationale. Fig. 4 shows the average attention scores'® of the 32 attention heads of
the model’s last attention layer on this single example, with scores increasing from purple to yellow. While generating the rationale
for the candidate relations, the model gives particular attention to the candidate relations in the three examples provided in the
prompt, ostensibly using them as a point of comparison for what it is generating (highlighted in the yellow boxes in Fig. 4(a)).
However, as shown in Fig. 4(b), the model’s attention falls almost completely on the task sentence when generating the rationale
for the candidate entities (again, highlighted in yellow). This is because on the one hand, relations are not explicitly mentioned in
the sentence, which forces the model to rely on the ICL examples. On the other hand, the model needs to extract the entities directly
from the task sentence, which ends up being the focus of its attention.

Finally, once the model gets to extracting the single (in this case) output triple, its attention behaves almost identically as when
generating candidate relations and entities. That is, its attention moves to the task sentence and the entities listed in the rationale
while extracting entities. Conversely, while generating the target relation, it goes back to paying attention more or less equally to
the whole prompt, paying special attention to being grounded onto the provided relation examples.

18 That is, the output scores .S = Softmax(Q—\;), prior to multiplication by the V = XW,, value matrix: https://huggingface.co/docs/transformers/en/main_
A
classes/output#transformers.modeling_outputs.BaseModelOutput
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Fig. 5. Cropped visualizations of Mistral-7B-v0.3’s attention values when predicting without rationale.

Attention analysis: model fine-tuned without rationale. Looking at the output of the same model, this time fine-tuned without
using rationale (F; = 0.396), a similar behavior is observed in Fig. 5 at first glance. When predicting entities, the model once again
pays more attention to the task text, as highlighted in yellow in Fig. 5(a). When predicting relations, on the other hand, it focuses
on the previously provided examples, as shown once again in yellow in Fig. 5(b). However, without the rationale lists occupying
precious prompt space, the model’s attention is not diluted on redundant information, and can put its main focus directly on the ICL
examples while extracting relations. Carrying out the same attention analysis for the base Mistral-7B-Instruct-v0.3 model (i.e. without
any fine-tuning) shows its behavior is almost identical to its fine-tuned counterparts.'” This means the model does not improve its
ability to leverage the CoT strategy after fine-tuning.

Compared to the base models, the LoRA-adapted models are the ones benefiting the least from using the rationale approach.
As a result, the better prompting strategy when approaching the KGC task with these models seems to be training an adapter with
a simpler and more concise prompt. Consequently, when fine-tuning these models for triple extraction from raw text, what really
seems to count is simply showing the model enough instances of a text followed by the desired output directly below it.

Adding a LoRA adapter to each module of each decoder block essentially means tuning all the parameters of the model, albeit
at a greatly reduced computational cost. Since all parameters are being updated, the model is given the possibility of memorizing

19 We do not report these figures for brevity, since they do not exhibit any previously unseen behavior.
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Table 9
Micro-F, and per-relation F, scores, averaged over three testing runs for all models. Instance counts are reported with a slash
symbol (#train/#test) for the training and test sets.

Dataset Relation Base Fine-Tuned #Inst.
ADE all (micro-F,) 0.192 + 0.118 0.719 + 0.074 4087/452
adverseEffect 0.230 + 0.124 0.719 + 0.074 4087/452
all (micro-F,) 0.087 + 0.054 0.582 + 0.066 1283/422
kill 0.196 + 0.105 0.808 + 0.067 179/47
liveln 0.081 + 0.063 0.553 + 0.095 330/100
CoNLLO4 locatedIn 0.141 + 0.077 0.533 + 0.070 247/94
organizationBasedIn 0.054 + 0.039 0.531 + 0.088 271/105
workFor 0.097 + 0.089 0.595 + 0.063 256/76
all (micro-F)) 0.032 + 0.019 0.305 + 0.072 3291/974
compare 0.006 + 0.015 0.339 + 0.075 166/38
conjunction 0.025 + 0.030 0.414 + 0.150 400/123
SCiERC evaluateFor 0.007 + 0.011 0.270 + 0.077 313/91
featureOf 0.005 + 0.006 0.070 + 0.035 173/59
hyponymOf 0.011 + 0.015 0.367 + 0.139 298/67
partOf 0.016 + 0.020 0.153 + 0.079 179/63
usedFor 0.057 + 0.034 0.313 + 0.061 1690/533

task-relevant knowledge and learning to extract the triples directly from the task text, with some tangential assistance from the
prompt. Therefore, when fine-tuning without rationale prompts, the model performs better because it does not have to pay attention
to information that can be made superfluous by the parameter updates. In other words, the model can simply learn to extract the
RDF triples directly from the task text, even after being shown a very limited number of samples. We provide more quantitative
evidence of this in Appendix B, where we show the impact of providing more ICL examples, with and without prompt rationale.

5.6. Relation class performance

In this section, we provide an analysis of the performance of the models based on the relation class they predict. Table 9 reports
the micro-F, and the individual F,-measure for each relation class, marginalized over all fine-tuned and base models separately.
With relation to ADE, the base models do not obtain the same performance when comparing the overall predictions and the
“adverseEffect” predictions, as they sometimes predict invalid classes, e.g., “Cardiac Arrest”, “ATRA”, “Cardiomyopathy”. Most
likely, the reason for this behavior is that the models mistake the instances of entities encountered in the texts for the classes they
should predict. This is not true for LoRA-adapted models, as they learn to only predict valid classes.

When looking at CONLL04, the only clear outlier on the fine-tuned side is “kill”, which is much easier to predict. This is probably
because it is the only class linking two people (i.e. entities of class “person”), while the others entail combinations of people,
locations, and organizations. As for the base models, “kill” is still the clearest outlier, but we observe a variation among the other
classes which is not present for the fine-tuned models. For example, the performance for “locatedIn” is much higher than the rest
(save for “kill”), despite the fact that it has the second-lowest score in the fine-tuned column.

Finally, as far as SciERC is concerned, there is very little correlation between the scores obtained by the models before and
after fine-tuning. As a matter of fact, the models’ performance on classes with very little representation sometimes improves more
than on the ones with a much higher instance count. For example, the mean performance for “compare” jumps from an abysmal
0.006 to 0.339 with just 166 training samples, a score comparable with the micro-F, obtained on SciERC. On the other hand, the
performance on “featureOf” increases very little, despite the fact that the example count is almost identical. However, the clearest
indication of this lack of correlation is provided by “usedFor”: although the base models’ performance on this class is the highest
and it has the highest number of training samples, the final performance after fine-tuning is in line with the micro-F,.

The absence of any correlation between the results obtained by the models before and after fine-tuning is a strong indicator that
the fine-tuned performance on the KGC task does not depend on the initial capabilities of the models. This is in line with what we
discuss in Appendix B, where we show that most of the performance of these models is obtained from being shown the input text
and the desired output, with the capabilities of the models of handling prompts playing a minor role in the equation.

5.7. Impact of model size

In order to gauge the impact of increasing the size of the models on our experimental setup, we compare the 8B and 70B versions
of the LLaMA 3.1 models. To show the impact of lowering the parameter count, we also test the 1B and 3B parameter versions of the
LLaMA 3.2 models. We train Llama-3.1-70B and Llama-3.1-70B-Instruct by first quantizing them at 4-bit precision with the QLoRA

approach (Dettmers, Pagnoni, Holtzman, & Zettlemoyer, 2023), using the bitsandbytes implementation,? and then tuning a LoRA
adapter for them in the same exact setting as the 8B versions. However, since the 70B version has 80 decoder layers, each with double

20 https://github.com/bitsandbytes-foundation/bitsandbytes
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Table 10
Performance in terms of micro-F, (avg. over three testing runs) for the fine-tuned and base LLaMA 3.1 models (8B and 70B) and LLaMA 3.2 models (1B and
3B). C = code, N' = natural language. Best in bold.

Lang. Ration. ADE CoNLLO4 SciERC ADE CoNLLO4 SciERC
Base
Llama-3.1-70B-Instruct Llama-3.1-8B-Instruct
C 0.121 0.238 0.074 0.004 0.011 0.004
c 0.485 0.247 0.086 0.039 0.119 0.028
N 0.565 0.194 0.078 0.178 0.070 0.027
N 0.602 0.180 0.109 0.272 0.129 0.074
Llama-3.2-3B-Instruct Llama-3.2-1B-Instruct
c 0.039 0.020 0.005 0.021 0.008 0.002
C 0.057 0.044 0.008 0.053 0.013 0.003
N 0.054 0.051 0.039 0.012 0.010 0.008
0.190 0.103 0.038 0.068 0.031 0.023
Fine-tuned
Llama-3.1-70B a Llama-3.1-70B-Instruct a
c 0.478 0.218 0.072 0.239 0.237 0.088
C 0.454 0.199 0.054 0.561 0.246 0.119
N 0.110 0.056 0.019 0.627 0.209 0.151
N 0.338 0.109 0.049 0.604 0.178 0.104
Llama-3.1-8B Llama-3.1-8B-Instruct
c 0.745 0.593 0.355 0.739 0.595 0.355
c 0.731 0.568 0.274 0.676 0.491 0.182
N 0.758 0.541 0.360 0.761 0.592 0.364
N 0.758 0.556 0.313 0.664 0.409 0.144
Llama-3.2-3B Llama-3.2-3B-Instruct
C 0.730 0.523 0.260 0.724 0.504 0.268
c 0.692 0.500 0.191 0.676 0.405 0.141
N 0.717 0.447 0.287 0.708 0.519 0.322
N 0.673 0.517 0.221 0.678 0.306 0.155
Llama-3.2-1B Llama-3.2-1B-Instruct
c 0.668 0.434 0.168 0.672 0.380 0.196
C 0.624 0.346 0.092 0.219 0.171 0.018
N 0.354 0.168 0.202 0.662 0.434 0.260
N 0.608 0.429 0.129 0.365 0.204 0.098
a Model quantized at 4-bit precision during training.

the hidden size (8092 vs. 4196) and FNN size (28,672 vs 14,336) (Grattafiori et al., 2024),?' the LoRA adapter is also much larger,
with a total of 207M parameters. Conversely, Llama-3.1-8B has 32 decoder layers (42M LoRA trainable parameters), Llama-3.2-3B
has 28 (24M trainable parameters), and Llama-3.2-1B has 16 (11M trainable parameters). Since we do not have out-of-memory
issues at test time, we run all models at bfloat16* precision during inference.

Our available hardware did not allow us to LoRA-tune the 70B models at 16-bit or 8-bit*® precision. In order to verify whether
the quantization process is overly harmful, we also tested the 8B versions after LoRA-tuning them at 4-bit precision. We found their
performance to be almost identical to the ones trained at 16-bit precision, by which we conclude that the quantization process is
not disproportionately harming the performance of the 70B-parameter models. We do not report these results for brevity.

Bigger models. Table 10 reports the results. The performance of the base 70B model is much greater than the base 88 model.
This is expected, as both models are trained in a similar manner and the bigger model is generally more capable, according to a
wide variety of benchmarks (Grattafiori et al., 2024). Despite this, even as powerful as the base version of Llama-3.1-70B-Instruct
is, it still does not beat the baseline set by CodeKGC (Table 4). The same does not hold for the fine-tuned models. As the results
show, the 8B fine-tuned versions perform better than the 70B versions. The most likely reason is that we are only fine-tuning on
1600 samples, and it is much easier to steer an 8B model with a 42M-parameter adapter than doing the same with a 70B model and
a 207M-parameter adapter. In other words, the 70B models probably have the potential to outperform the 8B models, but would
require a larger amount of fine-tuning data in order to do so. As a matter of fact, the fine-tuned instruct version of the 70B model
performs essentially on par with its base version, meaning the 1600 training samples are wholly insufficient to fine-tune the model.

21 The I/O of the LoRA adapter has to match the model’s hidden size, meaning the matrices B and A associated with each layer need to be larger.

22 https://pytorch.org/docs/stable/generated/torch. Tensor.bfloat16.html

23 Using bitsandbytes’ LLM.int8() quantization method (Dettmers, Lewis, Belkada, & Zettlemoyer, 2022): https://huggingface.co/docs/transformers/v4.51.1/
quantization/bitsandbytes?bnb=4-bit#llmint8
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Table 11

Performance in terms of F,-measure (averaged over five testing runs) for Mistral-7B-Instruct-v0.3 when LoRA-tuning various
combinations of key, query, and value modules, compared to fully fine-tuning the model. Full LoRA: all attention and MLP
layers are targeted (base setting).

W, Wy W, ADE CoNLLO04 SciERC
] 0.478 + 0.068 0.501 + 0.020 0.231 + 0.018
™ 0.697 + 0.015 0.451 + 0.024 0.161 + 0.028
u 0.719 + 0.021 0.566 + 0.016 0.290 + 0.014
[ [ 0.621 + 0.040 0.482 + 0.044 0.220 + 0.016
[ | [ | 0.636 + 0.057 0.605 + 0.011 0.262 + 0.015
™ u 0.753 + 0.008 0.562 + 0.019 0.236 + 0.014
[ [ u 0.768 + 0.010 0.541 + 0.038 0.265 + 0.010
Full FT 0.613 + 0.022 0.492 + 0.014 0.301 + 0.008
Full LoRA 0.778 + 0.011 0.623 + 0.011 0.321 + 0.012

In addition, while the completion and instruct versions of the 8B models perform rather similarly post fine-tuning, there is quite
a gap between the 70B completion and instruct models. In this case, the most important reason for the performance gap is probably
the much larger amount of data required to originally instruction tune the 70B model compared to the 8B one. Once again, since
the output of the 8B completion models can be much more easily steered by the LoRA adapter, the gap in performance between the
completion and instruct versions of the 70B model is most likely due to the fact that the LoRA adapter cannot effectively steer the
model’s output with such a small amount of training data, and is thus incapable of overcoming the difference in capability provided
by the original multi-objective fine-tuning carried out by Meta (Grattafiori et al., 2024).

Since our objective is to reduce the computational cost and barrier to entry to developing LLMs for KGC, tuning an adapter for
a larger model over more steps would defeat the purpose of our approach. Therefore, we do not attempt to further train LLaMA 3.1
70B, both because of the conceptual incompatibility of this approach with our study, but also because of the computational
infeasibility of training and evaluating such a large model at further fine-tuning checkpoints.

Smaller models. As Table 10 shows, the performance of the smaller models is in line with the behavior of the 8B and 70B
LLaMA 3.1 models. For the base models, once again, in all cases but one the best performance is obtained consistently when adopting
natural language prompts with rationale. As expected, their absolute performance is on average lower.

With relation to the fine-tuned versions, similarly to Llama-3.1-8B, the models always perform best when trained without
rationale prompts. In addition, these models also outperform Llama-3.1-70B, despite being even smaller than the 8B version. Once
again, this is arguably expected behavior, since smaller models are expected to require less data to converge.

The results reported in Table 10 provide even further motivation for our approach, since small LLMs can outperform much larger
models with just a minor compute investment. Furthermore, the same performance gain cannot be obtained by these larger models,
due to the massive amount of training data they require.

5.8. LoRA modules ablation

Here we provide an ablation study of the LoRA tuning process. We train the best model, Mistral-7B-Instruct-v0.3, by adapting all
combinations of key, query, and value matrices Wy, Wy, W), for each decoder block of the model, as anticipated in Fig. 2. As in the
base setting, the number of training steps is set at 200, with a batch size of 8. For each ablation, we keep the multi-head projection
W, frozen, along with the W,,, W, W, matrices from the MLP layer. We only target Wy, Wy, and W), because they are the
weights directly involved in defining the model’s attention mechanism, which we have qualitatively analyzed in Section 5.5. We
additionally train the model via full fine-tuning and compare the performance of the obtained models with their LoRA counterparts.
Once again, when training the models with LoRA we use a learning rate of 2 x 10, while for the fully fine-tuned models we found
a lower value of 1 x 107 to be more stable.?*

The results are reported in Table 11.%> Adapting all LoRA layers is the best option in all cases. However, on ADE almost the same
performance can be obtained by only tuning queries, keys, and values. This is a strong hint of the fact that, for this less challenging
dataset, training an even smaller amount of parameters is sufficient to substantially boost performance, compared to full fine-tuning.
This is because one of LoRA’s strengths is its sample efficiency (Hu et al., 2021), and for this dataset further reducing the number
of parameters amplifies this effect.

Nonetheless, the number of tuned parameters alone does not fully explain the obtained scores. Indeed, solely tuning queries and
keys can lead to unstable performance, since just tuning the keys is better for ADE, but worse for CONLL04 and SciERC. Ideally, we

24 This decision is both based on the original LoRA work (Hu et al., 2021) and the fact that carrying out full fine-tuning with the same learning rate produced
broken models in every instance, always obtaining F; = 0.

25 We increased the number of testing runs to five due to high variances when training individual modules. Because of this, the full LoRA results differ from
the Mistral-7B-Instruct-v0.3 results in Table 5
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would expect the performance to be roughly the same when either training the keys or the queries. This is because masked attention
is calculated as

. OKT
Attention(Q, K, V) = Softmax +M |V (6)
dk
st. QKT = XWo(XW)T = X(WoWHX = XwXT )

where X is the input to the attention layer, the mask M is an upper triangular square matrix of —co values and zeros elsewhere,
d, is the hidden size and V = XW),. As Eq. (7) suggests, the multiplication between W}, and Wy reduces to a single weight matrix
W, which means that tuning either of them should lead to the same results. Therefore, the disparity in results suggests that only
adapting either W, or Wy leads to model instability. This is also supported in general by the variance and mean of the F, scores
being respectively higher and lower whenever W), is not updated. Thus, updating W, seems to have the biggest positive impact,
indicating that the output of the untrained attention can be effectively steered by a single projection.

This result can also be linked to Section 5.5, in which we discussed that the attention of the LoRA-tuned models seems to behave
rather similarly to that of the base models, prior to any fine-tuning. Since attention scores only depend on Q and K, the fact that
tuning W, and W does not create a drastic visual change in the observed behavior of the attentions could also be an explanation
of why better performance can be obtained by simply tuning the value weights.

Finally, the performance in the full fine-tuning setting is lower than the full LoRA baseline for all three datasets. This is arguably
expected, since full fine-tuning requires a lower learning rate, and thus a higher amount of training steps and data to produce a
good model. Since we are only training on 1600 examples, the amount of training is most likely insufficient to show the potential
effectiveness of tuning all parameters. Once again, this points to the effectiveness of tuning with LoRA for the KGC task.

6. Conclusions and future work

We approached the task of knowledge graph construction (KGC) using 100 smaller, open-weight large language models (LLMs) in
the 7-8 billion parameter range. In addition, we experimented with the larger version of one of the models, testing 25 70B-parameter
models to gauge the impact of model size on our setup. We also tested 50 models with an even smaller size of 1B and 3B parameters
to further corroborate our findings. Using the selected lightweight models, we aimed to improve upon the state-of-the-art results
obtained by CodeKGC (Bi et al., 2024), a prompting framework leveraging much larger GPT-3.5 models. We experimented on three
benchmark datasets for relation extraction by fine-tuning a selection of LLMs on them using LoRA. We fine-tuned the models with
two different prompt formats: one using natural language and the other using the Python programming language. In addition,
we optionally trained the models to use chain-of-thought reasoning before producing their final prediction. Among the LLMs we
fine-tuned, there were both models pre-trained primarily on either natural language or code.

The results show that the difference between using natural language or programming language prompts while fine-tuning the
models does not lead to vastly different performance outcomes. Furthermore, forcing the models to learn to produce rationale
sections in their outputs leads to a performance decrease for all models but one. This is the case regardless of the amount of in-
context learning examples provided to the models. In addition, the 70B-parameter versions of the employed LLaMA 3.1 models yield
worse results than the 1B and 3B LLaMA 3.2 models, and the 8B LLaMA 3.1 models, when undergoing the same small amount of
training. However, the 70B base model outperforms all of the smaller base models. Finally, we showed that our approach of using
LoRA to fine-tune smaller models yields performances substantially higher than the CodeKGC baseline, with Mistral-7B-Instruct-v0.3
outperforming it by more than 15 absolute F, points on all considered datasets. These results have important implications, as they
show that high-performance KGC can be achieved using smaller and open-weight models, increasing transparency in research and
removing some of the computational barrier to entry. In addition, these models can help reduce reliance on third-party APIs for
KGC, as improving upon closed-source commercial LLMs is feasible even with limited resources and effort.

Based on the present work, the bigger open-weight models could be fine-tuned with additional training steps on more data,
to verify whether they are ultimately capable of matching or surpassing the performance of their smaller counterparts. Moreover,
even lighter models could be employed in place of LLMs to reproduce the experiments presented in this work. This could be done
by modifying the current BERT-based state-of-the-art models for joint entity and relation extraction. For example, latent graph
inference (Kazi, Cosmo, Ahmadi, Navab, & Bronstein, 2023; Velickovi¢ et al., 2020) could be leveraged in order to relate text
entities by modeling them as nodes of a dependency parsing graph.

Finally, tuning models by including information obtained through RAG in the prompt during training could help the models
by embedding relevant information into the parameters from external sources. However, this could also be seen as a roundabout
way of adapting the model to the domain of the dataset, where simply pre-training the model on a relevant corpus would yield
similar results. Future work could shed light on whether prompt-tuning models for the RDF triple extraction task with RAG-obtained
information yields better results than simply pre-training the model on the corpus queried by the RAG system.
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Appendix A. Prompts and schemas

In this appendix, we lay out the prompts and schemas used during model training and inference, which are a recreation of the
ones used in Bi et al. (2024). In order to condition the models specifically for the type of language they are going to output, we
provide them with different system messages based on whether they are tasked to produce an output in natural language or in the
Python programming language. For completion models, we put the system message at the start of the prompt. For instruction-tuned
models, if the model accepts a system message, we put our system message there, otherwise we put it at the start of the user message
prompt. We show the instruction-model prompts for their greater complexity, but exclude the ones for the completion models for
brevity.

Fig. A.6 shows the programming language prompt used for Llama-3.1-8B-Instruct. The schema defines general classes for relations
(Rel) and entities (Entity), along with classes specific to the dataset from which the examples are taken. In this case, the class
Adverse_effect is defined for the relations, while for the entities Drug and Disease are defined. All instructions given to the model are
presented as comments, preceded by a # symbol, mimicking an actual Python script.

Fig. A.7 shows the natural language prompt used for Mistral-7B-Instruct-v0.3. In this case, we showcase the implementation of
the rationale strategy. Note that the system message differs from the one used in Fig. A.6.

Appendix B. Impact of ICL examples sampling size

In this appendix, we evaluate the performance of the best non-instruct model, Mistral-7B-v0.3, at varying amounts of ICL examples
N €{0,3,6,9,12,15}. We choose the best non-instruct model because we want to highlight the effectiveness of the LoRA fine-tuning
on a model that in principle does not have any knowledge on how to use an instruction-tuning prompt. In addition, this allows
us to continue the qualitative analyses from Section 5.5, which were carried out on this model, from a quantitative perspective.
To accommodate the longer prompts, in this case the maximum number of context tokens had to be increased over the 4096 limit
set for the other experiments (i.e. the maximum input sequence length accepted by the DeepSeek models). The increased context
window was not an issue for Mistral-7B-v0.3, since it accepts up to 32,768 tokens. At N = 0, using rationale prompts means that the
target task text is followed by the rationale list of entities and relations it contains. At N = 0, however, no examples are provided,
meaning the model is not shown any rationale lists before the task text.

The results reported in Table B.12 clearly show that the greatest benefit is obtained when jumping from N = 0 to N = 3.
Still, the performance gained from using any examples at all is not extremely substantial. In addition, additional ICL examples do
not lead to any significant performance delta. In fact, the performance at N = 0 is already much higher than the baseline model
Mistral-7B-Instruct-v0.3, which has not undergone any fine-tuning.

The fact that most of the performance gain is obtained from the fine-tuning process shows that the model is perfectly capable
of learning the task just from being shown the input text and the desired output triples. A small addition of ICL examples in the
prompt provides a slight performance boost, but further examples can also lead to worse results.

Once again, no matter the number of examples provided, using CoT is strictly an inferior choice when fine-tuning these
lightweight LLMs with LoRA. As already mentioned in Section 5.5, fine-tuning with LoRA all the modules of each decoder of an LLM
is essentially the same as carrying out a full fine-tuning process, though at a lower computational cost. Although we are not training
for a large number of steps, this effectively means the model is becoming specialized at solely carrying out the KGC task. CoT
generally hinders the models’ training, where simply learning to associate the provided inputs and outputs would suffice. However,
an increasing amount of ICL examples does seem to alleviate this negative effect.

Appendix C. Impact of training steps

We train the best performing model, Mistral-7B-Instruct-v0.3, at training steps k € {50,100, 150,200, 250,500} to analyze the
correlation between amount of training and performance. Due to computational constraints, we do not train additional models
within the 250-500 interval, and over 500 steps. For the same reason, we only evaluate each model once and show the mean of
the natural language and code results.

As Fig. B.8 shows, the average performance over all six dataset/rationale combinations exhibits a positive trend at increasing
numbers of fine-tuning steps. However, even a very moderate amount of training at 50 steps seems to be enough to obtain most of
the performance out of the models. With regard to ADE, additional training steps tend to be especially helpful when training with
rationale, with F; scores going from around 0.50 at 50 steps, to almost 0.70 at 200 steps, although the performance drops slightly
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<|begin_of_text|><|start_header_id|>system<|end_header_id|> system message
You are a programming Al specialized in the task of extracting entity-relation-entity triples
from texts in the form of Python code.<|eot_id|><|start_header_id|>user<|end_header_id|>

from typing import List
class Rel:
def __init__(self, name: str):
self.name = name
class Adverse_effect(Rel):

def __init__(self, name: str): <
super.__init__(name=name)
class Entity:
def __init__ (self, name: str):
self.name = name corpus-specific
class Drug(Entity): classes (here, ADE)
def __init__(self, name: str):
super.__init__(name=name)
class Disease(Entity): ¢

def __init__(self, name: str):
super.__init__(name=name)
class Triple:
def __init__(self, head: Entity, relation: Rel, tail: Entity):
self.head = head
self.relation = relation
self.tail = tail
class Extract:
def __init__(self, triples: List[Triple] = []):
self.triples = triples schema

# Look at the examples below and then carry out the following indicated task.

# Example 1:

text = """ Corneal endothelial deposits associated with rifabutin use .
extract = Extract([Triple(Disease("Corneal endothelial deposits"), Rel("Adverse_effect"),
Drug("rifabutin"))])

# Example 2:

# Example 3:
examples

# Task: Define an instance of Extract from the text below. Do not produce any more text
samples after you finish extracting triples from the text below.

text = """ Prothipendylhydrochloride - induced priapism : case report .
extract = Extract([Triple(Disease("priapism"), Rel("Adverse_effect"),
Drug("Prothipendylhydrochloride"))])<|end_of_text|> target task

Fig. A.6. Programming language prompt for Llama-3.1-8B-Instruct.

Table B.12

Performance in terms of micro-F, for Mistral-7B-v0.3 at varying number of ICL examples. C = code, N' = natural language. The best performance for each
prompt combination is highlighted in bold at each N ICL examples. The best overall score on each dataset is underlined. The baseline model refers to Mistral-
7B-Instruct-v0.3, without any fine-tuning.

Lang. Rtnl. Base Fine-Tuned w/ N ICL Examples
0 3 6 9 12 15

c 0.333 0.766 0.797 0.788 0.765 0.790 0.787
= c 0.350 0.714 0.762 0.761 0.770 0.775 0.786
< N 0.263 0.747 0.776 0.800 0.786 0.777 0.796

N 0.260 0.722 0.769 0.763 0.777 0.782 0.786
< c 0.132 0.635 0.683 0.665 0.683 0.696 0.707
(=]
= c 0.184 0.611 0.646 0.643 0.671 0.644 0.657
Z N 0.059 0.678 0.687 0.687 0.669 0.691 0.684
© N 0.066 0.621 0.664 0.660 0.668 0.651 0.673
o C 0.027 0.335 0.396 0.395 0.379 0.385 0.376
& c 0.041 0.238 0.322 0.334 0.310 0.321 0.322
3 N 0.024 0.372 0.396 0.378 0.368 0.355 0.377

N 0.036 0.287 0.357 0.331 0.339 0.337 0.325
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<s>[INST] You are an Al specialized in the task of extracting entity-relation-entity triples
from texts. system message

Look at the examples below and then carry out the following indicated task.

Example 1:
text: "The proposed scheme eliminates redundant copying while maintaining the quasi-
destructive scheme 's ability to avoid over copying and early copying combined with its
ability to handle cyclic structures without algorithmic additions ."

The candidate relations for this text are: =
Used_for

Feature_of

Conjunction

The candidate entities for this text are:
scheme — rationale
cyclic structures

quasi-destructive scheme 's ability

scheme

over copying

early copying .

triple_list: [["scheme", "Used_for", "cyclic structures"], ["quasi-destructive scheme 's
ability", "Feature_of", "scheme"], ["over copying", "Conjunction”, "early copying"]]

Example 2:

Example 3:
examples

Task: Extract a list of [entity, relation, entity] triples from the text below. Do not produce any
more text samples after you finish extracting triples from the text below.

text: "The agreement in question involves number in nouns and reflexive pronouns and is
syntactic rather than semantic in nature because grammatical number in English , like
grammatical gender in languages such as French , is partly arbitrary ."

The candidate relations for this text are:

Conjunction

Feature_of

Hyponym_of

The candidate entities for this text are:

nouns

reflexive pronouns

grammatical gender

languages

French

languages

[/INST] triple_list: [["nouns", "Conjunction”, "reflexive pronouns"], ["grammatical gender”,
"Feature_of", "languages"], ['"French", "Hyponym_of", "languages"]]</s></s>
target task

Fig. A.7. Natural language prompt for Mistral-7B-Instruct-v0.3.
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Fig. B.8. Performance for Mistral-7B-Instruct-v0.3 in terms of F, at varying training steps. Each data point is the mean of the results obtained with natural
language and code prompts.

Table D.13
Full scores for the fine-tuned LLaMA 3.2 models.

(a) Llama-3.2-1B and Llama-3.2-1B-Instruct.

Data Lang. Ration. Prec. Rec. F, Prec. Rec. F,
Llama-3.2-1B Llama-3.2-1B-Instruct
C 0.668 0.691 0.648 0.672 0.714 0.635
= Cc 0.624 0.720 0.551 0.219 0.290 0.177
< N 0.354 0.612 0.250 0.662 0.701 0.627
N 0.608 0.684 0.548 0.365 0.522 0.299
3 C 0.434 0.443 0.425 0.380 0.364 0.399
3 C 0.346 0.453 0.280 0.171 0.184 0.161
LZOJ N 0.168 0.310 0.117 0.434 0.403 0.471
N 0.429 0.462 0.400 0.204 0.228 0.185
O C 0.168 0.154 0.183 0.196 0.194 0.199
& C 0.092 0.129 0.072 0.018 0.086 0.010
2 N 0.202 0.206 0.201 0.260 0.294 0.233
N 0.129 0.149 0.114 0.098 0.113 0.087
(b) Llama-3.2-3B and Llama-3.2-3B-Instruct.
Data Lang. Ration. Prec. Rec. F, Prec. Rec. F,
Llama-3.2-3B Llama-3.2-3B-Instruct
C 0.730 0.760 0.702 0.724 0.743 0.706
= C 0.692 0.791 0.615 0.676 0.814 0.578
< N 0.717 0.757 0.682 0.708 0.720 0.698
N 0.673 0.716 0.634 0.678 0.710 0.649
g C 0.523 0.506 0.541 0.504 0.510 0.499
=] C 0.500 0.562 0.450 0.405 0.490 0.346
ch) N 0.447 0.445 0.454 0.519 0.478 0.569
N 0.517 0.515 0.524 0.306 0.317 0.296
O C 0.260 0.288 0.238 0.268 0.271 0.265
& C 0.191 0.234 0.162 0.141 0.228 0.104
2 N 0.287 0.326 0.257 0.322 0.323 0.321
N 0.221 0.252 0.197 0.155 0.196 0.129
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Table D.14
Full scores for the fine-tuned LLaMA 3.1 models.

(a) Llama-3.1-8B and Llama-3.1-8B-Instruct.

Data Lang. Ration. Prec. Rec. F, Prec. Rec. F,
Llama-3.1-8B Llama-3.1-8B-Instruct
C 0.750 0.740 0.745 0.752 0.726 0.739
A C 0.749 0.714 0.731 0.766 0.604 0.676
< N 0.767 0.749 0.758 0.775 0.748 0.761
N 0.778 0.740 0.758 0.761 0.590 0.664
g C 0.604 0.582 0.593 0.612 0.580 0.595
=] C 0.592 0.547 0.568 0.453 0.537 0.491
ng N 0.532 0.551 0.541 0.608 0.577 0.592
N 0.573 0.540 0.556 0.454 0.372 0.409
O C 0.359 0.350 0.355 0.378 0.335 0.355
& C 0.264 0.286 0.274 0.342 0.126 0.182
3 N 0.364 0.357 0.360 0.375 0.353 0.364
N 0.327 0.300 0.313 0.189 0.117 0.144
(b) Llama-3.1-70B and Llama-3.1-70B-Instruct.
Data Lang. Ration. Prec. Rec. F, Prec. Rec. F,
Llama-3.1-70B Llama-3.1-70B-Instruct
C 0.547 0.426 0.478 0.385 0.177 0.239
A C 0.532 0.402 0.454 0.577 0.546 0.561
< N 0.221 0.073 0.110 0.661 0.597 0.627
N 0.301 0.388 0.338 0.659 0.561 0.604
g C 0.180 0.284 0.218 0.197 0.301 0.237
=] C 0.170 0.248 0.199 0.217 0.296 0.246
E N 0.074 0.047 0.056 0.187 0.238 0.209
N 0.095 0.128 0.109 0.162 0.202 0.178
o C 0.063 0.085 0.072 0.073 0.114 0.088
& C 0.050 0.059 0.054 0.105 0.139 0.119
3 N 0.039 0.013 0.019 0.132 0.178 0.151
N 0.045 0.056 0.049 0.116 0.093 0.104

with further training. Such a trend is also observable for SciERC, with rationale-trained models getting worse at 500 fine-tuning
steps. With relation to CoNLL0O4, model performance seems to be rather comparable, when increasing the number of steps from
250 to 500. Overall, performance in terms of F; seems to converge around the 150-250 interval, with the mean performance over
all settings increasing from 0.49 at 50 steps to 0.57 at 200 steps, and falling to 0.54 at 500 steps. Arguably, this makes our initial
decision to train all models up to 200 steps convincingly valid.

Appendix D. Full results

This appendix reports precision, recall, and F,-measure for all employed models. Table D.15a shows QwenCodel.5 results.
Table D.15b shows Deepseek-Coder-7b-v1.5 results. Table D.13a shows Llama-3.2-1B results. Table D.13b shows Llama-3.2-3B
results. Table D.14a shows Llama-3.1-8B results. Table D.14b shows Llama-3.1-70B results. Table D.16 shows Mistral-7B-v0.3
results. Regarding the no fine-tuning results, Table D.17 shows the results for the base models. Table D.18 shows the results for
Llama-3.2-1B-Instruct, Llama-3.2-3B-Instruct, and Llama-3.1-70B-Instruct.

In all the tables, scores are averaged over three testing runs. C = code, N = natural language. The best scores appear in bold.

Appendix E. Computational resources

Training each 7-8B model took ~20 min on a single NVIDIA RTX 5000 Ada Generation (32 GB of VRAM), while inference ranged
between 7-10 min for each test set. Training and testing each 1B and 3B LLaMA 3.2 model required around 2 min on a single NVIDIA
H100 (96 GB of VRAM). Training for the Llama-3.1-70B and Llama-3.1-70B-Instruct models took around 25 min on a single H100,
while inference had a greater length variance, ranging between ~30 min to ~5 h.

Data availability

The data has already been released by other researchers. The repo with the code is linked from the paper and we will release it.
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Table D.15
Full scores for the fine-tuned code LLMs.

(a) CodeQwenl.5-7B and CodeQwenl.5-7B-Chat.

Data Lang. Ration. Prec. Rec. F, Prec. Rec. F,
CodeQwen1.5-7B CodeQwen1.5-7B-Chat
c 0.773 0.750 0.761 0.706 0.678 0.692
A C 0.742 0.671 0.705 0.400 0.526 0.455
< N 0.750 0.725 0.737 0.667 0.689 0.677
N 0.768 0.664 0.712 0.542 0.427 0.477
3 c 0.616 0.601 0.608 0.566 0.567 0.566
3 c 0.600 0.537 0.567 0.520 0.474 0.495
% N 0.598 0.627 0.612 0.586 0.578 0.582
o
N 0.602 0.522 0.559 0.449 0.426 0.437
O C 0.355 0.359 0.357 0.291 0.283 0.287
& c 0.265 0.299 0.281 0.184 0.120 0.145
2 N 0.341 0.354 0.347 0.305 0.295 0.300
N 0.296 0.266 0.280 0.172 0.145 0.157
(b) deepseek-coder-7b-base-v1.5 and deepseek-coder-7b-instruct-v1.5.
Data Lang. Ration. Prec. Rec. F, Prec. Rec. F,
deepseek-coder-7b-base-v1.5 deepseek-coder-7b-instruct-v1l.5
c 0.751 0.709 0.729 0.784 0.726 0.754
A c 0.773 0.655 0.709 0.783 0.661 0.717
< N 0.765 0.732 0.748 0.739 0.738 0.739
N 0.747 0.658 0.700 0.710 0.637 0.671
g c 0.618 0.609 0.613 0.648 0.610 0.628
=] C 0.624 0.551 0.585 0.624 0.537 0.577
L%) N 0.632 0.625 0.628 0.611 0.599 0.605
N 0.668 0.583 0.623 0.483 0.454 0.468
O C 0.327 0.332 0.330 0.333 0.329 0.331
& c 0.262 0.297 0.278 0.273 0.269 0.271
2 N 0.373 0.375 0.374 0.346 0.346 0.346
N 0.304 0.293 0.298 0.190 0.180 0.185
Table D.16
Full scores for the fine-tuned Mistral-7B-v0.3 and Mistral-7B-Instruct-v0.3 models.
Data Lang. Ration. Prec. Rec. F, Prec. Rec. F,
Mistral-7B-v0.3 Mistral-7B-Instruct-v0.3
c 0.810 0.785 0.797 0.825 0.800 0.812
A c 0.782 0.743 0.762 0.806 0.505 0.616
< N 0.802 0.752 0.776 0.804 0.786 0.795
N 0.803 0.738 0.769 0.763 0.704 0.732
g C 0.693 0.674 0.683 0.706 0.671 0.688
= C 0.679 0.617 0.646 0.685 0.541 0.604
E N 0.705 0.671 0.687 0.707 0.703 0.705
N 0.688 0.641 0.664 0.628 0.505 0.559
o C 0.400 0.392 0.396 0.377 0.374 0.376
£ c 0.327 0.317 0.322 0.307 0.145 0.197
2 N 0.391 0.402 0.396 0.388 0.392 0.390
N 0.380 0.337 0.357 0.355 0.312 0.332
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Table D.17
Full scores for the selected models without any fine-tuning.
Data Lang. Ration. Prec. Rec. F, Prec. Rec. F,
CodeQwen1.5-7B-Chat deepseek-coder-7b-instruct-vl.5
c 0.174 0.185 0.179 0.318 0.093 0.143
A c 0.182 0.172 0.176 0.353 0.296 0.321
< N 0.118 0.125 0.121 0.175 0.262 0.210
N 0.087 0.093 0.090 0.230 0.271 0.248
s c 0.090 0.151 0.112 0.103 0.188 0.133
= c 0.085 0.132 0.104 0.147 0.152 0.147
E N 0.025 0.032 0.028 0.045 0.120 0.065
N 0.024 0.029 0.026 0.059 0.097 0.073
o C 0.027 0.035 0.030 0.032 0.030 0.030
& c 0.023 0.025 0.024 0.069 0.075 0.072
3 N 0.010 0.009 0.009 0.020 0.023 0.021
N 0.004 0.003 0.004 0.033 0.041 0.037
Llama-3.1-8B-Instruct Mistral-7B-Instruct-v0.3
c 0.179 0.002 0.004 0.366 0.307 0.333
é c 0.413 0.020 0.039 0.359 0.342 0.350
N 0.135 0.263 0.178 0.240 0.291 0.263
N 0.261 0.287 0.272 0.234 0.293 0.260
iy C 0.141 0.006 0.011 0.130 0.141 0.132
=] c 0.247 0.083 0.119 0.169 0.203 0.184
:é N 0.048 0.136 0.070 0.046 0.084 0.059
N 0.131 0.138 0.129 0.054 0.084 0.066
O c 0.020 0.002 0.004 0.027 0.028 0.027
&= c 0.049 0.021 0.028 0.043 0.039 0.041
3 N 0.025 0.029 0.027 0.023 0.026 0.024
N 0.065 0.088 0.074 0.035 0.037 0.036
Table D.18
Full scores for Llama-3.2-1B, Llama-3.2-3B, Llama-3.1-70B-Instruct without any fine-tuning.
Data Lang. Ration. Prec. Rec. F, Prec. Rec. F, Prec. Rec. F,
Llama-3.2-1B-Instruct Llama-3.2-3B-Instruct Llama-3.1-70B-Instruct
C 0.021 0.189 0.011 0.039 0.299 0.021 0.333 0.082 0.121
A C 0.053 0.197 0.031 0.057 0.306 0.032 0.542 0.464 0.485
< N 0.012 0.026 0.008 0.054 0.039 0.090 0.607 0.530 0.565
N 0.068 0.052 0.100 0.190 0.159 0.237 0.627 0.585 0.602
g C 0.008 0.025 0.005 0.020 0.061 0.012 0.192 0.314 0.238
=] Cc 0.013 0.045 0.007 0.044 0.122 0.027 0.202 0.317 0.247
é N 0.010 0.016 0.007 0.051 0.034 0.101 0.162 0.244 0.194
N 0.031 0.021 0.061 0.103 0.071 0.185 0.182 0.180 0.180
O C 0.002 0.016 0.001 0.005 0.021 0.003 0.065 0.086 0.074
= C 0.003 0.035 0.001 0.008 0.031 0.005 0.082 0.091 0.086
3 N 0.008 0.012 0.006 0.039 0.031 0.052 0.074 0.081 0.078
N 0.023 0.021 0.027 0.038 0.031 0.049 0.106 0.112 0.109
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