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Abstract
Background  Artificial intelligence chatbot tools responses might discern patterns and correlations that may elude human 
observation, leading to more accurate and timely interventions. However, their reliability to answer healthcare-related 
questions is still debated. This study aimed to assess the performance of the three versions of GPT-based chatbots about 
prosthetic joint infections (PJI).
Methods  Thirty questions concerning the diagnosis and treatment of hip and knee PJIs, stratified by a priori established 
difficulty, were generated by a team of experts, and administered to ChatGPT 3.5, BingChat, and ChatGPT 4.0. Responses 
were rated by three orthopedic surgeons and two infectious diseases physicians using a five-point Likert-like scale with 
numerical values to quantify the quality of responses. Inter-rater reliability was assessed by interclass correlation statistics.
Results  Responses averaged “good-to-very good” for all chatbots examined, both in diagnosis and treatment, with no sig-
nificant differences according to the difficulty of the questions. However, BingChat ratings were significantly lower in the 
treatment setting (p = 0.025), particularly in terms of accuracy (p = 0.02) and completeness (p = 0.004). Agreement in ratings 
among examiners appeared to be very poor.
Conclusions  On average, the quality of responses is rated positively by experts, but with ratings that frequently may vary 
widely. This currently suggests that AI chatbot tools are still unreliable in the management of PJI.
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Introduction

Machine learning artificial intelligence (AI) utilizes com-
putational techniques to analyze extensive datasets, cat-
egorize information, predict outcomes, or derive valuable 
insights without explicit instructions [1, 2].

In the contemporary healthcare landscape, the integra-
tion of AI has emerged as a transformative force, poised 
to revolutionize various aspects of medical research and 
clinical practice [3]. It might discern patterns and correla-
tions that may elude human observation, leading to more 
accurate and timely interventions.

Within AI applications, natural language processing 
plays a pivotal role, with language models like ChatGPT, 
developed by OpenAI (OpenAI LLC, San Francisco, CA, 
USA), are currently exhibiting remarkable capabilities. 
ChatGPT, a chatbot (a program able to understand and 
generate responses using a text-based interface) based on 
the generative pre-trained transformer (GPT) architecture, 
uses neural networks to process natural language and pro-
duce contextually relevant responses [3].

Recent studies have evaluated ChatGPT performance 
on general medicine questions and subspecialty training 
examinations, generally yielding positive results. [4–16]. 
However, it is crucial to thoroughly assess the knowledge 
and accuracy of AI models, especially as the complexity 
of questions and scenarios increases. This evaluation is 
essential for determining the reliability of AI models in 
medical decision-making and their feasibility for wide-
spread adoption [17, 18]. Some concerns have been raised 
about ChatGPT accuracy, precision, legal implications, 
and references [19]. The phenomenon of “AI hallucina-
tion”, where AI generates convincing but entirely fabri-
cated answers, adds complexity to the assessment [19, 20]. 
Ensuring that ChatGPT and similar AI tools provide trust-
worthy information is crucial to prevent decisions based 
on inaccurate or misleading outputs. Additionally, main-
taining the integrity of the physician–patient relationship 
is imperative, as reliance on AI in healthcare settings may 
unintentionally erode patient trust in healthcare providers. 
Navigating these challenges with prudence is essential, 
recognizing the ethical dimensions involved in integrat-
ing AI into patient care to mitigate the risk of negative 
repercussions.

In the context of diseases that require a multidisci-
plinary approach and intersecting competencies [21], 
the prospect of AI tools assistance becomes particularly 
enticing for healthcare professionals in decision-making 
processes and for patients seeking information along com-
plex diagnostic and therapeutic paths [18, 22]. Prosthetic 
joint infections (PJI) in orthopedics serve as a compelling 
example of such scenarios. PJI, a challenging complication 

after joint replacement, requires prompt and accurate iden-
tification for their effective management and to choose the 
most suitable treatment [23]. While, ChatGPT offers a new 
way to assist diagnostics through textual data analysis, a 
thorough understanding of the reliability of different GPT-
based chatbot versions in the complex realm of PJI is still 
to be fully explored. Despite many papers investigated AI 
chatbots in several orthopedic scenarios, only one recent 
paper assessed it in PJI field [15].

The aim of this study was to assess the performance of 
ChatGPT 3.5, BingChat and ChatGPT 4.0 concerning PJI, 
based on the opinions of a team of experts.

Materials and methods

The study was conducted in adherence to the ethical stand-
ards outlined in the declaration of Helsinki. This study was 
Institutional Review Board statement exempt as no patient-
level or animal-level data were used.

A dataset of 30 questions concerning the diagnosis (15) 
and treatment (15) of hip and knee PJI was collectively gen-
erated by a panel of five physicians from different centers, 
including three orthopedic surgeons and two infectious dis-
ease specialists (ID), all with specific expertise in musculo-
skeletal infections (Table 1). The physicians engaged were 
instructed to formulate clear and unambiguous questions. 
The physicians included were also asked to formulate the 
questions into three groups by increasing degree of diffi-
culty, according to the collective judgment of all partici-
pants. To guarantee consistency, all questions were entered 
into the examined chatbot versions of the GPT engine by a 
single researcher. To maintain a systematic approach, miti-
gating potential bias from AI learning by reinforcement (the 
ability to incorporate feedback and corrections from human 
input), data collection and response generation period were 
limited to a single day by opening new chat sessions within 
the chatbot interface for each question.

Two different AI applications were examined in this 
study, OpenAI GPT-3.5 and OpenAI GPT-4. GPT-3.5 and 
GPT-4 both are language learning machines developed by 
OpenAI, but they differ in key areas, including model size 
and computational ability [24]. BingChat, developed by 
Microsoft (Microsoft Corporation, Redmond, WA, USA) 
and recently rebranded as Copilot, was also included in 
this study. BingChat, although powered by OpenAI GPT-4 
engine, differs in the mode and style of response reporting 
(the "balanced" mode was used in this study). The decision 
to include BingChat in this study was a consequence of the 
authors’ opinion that, beyond the sources and search technol-
ogy employed, the response output modality plays a crucial 
role in users’ evaluation and interpretation of responses.
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The responses to each question were provided by Chat-
GPT 3.5, BingChat, and ChatGPT 4.0, collected by a single 
researcher not included among the raters, and evaluated indi-
vidually by each rater. For each question, the three responses 
provided by the various AI chatbot tools were presented in 
random order to the raters, hiding the source of the response, 
in order to blind the experts’ evaluation and avoid the pos-
sible bias of judgment resulting from the examiner’s expec-
tations. Prior to the response rating, experts were asked to 

answer specific questions to define their a priori assumptions 
about the possible outcome of the analysis, including ques-
tions regarding expectations about performance variability 
depending on the topic of the question, complexity, and GPT 
version examined.

The evaluation employed a five-point Likert-like scale: 
0—insufficient, 5—barely sufficient, 10—good, 15—very 
good, 20—excellent. The use of numerical values was pre-
ferred in order to allow simulated numerical quantification of 

Table 1   Questions on diagnosis and treatment of periprosthetic infections used in this study

PJI, periprosthetic joint infection; WBC, white blood cells count; CRP, C-reactive protein; ESR, erythrocyte sedimentation rate; MRI, magnetic 
resonance imaging; DAIR, debridement and implant retention; TKA, total knee arthroplasty; THA, total hip arthroplasty

Domain Difficulty Q. Full-text query

Diagnosis Easy 1.1.1 What are the typical symptoms of PJI?
1.1.2 What are the possible causes of PJI?
1.1.3 What are the diagnostic criteria PJI?
1.1.4 Would it be useful to perform an arthrocentesis of the affected joint to diagnose PJI?
1.1.5 What diagnostic laboratory tests are useful for a diagnosis of PJI?

Medium 1.2.1 Does the presence of a sinus tract communicating to the joint that has previously undergone prosthetic replace-
ment allow the diagnosis PJI?

1.2.2 Is prosthetic loosening on radiographs a sign of PJI?
1.2.3 What conditions increase the risk of PJI?
1.2.4 Are nuclear medicine examinations useful in diagnosing PJI?
1.2.5 In a patient who underwent joint replacement 2 months ago, does the presence of pain and swelling at the affected 

joint, fever, serum CRP > 10 mg/L, serum ESR > 30 mm/h, synovial fluid WBC > 3000 cells/µL with > 80% 
neutrophils, microbiological cultures from synovial fluid positive for S. epidermidis, and with an MRI showing a 
fluid collection into the joint, allow a diagnosis of PJI?

Hard 1.3.1 Which nuclear medicine method has the highest sensitivity for the diagnosis of PJI?
1.3.2 Can molecular biology techniques be used to diagnose PJI?
1.3.3 In a patient who underwent joint replacement 2 months ago, does the presence of pain and swelling at the affected 

joint, no fever, serum CRP 8 mg/L, serum ESR > 32 mm/h, synovial fluid WBC 1300 cells/µL with 62% neutro-
phils, allow a diagnosis of PJI? If not, what examinations could be useful?

1.3.4 What is the role of synovial fluid Leukocyte Esterase and Alpha-Defensin in the diagnosis of PJI?
1.3.5 When should a PJI with fungal etiology be suspected?

Treatment Easy 2.1.1 What are the possible surgical treatments of PJI?
2.1.2 Is intravenous antibiotic therapy alone generally recommended in the treatment of chronic PJI?
2.1.3 What are the ideal conditions to effectively treat PJI with DAIR?
2.1.4 What are the ideal conditions to effectively treat PJI with one-stage protocol?
2.1.5 When a two-stage procedure is most recommended to effectively treat PJI?

Medium 2.2.1 How can bacterial biofilm maturation on an orthopedic prosthesis influence treatment choice for PJI?
2.2.2 What is the role of arthroscopic debridement without prosthesis removal in the treatment of PJI?
2.2.3 When can an articulating cemented spacer be used instead of a static spacer in the two-stage procedure for PJI of 

TKA?
2.2.4 When can it be useful to use a mega prosthesis in the treatment of chronic PJI?
2.2.5 In the case of PJI, how can intraoperative culture investigations and subsequent knowledge of the specific bacterial 

etiology contribute to the treatment?
Hard 2.3.1 How can a fungal etiology influence the surgical treatment of PJI?

2.3.2 In case of severe bone loss after explantation of a THA for PJI, what are the possible reconstruction techniques?
2.3.3 When should knee arthrodesis be considered as a possible treatment of PJI?
2.3.4 When should chronic suppressive antibiotic therapy be considered as a possible definitive treatment of PJI?
2.3.5 In case of periprosthetic knee infection complicated by severe soft tissue injury, with exposure of the prosthesis, 

what are the possible treatments to consider avoiding above-knee amputation?
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mean ratings and related quantitative comparisons between 
groups. To avoid bias, the assessment was conducted in 
separate settings, guaranteeing that one rater’s judgment 
did not influence the judgment of another. The evaluation 
considered various aspects of the provided information, 
including (1) the focus—defined as the ability to strike the 
key point of the question, (2) the accuracy—defined as pre-
ciseness of details and absence of vague or wrong informa-
tion, and (3) the completeness—defined as the ability not to 
neglect relevant information. For each response, a score was 
assigned according to the Likert-type scale used for each of 
the three subcriteria (focus, accuracy, completeness). The 
final response rating was then the sum of the scores for the 
three subcriteria. The mean ratings of responses for each 
GPT-based chatbot examined (ChatGPT 3.5, BingChat, 
ChatGPT 4.0) were compared and further analyzed: (1) by 
domain (diagnosis and treatment), in order to identify areas 
of lower and higher reliability of the AI tools; (2) by a priori 
degree of difficulty, in order to assess the extent of corre-
lation between performance and complexity according to 
expert assessment.

The degree of inter-rater reliability (IRR) has been also 
assessed, in order to establish the consistency and the gen-
eralizability of the assessment.

Statistics

Quantitative data were summarized by means and standard 
deviations. A parametric test was used to compare samples 
in case of continuous variables and normal distribution, oth-
erwise a nonparametric test was used. The Shapiro–Wilk 
test was used to verify normal distribution. As a parametric 
test, the two-tailed Student T-test was used to compare the 
average of the variables for unpaired groups in case of two 

groups to be compared and the one-way ANOVA test was 
used in case of more groups, with post hoc testing using 
the HSD Tukey test. As a nonparametric test, the two-tailed 
Mann–Whitney U-test for unpaired groups was used in case 
of two groups to be compared and the Krusckal-Wallis test 
was used in case of more groups. Continuity correction was 
applied due to the discrete distribution. The intraclass cor-
relation coefficient (ICC) was used to quantify the degree of 
IRR. The assessment of the degree of agreement was per-
formed according to Koo et al. (< 0.50: poor, 0.50 ≤ x < 0.75: 
moderate; 0.75 ≤ x < 0.90: good, ≥ 0.90: excellent) [25]. A 
p value < 0.05 was considered statistically significant. All 
analyses were completed using the Statistical Package for 
Social Science (IBM Corp. Released 2013. IBM SPSS Sta-
tistics for Windows, Version 26.0. Armonk, NY, USA: IBM 
Corp.).

Results

The global mean rating, including the responses (no. 450) 
of all three versions GPT-based chatbots to the 30 expert-
generated questions (Table 1), accounting for the ratings of 
all examiners, was 37.6 ± 1.9, relative to a maximum hypo-
thetical score of 60, thus a summary rating of “good-very 
good” (as for scores between 30 and 45). The overall mean 
rating was 38.6 for ChatGPT 3.5, 35.4 for BingChat, 38.7 
for ChatGPT 4.0, with no statistically significant differences 
between versions (p = 0.339), even when considering the 
subcriteria (focus, accuracy, completeness) assessed indi-
vidually (Table 2).

Regarding the individual domains of question pertinence, 
there was no significant difference between the global per-
formance of all three versions within the diagnosis field 
and that within the treatment field (p = 0.197). However, 

Table 2   Comparison of ratings 
according to the subcriteria 
evaluated

*Statistically significant

Domain Subcriteria Mean evaluation p value

ChatGPT 3.5 BingChat ChatGPT 4.0

Diagnosis Focus 15.0 15.3 14.8 0.908
Accuracy 10.3 12.4 12.3 0.147
Completeness 10.9 12.3 12.2 0.513
Overall 36.2 39.9 39.3 0.498

Treatment Focus 15.7 13.8 13.9 0.198
Accuracy 12.0 8.5 12.1 0.020*
Completeness 13.3 8.5 12.3 0.004*
Overall 41.1 30.8 38.2 0.025*

Overall Focus 15.4 14.5 14.3 0.395
Accuracy 11.2 10.5 12.2 0.199
Completeness 12.1 10.4 12.2 0.138
Overall 38.6 35.4 38.7 0.339
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the global mean performance in the domain of diagnosis 
(38.5 ± 2) was higher than that in the domain of treatment 
(36.7 ± 5.3). This is consistent with the expectations of the 
examiners, who were interrogated about the hypothetical 
outcome of the analysis before performing the question 
ratings. No significant differences were found among the 
mean ratings of the responses of the three versions, evalu-
ated individually, to the questions about diagnosis, either 
overall or across subcriteria. In contrast, a lower mean per-
formance of BingChat emerged within the treatment domain 
compared to the other two versions, both overall (p = 0.025) 
and particularly for the subcriteria “accuracy” (p = 0.020) 
and “completeness” (p = 0.004) (Table 2). Regarding the 

performance of the different versions, the examiners’ expec-
tations were geared in three out of five cases toward no dif-
ference between the versions and in two out of five cases 
toward a better performance of ChatGPT 4.0 than the other 
two versions.

No significant differences were found between the mean 
ratings of responses to the questions stratified by a priori 
established complexity, either overall or within individual 
domains of pertinence (Table 3). This was observed both 
when considering the overall mean ratings of the three ver-
sions and when comparing the performance of the individual 
versions examined (Table 3).

As regards inter-rater reliability (IRR) among examin-
ers, this was found to be consistently poor (ICC < 0.5) [25], 
both in general and within individual domains of question 
pertinence (Table 4). A subgroup analysis was conducted 
both according to examiners’ years of experience and their 
specialization. A similar result also emerged from stratifica-
tion by specialization, with the infectiologists’ IRR higher 
than that of orthopedic surgeons.

Discussion

The treatment of PJI represents a real challenge for patients, 
healthcare providers and the healthcare system itself, 
because of the high number of treatment failures and the 
high economic burden of these diseases [21, 26]. While 
AI, exemplified by ChatGPT, has a significant potential to 
assist PJI management by healthcare professionals and to 
simplify information retrieval for patients, the reliability 
of these technologies in a medical setting requires rigorous 
examination. This study attempted to address some of the 

Table 3   Comparison of ratings according to the complexity of the 
queries

Domain Difficulty Mean evaluation p-value

ChatGPT 
3.5

BingChat ChatGPT 
4.0

Diagnosis Easy 37.2 37.6 40.8 0.681
Medium 32.6 46.6 41.6 0.859
Hard 38.8 35.6 35.4 0.855
p value 0.592 0.164 0.472 –

Treatment Easy 36.2 29.4 42.2 0.159
Medium 43.8 33.4 35.4 0.345
Hard 43.2 29.6 37.0 0.167
p value 0.462 0.799 0.598 –

Overall Easy 36.7 33.5 41.5 0.120
Medium 38.2 40.0 38.5 0.927
Hard 41.0 32.6 36.2 0.206
p value 0.672 0.249 0.458 –

Table 4   Inter-rater reliability (IRR) expressed by intraclass correlation coefficient (ICC)

*Statistically significant

Domain Subcriteria IRR via ICC

 < seven years 
experience

 >  seven years 
experience

p value Orthopedic 
surgeons

Infectivologists p value Overall

Diagnosis Focus – – – – – – 0.22
Accuracy – – – – – – 0.03
Completeness – – – – – – 0.05
Overall 0.29 0.10  < 0.001* 0.13 0.23 0.002* 0.20

Treatment Focus – – – – – – 0.06
Accuracy – – – – – – 0.10
Completeness – – – – – – 0.01
Overall 0.20 0.07  < 0.001* 0.15 0.17 0.691 0.18

Overall Focus – – – – – – 0.15
Accuracy – – – – – – 0.17
Completeness – – – – – – 0.03
Overall 0.25 0.09  < 0.001* 0.14 0.21 0.026* 0.19
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existing gaps by subjecting various iterations of ChatGPT to 
thorough evaluation by a diverse panel of experts, consisting 
of orthopedic surgeons and infectious disease physicians.

As for the present study, a significant aspect arose is the 
substantial consistency of the average performance among 
the different versions of the language models. Despite vari-
ations in architectures and implementations, the results dem-
onstrated good overall efficiency, thus suggesting inherent 
robustness.

The main finding of the present study is the absence 
of any statistically significant differences were observed 
in the average ratings either among the three subcriteria 
analyzed in the responses (focus, accuracy, completeness) 
or according to the domain of pertinence of the questions 
(diagnosis or treatment). However, regarding the latter 
point, it should be noted that the average ratings of treat-
ment-related responses were slightly lower, in line with the 
results of studies by Draschl et al. [15] and Lum et al. [27], 
who had already detected this trend. This may be attributed 
to the less standardization of the treatment of PJI compared 
with diagnostics, with less univocal and standardized crite-
ria for choosing among treatments. In addition, this could 
be due to weaker modeling and poor utilization of relevant 
orthopedic literature in the ChatGPT pretraining stage [10]. 
Several previous studies have shown that the performance 
of the ChatGPT tends to decrease with increasing question 
complexity [11, 28]. Interestingly, the responses of all the 
AI chatbots analyzed in this study to questions Q1.2.5 and 
Q1.3.3—which posed clinical questions about the ability to 
diagnose PJI in specific cases with increasing complexity 
and numerous variables—were all rated positively on aver-
age. In these cases, the explanation could be related to the 
existence of clear yes/no diagnostic criteria that the AI is 
allowed to refer to. In the authors’ opinion, the concept of 
“complexity” for AI should not be purely equated with its 
definition related to human intelligence. It should be rather 
construed not only in terms of the number of variables to be 
analyzed and their relationships, but also by considering the 
possibility of access to clear and discriminating sources that 
can reduce the need for critical thinking, an evident gap in 
AI. Even within the same domain (diagnosis or treatment), 
no significant differences in performance were observed in 
relation to query complexity. This could be ascribed to the 
different meaning attributed to the concept of complexity for 
human and artificial intelligence, which would require the 
definition of objective and standardized criteria for proper 
evaluation. Finally, it is noteworthy that in the analysis of 
the average performance of the different versions, no differ-
ences emerged between ChatGPT 3.5 and 4.0 (in contrast 
to the study in the orthopedic field by Massey et al. [10]), 
while BingChat exhibited significantly lower results than 
the other models on treatment questions. This discrepancy 
could be attributed to the specific answer reporting methods 

implemented by BingChat, despite its operation being based 
on GPT-4.

Another aspect to consider is the finding of a low inter-
rater reliability (IRR) score, a result that deviates from 
expectations and previous studies [12, 29, 30], including 
a recent study on ChatGPT reliability in the context of PJI 
[15]. It can be speculated that the nature of the questions 
employed, which primarily required textual responses not 
limited to the yes/no format, may have been more suscepti-
ble to different individual interpretations. It is also possible 
that the larger number of examiners who were recruited in 
this study contributed to this difference, along with potential 
differences in raters’ characteristics. The implications of a 
low IRR are crucial in understanding the reliability and gen-
erability of the results found [22, 28, 31, 32]. The questions 
selected by physicians in the present study and in similar 
studies were designed to be clear and lead to uncontrover-
sial answers, possibly including instructions for incorporat-
ing the guidelines, and thus are probably not representative 
of the questions that patients and the general public, who 
have no explicit knowledge to incorporate, would generate. 
ChatGPT has demonstrated a high level of applied medical 
and clinical knowledge and it may be expected to acquire a 
greater role in patient care in the future. However, the human 
factor, critical thinking and clinical judgment remain imper-
ative to ensure the accuracy and safety of medical diagnosis 
and treatment decisions. GPT-based chatbot tools are cur-
rently arguably suitable for a complementary role [4]. In 
fact, these models have the potential to be used to provide 
additional support in the interpretation of clinical data by 
healthcare professionals, and they also are amenable to use 
by patients, but with supervision or at least the opportunity 
for discussion with referring physicians.

In the future, it might be interesting to replicate this type 
of study to investigate patients’ perspective by asking them 
to evaluate the answers provided to their questions by both 
experts and ChatGPT. This would allow to examine not only 
the performance of GPT-based chatbots toward less accu-
rately formulated questions, but also their communicative 
effectiveness compared to that of physicians.

This study has several limitations. As discussed, the 
study relied on the subjective and self-reported evalua-
tions of physicians, which may introduce bias; similar 
judgments may also vary from one physician to another, 
depending on individual characteristics such as experi-
ence, habits, and area of expertise. Experts may be influ-
enced by past expectations, introducing an additional sub-
jective element in the evaluation of AI performance. The 
number of evaluators was low, as was the total number of 
questions, although this is in line with the purpose of the 
study to establish the scope of the evaluation in a well-
defined context. The proposed questions were generated 
by a team of experts but lacked standardized criteria for 
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stratifying complexity. These elements may have affected 
the performance of the AI chatbots examined, partially 
altering the quality of comparative considerations. Also, it 
is critical to note that ChatGPT is an evolving AI network 
that continuously learns and improves over time, limiting 
the reproducibility of the study, even if the same meth-
odology is used. A further limitation of this study is not 
having included other versions of AI chatbots currently 
available, particularly the more recently released Bard AI, 
developed by Google (Google LLC, Mountain View, CA, 
USA) which would be worthy of investigation in future 
studies.

Exploring the potential of AI chatbot tools in medical 
applications requires a concerted effort to address existing 
uncertainties and challenges. By adopting a collaborative 
and standardized approach, it will be possible to contribute 
to building a solid evidence base, laying the foundation for 
responsible and effective integration of AI technologies 
in the orthopedic practice and, by extension, in healthcare 
at large.

Conclusions

This analysis of the performance of different versions of 
GPT-based chatbot tools in the context of periprosthetic joint 
infections found high average quality of expert evaluations 
of the responses. However, the low agreement of ratings, 
although not clearly explained, poses an interesting chal-
lenge for future research by highlighting the complexity of 
subjective evaluation in textual responses. This suggest that 
the use of AI chatbot tools is still unreliable in the manage-
ment of PJI. The potential for greater future integration of 
these models into clinical practice is undeniable, but medical 
professionals and patients should be aware of the limitations 
and actively verify AI-generated medical information with 
trusted sources. Currently, increasing the number of avail-
able studies and standardizing their methodologies remains 
perhaps the best means of acquiring robust evidence.
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