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Non trivial optimal sampling rate for estimating a

Lipschitz-continuous function in presence of mean-reverting

Ornstein-Uhlenbeck noise

Enrico Bernardi ∗ † Alberto Lanconelli ∗ ‡ Christopher S. A. Lauria ∗ §

Berk Tan Perçin ∗ ¶

February 10, 2025

Abstract

We consider a mean-reverting Ornstein-Uhlenbeck process that perturbs an unknown Lipschitz-
continuous drift and want to estimate the value of that drift at some fixed time horizon. The
estimation is based on a finite number of observations obtained by sampling the path of the process
at equally spaced instant of times between the time origin and prescribed time horizon. Aim of
the study is to find the optimal sample size/rate for achieving the minimum mean square distance
between our estimator and the true value of the drift at the time horizon. The estimation procedure
we utilize consists of an online time-varying optimization scheme employed through a stochastic
gradient ascent algorithm for the log-likelihood of our observations. We discover a trade-off between
the correlation of the observations, which increases with the sample size, and the dynamic nature
of the unknown drift, which is weakened by increasing the frequency of observation. The mean
square error is shown to be non monotonic in the sample size, attaining a global minimum whose
precise description depends on the parameters that rule the model. In the static case, i.e. when the
unknown drift is constant, our method performs in highly correlated regimes even better than the
arithmetic mean of the observations, which represents in such particular instance a natural candidate
estimator. A comparison with the global maximum likelihood estimator is also presented.

Key words and phrases: Ornstein-Uhlenbeck process, positive correlation, log-likelihood function,
stochastic gradient ascent.

AMS 2000 classification: 60H10, 62F10, 65C20.

1 Introduction and statement of the main result

High frequency samples of a noisy continuous time signal may produce strongly correlated observa-
tions which impact negatively on the performance of statistical estimation methods. This phenomenon
has been observed in a number of different contexts: [12] and [18] explore the complex nature of sampling
effects in tracking the movement of individual cells or animals; [22] proposes a statistical counterpart
of the sampling rate’s lower bound from ordinary spectral analysis of time series related to aliasing;
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[1] shows that in presence of market microstructure noise the optimal sampling rate for estimating the
variance of log returns through their sum of squares is finite; [20] proves that the spacing between
observations affects the estimation of the variance of a Fraction Brownian Motion.

Aim of the present paper is to analyse a further instance of this phenomenon and to provide some
new insights for its understanding. Our framework is very specific but nevertheless pretty common in
several applied settings (see for instance [2]). To be more concrete, we now introduce some notation
and describe our problem in detail.
Let {Xt}t∈[0,1] be our observation process which is assumed to be of the form

Xt := m⋆(t) + Yt, t ∈ [0, 1], (1.1)

where

• m⋆ : [0, 1] → R is an unknown Lipschitz-continuous function, i.e. there exists K > 0 such that

|m⋆(t)−m⋆(s)| ≤ K|t− s| for all t, s ∈ [0, 1]; (1.2)

• {Yt}t≥0 is a mean-reverting Ornstein-Uhlenbeck process, i.e.{
dYt = −θYtdt+ σdBt, t > 0;

Y0 ∼ N
(
0, σ2

2θ

)
;

(1.3)

here, the initial condition Y0 is independent of the Brownian Motion {Bt}t≥0 while θ and σ are
positive real parameters. The parameter θ models the strength of mean-reversion towards zero
and σ the amplitude of fluctuation of the process.

Our problem is to estimate m⋆(1) out of a finite sample made of observations of the process {Xt}t∈[0,1]

at some equally spaced instants to time. To this aim, let N ∈ N and assume we observe the process
{Xt}t≥0 in the time interval [0, 1] at the discrete times

{
1
N , 2

N , ..., 1
}
. Then, according to our model

specification we have

X t
N

∼ N

(
m⋆

t ,
σ2

2θ

)
and cov

(
X t

N
, X s

N

)
=

σ2

2θ
e−

θ
N |t−s| for all t, s ∈ {1, ..., N}, (1.4)

where for notational convenience we set

m⋆
t := m⋆

(
t

N

)
, t ∈ {1, ..., N}.

We remark that each of the observations X 1
N
, X 2

N
..., X1 has a different unknown mean by virtue of the

dynamic nature of the drift t 7→ m⋆(t); nevertheless, assumption (1.2) entails that

|m⋆
t −m⋆

s| ≤
K

N
|t− s|, for all t, s ∈ {1, ..., N}, (1.5)

thus large values of N reduce the time-varying nature of the sequence t 7→ m⋆
t . On the contrary, large

values of N increase according to (1.4) the correlation between observations, hence resulting in larger
mean square errors in the case of estimators defined as convex combinations of the observations. Such
contrasting effects caused by increases of N values are the focus of our investigation and we will show
the existence of trade-off between them.

It is important to stress here the fact that we are facing a non classical statistical problem: our
aim is to estimate m⋆(1), or in the previously introduced notation m⋆

N , which is the mean of X1 and
to do that we can only utilize (in addition to the value of X1) the observations X k

N
, k ∈ {1, ..., N − 1}

which are realisations of random variables with means m⋆
1, ...,m

⋆
N−1 and hence different from m⋆

N . The
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additional information (1.5) links the different unknown means and hence will be crucial in deriving an
estimator for m⋆(1).
To estimate m⋆

N we proceed by making intermediate estimates of m⋆
1,m

⋆
2, ...,m

⋆
N−1; namely, we set

m̂1 := X 1
N

and m̂t := (1− α)m̂t−1 + αX t
N
, t ∈ {2, ..., N}, (1.6)

where the parameter α ∈ [0, 1] is called learning rate. Our suggested estimator for m⋆
N is m̂N defined

as solution of the recursive equation (1.6); notice that this can be written explicitly as

m̂N = βN−1X 1
N
+ α

N∑
j=2

βN−jX j
N
. (1.7)

Scheme (1.6) is known in the econometric literature as simple exponential smoothing : it was originally
defined in [7], and then further developed in [8] and [9]. It is thought to generate forecasts for time
series data by giving more weight to recent observations while exponentially diminishing the influence
of older data: see [6] for a rigorous formulation of this problem.
There are also statistical justifications for the estimation rule (1.6). In fact, if we rewrite equation (1.6)
for t ∈ {2, ..., N} as

m̂t =m̂t−1 + α(X t
N
− m̂t−1)

=m̂t−1 + α̃
d

dm̂
ln

 1√
πσ2/θ

e
−

(
X t

N
−m̂

)2

σ2/θ

∣∣∣∣∣
m̂=m̂t−1

with α̃ := 2αθ
σ2 , one can identify (1.6) with a stochastic gradient ascent algorithm [17] where the function

to be optimized is the log-likelihood of the single observations, thus embedding our approach in the
framework of maximum likelihood estimation. Stochastic gradient descent algorithms are widely used
for optimizing large-scale machine learning models, iteratively update parameters using noisy gradient
estimates, making them computationally efficient for high-dimensional problems [5]. In our setting
there is however a crucial difference from classical applications of the stochastic gradient method: here
the likelihood function changes at every step since the observations have different unknown means and
hence the maximum of those functions is time-varying and not static.
Tracking a sequence of optima through time is a problem that has already been considered in a variety
of settings, see for instance [15, 16, 21, 10, 11]. Using the nomenclature of [19], these types of problems
have been called time-varying optimization problems since their aim is to find the optimum of an ob-
jective function that varies with time, thus entailing a time-varying maximum.
The aforementioned mentioned lift to a dynamic context of the maximum likelihood principle has been
already addressed in the recent papers [14], [3] and [4] at different degrees of generalities: in all these
studies the scheme (1.6) (or some of its suitable variations) is shown to be able track the evolution
of the time-varying parameter with a mean square error explicitly described by the parameters that
describe the model.
While the estimator based on simple exponential smoothing is natural in a time-varying setting, as it
directly follows from solving a time-dependent optimization problem through the application of stochas-
tic gradient descent [19, 14, 3, 4], an alternative approach could be provided by the Kalman Filter [13].
Mathematically, the Kalman Filter recursively estimates the state m∗

t of dynamical systems of the form

Xt = m∗
t + Yt, Yt ∼ N

(
0,

σ2

2θ

)
, (1.8)

m∗
t+1 = a+ bm∗

t + vt, vt ∼ N (0, Qt), (1.9)

where a, b ∈ R, vt represents a stochastic noise term in the state evolution equation, and Qt ∈ R+

denotes its variance. However, in our specific setting, the noise term in the dynamic equation is absent,
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and we allow for nonlinearities in the evolution of m∗
t . As a result, the Kalman Filter isn’t directly

applicable.
We are now ready to state our main result whose proof is postponed to Section 4.1.

Theorem 1.1. Let m̂N be defined by the recursive equation (1.6) or equivalently as (1.7). Then,

E[|m̂1 −m⋆
1|2] = σ2

2θ and for N ≥ 2 we have

E[|m̂N −m⋆
N |2] ≤β2(N−1)σ

2

2θ
+

(
β2 1 + β

1− β

K2

N2
+ α2σ

2

2θ

e
θ
N + β

e
θ
N − β

)
1− β2(N−1)

1− β2

− 2
K2

N2

β2N − βN+1

α2
+ α

σ2

θ

e
θ
N − 1

1− βe−
θ
N

β2N−1e−
θ
N − βNe−θ

βe
θ
N − 1

; (1.10)

here, to ease the notation we set β := 1−α. Moreover, the previous inequality is sharp: if the unknown
drift t 7→ m⋆(t) is linear, then inequality (1.10) becomes an equality.

Theorem 1.1 establishes an explicit bound on the tracking error of m̂N , which serves as a natural
estimator in this setting. This estimator arises from solving the time-varying optimization problem
defined by the sequence of one-observation log-likelihoods through stochastic gradient descent. Although
we have stated the theorem for the Ornstein-Uhlenbeck model, the proof extends to more general
settings and does not rely on this specific model specification. In particular, the proof remains valid for
stationary processes. We adopt this framework to enable explicit comparisons with other estimators,
such as the global maximum likelihood estimator, in Section 3.2.
A potential extension of Theorem 1.1 is the exploration of the relationship between the learning rate
α and N . Specifically, one could investigate the effects of allowing α to be a function of N . While
deriving an explicit dependence is challenging, Figure 1 illustrates that, in the static case (K = 0), as
N increases, it becomes more beneficial to use a smaller learning rate. This observation holds even in the
dynamic case (K > 0); however, to effectively track the dynamics of the mean, the optimal learning rate
must be larger as K increases. The underlying reasoning for the suitability of smaller learning rates for
large N is as follows: increasing N effectively reduces the Lipschitz coefficient in (1.5), transforming the
problem into a static parameter estimation task. Consequently, adopting a smaller step size facilitates
convergence to a smaller neighborhood around the mean.

Figure 1: Heatmaps illustrating the upper bound established in Theorem 1.1 as a function of α and N ,
with varying values of K.

Remark 1.2.

• The last ratio in (1.10) is well defined if condition β ̸= e−
θ
N is met. This term results from the
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formula for computing a geometric sum whose application requires that condition; the final result
remains true even without that constraint provided we avoid utilizing that formula.

• A simple verification shows that the upper bound (1.10) converges as N tends to infinity to σ2

2θ
which coincides with D1. This fact yields a non monotonic behaviour of the function N 7→ DN

and hence the existence of non trivial sampling rate/size that minimize the mean square error.

The paper is organized as follows: In Section 2 we propose several plots of the upper bound (1.10)
as a function of N with the aim of illustrating the role of the various parameters of the model on the
performance of the mean square error of our estimator; in Section 3 we restrict to the case of a constant
drift m⋆ and compare our method with two classical estimators that are suitable to investigate static
problems: arithmetic mean and global maximum likelihood estimator; then, in the final section we
describe the proof of our main theorem together with the derivation of two formulas utilized for the
analysis of the static case.

2 Numerical illustration

In this section we discuss with the help of several plots how the different parameters describing
our model (1.1)-(1.2)-(1.3) act on the upper bound (1.10). We will see in particular the link between
K and the learning rate α as well as the role of θ in changing the graph of (1.10) as a function of N .

In Figure 2 we plotted the upper bound (1.10) versus N in the static case, i.e. when K = 0, for
two different sets of values for θ and σ. Four different learning rates are explored and an inspection of
the graphs shows a better performance for lower values of α.

Figure 2: Plots of the sharp upper bound (1.10) as a function of N with K = 0 and different learning
rates α. In the left figure we set θ = 1 and σ = 1 while in the right figure we chose θ = 2 and
σ = 0.5. The least mean square error is attained in correspondence of small values of the learning rate,
as expected in the case of a static drift m⋆ (i.e. when K = 0), and for relatively small sample size.

In Figure 3 the Lipschitz constant is increased to K = 0.2 and one can observe that when θ = 2
the best choice for the learning rate is not any more the least value considered.

In Figure 4 the Lipschitz constant K is set equal to 0.5, thus the dynamic nature of the drift m⋆

becomes even more important. The choice of small learning rates results in a poor performance of our
estimator while large values of α produce again the appearance of global minima for pretty small N
values.

The plots of Figure 5 are obtained setting K = 0.8 while those of Figure 6 consider K = 1.2 (left)
and K = 2 (right). Here, the deterministic behaviour of the drift dominates the uncertainty associated

5



Figure 3: Plots of the sharp upper bound (1.10) as a function of N with K = 0.2 and different learning
rates α. In the left figure we set θ = 1 and σ = 1 while in the right figure we chose θ = 2 and σ = 0.5.
The least mean square error is attained in correspondence of α = 0.1 when the ratio σ

θ is one and in
correspondence of α = 0.37 when the ratio σ

θ is 0.25 and hence in presence of lower correlation.

Figure 4: Plots of the sharp upper bound (1.10) as a function of N with K = 0.5 and different learning
rates α. In the left figure we set θ = 1 and σ = 1 while in the right figure we chose θ = 2 and σ = 0.5.
The increase of K now results in large mean square errors for small learning rates.

with the observations: the red line in the last plot shows the almost irrelevant contribution of frequent
observations in reducing the mean square error.

3 The static case K = 0

The case K = 0 corresponds to constant trends, i.e. m⋆(t) = m⋆ for all t ∈ [0, 1]. This means that
our observations X 1

N
, X 2

N
,..., X1 are Gaussian with common unknown mean m⋆ and common variance

σ2

2θ . One may therefore wonder whether an application of standard statistical tools can provide lower
mean square errors compared to those derived with our scheme (1.6). In this section we compare our
method with the arithmetic mean of the observations and the (global) maximum likelihood estimator.
Here, we stress the word ”global” to recall that our scheme (1.6) is also based on the maximum likelihood
principle (embedded in the stochastic gradient ascent algorithm) but it is employed in an online fashion,
that means one observation at the time. While this feature may look unnecessary in the current static
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Figure 5: Plots of the sharp upper bound (1.10) as a function of N with K = 0.8 and different learning
rates α. In the left figure we set θ = 1 and σ = 1 while in the right figure we chose θ = 2 and σ = 0.5.
The increase of K now results in large mean square errors for small learning rates.

Figure 6: Plots of the sharp upper bound (1.10) as a function of N with K = 1.2 (left figure), K = 2
(right figure), θ = 1, σ = 1 and different learning rates α. Further increase of K implies large mean
square errors in correspondence to small learning rates.

framework, it becomes crucial in the general setting presented before; in fact, the Lipschitz condition
(1.2), and hence the relationship between the unknown parameters m⋆

t for t ∈ {1, ..., N}, tells that the
relative order between the observations matters.

3.1 Comparison with the arithmetic mean

The mean square error of the arithmetic mean of our observations X 1
N
, X 2

N
,..., X1 is given by

E

( 1

N

N∑
i=1

X i
N
−m⋆

)2
 =

1

N2

σ2

2θ

Ne−
θ
N −Ne

θ
N + 2− 2e−θ

(1− e
θ
N )(1− e−

θ
N )

, N ≥ 1. (3.1)

A proof of this identity can be found in Section 4.2 below. We remark in passing the marginal role of
σ2 in (3.1) where it trivially acts as a multiplicative constant.
In Figure 7 we compare the performance of (1.10) with the one of (3.1); the plots describe their behaviour
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as functions of N . It is important to mention here that if one takes in (1.6) the time-varying learning
rate 1

t , then the solution to the corresponding recursive equation would coincide with the arithmetic

mean 1
N

∑N
i=1 X i

N
. Hence, we are here comparing two different instances of the same general method,

one with constant learning rate α and one with vanishing learning rate 1
t . It is also worth to point out

that when the drift m⋆ is non constant then vanishing learning rates become inadequate to track the
dynamic nature of the problem.
In Figure 7 we set α = 0.005, σ = 1 and analysed the sensitivity of the graph to an increase of θ from
0.1 up to 15, i.e. a decrease of the correlation between the observations. When correlation is high,
our methods performs better than the arithmetic mean for a specific range of N values; low correlation
regimes are instead slightly favourable to the arithmetic mean and provide an almost vanishing mean
square error.

Figure 7: Comparison between the sharp upper bound (1.10) with K = 0 and α = 0.005 (orange line)
and the right hand side of (3.1) (blue line). The parameter σ is set equal to one while θ = 0.1 (top
left figure), θ = 1 (top right figure), θ = 5 (bottom left figure) and θ = 15 (bottom right figure). The
mean square error of our estimator performs better than the arithmetic mean for a suitable range of N
values. As θ increases, i.e. as correlation becomes weaker, the gap between the performances of the two
statistical procedures reduces and eventually the arithmetic mean performs better than our method.
Notice the monotonic behaviour of the blue line in contrast to the orange one which achieves a global
minimum for non trivial values of N .
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3.2 Comparison with the maximum likelihood estimator

The (global) maximum likelihood estimator M̂ of m⋆ is defined as

M̂ := argmax
m∈R

1

(2π|C|)N
2

exp

−1

2

N∑
i,j=1

aij

(
X i

N
−m

)(
X j

N
−m

)
where C stands for the covariance matrix of the vector

(
X 1

N
, X 2

N
, ..., X1

)
, i.e. cij = σ2

2θ e
− θ

N |i−j| for

i, j ∈ {1, ..., N}, |C| denotes the determinant of C while A = {aij}i,j=1,..,N stands for the inverse of C.
To compute the argmax above we take the logarithm of the likelihood function and differentiate with
respect to m; this yields

M̂ =

N∑
i,j=1

aijX j
N

N∑
i,j=1

aij

,

and its mean square error is given by

E
[(

M̂ −m⋆
)2]

=
σ2(1− e−2 θ

N )

2θ
(
N + (N − 2)e−2 θ

N − 2(N − 1)e−
θ
N

) . (3.2)

A proof of this formula can be found in Section 4.3.
In Figure 8 we compare the performance of (1.10) with the one of (3.2); the plots describe their
behaviour as functions of N . Both methods resort to the maximum likelihood principle; however, the
one associated with the scheme (1.6) uses one observation at the time while the (global) maximum
likelihood estimator the whole information at once. Therefore, we cannot expect our estimator m̂N to
perform better than M̂ even though the next plots will show that in low correlated regimes the two
methods are almost equivalent.
In Figure 8 we set α = 0.005, σ = 1 and analysed the sensitivity of the graph to an increase of θ from
0.1 up to 15, i.e. a decrease of the correlation between the observations.

4 Proofs

This section is devoted to the proofs of Theorem (1.1), formula (3.1) and formula (3.2).

4.1 Proof of Theorem 1.1

The proof reported here is inspired by the one contained in [4]. First of all we recall that

m̂t = βt−1X 1
N
+ α

t∑
j=2

βt−jX j
N
. (4.1)

Now,

m̂t −m⋆
t = β(m̂t−1 −m⋆

t ) + α
(
X t

N
−m⋆

t

)
(4.2)

and taking squares we get

(m̂t −m⋆
t )

2 = β2(m̂t−1 −m⋆
t )

2 + α2
(
X t

N
−m⋆

t

)2
+ 2αβ(m̂t−1 −m⋆

t )
(
X t

N
−m⋆

t

)
. (4.3)
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Figure 8: Comparison between the sharp upper bound (1.10) with K = 0 and α = 0.005 (orange line)
and the right hand side of (3.1) (blue line). The parameter σ is set equal to one while θ = 0.1 (top
left figure), θ = 1 (top right figure), θ = 5 (bottom left figure) and θ = 15 (bottom right figure). The
(global) maximum likelihood estimator performs better than our method. However, as θ increases,
i.e. as correlation becomes weaker, the gap between the performances of the two statistical procedures
reduces. Notice once more the monotonic behaviour of the blue line in contrast to the orange one which
achieves a global minimum for non trivial values of N .

Consider the last term:

(m̂t−1 −m⋆
t )
(
X t

N
−m⋆

t

)
=

βt−2X 1
N
+ α

t−1∑
j=2

βt−1−jX j
N
−m⋆

t

(X t
N
−m⋆

t

)

=βt−2X 1
N

(
X t

N
−m⋆

t

)
+ α

t−1∑
j=2

βt−1−jX j
N

(
X t

N
−m⋆

t

)
−m⋆

t

(
X t

N
−m⋆

t

)
=βt−2

(
X 1

N
−m⋆

1

)(
X t

N
−m⋆

t

)
+ α

t−1∑
j=2

βt−1−j
(
X j

N
−m⋆

j

)(
X t

N
−m⋆

t

)
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+ zero mean terms.

Therefore, taking the expectation in (4.3) gives

E[(m̂t −m⋆
t )

2] =β2E[(m̂t−1 −m⋆
t )

2] + α2σ
2

2θ
+ 2αβ

βt−2γ(t− 1) + α

t−1∑
j=2

βt−1−jγ(t− j)


=β2E[(m̂t−1 −m⋆

t )
2] + α2σ

2

2θ
+ 2αβ

βt−1γ(t− 1) + α

t−1∑
j=1

βt−1−jγ(t− j)


=β2E[(m̂t−1 −m⋆

t )
2] + α2σ

2

2θ
+ 2αβtγ(t− 1) + 2α2

t−1∑
j=1

βt−jγ(t− j)

=β2E[(m̂t−1 −m⋆
t )

2] + α2σ
2

2θ
+ 2αβtγ(t− 1) + 2α2

t−1∑
k=1

βkγ(k).

Now,

E[(m̂t−1 −m⋆
t )

2] =E[(m̂t−1 −m⋆
t−1)

2] +K2
t − 2KtE[m̂t−1 −m⋆

t−1]

with Kt := m⋆
t −m⋆

t−1. On the other hand, taking the expectation in (4.2) we get

E[m̂t −m⋆
t ] = βE[m̂t−1 −m⋆

t−1]− βKt,

with E[m̂1 −m⋆
1] = E

[
X 1

N
−m⋆

1

]
= 0; this means

E[m̂t −m⋆
t ] = −β

t∑
j=2

βt−jKj .

Therefore, setting Dt := E[(m̂t −m⋆
t )

2] we obtain

Dt =β2

Dt−1 +K2
t + 2Kt

t−1∑
j=2

βt−jKj

+ α2σ
2

2θ
+ 2αβtγ(t− 1) + 2α2

t−1∑
k=1

βkγ(k). (4.4)

We upper bound each Kj in (4.4) with K
N to get

Dt ≤β2Dt−1 + β2K
2

N2

1 + 2

t−1∑
j=2

βt−j

+ α2σ
2

2θ
+ 2αβtγ(t− 1) + 2α2

t−1∑
k=1

βkγ(k) (4.5)

=β2Dt−1 + β2 1 + β − 2βt−1

1− β

K2

N2
+ α2σ

2

2θ
+ 2αβtγ(t− 1) + 2α2

t−1∑
k=1

βkγ(k).

We now replace γ(k) with σ2

2θ e
− θ

N k; this gives

t−1∑
k=1

βkγ(k) =
σ2

2θ

t−1∑
k=1

βke−
θ
N k =

σ2

2θ

t−1∑
k=1

(βe−
θ
N )k =

σ2

2θ

βe−
θ
N − (βe−

θ
N )t

1− βe−
θ
N

and hence

Dt ≤β2Dt−1 + β2 1 + β − 2βt−1

1− β

K2

N2
+ α2σ

2

2θ
+ α

σ2

θ
βte−

θ
N (t−1) + α2σ

2

θ

βe−
θ
N − (βe−

θ
N )t

1− βe−
θ
N

11



=β2Dt−1 + β2 1 + β − 2βt−1

1− β

K2

N2
+ α2σ

2

2θ
+ α

σ2

θ
e

θ
N (βe−

θ
N )t + α2σ

2

θ

βe−
θ
N − (βe−

θ
N )t

1− βe−
θ
N

.

Simple algebraic manipulation on the last three terms above gives

α2σ
2

2θ
+ α

σ2

θ
e

θ
N (βe−

θ
N )t + α2σ

2

θ

βe−
θ
N − (βe−

θ
N )t

1− βe−
θ
N

= α
σ2

θ

e
θ
N − 1

1− βe−
θ
N

(βe−
θ
N )t + α2σ

2

2θ

e
θ
N + β

e
θ
N − β

;

this implies

Dt ≤β2Dt−1 + β2 1 + β − 2βt−1

1− β

K2

N2
+ α

σ2

θ

e
θ
N − 1

1− βe−
θ
N

(βe−
θ
N )t + α2σ

2

2θ

e
θ
N + β

e
θ
N − β

=β2Dt−1 + β2 1 + β

1− β

K2

N2
+ α2σ

2

2θ

e
θ
N + β

e
θ
N − β

− 2

1− β

K2

N2
βt+1

+ α
σ2

θ

e
θ
N − 1

1− βe−
θ
N

(βe−
θ
N )t

=β2Dt−1 + C1 − C2β
t+1 + C3(βe

− θ
N )t

with

C1 := β2 1 + β

1− β

K2

N2
+ α2σ

2

2θ

e
θ
N + β

e
θ
N − β

, C2 :=
2

1− β

K2

N2
, C3 := α

σ2

θ

e
θ
N − 1

1− βe−
θ
N

. (4.6)

Solving for t ∈ {2, ..., N} inequalities

Dt ≤β2Dt−1 + C1 − C2β
t+1 + C3(βe

− θ
N )t

with D1 = σ2

2θ yields

DN ≤β2(N−1)σ
2

2θ
+

N∑
t=2

β2(N−t)(C1 − C2β
t+1 + C3(βe

− θ
N )t)

=β2(N−1)σ
2

2θ
+ C1

1− β2(N−1)

1− β2
− C2β

2N
N∑
t=2

(β−1)t−1 + C3β
2N

N∑
t=2

(β−1e−
θ
N )t

=β2(N−1)σ
2

2θ
+ C1

1− β2(N−1)

1− β2
− C2

β2N − βN+1

β − 1
+ C3

β2N−1e−
θ
N − βNe−θ

βe
θ
N − 1

.

In conclusion, recalling notation (4.6) we have for all N ≥ 2 the bound

DN ≤β2(N−1)σ
2

2θ
+

(
β2 1 + β

1− β

K2

N2
+ α2σ

2

2θ

e
θ
N + β

e
θ
N − β

)
1− β2(N−1)

1− β2

− 2

1− β

K2

N2

β2N − βN+1

β − 1
+ α

σ2

θ

e
θ
N − 1

1− βe−
θ
N

β2N−1e−
θ
N − βNe−θ

βe
θ
N − 1

with D1 = σ2

2θ : this proves formula (1.10). The statement about sharpness of such inequality is imme-
diately obtained by observing that the use of an inequality along the proof occurs only at (4.5) where
we upper bound each Kj with K

N . Recalling that Kj := m⋆
j −m⋆

j−1 and that m⋆
j = m⋆

(
j
N

)
, we see that

in the case of a linear drift m⋆ : [0, 1] → R we can write

Kj = m⋆
j −m⋆

j−1 = m⋆

(
j

N

)
−m⋆

(
j − 1

N

)
=

K

N
,

and hence allowing for the use of an equality sign also there.

12



4.2 Proof of formula (3.1)

We have

E

( 1

N

N∑
i=1

X i
N
−m⋆

)2
 =E

( 1

N

N∑
i=1

(
X i

N
−m⋆

))2


=
1

N2

N∑
i,j=1

E
[(

X i
N
−m⋆

)(
X j

N
−m⋆

)]

=
1

N2

N∑
i,j=1

cov
(
X i

N
, X j

N

)
.

We now utilize (1.4) to obtain

E

( 1

N

N∑
i=1

X i
N
−m⋆

)2
 =

1

N2

N∑
i,j=1

cov
(
X i

N
, X j

N

)

=
1

N2

N∑
i,j=1

σ2

2θ
e−

θ
N |i−j|

=
1

N2

σ2

2θ

N + 2
∑
i>j

e−
θ
N (i−j)


=

1

N2

σ2

2θ

N + 2

N∑
i=2

i−1∑
j=1

e−
θ
N (i−j)


=

1

N2

σ2

2θ

N + 2

N∑
i=2

e−
θ
N i

i−1∑
j=1

e
θ
N j


=

1

N2

σ2

2θ

(
N + 2

N∑
i=2

e−
θ
N i e

θ
N − e

θ
N i

1− e
θ
N

)

=
1

N2

σ2

2θ

(
N +

2

1− e
θ
N

N∑
i=2

(
e−

θ
N (i−1) − 1

))

=
1

N2

σ2

2θ

(
N +

2

1− e
θ
N

(
e−

θ
N − e−θ

1− e−
θ
N

− (N − 1)

))

=
1

N2

σ2

2θ

Ne−
θ
N −Ne

θ
N + 2− 2e−θ

(1− e
θ
N )(1− e−

θ
N )

.

Comparing the first and last members above we get the desired formula (3.1).

4.3 Proof of formula (3.2)

Adding and subtracting m⋆ from X j
N

in

M̂ =

N∑
i,j=1

aijX j
N

N∑
i,j=1

aij

.

13



gives

M̂ =

N∑
i,j=1

aij

(
X j

N
−m⋆

)
+

N∑
i,j=1

aijm
⋆

N∑
i,j=1

aij

=

N∑
i,j=1

aij

(
X j

N
−m⋆

)
N∑

i,j=1

aij

+m⋆,

and hence

M̂ −m⋆ =

N∑
i,j=1

aij

(
X j

N
−m⋆

)
N∑

i,j=1

aij

.

We can therefore compute the mean square error of the (global) maximum likelihood estimator as

E[(M̂ −m⋆)2] =

N∑
i,j=1

N∑
k,l=1

aijaklE
[(

X j
N
−m⋆

)(
X l

N
−m⋆

)]
(

N∑
i,j=1

aij

)2

=

N∑
i,j=1

N∑
k,l=1

aijaklcjl(
N∑

i,j=1

aij

)2 =

N∑
i=1

N∑
k,l=1

akl
N∑
j=1

aijcjl(
N∑

i,j=1

aij

)2

=

N∑
i=1

N∑
k,l=1

aklδil(
N∑

i,j=1

aij

)2 =

N∑
i=1

N∑
k=1

aki(
N∑

i,j=1

aij

)2

=
1

N∑
i,j=1

aij

.

Here, {δil}i,l=1,...,N stands for the Kronecker symbol and we have exploited the fact that A is the inverse
of C. On the other hand, a direct verification shows that

A =
2θ

σ2(1− e−2 θ
N )



1 −e−
θ
N 0 0 · 0

−e−
θ
N 1 + e−2 θ

N −e−
θ
N 0 · 0

0 −e−
θ
N 1 + e−2 θ

N −e−
θ
N · 0

· · · · · ·
· · · · · ·
· · · · · ·
0 · 0 −e−

θ
N 1 + e−2 θ

N −e−
θ
N

0 0 · 0 −e−
θ
N 1


and hence

N∑
i,j=1

aij =
2θ

σ2(1− e−2 θ
N )

(
N + (N − 2)e−2 θ

N − 2(N − 1)e−
θ
N

)
.
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To conclude,

E[(M̂ −m⋆)2] =
σ2(1− e−2 θ

N )

2θ
(
N + (N − 2)e−2 θ

N − 2(N − 1)e−
θ
N

) .
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