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ABSTRACT

Service failure and recovery (SFR) typically involves one or more people (or machines)
talking or writing to each other in a goal-directed conversation. While SFR represents a prime
context to understand how language reflects and shapes the service experience, this sub-field has
only begun to apply text analysis methods and language theories to this context. This tutorial
offers a methodological guide for traditional text analysis methods and large language models
(LLMs), and suggests some future research paths in SFR. We also provide user-friendly
workflow repositories, in Python and KNIME Analytics, that researchers with (and without)
coding experience can use. In doing so, we hope to encourage the next wave of text analysis in

SFR research.



INTRODUCTION

Conversation is a central feature of service failure and recovery (SFR). Customers
communicate how a product, employee, or firm has failed to meet their needs or expectations.
Frontlines (employees and Al) respond in ways they hope will de-escalate or resolve the
customer’s complaint. Given the strategic and economic importance of SFR, understanding how
to improve these interactions is a central goal of service research, and a tremendous body of
work has helped do so through surveys, experiments, and observational studies (Liu et al. 2024).

But what about the natural language customers and employees use in service situations?
Analyzing the text produced in in-person, phone, or digital service can tell us a lot about the
people and processes in SFR. It can provide novel insight into people’s emotions, motivations,
attitudes, and intentions in this context, and inform how communication approaches shape
customer and employee attitudes and behaviors.

The present tutorial aims to help scholars use textual data in SFR research. We offer three
contributions. First, we present a practical guide for using five important text analysis methods in
SFR research, including reusable text mining workflows (i.e., code) in Python and KNIME, to
help make these methods accessible to non-specialists (and non-coders). Second, we provide
deeper insights into the use of newer Large Language Models (LLMs), a category of Generative
Al, for text analysis. Lastly, we suggest some avenues for future SFR research applying both

traditional text mining methods and LLMs.

TEXT ANALYSIS AND LARGE LANGUAGE MODELS FOR SFR
Where should one start when it comes to applying text analysis methods to SFR? The first

step is likely collecting data, which can come from a company collaboration or scraped from a



public source such as social media posts on X or review platforms such as Tripadvisor. It can
even come from experimentally-generated human or Al conversations. Voice-to-text
transcription models such as OpenAI’s Whisper! or expert services can be used to turn in-person
or phone service recordings into analyzable text. Researchers can use extant guides to learn how
to scrape public data, use online apps such as Apify, or outsource data scraping to experts
through online labor markets such as UpWork?.

After the data is collected, we can perform text analysis. We define text analysis as the set of
methods, algorithms, and tools supporting the representation of text (e.g., service transcripts) into
meaningful numbers that can be analyzed quantitatively. These representations can be used for
tasks such as identifying the frequency of a language feature of interest (e.g., words associated
with valence), predicting meaning within the text (e.g., apologies) or outcomes outside the text
(e.g., churn), exploring latent constructs in large datasets (e.g., customer experience), or
computing semantic similarities across documents (e.g., to identify ideal responses to similar
customer complaints).

We distinguish five important text analysis methods: dictionaries, topic models, supervised
machine/deep learning, embeddings, and LLMs. Importantly, each of these will require
validation or evaluation to assess how well it performs at measuring a construct, assessing a
semantic relationship, or predicting an outcome outside text. Using two or more methods to
capture different constructs or replicate key results is not unusual to support validity or
robustness. We provide a description for each method, a practical workflow of key steps in each
method’s implementation, and examples of practical applications under each method for SFR
(see also Table 1). We place particular emphasis on LLMs, given their more recent emergence

and relatively untapped potential. In addition, we offer method repositories in KNIME?® and



Python* (both free and open-source programs), including example workflows for each method, to
aid SFR researchers with and without coding experience. The Web Appendix offers an example

of the workflows in the repositories.

[PLEASE INSERT TABLE 1 ABOUT HERE]

Dictionaries. Dictionaries are useful when there is interest in identifying specific words that
might affect attitudes and behaviors. Researchers can use an existing dictionary (e.g., LIWC), or
develop their own from scratch. Overall, we can distinguish between two types of dictionaries:
without weights, in which there is a list of words associated with a construct (e.g., LIWC
dictionaries), and with weights in which the list of words is accompanied by a number indicating
the degree of association between the word and the construct. Overall, dictionaries including
weights are more precise in measuring a construct (e.g., the word “awesome” signals stronger
positive sentiment than “good”, so it should have a higher weight).

There are many ways SFR scholars might apply dictionaries to new research. SFR
researchers might explore, for example, how confidence in employee language shapes customer
perception of positive outcome probability using The Certainty Lexicon®. We also see

opportunities to apply well-validated LIWC dictionaries to consider under-studied psychological

99 ¢ 99 ¢

motivations in SFR, such as “affiliation,” “achievement,” “power,” and “morality.” These and
other motives should appear in customer complaint language as differential drivers of recovery
perceptions and outcomes.

Topic Models. Topic models are an unsupervised technique to identify latent topics in a large

collection of documents. There are many different topic search algorithms (e.g., LDA, CTM,



STM, LDA2vec, Seeded LDA, keyATM; cf. Hartmann and Netzer 2023), but all of them
provide a similar output: 1) topic probabilities per each document in the data (e.g., per post), 2)
word probabilities or weights per topic (these are useful to understand what each topic might
mean), and 3) a probabilistic fit metric such as log likelihood or perplexity. Topic model results
can be used for bibliometric analysis, to explore key themes in a dataset, and as control variables
in econometric models. Researchers have also included them as a step in construct creation by
providing relevant seed words to the model algorithm to guide topic search.

Future SFR work using this method could capture topic matching/alignment between
employee and customer, using this as a predictor of interaction success. In addition, there is the
opportunity to apply entropy metrics to topic model results to examine the impact of complex
(i.e., multi-topic) service failures or recovery strategies on attitudinal or behavioral outcomes.

Supervised and Causal Machine Learning. This method involves the use of classification
algorithms (e.g., Support Vector Machine [SVM]) to automate the process of assigning
documents to a particular class. It requires a labeled dataset on which it can be trained. Key steps
in the use of supervised machine learning include the selection of predictive features (e.g.,
words, ordered words, and word embeddings) and hyper-parameter tuning (e.g., selection of the
type of kernel in an SVM). The use of supervised machine learning requires the examination of
construct validity through an analysis of overall prediction accuracy, together with precision and
recall for the individual classes predicted. Researchers can also use explainable Al algorithms
such as LIME or SHAP (Hartmann, Bergner, and Hildebrand 2023) to detect the words that are
most associated with the prediction outcome (e.g., churn), or use causal machine learning to
claim a causal association between a hypothesized text predictor and the outcome of interest.

Exciting new approaches include Double Machine Learning and Causal Random Forests. By



leveraging the Random Forest’s ability to handle high-dimensional data, Causal Random Forests
(Zhang and Luo 2024) automatically identify subgroups that exhibit different treatment effects
and estimates that are conditional on these subgroups.

Due to its fast implementation and high performance, future SFR research could use the
XGBoost algorithm to predict customer satisfaction from employee chat responses, and then
explainable Al algorithms such as LIME or SHAP to identify the most predictive words.
Furthermore, a promising direction may entail implementing Causal Machine Learning methods
to identify whether certain words identified by LIME or SHAP are causal predictors of customer
satisfaction. For example, a researcher interested in measuring the effect of manager responses to
complaints in consumer reviews can use this approach to estimate how text features associated
with manager responses shape the effect.

Embeddings. Embeddings are the representation of words, sentences, or documents (e.g.,
online reviews) as a set of numeric vectors that characterize their meaning in local contexts (e.g.,
sentences complaining about the front desk). Compared to a bag-of-words model (i.e.,
dictionaries), embeddings more precisely represent the semantic meaning of words and their
interrelations with other words. For example, word embeddings can capture the semantic
similarity between services and brands (e.g., “airlines” and “ryanair”), and their relationships
with shared concepts (e.g., “flight”, “delay”, and “booking’). The most popular algorithm for
word embeddings is Word2Vec, a two-layer neural net that, when given a set of documents (e.g.,
online reviews), generates a set of vectors that represent all the words present in these
documents. These vector representations can be used to feed a deep-learning net (to make
predictions), detect relationships between words (cosine distance), or cluster documents and

classify them by topic. More recent embedding models such as BERT generate dynamic word



embeddings such that the representation of a word changes based on the surrounding words,
allowing these models to understand contextual nuance even better.

Future SFR research could use word or sentence embeddings (e.g., Word2Vec,
SentenceBERT, or GPT embeddings) to profile and cluster how agents vary their recovery
language across observable customer segments to uncover biases (e.g., age, gender biases) or
optimal segment-level strategies. Another opportunity might involve using word embeddings to
measure the degree of association between service recovery strategies used by social media
representatives (i.e., words used in the interactions) and the meanings (e.g., values) that
customers associate with the brand represented.

Large Language Models (LLMs). An LLM is a statistical model that assigns probabilities to
sequences of words®. For example, an LLM might predict that the sentence “Thanks for
contacting us. We’ll solve your...” is most likely followed by the word “request.” To learn such
patterns, LLMs are typically trained on vast, web-scraped datasets. LLMs have become the de
facto standard for text generation, such as drafting email responses or enabling conversational
Al. The Generative Pre-Trained Transformer (GPT) series by OpenAl ranks among the leading
LLMs. SFR scholars can benefit from this new technology in a variety of ways.

Recent advances make these models more accurate and accessible than many text analysis
alternatives. Take sentiment analysis. Using SIEBERT, an LLM specialized in binary sentiment
analysis, requires only three lines of Python code. The process does not require any specialized
hardware when run on cloud computing platforms such as Google Colab. SIEBERT is available
on the Hugging Face Model Hub, which hosts over 60,000 text classification models. SFR
scholars interested in more fine-grained emotion classification (e.g., to analyze customer

complaints) can also find pre-trained emotion classifiers on the Hugging Face Model Hub’.



Unlike specialized, fine-tuned LLMs such as SIEBERT, LLMs such as GPT can perform a
broad range of NLP tasks due to their general-purpose design. By simply prompting an LLM
with a specified text-analysis objective, users can classify text documents or extract relevant
information (e.g., “Please extract all aspects from the following customer complaint and assign a
positive, neutral, or negative rating to each aspect: [customer complaint]””).8 This method, known
as zero-shot classification, eliminates the need for explicit model training and makes LLMs a
versatile method for automated text analysis such as aspect-based sentiment analysis.

The availability of Application Programming Interfaces (APIs, e.g., https://openai.com/api)
further enhances researcher accessibility of LLMs for analyzing large text datasets. Overall,
users only need to create their API, authenticate, and then prompt. For more advanced users,
fine-tuning LLMs on task-specific training data can further improve their performance. Fine-
tuning involves adjusting parameters through additional training of a pre-trained model to refine
the LLM’s ability to generate text for specialized applications (e.g., service interactions). When
prompted accordingly, LLMs can offer plausible, textual explanations for their classifications
(e.g., “This customer complaint is negative because ...”). These explanations can serve as a form
of explainable Al (XAl), helping SFR researchers understand the reasoning behind the model's
classifications and potentially identify biases or errors in the LLM’s interpretations.

Importantly, LLMSs can be seen as an alternative for each of the previously described text
analysis methods. Researchers can create context-aware dictionaries by prompting ChatGPT to
retrieve words related to a relevant SFR construct (e.g., procedural justice). They can use zero-
shot machine learning instead of traditional machine learning to create a churn predictor based
on chat interactions. They can apply LLM-based topic models (e.g., BERTopic) instead of latent

Dirichlet allocation (LDA) to cluster failure types from customer text. They could use LLM
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embeddings (e.g., BERT-based) instead of creating embeddings through Word2Vec to map
associations between brands and recovery strategies.

Practical applications in SFR research include using of LLMs such as GPT to create pilot
experimental results with artificial control and treatment conditions (Ashokkumar, Hewitt,
Ghezae, and Whiller 2024). This could help SFR researchers run pilot studies cheaply, quickly,
and potentially in large numbers, helping researchers identify new ideas, facilitate hypothesis
building, estimate unknown effect sizes, and prioritize studies needing human replication.
Another possibility is using LLMs alongside other forms of Generative Al to generate novel
hypotheses in SFR, such as via data-driven algorithmic discovery methods that iterate between
model prediction using text and other unstructured data (e.g., images, audio or video), and
judgment by both experts (researchers) and lay people (cf. Batista and Ross 2024).

While these emergent LLM-based methods can offer advances over the previously described
text analysis methods, there is a time and place for each. LLMs don’t come with the validation
and literature support offered by most published dictionaries, and their black-box nature might
demand extensive custom validation for a given application. In this case, LLMs might be less
suited than a well-defined and measured dictionary construct unless a custom approach is called
for. Simpler topic models or non-contextual embeddings can similarly be appropriate when the
surrounding context matters less, or if the contribution of text-based modelling evidence to a

project’s empirical package is not central.

THE FUTURE OF TRADITIONAL TEXT ANALYSIS AND LLMs IN SFR RESEARCH
Below and in Figure 1, we offer examples of how scholars might use text analysis methods

across the SFR process. Figure 1 is divided into the SFR process stages, starting from the initial
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negative event, then the firm’s recovery effort, and finally, the post-recovery interactions. We
then offer examples of research opportunities for SFR scholars applying methods ranging from
traditional (e.g., dictionaries) to newer methods (e.g., LLMs). We also note that these methods
should be applied in concert with language theory, meaning that language might reflect the states
or traits of language producers, or impact perceptions attitudes and behaviors of receivers
(Packard and Berger 2024).

At the initial critical negative event, we suggest two opportunities for future work. First, we
would encourage a study of loss in SFR as a psycholinguistic process. Loss-related words (e.g.,
lose, misplace, forgot) and their gain-related antonyms (e.g., get, discover, find) might reflect
relevant psychological processes after a service failure. These words could be captured with
simple custom word lists (i.e., dictionaries) or newer methods (e.g., embeddings, LLMS).
Second, due to LLMSs’ greater accuracy in measuring emotional states than dictionary methods,
we encourage future research using LLMs’ dynamic, context-aware, capability to predict
employee anxiety. The stress resulting from difficult interactions with consumers could lead to
greater anxiety by frontlines, which could affect customer responses and acceptance of sub-
optimal SFR outcomes.

The company and brand recovery stage is also rich in language-based interactions, and offers
several avenues for future work. First, we suggest more research on personal pronouns and
syntax, and how they might reflect “attribution’ in customer and employee language. Fairness is
related to an attributional process: who does or gets what. Personal pronouns and passive (vs.
active) voice could be important here, given they might signal cognitive distancing from a
service failure. For example, research could assess the implications of saying “my” versus

“your” responsibility, or saying “The wrong product was sent to you™ instead of “We sent you
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the wrong product.” Second, traditional machine learning methods could be used to classify each
conversational turn into speech acts (e.g., statements, directives, commitments). Then,
researchers could cluster and identify different moment-to-moment dynamics in conversations
(Grewal et al. 2022) reflecting various types of interactions. Third, researchers could use an
LLM to create customized lexicons of justice perceptions (i.e., procedural, interactive,
distributive), and then assess their implications in SFR outcomes. Fourth, given the increasing
role of chatbots in SFR, future research could implement field experiments in which chatbots
apply different thresholds of important language features (e.g., concreteness, sentiment, etc.).
Researchers could then assess the optimal levels of a language feature to achieve higher
customer satisfaction.

Finally, we offer two avenues for future research in post-recovery interactions. First,
traditional methods such as part of speech tags or lexicons (e.g., identifying verb tenses) could
help to understand how temporal choice in language reflects whether a failure is described as
existing in the past or present. Second, LLMs could be used to predict relevant SFR outputs such
as rapport, satisfaction, or churn. Researchers could then use explainable Al algorithms such as
LIME and SHAP to identify which words are stronger predictors of these outputs. Finally, causal
machine learning methods such as causal forest could be applied to assess if the association

between certain words and customer behavior is truly causal.

[PLEASE INSERT FIGURE 1 ABOUT HERE]

CONCLUSION
Text analysis has seen tremendous growth in consumer and marketing research, but SFR is

underrepresented in this boom. What’s more, features of SFR field contexts make it a
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particularly high potential setting for new research using text analysis (including LLMs), and
language theory given (a) the rich conversational language that occurs here (both human and Al-
enabled chatbots), (b) these conversations are almost always goal-directed, and (c) these
conversations often include a ready-made outcome measure such as satisfaction, clickstream, or
purchases. These qualities position SFR research using text analysis as central to the next wave
of innovation in marketing theory and practice. This is particularly pressing given the surge of
greater accessibility to the full range of traditional text analysis methods and LLMs. We hope
this short tutorial article helps encourage and inform SFR researchers to take advantage of

opportunities to extract valuable managerial and conceptual insight from words.
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FOOTNOTES

Lhttps://huggingface.co/openai/whisper-large-v3

2 When outsourcing the scraping process researchers must: 1) define guidelines on how the data will be delivered
(e.g., Excel file with specified columns), 2) get information about the software package and code (e.g., Python and
Beautiful Soup), and 3) inspect the data to ensure accuracy and completeness.

3 KNIME is an analytics platform offering novice-friendly visual coding (configurable boxes connected through
arrows). Repository can be found here: https://hub.knime.com/-/spaces/-/~sjxdZ321.tJrQimDQ/

4 Python is a traditional programming language that requires writing scripts to carry out text analysis. Repository can
be found here: https://github.com/j-hartmann/SFR

5 Users can measure certainty using Lexical Suite tool https:/www.lexicalsuite.com/

¢ Are Generative Al and LLMs the same thing? Generative Al is most commonly described as models with the
ability to generate a range of new content, including images, sound, and text. LLMs are a category of Generative Al
that specialize in understanding and generating text.

7 See https://huggingface.co/j-hartmann/emotion-english-distilroberta-base

8 An ‘aspect’ in this context refers to a model-observed target of sentiment (e.g., price, product quality).
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Table 1: Workflows for Implementing Traditional Text Analysis Methods and LLMs

Method

Workflow (Iterative. Steps are not in strict order)
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SFR Application Examples

Dictionaries. Count
or score words
validated to represent
a construct

Topic Models.
Identify latent topics
in a dataset. Gets topic
probabilities for word
and document

Supervised Machine
and Deep Learning.
Predicts a class (i.e.,
buying intention)
based on text (i.e.,
words, syntax).
Identify most
predictive words for a
class

1 Decide what constructs to capture (e.g., arousal, concreteness,
sentiment)

2 Decide what dictionaries to use or create your own (e.g., sequentially
prompt an LLM to obtain words related to a construct, querying experts)

3 Optional. Use syntax or semantic rules (for issues such as negation
handling)

4 Run scoring using the dictionaries (traditionally using term frequency)

5 Assess construct validity reached by dictionary (e.g., through human
annotation of scored observations)

1 Choose between different algorithms (LDA, CTM, STM, and
BERTOopic)

2 Consider optimization method (Variational Inference vs. Gibbs
Sampling)

3 Identify optimal K by inspecting perplexity, coherence, uniqueness, ¥,
and qualitative fit of topics generated (e.g., interpretability by domain
experts)

4 Qutput and visualize results, and label topics qualitatively or using Gen-
Al based on word relevance

1 Have humans annotate a text dataset into categories of interest

2 Select the text features from the text data (bag of words, ordered words,
embeddings) that will act as predictors for the category of interest
3 Split data into training and testing samples (traditionally 80% and 20%)

4 Try algorithms such as SVM, XGBoost, Neural Networks, or LLMs
through zero (few) shot learning, and re-training models
5 Optimize (hyper) parameters concerning the algorithm of preference

6 Use cross-validation or dropout to avoid overfitting
7 Inspect and report accuracy, precision, recall, and F1 score
8 Interpret model results using LIME or SHAP values

*Explore how the confidence of
employee language (e.g., certainty
lexicons) shapes customer perception of
recovery outcomes

*Capture psychological motivations

9% ¢

(e.g. “affiliation”, “achievement”,
2% ¢

“power”, “morality”) to identify drivers
of customer complaint language

*Capture topic matching/alignment
between employee and customer, using
this as a predictor of interaction success

*Use topic modeling to consider the
impact of complex (i.e., multi-topic)
service failures (using customer
language) or recovery strategies (using
employee language)

*Use XGBoost to predict customer
satisfaction from employee chat
responses, and then use explainable Al
algorithms such as LIME to identify the
most predictive words

*Use Causal Machine Learning such as
Causal Forest to identify whether
certain words identified by LIME are
causal predictors of customer
satisfaction
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Table 1 (Continues): Workflows for Implementing Traditional Text Analysis Methods and LLMs

Method

Workflow (not in strict order and iterative)

SFR Application Examples

Embeddings.
Provides word,
sentence, or document
vectors to represent
their localized
meaning

Large Language
Models and
Generative Al. State-
of-the-art class of
models which can
perform a wide range
of text analysis tasks

1 Choose embedding type (e.g., Word2Vec, Glove, BERT, GPT)

2 Based on document length decide the window of words to train the
algorithm

3 Chose CBOW (predict context) or Skip-gram (predict word) method

4 Optimize training parameters (e.g., epochs, batches, learning rate)

5 Use embeddings to understand relationships between words and
concepts

6 For evaluation, check that semantically similar words or sentences are
co-located in embedding space (e.g., visualize topic clusters with PCA
or t-SNE) Assess correlation to human judgements of text similarity

1 Identify objective of the text analysis

2 Select a pre-trained language model (e.g., SIEBERT), or prompt a
general-purpose LLM (e.g., GPT) for zero- or few-shot inference

3 Optional. Conduct fine-tuning on custom training data or iterative
prompt engineering for improved performance

4 Conduct text analysis, e.g., sentiment analysis, topic extraction,
embedding-based semantic similarities, or keyword suggestions for
dictionary creation

5 For model evaluation, compare LLM predictions to ground-truth
labels

6 Interpret the results and refine the model or prompts as needed

*Profile and cluster variation in customer
recovery language agents with observable
customer segments to uncover biases
(e.g., age, gender biases) or optimal
segment-level strategies

» Measure the degree of association with
service recovery strategies by social
media agent (i.e., words used in the
interactions) with embeddings
representing the meaning (e.g., values) of
brands for consumers

«Create pilot experimental results derived
from control and treatment conditions.
This could help SFR researchers identify
new ideas, estimate unknown effect sizes,
and prioritize studies in need of
replication

*Generate novel hypotheses in SFR, such
as via new data-driven algorithmic
discovery methods that iterate between
model prediction using text (or images, or
acoustic/vocal cues) and judgement by
both researchers and lay people

Note: All methods sometimes include a second step of pre-processing (e.g., remove upper case, stop words, stemming). KNIME, R and Python have packages or
libraries that perform these steps automatically.
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Figure 1: Future Opportunities for SFR Research to Enrich Insight Using Traditional Text Analysis Methods and LLMs

Initial Critical Negative Event

Company & Brand Recovery

A 4

Post Recovery Interactions

Traditional Text
Analysis Methods

Large Language
Models (LLMs)

Develop a static, predefined
dictionary to examine the
psycholinguistics of loss in failure
language to reflect customer’s
perceived event severity

Use LLMs’ dynamic, context-
aware language modeling
capability to predict employee’s
language anxiety and assess its
impact on customer acceptance of
sub-optimal SFR outcomes

Measure fairness attributions through
personal pronouns dictionaries using
fixed, rule-based lexical categorization
Use supervised machine learning to
classify conversation turns into speech i
acts and then reflect moment-to-moment
dynamics :
Use LLMs to create versatile, context-
aware lexicons of justice cues in
employee’s language, and assess impact
on SFR outcomes

Program AI chatbots with different
thresholds on a language feature (e.g.,
concreteness), using LLMs for dynamic, i
adaptive communication and fine-grained
linguistic parameter tuning, and assess  ;
success rates

Use part-of-speech tags or
dictionaries to reflect post
recovery customer verb tense, and
assess if failure feels “in the past™
or “remains present” through rule-
based temporal linguistic analysis

Implement LT M-based
explanations, explainable AI such
as LIME, or causal ML, to identify
retention drivers from service
interactions (chats, calls), enabling
causal inference and
multidimensional analysis of
customer-agent dialogues

Transversally, LLMs can be used in SFR research for developing novel hypotheses, creating lexicons or dictionaries to
measure a text-based construct (e.g., service quality), simulate human responses to survey questions, and creating pilot
experimental results derived from control and treatment conditions



