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Keywords: Materiality assessment is a critical process for companies to understand the interest perceived by its
Materiality assessment stakeholders towards topics related to environmental, social, and governance issues. Materiality assessment
Decision support system helps companies define their growth and communicative strategies; recently, it has become crucial within

Information retrieval

e X sustainability reporting, i.e., the practice of annually declaring the activities conducted to pursue economic
Sustainability reporting

growth in a sustainable way for society. In this paper, we propose a data-driven and automated approach
to carry out materiality assessment. Stakeholders’ perception of important topics is obtained by analyzing
relevant textual documents (e.g., company reports, press releases, social media posts), identifying mentions of
potentially interesting topics, and converting them to scores that produce materiality rankings or matrices. An
iterative methodology is proposed to incrementally carry out materiality assessment by progressively building
the domain knowledge required to automate the process. Efficiency and effectiveness evaluations are carried
out in a real-world scenario.

1. Introduction sustainability reports (Skouloudis, Evangelinos, & Kourmousis, 2009).
The de facto standard for sustainability reporting is set by the non-
Materiality assessment is the process through which companies profit organization Global Reporting Initiative (GRI) (Global Reporting

identify and select issues (or topics) to be addressed in reports, based on
the expectations and needs of all their stakeholders (Torelli, Balluchi,
& Furlotti, 2020). A topic is considered material if it is perceived as
important and relevant by the stakeholders. The increasing awareness
and sensibility to sustainability issues have made materiality assess-
ment a crucial activity for companies to drive their communication
strategy in sustainability reports (Lozano, 2013). On an annual basis,
companies must report on how they intend to pursue economic growth

Initiative, 2021, 2024), which organizes topics in a hierarchical man-
ner, from generic sectors (e.g., “300: Environmental”) to specific issues
(e.g., “305: Emissions”, “305-5: Reduction of greenhouse gasses emis-
sions”); an excerpt is shown in Table 1. Other notable alternatives to
the GRI standards are the Dow Jones Sustainability Indexes (DJSI) (S&P
Global, 2024) and the United Nation’s Sustainable Development Goals
(SDG) (United Nations, 2024).

in a sustainable way for society, assessing their short and long-term The GRI provides Sustainability Reporting Guidelines (Global Re-
impacts on the economic, social, and environmental spheres (Wilson, porting Initiative, 2013), which define a standard process that compa-
2003). Sustainability reporting is also an opportunity for companies to nies should follow to produce their reports. This process heavily relies
improve social trust in firms (Saenz, 2019) by stating their involvement on stakeholder engagement (Greenwood, 2007) to understand the views,
in social initiatives that are not directly relevant to their core business, perspectives, and opinions of both internal and external stakeholders
e.g., promoting gender equality rights, or committing to eradicate on multiple topics and assign them a materiality value. Materiality
extreme poverty. values are ultimately used to compute rankings or matrices — the

The topics that a company might want/need to address in a report latter comparing the materiality perceived by internal and external

often depend on the size and sector of a company. For instance, a
large IT company might report on its efforts towards the reduction
of carbon emissions from its data centers, while a financial com-
pany might report on its campaign to raise awareness of the risks
of financial fraud and privacy violations. Nonetheless, standards have
emerged to outline the main that should be covered, especially in

stakeholders. Fig. 1 shows an example of a materiality matrix, where
topics of potential interest (represented as dots) are placed in a 2-
dimensional space depending on the materiality value determined for
internal and external stakeholders (respectively on the horizontal and
vertical axis). Topics in the upper-right quadrant (i.e., those circled in
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Table 1
Excerpt of the GRI standard topic hierarchy.
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Economic Economic Performance 201-1 Direct economic value generated and distributed
201-2 Financial implications and other risks and opportunities due to climate change
201-3 Defined benefit plan obligations and other retirement plans
201-4 Financial assistance received from government
Market Presence
Indirect Economic Impact
Environmental = Materials 301-1 Materials used by weight or volume
301-2 Recycled input materials used
301-3 Reclaimed products and their packaging materials
Energy
Water
Social Employment 401-1 New employee hires and employee turnover
401-2 Benefits provided to full-time employees that are not provided to temporary or part-time employees
401-3 Parental leave
Labor/Management Relations
Occupational Health And Safety
) Despite many companies evaluating indirect methods for materi-
material ality assessment, our experience in the field is that many companies
g Y topics carry out this task manually (i.e., by having domain experts read the
L T ! documents and reporting their assessment of materiality); not only
ﬁ % ‘ is this very time-consuming, but it is also highly subject to human
o . ® | o — . errors. Moreover, researchers recently exposed how companies system-
£ E atically fail to disclose the sources and methodologies adopted to de-
g 3 ® termine materiality (Farooq, Zaman, Sarraj, & Khalid, 2021; Miettinen,
E g PY 1 PY 2024), thus raising fundamental questions about the credibility of their
o Y assessments. Ultimately, to the best of our knowledge, there is no
document-based approach to materiality assessment in the literature
: that is formally presented and empirically evaluated.

importance for
internal stakeholders

Fig. 1. A sample materiality matrix; dots represent topics of potential interest.

red) turn out to be the material ones, as they capture the interest of
both kinds of stakeholders.

1.1. Motivation

Materiality assessment requires stakeholders to be engaged in more
or less direct ways. The traditional method is to directly engage them
through interviews or surveys (Kujala, Sachs, Leinonen, Heikkinen, &
Laude, 2022; Torelli et al., 2020); however, this process is notoriously
complex and time-consuming. Recent research reveals that the quality
of materiality assessment heavily depends on a well-performed stake-
holder engagement activity (Gromis di Trana, Fiandrino, Tonelli, &
Devalle, 2024; Torelli et al., 2020), yet there are multiple factors that
hinder this activity (Manetti, 2011) and companies often carry it out
superficially (Tan & Dipendra, 2024).

An alternative to direct stakeholder engagement is relying on in-
direct methods, including document-based materiality assessment, which
consists in analyzing textual documents collected from and about stake-
holders to deduce the stakeholders’ views on materiality (Garst, Maas,
& Suijs, 2022). Such documents can be obtained from a variety of
sources, including private internal data (e.g., meeting summaries, in-
ternal reports, emails), public statements (e.g., press releases, official
reports), and external data (e.g., media articles, social media, forums,
blogs). The basic assumption in document-based materiality assessment
is that the more importance is given by a stakeholder to a topic,
the more the stakeholder writes about it. However, the number of
documents that can be collected and the quantity of text that must be
scrutinized and translated into materiality values is potentially huge,
especially if external data from social networks is collected.

1.2. Contribution

In this paper, we propose AMA (Automated Materiality Assessment),
an approach to automate document-based materiality assessment. AMA
relies on Information Retrieval (IR) techniques to scan the set of
collected documents and identify the mentions of potentially material
topics, thus alleviating the complexity of a task that can be long-
running, resource-consuming, and prone to human errors. Topics are
hierarchically modeled in a domain knowledge, simultaneously sup-
porting multiple standards (e.g., GRI, SDG) and extensible to custom
trees of topics. The identified mentions of topics are translated into
materiality scores based on quantitative techniques for materiality as-
sessment (Bellantuono, Pontrandolfo, & Scozzi, 2016; Calabrese, Costa,
Levialdi, & Menichini, 2016; Hsu, Lee, & Chao, 2013); these tech-
niques are originally based on direct stakeholder engagement (thus
incurring in the respective challenges of organizing questionnaires,
scheduling meetings, and encouraging of stakeholders into partaking in
this activity) and are extended in AMA to be applied on the document-
based scenario. Materiality results are finally presented in the form
of rankings and matrices. Beyond the automated processing of textual
documents, we also propose an iterative methodological framework to
carry out materiality assessment with AMA, in order to incrementally
refine the data processing steps and progressively converge to a reliable
materiality assessment.

The novel contributions of this paper can be summarized as follows.

» We devise an approach with a formal and solid theoretical back-
ground to carry out materiality assessment in an indirect way.

» We introduce quantitative metrics for a trustworthy data-driven
calculation of materiality scores.

» We provide a methodological framework that enables companies
to incrementally refine and improve the quality of the obtained
materiality rankings and matrices.
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Fig. 2. Overview of the proposed approach for automated materiality assessment.

» We validate our proposal to demonstrate both its efficiency and
effectiveness.

The presented approach aims to answer the following research
questions. (RQ1) How can document-based materiality assessment be au-
tomated? This is grounded in the absence of such an approach in
the literature, despite the documented interest in the subject (Garst
et al., 2022; Polignano et al., 2022). (RQ2) How efficient and reliable
is the automated approach to materiality assessment? This is grounded
in the need to reduce human efforts while ensuring the accuracy
and trustworthiness of the assessment (Farooq et al., 2021; Miettinen,
2024).

Ultimately, our proposal aims to facilitate and incentivize the adop-
tion of indirect materiality assessment by proposing a formally sound
approach that can be relied upon to overcome the burden of the manual
approach while meeting the demand for effective assessments.

1.3. Outline

The outline of the paper is as follows. Section 2 provides a general
overview of the approach. Section 3 introduces the domain knowledge
and discusses how topic mentions are searched in the textual docu-
ments. Section 4 formalizes the procedure to convert topic mentions
into materiality rankings and matrices. Section 5 presents the iterative
methodology proposed to use AMA. The experimental evaluation is
discussed in Section 6, while Section 7 presents the related work.
Finally, the conclusions are drawn in Section 8.

2. Approach overview

The goal of our approach is to automatically carry out a materiality
analysis by inferring the importance of a certain topic for a certain
subject of interest from a set of textual documents. In the following,
we use the following terminology.

+ A clip is a textual document, whose author is a stakeholder.

* A stakeholder is any subject (person or group) interested and/or
involved in the activities of the reporting company RC (i.e., the
company for which the materiality analysis is carried out) whose
opinion is influential for the RC. A stakeholder can be internal
to the RC (e.g., its managerial department) or external (e.g., a
provider, a consumer, a media company, or the general public).

« A topic is a material issue; a topic can be mentioned in the textual
content of a clip in multiple ways, called aliases.

Fig. 2 gives a functional overview of AMA. Materiality analysis is
subdivided into three modules. The first one is a trivial Clip Parser,
which interprets the file based on its type, extracts the relevant textual
content, and tokenizes the latter (i.e., subdivides it into words); given
its straightforward task, it will not be examined in details (hence the
gray background in the figure). Then, the Clip Analyzer applies an In-
formation Retrieval technique to identify the mentions of aliases (and,
therefore, of the corresponding topics) in the clips. In particular, the

Clip Analyzer relies upon the Domain Knowledge, which represents
the information that is required to carry out the materiality analysis: it
provides an ontological representation of the topics and their aliases,
as well as the hierarchical relationships between topics to specialize
generic topics (e.g., “Environmental dimension”) into more detailed
ones (e.g., “Financial Opportunities Arising from Climate Change”).
Finally, the Materiality Assessor translates the discovered mentions
into expressions of interest in the form of materiality values, to be
shown to the analyst through materiality visualizations (i.e., rankings
or matrices). Each module writes its output to a relational Database, so
that the process can be run in its entirety on new documents or repeated
individually with different parameters.

The modularity of AMA enables incremental processing of clips.
Indeed, clips are collected over a long time span and the analyst may
be interested in obtaining preliminary analyses that provide a first
feedback. In subsequent iterations, only the new clips that are fed to
AMA are processed by the Clip Analyzer; then, the Materiality Assessor
recomputes the materiality values by integrating the latter results with
those of previous iterations. Noticeably, the Domain Knowledge may
evolve in time, due to internal refinements by the analyst (e.g., cor-
rections or extensions of aliases) or to the emergence of new topics
to be included in the materiality values; in this case, it is inevitable
for the Clip Analyzer to be re-run on the clips that had been already
processed. Remarkably, the methodology to incrementally build and
refine the Domain Knowledge is discussed in Section 5.

3. Discovering topics in clips

The first step in detecting topic mentions in clips is the definition of
the topics that must be looked for. There exist several reporting guide-
lines to define material issues; among the most important ones we men-
tion those from the Global Reporting Initiative (GRI) (Global Reporting
Initiative, 2024), the Dow Jones Sustainability Indexes (DJSI) (S&P
Global, 2024), and the United Nation’s Sustainable Development Goals
(SDG) (United Nations, 2024). While these standards provide different
(and sometimes overlapping) interpretations of materiality issues, they
all agree on their hierarchical organization. AMA allows the analyst to
populate the Domain Knowledge with several hierarchies of topics.

Definition 1 (Domain Knowledge). The Domain Knowledge is a set of
topic hierarchies, where each topic ¢ is a potentially material issue.
A topic hierarchy 4 is a single-rooted tree of topics, where the root
is denoted root(h). The hierarchical relationships between topics are
captured by a partial order >," where ¢, > t, means that ¢, is a more
specific topic than #,. If ¢, is a direct child of r,, we use the notation
t,>t,. For any topic ¢, we define parent(t;) as the topic #, such that

1 An order of a set is a binary relationship that allows comparing any
two elements of the set to establish precedence; a partial order is an order
that applies over only some pairs of the set, whereas other pairs are not
comparable (Davey, 2002).
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Fig. 3. An excerpt of a Domain Knowledge, composed by multiple topic hierarchies.

t;>1,, and children(t,) as the set of topics T such that V ¢/ € T it is
t'>t,.

Example 1. Let there be four topics 7, 1,, ¢, and 14, where ¢, is about
the environmental dimension in general, 1, refers to climate change, 75
refers to financial risks associated with climate change, and 7, refers to
the social dimension in general. Then, it is t; > t, > ¢;, and 73 > t,, while
none of such topics is in relationship with 7, (hence the partiality of the
order >). A graphical excerpt of a Domain Knowledge is also shown in
Fig. 3, containing multiple hierarchies for the GRI standard, the SDG
standard, etc.

The Clip Analyzer adopts an Information Retrieval approach to
discover the mentions of topics within clips. Noticeably, there is no
distinction between internal and leaf topics, i.e., mentions can occur
for any topic at any level in the hierarchy. Detecting the mention of a
topic is not a straightforward task, as several linguistic variations can
be used to refer to the same thing. For instance, stakeholders referring
to either “global warming”, “climate change”, or “climate crisis” are
likely referring to the same topic. To enable a comprehensive discovery
of topic mentions, each topic is represented by one or more n-grams
called aliases.

Definition 2 (Alias). An alias a is a list of keywords used to detect the
mention of a topic . We denote the topic associated with alias a as
topic(a); conversely, we denote the aliases of a topic 7 as aliases(t).

The keywords in an alias a can take the following forms.
+ Single words, possibly extended with the following wildcards.

— The character “?” is used to indicate the optional presence
of any character; for instance, alias [well?being] will match
not only with “well-being” but also with its misspellings
“wellbeing” and “well being”.

— The character “*” is used to indicate an arbitrarily-long
sequence of characters (excluding spaces and punctuation
characters); for instance, alias [politic*] will match with
any word starting with “politic”, such as “political”, “politi-
cian”, or “politics”.

« Placeholders for a maximum of m words in the form “_m”, where
m € N is a positive integer. This enables the creation of complex
aliases; for instance, the alias [conflict, 2, interest] will match
with “conflict interest”, “conflict of interest”, and “conflict of
international interest”. Placeholders are always placed between
two words.

Definition 3 (Mention). A mention m = (a, c, 0) is a triple indicating that
the alias « matched a sequence of words in the clip ¢, beginning at the
word with offset 0 € N. A mention m can be mapped to a topic mention
m' = (t,c,0), where t = topic(a).

Algorithm 1 DiscoverMentions(c, #)

Require: c: a clip; h: a topic hierarchy.
Ensure: M: a set of mentions.
1: M —@i<1
W « tokenize(c)
while i < |W| do
Aatch < %}
next « 1
for all r € h do
for all a € aliases(t) do
Jj < min(|W|,i + maxLength(a) — 1)
Wipaten < findMinMatch(a, [w;, ..., w;])
10: if Wmatch 75 %) and (amarch =@gora> Apatch
or (a || apgen and [W,4cp) < next)) then
n < a;next « |

©® NI AW

Amate mutchl
12: if a5, # @ then

13: M <~ M U (topic(a,gep), c, i)

14: i « i+ next

15: return M

Example 2. Following from Example 1, let aliases(t,) = {a;,a,, a3},
where a, [climate, change], a, = [climate, 1,change], and a; =
[climate, 5, change]. Consider a clip ¢ with the following text: “The
Earth’s climate is changing and the global climate is projected to continue to
change over this century and beyond.”. The mentions found in ¢ are M =
{m;,my}, where m; = (a,,c,4) corresponds to “climate is changing”,
and m, = (a3, c,6) corresponds to “climate is projected to continue to
change”; there is no mention of a,.

Given the hierarchical nature of topics, it is likely that the aliases
of fine-grained topics reuse (in a more specialized way) the same
keywords composing the aliases of their parent topics. For instance,
referring to Example 1, assume that a, € aliases(t}), as € aliases(t,),
and ag € aliases(t3), where a, = [climate], as = [climate, change],
and a¢ = [risk?,_2, climate, change]. Intuitively, any text containing a
mention of a4 inevitably contains a mention of a5 and a, as well. We
refer to this property as alias precedence.

Definition 4 (Alias Precedence). Given two aliases a; and a;, a; precedes
a; (denoted a; > a j) if a; is more specific than a - This means that a
mention of a; implies a mention of a;, but not the reverse. The absence

of any precedence relationship is indicated symmetrically by g, || a;.

Alias precedence can cause double-counting issues, as multiple men-
tions of different aliases could be discovered on the same portion of
text. To avoid this, AMA gives priority (i.e., precedence) to preceding
aliases when discovering mentions. For instance, given the text “We
here observe the risks associated with climate change”, a mention would
be discovered only for a4 and not for a5 nor a4 since ag > a5 > ay.

Algorithm 1 details the procedure adopted by the Clip Analyzer to
discover the set of mentions M for the topics of a given hierarchy &
in a clip c. The text of c is split into words by the tokenizer() function
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(Line 2) and the algorithm iterates over the words in order (Line 3).
Given the word w; at iteration i, variable a,,,., (initialized in Line 4)
stores the alias for which a match is found starting from w;. The length
of the match can be variable: for instance, alias [climate, 1, change]
can match with a list of 2 to 3 words, while alias [well?being] can
match with a list of 1 to 2 words. In Line 8, function maxLength()
calculates the maximum number of words that can match which alias
a, and variable j defines the maximum offset to take into consideration
to find a match for a (which cannot exceed |W]). In Line 9, func-
tion find MinMatch() examines the list of words from w; to w; and,
considering the keywords in a, returns W,,,., as the subsequence of
words matching with « (if any), where the first word of W, is w;.
In the case that a match is found, alias « is temporarily stored in a4,
if any of the following conditions is verified: (i) no other match had
been found before; (ii) a precedes a,,,.,; (iii) there is no preceding
relationship between « and a,,,,.,, but the match found by a is shorter
than the one found by a,,,,., (Lines 10 and 11). Variable nexr stores
the length of the match to skip the matched words in the next iteration
(Line 14). After iterating over all topics, the matching alias a,,,,., (if
any) is added to M (Line 13) and the algorithm proceeds to the next
word.

The process described by Algorithm 1 is repeated for all the hierar-
chies in the Domain Knowledge.

4. Materiality assessment

The basic assumption in document-based materiality assessment is
that the more importance is given by a stakeholder to a topic, the
more the stakeholder writes about it. This mention-based importance
is used to compute a score for each topic, ultimately allowing them to
be ranked. In order to calculate this score, the following considerations
must be taken into account.

1. Topic mentions must be propagated along the hierarchy. Con-
sider two topics #; and t, such that 7, > 7; if stakeholders
write only about #,, they are indirectly writing about 7, thus
the mentions of 7, should have an impact on #; as well.

2. Stakeholder have their own opinion on the importance of each
topic. This means that topic scores must be calculated individ-
ually for each stakeholder and then mediated. However, not all
stakeholders are equal, as the opinion of some may be deemed
more relevant than the opinion of others. Thus, we introduce the
concept of salience to take this factor into consideration.

To calculate the score of a topic, let us begin by introducing the
concepts of individual topic frequency and hierarchical topic frequency,
which address the first consideration. Let M be the set of all retrieved
mentions.

Definition 5 (Individual Topic Frequency). The individual frequency of
a topic ¢ for a stakeholder s is a function ¢(¢,s) — N returning the
absolute number of mentions of ¢ in clips by s.

¢, s)=|{m: m=(t,c,0) € M,author(c) = s}| (€8]

The individual topic frequency does not consider the mentions of
topics’ children; this is captured by the hierarchical topic frequency.

Definition 6 (Hierarchical Topic Frequency). The hierarchical frequency
of a topic ¢ for a stakeholder s is a recursive function ¢(f,s) - N
that returns the individual frequency of 1 summed with the hierarchical
frequency of ¢’s children.

Z,;ech[,dren(,) o(t',s), if children(t) # @
0, otherwise

@(t,s) =t 5) + { (2)
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The hierarchical frequency defines how much a certain stakeholder
s has mentioned a certain topic 7 in a set of clips. This measure would
be enough to rank topics within a single stakeholder, but it is not
comparable across the different stakeholders of the reporting company
(RQ). In fact, the available clips may not be equally distributed among
the different stakeholders: for instance, the general public interacting
through the RC’s social channels may generate a much higher volume
of clips compared with the reporting documents collected from one
of the supplier companies. This imbalance causes topic frequencies to
be incomparable across stakeholders unless they are normalized. The
normalizing factor adopted in AMA is the speech volume.

Definition 7 (Speech Volume). Given a set of clips C, the speech volume
is a function vol(C) — N that counts the number of words for every clip
ceC.

vol(C) = Z |tokenize(c)| 3

ceC

The speech volume must be calculated for each stakeholder s con-
sidering the clips that they authored. We define it as vol(C,), where
C, = {c¢ € C : author(c) = s} is the set of clips authored by s. Now,
the speech volume of s can be used to normalize topic frequency, thus
defining a score measure that is comparable across stakeholders.

Definition 8 (Score). Given a topic ¢ and a stakeholder s, the score
is a function score(t,s) — [0,1] calculated as the hierarchical topic
frequency normalized over the speech volume of s.

score(t,s) = % 4)

The score function returns values comparable to the ones ob-
tained by traditional approaches through interviews. As in other ap-
proaches (Bellantuono et al., 2016), these values (which are individual
for a single stakeholder s) must be averaged over a group of stakehold-
ers S in order to compute a global score; this will be the measure used
to compute the materiality rank and matrix. However, as mentioned
in consideration (2), we must consider that stakeholders are not all
equal. For instance, the opinions of the main competitor of the RC
are probably more influential than the opinions of another company
involved in a different sector; similarly, the analyst may decide to
weigh differently the voices of the RC’s employees and the voices from
the RC’s social media channels. Inspired by Bellantuono et al. (2016),
we introduce the salience of a stakeholder as a weight to be used in the
computation of the global score.

Definition 9 (Salience). Given a stakeholder s, its salience is a function
sal(s) — [0, 1] calculated as

sal(s) = influence(s) - noise(s) (6]

The salience of a stakeholder s is based on two components.

» The influence is a subjective measure that the analyst defines
to quantify the value of the opinion by the stakeholder. It is
influence(s) € [0,1], where 1 indicates maximum influence and
0 no influence at all. For instance, an important competitor s;
could have influence(s;) = 1, while a less-influential company s ;
involved in the supply chain could have influence(s;) = 0.5.

The noise is an objective measure that compares the speech vol-
ume from the different stakeholders. It is calculated as %,
i.e., it is the normalized speech volume of s over the maximum
speech volume among all stakeholders. This allows to further
weigh the scores of stakeholders based on the principle of “who
speaks the loudest”. For instance, if two stakeholders have equal
influence, the topic scores will lean towards the stakeholder that
made the most noise.
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Table 2
Sample clips and stakeholder data.
Stakeholder 5 5y
Clip There is still a long way to go to achieve gender Besides the planned activities on the environmental
equality in the telecommunications sector which, still dimension to contrast climate change, the group confirms
suffers from a very strong majority of male workforce. its commitment to equal opportunities,
Our current development model pays close attention to non-discrimination, and inclusion as the basis of its
ensuring that individual , starting from corporate strategy for the s
and , are not constrained by gender or , and individual ,
age differences, and particular attention is paid to the leading to a better corporate performance.
female workforce with equal skills and performance to
ensure equal wage.
vol(Cy) 71 48
influence(s) 1 0.80
noise(s) 1 0.68
salience(s) 1 0.54
Table 3
Sample topics and statistics from the clips in Table 2.
t name(t) parent(t)  ¢(t,s;) Pt s,) @t,s) @(t,sy) score(t,s;) score(t,s,) o(t,S)
t,  Social dimension root 0 0 9 5 0.127 0.104 0.119
t, Environmental dimension root 0 1 0 2 0.000 0.042 0.015
ty 1 1 0 1 0 0.014 0.000 0.009
1y 1 2 3 2 3 0.028 0.063 0.040
ts  Diversity and equal opportunity ¢, 6 1 6 1 0.085 0.021 0.062
ts  Non discrimination t 0 1 0 1 0.000 0.021 0.007
t;  Climate change t, 0 1 0 1 0.000 0.021 0.007

Ultimately, the global score of topic r amongst a group of stakehold-
ers S is calculated as the average of the individual scores given by the
stakeholders, weighted on the salience of each stakeholder.

Definition 10 (Global Score). Given a topic ¢ and a set of stakeholders
S, the global score is a function o(¢,.S) — [0, 1] that defines a global
measure of the importance of ¢.

Dses(sal(s) * score(t, s))

o(t.8) = > s sal(s)

(6)

Example 3. Table 2 shows an example with two clips from two
stakeholders, along with the respective speech volumes (i.e., number
of words in the clips), influence (manually set), noise (calculated on
the speech volume), and salience. The words are colored based on the
mentions found for the sample topics listed in Table 3, belonging to
a single hierarchy based on the GRI standard: 7, and ¢, are the two
main topics, with the former being the father of topics #; to 7, and the
latter of t,; aliases are omitted. Table 3 also reports, for each topic,
the individual and hierarchical frequencies, the score, and the global
score. Noticeably, 5 emerges as the most mentioned topic in both clips,
though with much higher emphasis by s,. Topic 7, does not have any
direct mention but inherits those of its children, thus emerging as the
most important one overall.

Ultimately, the global scores can be combined differently to produce
a result in terms of a materiality rank (see Section 4.1) or a materiality
matrix (see Section 4.2).

4.1. Materiality ranking

The materiality ranking is an assessment result that builds on the hi-
erarchical nature of material issues to compare and rank the importance
of topics. This is also referred to as materiality prioritization (Calabrese,
Costa, Levialdi, & Menichini, 2017).

The ranking is computed in a top-down fashion to progressively
rank the topics at different levels within the hierarchy. The result is

composed by two measures: a global rank and a local rank: the local
rank is an intra-hierarchy measure, that ranks sibling topics within
a single level of the hierarchy; the global rank is an inter-hierarchy
measure, that provides an overall ranking of all topics.

Let S be the set of all stakeholders.

Definition 11 (Local Rank). Given a topic hierarchy 4 and a topic

t* € h, let T = children(t*). The local rank of a topic ¢ € T is a function

Ir(t) — [0, 1] that ranks 7 within T based on the score of all topics in 7.
o(t,S)

Ir(t) = =——— 7
r(t) Yo oS @

As the name suggests, the local rank is a local measure that enables
the comparison of sibling topics independently of their absolute score
values. Indeed, it is Z,Echi,dmn(,*) Ir(t) = 1.

Definition 12 (Global Rank). The global rank of a topic r € h is a
function gr(r) — [0, 1] that ranks ¢ within A.

L if 1 = root(h)
- 8
& {l r(t) - gr(parent(t)), otherwise ®

Intuitively, the global ranks in the first level of topics (i.e., the direct
children of the root) correspond to the local ones since gr(root(h)) = 1;
formally, given T = children(root(h)), Vt € T it is Ir(t) = gr(t). Then, the
global rank of topics further down the hierarchy is a balancing of the
local ranks against the global ranks of the respective parents.

Example 4. The materiality rank that is obtained from the data
reported in Example 3 is shown in Table 4, where topic are sorted
by global rank gr() without breaking the hierarchical organization. At
the higher level of the topic hierarchy, topic f, clearly surpasses t,.
Interestingly, topics ¢5 and ¢, emerge as being globally more important
than 1,, even though the former are more detailed topics.

4.2. Materiality matrix

Differently from the ranking, the materiality matrix puts its empha-
sis on comparing the opinions of the stakeholders internal to the RC
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Table 4
Materiality rank obtained from Example 3.
Topic (1) Ir(t) gr(t)
Social dimension (1,) 0.89 0.89
- Diversity and equal opportunity (ts) 0.52 0.47
- (ty) 0.34 0.30
- ;) 0.08 0.07
- Non discrimination () 0.06 0.05
Environmental dimension (t,) 0.11 0.11
— Climate change (#;) 1.00 0.11
0.14
0.12 A
Social
0.10 1 dimension
4
(]
S
S 0.08 -
]
v
S Training and
2 0.06 A education
g
ch Environmental

0.04 4 dimension

Diversity and
equal opportunity

Non discrimination
0.02 1 ®Climate change

0.00 4 Employment

0.00 0.02 0.04 0.06 0.08 0.10 0.12 0.14
External stakeholders

Fig. 4. Materiality matrix obtained from Example 3.

(indicated with S;,) against the external ones (indicated with S,,);
clearly, it is S = S;,, U S,; and S;,, N S,,, = @. The goal is to create
a bi-dimensional matrix where topics are weighted based on the score
obtained by the two stakeholder groups. In particular, the x-axis of
the matrix defines the importance of topics from the perspective of
internal stakeholders, while the y-axis defines the importance from the
perspective of the external ones.

Let 7 be the set of all topics in a hierarchy A.

Definition 13 (Matrix Positioning). The matrix positioning of a topic
t € h is a function mp(tr) — ([0,1],[0, 1]) that defines the coordinates
of ¢+ within the matrix. It is mp(¢) = (x(¢), y(r)), where x(¢r) and y(¢) are
defined as follows.

_ o(t,Si) ©
0 = maxy ey o(t', S;,)
1) = — 2 S (10)

max, ey 6(t', Soy)

Example 5.

The materiality matrix that is obtained from the data reported in
Example 3 is shown in Fig. 4, assuming that .S;,, = {s;} and S, = {s,}.
Similarly to the rank, topic #; (Social dimension) clearly emerges as
the most interesting for both stakeholder types. Differently from the
rank, however, the matrix better distinguishes cases where only one
side deems a topic interesting — as it is 7, (Training and education)
and 5 (Diversity and equal opportunity).

5. Methodological framework

The iterative methodology that we propose enables an incremental
processing of clips and a progressive refining of materiality assess-
ment. On the one hand, the collection of clips can be spread out
in time; thus, incremental processing is needed to process new clips
without re-processing old ones. On the other hand, the effectiveness
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of document-based materiality assessment relies on the quality of the
domain knowledge (DK), which requires progressive refining.

The methodology is shown Fig. 5: white boxes represent activi-
ties requiring manual intervention, blue boxes indicate the usage of
AMA’s modules (see Fig. 2), and yellow boxes indicate opportunities
for potential iterations. In general, the definition of the DK is the most
compelling activity, because (a) it requires extensive effort from the
analysts to model the hierarchy of topics and aliases, and (b) its quality
heavily influences the effectiveness of the results. The iterative nature
of the methodology alleviates the burden of fully defining the DK at
the beginning of the project by breaking it down into successive steps
and allowing early results to be used to refine the DK in the following
iterations. The quality of the DK can be judged in terms of accuracy
and balance.

* Accuracy refers to the capability of the DK to fully capture the
mentions of its topics through the aliases. As discussed in Sec-
tion 3, aliases allow to capture the multiple linguistic variations
that refer to the same topic — which are not limited to sin-
gular/plural and feminine/masculine versions, but include syn-
onyms and different figures of speech. As in statistics, accuracy
is determined by precision and recall. Precision refers to the
capability of retrieving as many mentions of a topic as possible.
Common practices to improve precision are (i) verifying if there
are words that are often mentioned but are not captured by
any alias: if they belong to the domain of interest, the DK is
extended with aliases that include them; (ii) verifying if some
topics have an unexpectedly-low amount of mentions and, in such
cases, checking for typos or introducing new aliases to include
missing mentions (Francia, Gallinucci, Golfarelli, & Rizzi, 2016).
Maximizing precision can come at the expense of recall, which
refers to the capability of including only the true mentions of
the topic. Indeed, a wrongly-specified alias could include off-
topic mentions that do not actually belong to the given topic;
for instance, the alias “clim*” would effectively capture all terms
related to climate, but would also (accidentally) include all terms
related to climbing, thus leading to wrong results. The optimal
balance between precision and recall is something that can be
achieved only through multiple iterations, where aliases are pro-
gressively tuned to include missed mentions and exclude off-topic
ones.

Balance means that the level of detail of aliases should be as
homogeneous as possible across topics — not just in the number of
aliases per topic, but also in the variety of synonyms and figures of
speech that are included. The unwanted side-effect would be that
topics with a rich set of associated aliases have a much higher
amount of mentions than other topics — not because they are
more important, but because the aliases capture more linguistic
variations. For instance, consider the “Economy” topic associ-
ated with the alias “econom*”, and the “Environment” topic
associated with the aliases “environm*”, “climat*”, “weather”,
“nature”, “ecosystem”; in this case, the clear imbalance would
disproportionally favor the retrieval of more mentions for the
“Environment” topic. An imbalance can be due to multiple fac-
tors, including a varying familiarity with the different topics
(e.g., if the analyst is more familiar with environment-related
themes, more aliases and figures of speech may come to mind)
or the collaborative design of the DK by multiple analysts, each
with their own expertise and linguistic skills. As for accuracy, a
correct balance can be achieved through iterations where multiple
metrics are verified, including the number of aliases per topic and
the number of average mentions per alias for each topic.

%)

Upon refinements of the DK, all the collected clips should be re-
analyzed, but without going through the initial parsing (i.e., the to-
kenization of text). The other iteration point is the verification of
results after running the Materiality Assessor. This module can be
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START —» Define Up.date
DK salience
Get new Parse Analyze DK quality Assess Results
. X K . —» END
clips clips clips check materiality check

DK

Update |

Fig. 5. Methodological framework for AMA.

run multiple times with different definitions of stakeholders’ salience
without re-analyzing the clips. Most importantly, the materiality rank
and matrix provide early results that can be used to further improve
the DK.

Ultimately, the iterative process allows to add and process new
clips at any time. Indeed, internal or external documents could become
available at different times, while social media continuously generate
new content of potential interest. By progressively processing multiple
clips, the workload becomes more evenly distributed in time and new
clips can be added to update the previous results in much shorter times.

6. Case study and evaluation

In this section, we discuss the adoption of AMA in a real use case
and evaluate our proposal in terms of efficiency and effectiveness. Effi-
ciency tests measure the capability to process large quantities of textual
data and produce materiality results in a short time. Effectiveness tests
evaluate the differences between the results obtained by AMA and by
a manual materiality assessment. Considering that the closest related
works rely on direct stakeholder engagement and that there exists no
shared benchmark or dataset for materiality assessment, we remark that
a direct comparison with the closest related works is not feasible.

The modules of AMA are implemented as Java applications, running
on a Windows 10 machine equipped with an i7-4790 CPU and 32 GB
of RAM. The relational database storing the DK, the clips, and the data
produced by each module is on an Oracle 19 DBMS, running on a
Windows Server 2019 machine equipped with an AMD EPYC 7413 CPU
and 40 GB of RAM.? Updates on the DK are managed via a custom
web application and materiality results are plotted using the Matplotlib
Python library.

6.1. Case study

Our proposal is based on the experience matured over a three-year-
long collaboration with a large enterprise in the telecommunication
sector (i.e., the RC). On average, around 50K clips have been ana-
lyzed each year. The DK was composed of 15 hierarchies: 6 based on
recognized standards like GRI and SDG, 9 customized on topics not
covered (or only partly covered) by the standard hierarchies (e.g., on
cyberbullying and gambling); overall, more than 1K topics have been
defined, with an average of 4 aliases per topic. The definition of the
hierarchies required several iterations, especially over the first year,
where multiple refinements were necessary to tune the precision and
recall of topics and aliases. The clips were collected by the RC in
batches every month; in this regard, the iterative methodology allowed

2 If the size of the documents increases significantly, we advise offloading
their storage to a document-based database (which scales more easily in a
distributed architecture) while keeping the remainder of the data on the
relational DBMS. This strategy is also adopted in Francia et al. (2016),
Gallinucci, Golfarelli, and Rizzi (2015), where a similar technological scenario
is presented.

(i) to isolate the parsing and analysis of new batches from the previous
ones, and (ii) to compute preliminary material assessments that helped
the RC in tuning the DK and salience parameters, but also in evaluating
whether new clips had to be retrieved to better understand the opinion
of some stakeholders.

Due to privacy limitations, we are not able to directly disclose
the results of such activity. Nonetheless, the results of the following
efficiency and effectiveness evaluations are based on this experience. In
terms of the DK, we will focus on the final version of the GRI hierarchy
defined with the RC.

6.2. Efficiency

To evaluate the efficiency of AMA we focus on the Clip Analyzer
module, which is the most demanding module. Table 5 shows the
execution times of AMA’s Clip Analyzer at different scales of text given
in input; indeed, the Clip Parser approximately takes only one 100-th
of the time taken by the Clip Analyzer, while the Materiality Assessor
takes 1 s only in the heaviest case shown in Table 5.

Since clips’ lengths can be very different (e.g., tweets on social
media are much shorter than sustainability reports), we measure the
scale of text in terms of characters. Intuitively, the speech volume
(i.e., the number of words in the clips) increases linearly with the
text; the same is true for topic occurrences, indicating that the DK
is covering well the imported clips. As a result, execution times also
increase linearly with the speech volume. In particular, we remark the
following.

1. Execution times are mainly driven by the writing operations on
the database (indeed, writing to disk is typically more expensive
than reading), which are proportional to the number of words
and topic occurrences found in the text — whereas processing
times are marginal.

2. The “Time saving” column is the ratio of the total execution
times against the time that a person would have taken to read the
clips. To calculate the latter, we refer to the literature (Brysbaert,
2019), where an average reading time of 238 words per minute
has been estimated considering simple (i.e., non-technical) read-
ings. The results demonstrate that an automated approach saves
an enormous amount of time: in the last row, 94 man-hours
would be needed to read the volume of data, whereas the Clip
Analyzer takes 35 min.

6.3. Effectiveness

The absence of a ground truth for the materiality assessment (which
would depend on some degree of subjectivity) makes it non-trivial
to measure effectiveness. The strategy that we adopted consists in
comparing the materiality assessment returned by AMA with the one
manually obtained by domain experts who read the documents and give
votes on each topic’s materiality level. Since the manual approach is
influenced by the subjectivity of domain experts and prone to human
errors (thus, it cannot be used as the ground truth), a second round of
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Table 5
Efficiency evaluation of the Clip Analyzer.
#Clips #Characters Speech #Topic Execution time (s) Time
volume occurrences saving
DB read Processing DB write Total
5 1.015 103 2 14 0 0 14 96.57%
58 10.027 991 8 18 0 2 20 99.49%
558 100.017 9.997 92 30 1 22 53 99.87%
1.902 1.003.633 89.396 1.085 60 3 146 209 99.94%
2.978 12.886.759 1.348.724 25.355 84 25 1.985 2.094 99.96%
1.0 1.0
0.9 0.9 1
0.8 1 084  ~ e
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Fig. 6. Correlation values between the ranks from the manual approach and AMA.

voting is then carried out where domain experts can revise their votes
based on statistics and information collected by AMA. Ultimately, we
verify the level of agreement between AMA’s materiality assessment
and the one from the revised manual approach.

In the experiment, 4 domain experts have been involved to man-
ually assess materiality on 8 publicly available sustainability reports
from different stakeholders. To ensure a diversity of stakeholders, we
considered sustainability reports from organizations of different types
(companies and non-profit organizations), based in 6 different countries
worldwide and mainly focused on 4 different sectors (energy, ICT,
consulting, and telecommunications). The manual approach follows the
methodology in Calabrese et al. (2016). In short, it requires to do a
pairwise comparison between all the possible couples of children topics
that belong to the same parent (across the whole hierarchy); each com-
parison has to state whether the two topics are “equally important” or if
one them is “weakly more important”, “moderately more important”,
“strongly more important”, or “extremely more important” than the
other. A topic can be excluded from the pairwise comparison if the
stakeholder did not mention it in its clip. Votes have been collected
with Excel files and converted to a local rank and a global rank with
a Java application that checks the consistency of the voting (according
to Kwong and Bai (2003)) and applies the formulas in Calabrese et al.
(2016). Agreement on the obtained materiality assessment is measured
by calculating the correlation between the respective ranking; in partic-
ular, we calculate the Pearson Correlation Coefficient (PCC) (Benesty,
Chen, Huang, & Cohen, 2009) and Kendall Rank Correlation Coefficient
(KRCC) (Kendall, 1948). In the following, we focus only on the global
ranks, as the local one is often computed on few topics (half of the
non-leaf topics have only 2 or 3 children) and correlation values are
easily taken to their extremes.

The comparison of the materiality assessments from the first iter-
ation are shown in Fig. 6(a). Here, the rankings obtained for each
stakeholder are first compared individually and the distributions of PCC
and KRCC values are shown as boxplots; then, the PCC and KRCC values
that compare the final materiality rankings obtained by merging the
voting of all stakeholders are shown with the green markers. These

results show that the correlation between AMA and the manual ap-
proach is not very high, indicating limited agreement on the materiality
assessment.

After the first iteration, the domain experts have been presented
with the results calculated by AMA - including not only the final
ranking, but also statistics on how many mentions each topic (and
alias) received and where the mentions were found in the documents.
With these data in hand, the domain experts proceeded with two kinds
of refinements. On the one hand, they had the possibility to revise
their voting (either because of discovered manual errors or because
of the evidence brought to light by AMA); this resulted in 36% of
the votes being updated. On the other hand, domain experts had the
chance to refine the DK to correct existing aliases or add new ones; this
refinement was less impactful, as only 4% of the DK has been revisited.

Fig. 6(b) shows that, after the revision, the two approaches achieve
a much higher level of agreement on the materiality assessment. Based
on these results, we can make the following observations.

1. The high level of refinement in manual voting suggests that
the manual procedure (besides being time-consuming) is very
much sensible to subjectivity and human errors. This underlines
the importance of an automated and objective approach, whose
support is fundamental to improve the materiality assessment
obtained manually.

2. AMA is able to assess materiality in a more precise and objective
manner, as only limited refinements are needed to achieve a
good level of agreement with the revised manual assessment.

3. After the refinements, the two approaches are still not per-
fectly aligned. This underlines the importance of the iterative
methodology, where the DK of AMA is progressively refined and
improved based on the manual input by the domain experts.

4. Remarking the efficiency considerations in Section 6.2, the man-
ual voting in the first iteration required a total of 20 man-hours,
compared to 5 min for AMA (consistently with the data in
Table 5, considering a speech volume of almost 230K words).
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On a final remark, we notice that KRCC generally returns lower
correlation values than PCC. This is because KRCC measures correlation
through a pairwise comparison of rank positions, thus small differ-
ences in score values can easily result in two topics being positioned
differently (which decreases the correlation). Conversely, PCC is less
sensitive to this issue as it measures the deviation from the mean, thus
topics positioned differently with small differences in score values can
still account for good correlation values.

7. Related work

The practice of producing sustainability reports has undergone sev-
eral development stages (Herzig & Ghosh, 2017); early reports in
the seventies focused on social issues alone, with the economic and
environmental dimensions being progressively added in the subsequent
years (Bellantuono et al., 2016). Sustainability reports allow stakehold-
ers to evaluate the actions of a company, to appraise their long and
short-term performance under the social, economic, and environmental
aspects, and to ultimately approve or condemn their action (Bouten,
Everaert, Van Liedekerke, De Moor, & Christiaens, 2011; Searcy &
Buslovich, 2014). Thus, companies must focus their reporting on the
matters that are truly critical to the achievement of organizational
goals and the management of impacts on society (Calabrese et al.,
2016). The GRI’s Sustainability Reporting Guidelines define a standard
framework concerning the main issues that companies should report on
and the process that companies should follow to produce their reports.
However, this framework is only a general reference for companies,
regardless of their size and sector: each company is left independent in
the choice of the most important material aspects to report on and on
the actual process to carry out the reporting activity.

The absence of a structured approach exposes companies to the
risk of failing the materiality assessment task, or to voluntarily omit to
report on material issues that are not convenient for the company’s rep-
utation (Farooq et al., 2021; Miettinen, 2024; Morgan, 2009). Despite
the ample margin for research proposals in this direction, few attempts
have been made to propose quantitative methods to support materiality
assessment. In particular, the state-of-the-art can be narrowed down to
three proposals (Bellantuono et al., 2016; Calabrese et al., 2016; Hsu
et al., 2013). These methods mostly build on Multi-Criteria Decision
Making literature (Cinelli, Coles, & Kirwan, 2014), where support to
the decision-making process is given through a combined evaluation of
different criteria. Common ground between the approaches lies in how
the voting system is converted to quantitative measures: the general
idea is to submit questionnaires to the stakeholders, asking to vote
on different aspects of potential material issues on a fixed ordinal
scale (e.g., from 1 to 5); then, a pair-wise comparison between the
received votes is used to smooth stakeholders’ subjectivity in the voting
system and obtain a final value for each material issue and aspect.
In the following, we discuss the main differences between the three
approaches.

» Hsu et al. (2013) use an Analytic Process Network (Saaty, 2014)
(i.e., a more general form of the Analytic Hierarchy Process,
AHP (Saaty & Vargas, 2006)), to associate material issues to
an importance indicator called risk priority number. It is calcu-
lated as the multiplication of three factors, namely occurrence
(i.e., the percentage of stakeholders interested in the issue), de-
tection (i.e., the average level of concern of the issue by the
stakeholders), and severity (i.e., the impact of the issue on the
reporting company’s strategic engagement objective), each of
which has a predefined weight. Stakeholders vote material issues
on these factors and a pair-wise comparison is used to aggregate
the votes. Ultimately, the importance indicator is used to give
an overall ranking of material issues. The limitations of this
proposal include (i) the restriction of questionnaires to a limited
set of material issues pre-selected by the corporate managers, and
(ii) the non-consideration of a hierarchical structure of material
issues.
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Table 6
Summary of the key differences between and AMA and its closest competitors.
Approach Indirect Exploits Defines Defines
stakeholder  topic materiality  materiality
engagement hierarchies  ranking matrix
Hsu et al. (2013) X X v X
Calabrese et al. (2016) X v v X
Bellantuono et al. (2016) x X X v
AMA v v v v

« Calabrese et al. (2016) extend (Hsu et al., 2013) to overcome
some limitations. Here, a different AHP technique (i.e., Triangular
Fuzzy Numbers (Zadeh, 1975)) is used to convert votes on the
ordinal scale to quantitative values. Differently from Hsu et al.
(2013), stakeholders vote on a single aspect (i.e., the importance
they give to material issues), but the voting is carried out on
the whole hierarchy of material issues. Additionally, the final
importance values are influenced by the hierarchical structure
of material issues, i.e., the overall importance of a certain issue
depends on (i) how better/worse the issue scored against its
siblings in the hierarchy, and (ii) how important is the father in
the whole hierarchy.

Bellantuono et al. (2016) propose a similar approach with the
goal to produce a materiality matrix. Differently from the rank-
ing, the matrix compares the votes expressed by two groups
of managers (usually those within the organization against ex-
ternal stakeholders) to identify as material the issues that are
important for both groups. A concept of salience is also intro-
duced in Bellantuono et al. (2016), which allows weighing dif-
ferently the votes of the stakeholders depending on how impor-
tant they are with respect to the reporting company. However,
the hierarchical structure of material issues is not taken into
consideration.

Table 6 summarizes the key differences between the existing ap-
proaches and AMA. The common limitation lies in the need to di-
rectly engage stakeholders, which includes contacting several decision-
makers and managers, scheduling meetings, and submitting and re-
viewing a set of questionnaires to collect their votes. This is a long and
tedious process, which — in some cases — requires several iterations with
the same stakeholders to avoid receiving inconsistent votes (Calabrese
et al.,, 2016). The problem is recognized in both (Hsu et al., 2013)
and Calabrese et al. (2016). The former dodges the problem by pre-
selecting a subset of potential material issues; the latter introduces a
measure of completeness aimed at reducing the material issues to report
on, but does not reduce the effort during stakeholder engagement. In
AMA, materiality assessment is carried out indirectly, i.e., without the
need to engage stakeholders : instead of setting up interviews and
questionnaires, the votes on material issues are inferred from a variety
of textual documents, ranging from corporate reports to social media
interactions.

AMA uses an Information Retrieval technique to extract mentions of
material issues from textual documents. This methodology is inspired
by Social Business Intelligence, i.e., the branch discipline of Business
Intelligence where the decision-making process traditionally supported
by a data warehouse is effectively and efficiently combined with user-
generated content to analyze the business based on the trends and
moods perceived from the environment (Francia et al., 2016; Garcia-
Moya, Kudama, Aramburu, & Llavori, 2013). The process is typically
supported by domain knowledge in the form of an ontology of topics,
whose mentions in the documents are found using text analysis tech-
niques. AMA relies on this methodology and applies it to materiality
analysis, then builds on the theoretical background from Calabrese
et al. (2016) and Bellantuono et al. (2016) to produce materiality
rankings and matrices.

Recent research efforts on materiality assessment present multiple
case studies (Miettinen, 2024; Papafloratos, Markidis, Kotzaivazoglou,
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& Fragidis, 2023; Ruiz-Lozano, De Vicente-Lama, Tirado-Valencia, &
Cordobes-Madueno, 2022; Tan & Dipendra, 2024) and analyze how
the activities of stakeholder engagement, materiality assessment, and
sustainability reporting are interconnected and influence each other
(Christensen, Schmardebeck, & Seidel, 2022; Gromis di Trana et al.,
2024; Jgrgensen, Mjgs, & Pedersen, 2022; Torelli et al., 2020). On
the one side, this indicate that there is an active and wide interest
on materiality assessment from both worlds of academia and industry;
on the other, it supports the motivation of our study to provide a
data-driven approach to materiality assessment, which helps reduce the
amount of subjectivity and elusiveness that emerges in current sustain-
ability reports. Indeed, the systematic failure to disclose the sources
and methodologies adopted to determine materiality undermines the
credibility of the reports, as reported by recent research (Farooq et al.,
2021; Miettinen, 2024).

Ultimately, to the best of our knowledge, there is no document-
based approach to materiality assessment in the literature that is for-
mally presented and empirically evaluated. The only work that goes
in a similar direction is by the authors of Bellantuono et al. (2016),
which recently investigated the feasibility of text analysis techniques
to identify mentions of GRI topics in sustainability reports (Polignano
et al., 2022). Their study is limited to simpler keywords and is not
aimed at producing materiality scores. Nonetheless, it assesses the ef-
fectiveness and viability of the document-based approach and supports
further research in this direction.

8. Conclusions

In this paper, we have presented AMA as an Automated approach
to Materiality Assessment. Topics of potential are hierarchically mod-
eled in a domain knowledge and automatically searched in textual
documents. The expressiveness of the domain knowledge enables the
effective discovery of topic mentions, which are converted into scores
and presented through materiality rankings or matrices. The iterative
methodology enables an incremental processing of documents and a
continuous refinement of the domain knowledge, allowing early mate-
riality assessment to be carried out while efficiently distributing in time
the computational complexity. These contributions answer the research
question about how document-based materiality assessment can be
automated (RQ1). The other research question, about the efficiency and
reliability of the automated approach to materiality assessment (RQ2),
is answered by the experimental evaluation; the latter demonstrates
that AMA significantly reduces the time and effort required to carry
out materiality assessment, all the while overcoming the risks due to
subjectivity and human errors of a manual approach.

Future work will be primarily aimed at improving the quality of
materiality assessment by employing more advanced techniques for
topic discovery. On the one side, the proposed approach can be fine-
tuned to improve its effectiveness; for instance, the notion of topic
mentions could be enriched to consider the placements of the mention
inside the clip, so that mentions assume more relevance if they appear
in more important parts of the document (e.g., a mention in a title is
more important than a mention in a footnote). On the other side, a
significant reworking of the approach can be envisioned by employ-
ing more sophisticated natural language processing (NLP) techniques.
These can range from the inclusion of sentiment analysis (e.g., to
distinguish whether topics are mentioned in a positive, negative, or
neutral sense) to the more promising adoption of large language models
(LLMs). Indeed, the recent surge of LLMs opens the opportunity to bring
document-based materiality assessment to a brand-new level, given
their capability to process and analyze textual documents (Jin, Zhang,
Meng, Wang, & Tan, 2024) and their disruptiveness across several
domains (Hou et al., 2023). In the scope of materiality assessment,
LLMs could be employed in multiple ways and at several levels of detail.
On a technical note, LLMs could be used in the Clip Analyzer to detect
topic mentions (without the need to explicitly define aliases in the
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Domain Knowledge) and directly determine the score of a topic (implic-
itly including reasoning on the placement and sentiment of mentions).
More disruptively, LLMs could be used to directly compute a materiality
ranking or matrix; however, this opportunity would probably require a
significant fine-tuning activity. In both cases, the risk of hallucinations
should not be underestimated, as significant human involvement is
still required to ensure the correctness of the results (White, Hays, Fu,
Spencer-Smith, & Schmidt, 2023).

Another research problem we are exploring is the proposal of
a brand-new approach to materiality assessment that leverages dis-
tributed decision-making (Hameed & Mohamad, 2023; Schneeweiss,
2012) as an alternative to traditional stakeholder engagement tech-
niques. In particular, we envision a collaborative scenario where com-
panies share with each other their understanding of material topics,
adopting common standards to represent the domain knowledge and
provide materiality scores. This approach would combine the benefits
of the different stakeholder engagement methods, direct (in that the
feedback is provided directly by the company) and indirect (in that
feedback is automatically collected in a processable format), all the
while reducing the repetitiveness of the task (since the same company
may be involved in materiality assessment multiple times, not just as
the reporting company, but as a stakeholder of other companies). Our
goal will be to demonstrate the feasibility and benefits of such an
approach, so as to foster its adoption among companies.
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