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A Intuition and motivation for HCF

It is tempting to believe that splitting a cycle into two halves will lead to a mathematical model
that has twice as many variables as the cycle formulation. However this need not be the case, as is
illustrated by the compatibility graph G shown in Figure 1 where K = 4. Here, the cycle formulation
will contain 9 variables (there are 9 4-cycles and no other cycles in G), whereas HCF will contain
6 variables, assuming that the half-cycles are selected as ⟨H,B,A⟩, ⟨H,C,A⟩, ⟨H,D,A⟩, ⟨A,E,H⟩,
⟨A,F,H⟩ and ⟨A,G,H⟩.

Figure 1: An instance illustrating that HCF can have fewer variables than the cycle formulation
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B Consideration of the LP-relaxation value of HCF

In the following, we show that HCF possesses the same LP-relaxation as the cycle formulation since
the two models are equivalent, or in other words, since any continuous solution x̄h of model (4)–(8)
can be transformed into a continuous solution ξ̄c of model (1)–(3) with the same objective value and
vice versa. We consider an HCF solution as a flow circulating from a source node s to a target node t
through a bipartite graph, where the first set of nodes contains every half-cycle h1 = ⟨v1, . . . , v2⟩
such that v1 < v2 while the second set of nodes contains every half-cycle h2 = ⟨v1, . . . , v2⟩ such that
v1 > v2. There is an arc with demand and capacity x̄h1 between s and every vertex h1 in the first
set, an arc with demand and capacity x̄h2 between every vertex h2 in the second set and t, and an
arc with capacity 1 between every vertex h1 = ⟨v1, . . . , v2⟩ in the first set and each of its compatible
vertices h2 = ⟨v2, . . . , v1⟩ in the second set.

By finding a maximum flow subject to the demand constraints, we can determine the value of
every arc (h1, h2), that will (eventually) correspond to a suitable ξ̄c solution for the cycle model. Such
a flow always exists because of constraints (6), but is not necessarily unique. For example, an HCF
solution where the variables associated with half-cycles ⟨A,B,C⟩, ⟨C,D,A⟩, ⟨A,E,C⟩, and ⟨C,F,A⟩
are all equal to 0.5 could either results in arcs (⟨A,B,C⟩, ⟨C,D,A⟩) and (⟨A,E,C⟩, ⟨C,F,A⟩) (i.e.,
cycles [A,B,C,D] and [A,E,C, F ]) being selected 0.5 times each or in arcs (⟨A,B,C⟩, ⟨C,F,A⟩) and
(⟨A,E,C⟩, ⟨C,D,A⟩) (i.e., cycles [A,B,C, F ] and [A,E,C,D]) being selected 0.5 times each.

Every cycle associated with an arc (h1, h2) always has size K or below because only the half-
cycles with size up to 1 + ⌈K/2⌉ are generated and because constraints (8) handle the case when K
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is odd. However, it is possible that a cycle associated with an arc (h1, h2) does not exist in the cycle
formulation because it contains at least one repeated vertex, which happens if a vertex appears in the
middle of both h1 and h2. When such a situation occurs, a separation step is needed in order to split
the infeasible cycle into two or more sub-cycles. For example, if arc (⟨A,B,C,D,E⟩, ⟨E,D,F,B,A⟩)
is selected 0.5 times, this means that (infeasible) cycle [A,B,C,D,E,D, F,B] is selected 0.5 times.
After the separation step, this means that cycles [A,B], [B,C,D, F ], and [D,E] are selected 0.5 times
each.

Now that we have shown that every arc (h1, h2) corresponds to a cycle or a set of cycles in C, the
last step is to observe that the resulting cycle solution will always satisfy constraints (2) because the
initial HCF solution satisfied constraints (5). We point out that the reverse direction is straightforward
as every cycle in C can always be decomposed into (at least) one pair of half-cycles in H.

C Results for PrefLib instances

Table A1: Results of the tested approaches for PrefLib instances with K = 3, 4, 5, and 6

K n
EDGE CYCLE-RCVF PIEF-RCVF HCF-RCVF

#
opt

T(s)
no.
var.

no.
cons.

no.
cuts

#
opt

T(s)
no.
var.

no.
cons.

#
opt

T(s)
no.
var.

no.
cons.

#
opt

T(s)
no.
var.

no.
cons.

3

64 10 70 694 128 3279 10 0 267 64 10 0 541 766 10 0 381 178
128 3 2639 3089 256 58 216 10 0 2535 128 10 0 3834 3588 10 0 3085 678
256 0 3600 14 573 512 166 468 10 1 23 423 256 10 3 30 213 18 857 10 1 26 182 3015
512 - - - - - 10 9 196 293 512 10 39 227 195 86 703 10 11 208 339 12 558
1024 - - - - - 10 114 1 562 155 1024 10 669 1 698 234 383 387 10 175 1 616 583 55 453

4

64 10 15 866 128 8149 10 0 1996 64 10 0 1825 1758 10 0 1492 329
128 2 3100 3770 256 139 896 10 1 41 363 128 10 2 17 963 9476 10 1 16 212 1652
256 0 3600 16 287 512 154 638 10 74 812 259 256 10 28 182 652 51 397 10 11 174 187 9009
512 - - - - - 2(8) 1876 11 305 969 512 10 966 1 635 551 234 225 10 240 1 599 262 42 515
1024 - - - - - 0(10) - - - 0(10) - - - 0(10) - - -

5

64 10 3 887 128 3264 10 1 15 352 64 10 0 4311 2946 10 0 6718 414
128 6 1771 3817 256 142 576 10 60 617 876 128 10 6 46 727 16 038 10 12 135 478 2129
256 0(1) 3600 16 463 512 142 247 0(10) - - - 10 443 514 268 85 167 10 663 3 017 265 11 126
512 - - - - - - - - - 0 3600 4 549 948 369 389 0(10) - - -

6

64 10 0 889 128 1654 10 9 110 183 64 10 1 7479 4095 10 1 14 658 512
128 8 929 3820 256 94 653 2(8) 280 3 033 401 128 10 19 85 574 22 546 10 45 318 165 2717
256 0 3600 16 321 512 59 053 0(10) - - - 10 727 939 649 116 351 10 1566 6 631 341 14 366
512 - - - - - - - - - 0(10) - - - 0(10) - - -

D Set of rules outlining which formulation to choose

Based on our experiments, we can deduce the following set of rules for instances with up to 1000
recipient-donor pairs:

• For instances with K = 3, always use the cycle formulation with symmetry reduction and
reduced-cost variable fixing;

• For instances with K = 4, use the cycle formulation with symmetry reduction and reduced-cost
variable fixing, but it is also worth trying HCF in case too many cycles need to be generated in

2



the cycle formulation (which typically occurs when the instance has a very dense compatibility
graph);

• For instances with K = 5 and K = 6, use HCF with symmetry reduction, reduced-cost variable
fixing, and descending-degree node ordering, but it is also worth trying PIEF in case too many
half-cycles need to be generated in HCF (which typically occurs when the instance has a very
dense compatibility graph);

• For instances with K = 7 and above, use PIEF with symmetry reduction, reduced-cost variable
fixing, and descending-degree node ordering, but it is also worth trying the edge formulation if
K is really large;
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