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Abstract

In recent years traditional numerical methods for accurate weather prediction have been increasingly
challenged by deep learning methods. Numerous historical datasets used for short and medium-range
weather forecasts are typically organized into a regular spatial grid structure. This arrangement closely
resembles images: each weather variable can be visualized as a map or, when considering the temporal
axis, as a video. Several classes of generative models, comprising Generative Adversarial Networks,
Variational Autoencoders, or the recent Denoising Diffusion Models have largely proved their appli-
cability to the next-frame prediction problem, and is thus natural to test their performance on the
weather prediction benchmarks. Diffusion models are particularly appealing in this context, due to
the intrinsically probabilistic nature of weather forecasting: what we are really interested to model is
the probability distribution of weather indicators, whose expected value is the most likely prediction.
In our study, we focus on a specific subset of the ERA-5 dataset, which includes hourly data
pertaining to Central Europe from the years 2016 to 2021. Within this context, we examine the
efficacy of diffusion models in handling the task of precipitation nowcasting. Our work is con-
ducted in comparison to the performance of well-established U-Net models, as documented in the
existing literature. Our proposed approach of Generative Ensemble Diffusion (GED) utilizes a dif-
fusion model to generate a set of possible weather scenarios which are then amalgamated into
a probable prediction via the use of a post-processing network. This approach, in comparison to
recent deep learning models, substantially outperformed them in terms of overall performance.

keywords: diffusion models, precipitation now-
casting, ensemble diffusion, weather forecasting,
post-process

1 Introduction

The term nowcasting refers to the forecasting of
weather indicators on a short-term meteo-scale

period, typically between 2 and 6 hours. The fore-
cast is an extrapolation in time of known weather
parameters, comprising information obtained by
means of remote sensing, radar echoes, and satel-
lite data.

While numerical weather prediction models
may accurately forecast the likelihood and overall
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intensity of precipitation across large geograph-
ical areas and medium-term temporal intervals,
the situation is more challenging when it comes
to short spatial and temporal scales [1]: on less
than 4 hours predictions, they frequently perform
worse than persistence-based forecasts [2]. This is
mostly due to the high stochastic nature of the
phenomenon, in conjunction with the extended
computational time typically required by numer-
ical methods, due to the need to assimilate large
amounts of data and incorporate them in the
initial conditions of the models. The challenge
becomes especially prominent in the case of con-
vective precipitations, characterized by high rain-
fall rates originating from cells spanning a few tens
of kilometers [3].

Numerous historical datasets are accessible
for short and medium-range weather forecasts,
and they commonly exhibit a structured spatial
grid format that bears a striking resemblance to
images. Each weather variable can be represented
as a map, or when considering the time dimen-
sion as a video. The problem of predicting the
next frame in a video sequence is a well-known
image processing problem, and various categories
of generative models have demonstrated their
effectiveness in predicting the next frame in video
sequences [4–7]; it is not surprising that many
recent studies focused on the use of deep neural
network (DNN) architectures for weather nowcast-
ing [8–15]. All these models do not rely on explicit
physical laws describing the dynamics of the atmo-
sphere, adopting instead a backpropagation-based
learning method to directly forecast the weather
using observed data.

Most of the aforementioned models are trained
to minimize the loglikelihood of the prediction,
measured through a metric like mean squared
error (MSE). As it is well known by other appli-
cations in image processing, loglikelihood-based
optimization in the case of multimodal output
typically results in averaging, introducing blurri-
ness in the prediction. As the lead time increases,
the predicted fields become weaker and more
widespread, suffering from the growing uncer-
tainty in weather predictability.

Instead of predicting the expected amount of
precipitation, it is possible to address its proba-
bility distribution, which is precisely the purpose
of generative modeling [16, 17]. Usually, the prob-
ability distribution is learned in an implicit way,

in the form of a generator able to sample data in
accordance with the given distribution.

For several years, the most representative class
of generative models has been that of Generative
Adversarial Networks (GANs) [18, 19]. In the case
of GANs, the training process involves a generator,
which acts as a sampler for the intended distribu-
tion, and a discriminator, responsible for evaluat-
ing the generator’s output by discerning between
real and generated (“fake”) data. This training
can be conceptualized as a zero-sum game, where
the gain of one agent corresponds to the loss of
the other. The generator and discriminator are
alternately trained, with each adversarial com-
ponent being frozen during the training of the
other. Ultimately, the objective is for the gen-
erator to prevail, generating samples that the
discriminator is unable to differentiate from real
data. GANs typically offer better generative qual-
ity than likelihood-based models like Variational
Autoencoders [20–22], possibly at the price of a
reduced sampling diversity [23]. They are, in fact,
prone to mode collapse [24], in which the gener-
ator learns to output just one or a few different
examples, for instance, ignoring its noise input,
and therefore generating identical outputs for a
given input.

In the field of weather forecasting, GANs have
been used for downscaling [25–27], precipitation
estimation from remote satellite sensors [28, 29],
and disaggregation [30]. The Deep Generative
Models of Rainfall (DGMR) [31] is usually reputed
to be the best generative nowcasting model based
on GANs: it uses a conditional GAN with a regu-
larization term to incentivize the model to produce
forecasts close to the true precipitation.

The leading role traditionally held by GANs
in the field of generative modeling has been
recently challenged by Denoising Diffusion Models
(DDM) [32]. This generative technique possesses
distinctive characteristics that have been crucially
exploited in many recent and well-known applica-
tions [33, 34], comprising video generation [35, 36].
These attributes include exceptional generation
quality, a strong sensitivity and responsiveness to
conditioning, diverse sampling capabilities, train-
ing stability, and satisfactory scalability [37, 38].

In essence, a diffusion model trains a single
network to eliminate noise from images, where the
level of noise to remove can be parametrically set.
The network is then used to generate new samples
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Fig. 1: Forward (from left to right) and reverse (from right to left) diffusion process.

by progressively reducing, in an iterative loop, the
amount of noise in a given “noisy” image, start-
ing from a completely random noise configuration.
Traditionally referred to as reverse diffusion, this
process aims to “invert” the direct diffusion pro-
cess, which consists in iteratively adding noise to
the source image (see Figure 1).

The idea of applying diffusion models for
weather forecasting is quite natural, and sev-
eral teams are independently working around this
problem at the moment, on different datasets.
In [39] diffusion models have been successfully
applied to a downscaling problem. In [40], a dif-
fusion model has been trained on a dataset of the
MeteoSwiss operational radar network [41, 42],
and tested over data obtained from the radar com-
posite of the German Weather Service (DWD)
[43] from April–September 2022. Results have
been compared with a GAN-based Deep Genera-
tive Models of Rainfall (DGMR) and a statistical
model, PySTEPS, showing a sensible improve-
ment both in accuracy and diversification. A
detailed comparison of this architecture with our
model is given in Section 4.4.

In this article, we compare a different diffusion
model with the Weather Fusion UNet (WF-UNet)
model in [44], integrating precipitation and wind
speed variables as input of the learning process.
Data refer to six years of precipitation and wind
radar images from Jan 2016 to Dec 2021 of 14
European countries, with 1-hour temporal resolu-
tion and 31 square km spatial resolution based on
the traditional ERA5 dataset [45]. On the typical
Mean Squared Error metric, our diffusion model
outperforms WF-UNet.

The article follows the subsequent structure. It
begins by addressing theoretical aspects related to
diffusion models and relative conditioning. Subse-
quently, it introduces the dataset and experimen-
tal setting. The methodology is then presented,

showcasing the novel Generative Ensemble Dif-
fusion (GED) approach, and comparing it with
related models. The article further discusses the
conducted experiments and concludes by delving
into the implications of the research.

2 Diffusion Models

Diffusion models are a class of probabilistic gen-
erative models that are particularly effective in
modeling complex, high-dimensional data distri-
butions and have found applications in various
domains such as computer vision, natural lan-
guage processing, and generative art. At the core
of diffusion models lies the mathematical concept
of a diffusion process, that is, a stochastic process
that describes the continuous random movement
of particles over time, modeling the spread or dif-
fusion of some quantity in space or time, where the
particles tend to move from regions of high concen-
tration to regions of low concentration, resulting
in a gradual blending or mixing of the quantity.
In the context of machine learning, diffusion mod-
els leverage the principles of diffusion processes to
model the generation of data. Instead of directly
sampling data points from a fixed distribution,
these models iteratively transform a simple ini-
tial distribution, typically a known distribution
like a Gaussian or uniform distribution, into the
desired complex data distribution. The main idea
is to perform a series of diffusion steps, where each
step updates the probability distribution of the
data. This is achieved by adding Gaussian noise to
the current data samples and iteratively refining
them.

From a mathematical perspective, considering
a distribution q(x0) which generates the data, gen-
erative models aim to find a parameter vector θ
such that the distribution pθ(x0) parameterized
by a neural network approximates q(x0).
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Denoising Diffusion Probabilistic Models
(DDPM)[32] assume the generative distribution
pθ(x0) to have the form

pθ(x0))

∫
pθ(x0:T )dx1:T (1)

given a time range horizon T > 0. where

pθ(x0:T ) = pθ(xT )

T∏
t=1

pθ(xt−1|xt). (2)

Training is traditionally based on a variational
lower bound of the negative loglikelihood:

− log pθ(x0)

≤ − log pθ(x0)+DKL(q(x1:T |x0)∥pθ(x1:T |x0))

= − log pθ(x0)+Eq

[
log

q(x1:T |x0)

pθ(x0:T )/pθ(x0)

]
= − log pθ(x0)+Eq

[
log

q(x1:T |x0)

pθ(x0:T )
+ log pθ(x0)

]
= Eq

[
log q(x1:T |x0)− pθ(x0:T )

]
= L(θ) (3)

Differently from typical latent variable models
like Variational Autoencoders (VAEs) [20–22], dif-
fusion models employ a fixed (non-trainable) infer-
ence procedure q(x1:T |x0). Additionally, latent
variables are characterized by relatively high
dimensionality, usually identical to the dimensions
of the visible space.

In the particular case of Denoising Diffusion
Implicit Models (DDIMs)[46], used in this work,
the authors considered a non-Markovian diffusion
process

qσ(x1:T |x0) = qσ(xT |x0)

T∏
t=2

qσ(xt−1|xt, x0) (4)

where qσ(xT |x0) = N (xT |
√
αTx0, (1−αT )·I), and

qσ(xt−1|xt, x0) = N
(
xt−1

∣∣∣µσt
(x0, αt−1); σ

2
t · I

)
(5)

with

µσt(x0, αt−1) =√
αt−1x0 +

√
1− αt−1 − σ2

t ·
xt−

√
αtx0√

1−αt
.

The definition of q(xt−1|xt, x0) has been cleverly
chosen to respect two important aspects of the
diffusion process of DDPM: the Gaussian nature
of q(xt−1|xt, x0) (once conditioned on x0) and the
fact that the marginal distribution qσ(xt|x0) =
N (xt|

√
αtx0; (1 − αt) · I), recovers the same

marginals as in DDPM. As a consequence of
the latter property, we can express xt as a lin-
ear combination of x0 and a noise variable ϵt ∼
N (ϵt|0; I):

xt =
√
αtx0 +

√
1− αtϵt. (6)

Next, we need to define a trainable generative
process pθ(x0:T ) where pθ(xt−1|xt) leverages the
structure of qσ(xt−1|xt, x0). The idea is that given
a noisy observation xt, one starts making a predic-
tion of x0, and then use it to obtain xt−1 according
to equation 5, that is.

In practice, we train a neural network

ϵ
(t)
θ (xt, αt) to map a given xt and a noise rate
αt to an estimate of the noise ϵt added to x0 to
construct xt. Consequently, pθ(xt−1|xt) becomes
a δ

f
(t)
θ

, where

f
(t)
θ (xt, αt) =

xt −
√
1− αtϵθ(xt, αt)√

αt
. (7)

Using f
(t)
θ (xt, αt) as an approximation of x0 at

timestep t, xt−1 is then obtained as follows:

xt−1 =
√
αt−1 · f (t)

θ (xt, αt)+√
1− αt−1 − σ2

t · ϵθ(xt, αt) (8)

.
As for the loss function, the term in eq.3 can

be further refined expressing Lθ as the sum of the
following terms [47]:

Lθ = LT + Lt−1 + · · ·+ L0 (9)

where

LT = DKL(q(xT |x0) ∥ pθ(xT ))
Lt = DKL(q(xt|xt+1, x0)∥pθ(xt|xt+1))

for 1 ≤ t ≤ T − 1
L0 = − log pθ(x0|x1)

All previous distributions are Gaussians and their
KL divergences can be calculated in closed form,
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in the Rao-Blackwellized fashion. After a few
manipulations, we get to the following formula-
tion:

Lt = Et∼[1,T ],x0,ϵt

[
γt∥ϵt − ϵθ(xt, t)∥2

]
(10)

that can be interpreted as the weighted mean
squared error between the predicted and the
actual noise a time t.

The weighting parameters are frequently
ignored in practice, since experimentally the train-
ing process seems to work better without them.

The pseudocode for training and sampling is
given in the following Algorithms.

Algorithm 1 Training

1: repeat
2: x0 ∼ q(x0)
3: t ∼Uniform(1,..,T)
4: ϵ ∼ N (0; I)
5: xt =

√
αtxb +

√
1−αtϵ

6: Backpropagate on ||ϵ− ϵθ(xt, αt)||2
7: until converged

Sampling is an iterative process, starting from
a purely noisy image xT ∼ N (0, I). The denoised
version of the image at timestep t is obtained using
equation 8.

Algorithm 2 Sampling

1: xT ∼ N (0, I)
2: for t = T, ..., 1 do
3: ϵ = ϵθ(xa, xt, αt)
4: x̃0 = 1√

αt
(xt − 1−αt√

1−αt
ϵ)

5: xt−1 =
√
αt−1x̃0 +

√
1− αt−1ϵ

6: end for

2.1 Conditioning

Generation often requires a way to control how
samples are created to influence the final output.
This process is commonly referred to as condi-
tioned or guided diffusion. Numerous approaches
have been devised to integrate image and/or text
embeddings into the diffusion process, allowing
for guided generation. In the mathematical con-
text, “guidance” entails conditioning a prior data

distribution, represented by p(x), with a particu-
lar constraint, like a class label or an image/text
embedding. This conditioning leads to the for-
mation of a conditional distribution, denoted as
p(x|y).

To convert a diffusion model pθ into a con-
ditional diffusion model, we can introduce con-
ditioning information y at each diffusion step as
follows:

pθ(x0:T |y) = pθ(xT )

T∏
t=1

pθ(xt−1|xt, y) (11)

There are typically two approaches to learning
this distribution, one based on an auxiliary clas-
sifier (similar, in spirit, to AC-GANs [48]), and a
second one that is classifier-free.

The idea behind classifier guidance is the fol-
lowing. Our aim is to learn the gradient of the
logarithm of the conditional density pθ(xt|y). By
applying Bayes’ rule, we can express it as:

∇xt log pθ(xt|y) = ∇xt log

(
pθ(y|xt) · pθ(xt)

pθ(y)

)
(12)

Since the gradient operator only applies to xt, we
can eliminate the term pθ(y); after simplification
we get:

∇xt
log pθ(xt|y) =∇xt

log pθ(xt)

+ s · ∇xt log pθ(y|xt) (13)

Here s is a scalar term used to modulate the
strength of the guidance term.

As described in [37], we can use a classifier
fϕ(y|xt, t)) to guide the diffusion during genera-
tion. This technique involves training a classifier
fϕ(y|xt, t) on a noisy image xt to predict its
class y. The gradient ∇x log fϕ(y|xt) can then be
utilized to guide the diffusion sampling process
towards the conditioning information y by modi-
fying the noise prediction. We shall not use this
technique, particularly suited for discrete labels,
so further details are omitted.

The theory of condition diffusion without rely-
ing on an independent classifier has been investi-
gated in [49]. The approach consists in training a
conditional diffusion model ϵθ(xt, t, y) along with
an unconditional model ϵθ(xt, t, 0). Typically, the
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same neural network can be used for both mod-
els: during training, the class y is randomly set
to 0, exposing the model to both conditional
and unconditional setups. The estimated noise
ϵ̂θ(xt|t, y) at timestep t is then a suitably weighted
combination of the conditional and unconditional
predictions:

ϵ̂θ(xt, t, y) = ϵθ(xt, t, y) + s · ϵθ(xt, t) (14)

3 Dataset description and
preprocessing

To assess the performance of our model we recre-
ate the same samples as proposed in [44, 50, 51],
focusing on the task of precipitation nowcast-
ing. We selected for our research a subset of
the ERA-5 dataset [45], which is a state-of-the-
art global atmospheric reanalysis produced by
the European Centre for Medium-Range Weather
Forecasts (ECMWF). ERA-5 reports a compre-
hensive numerical representation of the Earth’s
recent climate history, spanning several decades
and covering the entire globe at a high spatial res-
olution of approximately 31 kilometers. It provides
hourly estimates of a multitude of atmospheric,
land, and oceanic climate variables, such as tem-
perature, precipitation, humidity, wind speed and
direction, and sea surface temperature, among
others. The ERA-5 dataset is the product of
an advanced and uniform data assimilation sys-
tem, melding millions of disparate observations
with intricate Earth system modeling. This inte-
gration yields a coherent and consistent dataset,
highly regarded and extensively used across vari-
ous fields. Its applications span weather forecast-
ing, climate studies, hydrological research, energy
production prediction, and numerous other scien-
tific domains, as well as policy-related endeavors.

With our task being precipitation nowcasting,
our main target feature is the Total Precipita-
tion variable, described as the accumulated liquid
and frozen water that falls to the Earth’s surface,
comprising of rain and snow. Our selected region
of interest is defined by a geographical rectangle,
with its latitudinal boundaries extending from lat-
itude -12◦ to latitude 12 ◦ and its longitudinal
boundaries extending from longitude 36◦ to lon-
gitude 60◦. Images from this region cover much

of the western part of Europe, partially cover-
ing 14 countries. Our collected time span covers
a six-year period, from 2016 to 2021, with hourly
measurements. The collected data have a dimen-
sion of 96×96 values with each representing the
depth fallen water would have if it were spread
evenly over the grid box of 31 square kilometers.
The units of this parameter are depth in meters
of water equivalent.

The dataset is normalized by dividing the val-
ues of both the training and testing set by the
highest occurring value in the training set, we
then split the dataset into a training set (years
2016-2020) and a testing set (year 2021).

Rain is a sparse parameter, and it is often non-
present in the area of analysis. This produces a
dataset with an extensive amount of noninforma-
tive data which can bias the model towards a zero
prediction [51]. Therefore, we defined the gener-
ator for our data with an additional parameter,
so that it returns only sequences with at least a
percentage amount of rain in the pixels, there-
fore simulating the EU-50 and EU-20 datasets
specified in [44], whose images have at least 50%
and 20% of rain in the pixels respectively. This
selection operation is performed by computing the
number of non-zero pixels on a wider region of size
105x173, the image is then cropped to the final
dimension of 96x96.

3.1 Additional features

In precipitation nowcasting it is often necessary
for the predictive models to consider a range
of meteorological features beyond the presence
or absence of rain. Variables such as tempera-
ture, pressure, humidity, wind direction, and wind
speed can all significantly influence precipitation
patterns. These factors, among others, interact in
complex ways to shape the dynamics of the atmo-
spheric system. Another topic of concern is the
level of awareness the model has of the underly-
ing physical structure, and elements such as time
embeddings, land/sea mask, and elevation infor-
mation may be valuable for enabling the model
to make a more informed decision. In particular,
in our work we experimented with wind speed,
obtained from the two different northerly and
easterly wind components, the land-sea mask, a
geopotential map, and a sinusoidal time embed-
ding, as reported in Table 1. All obtained from the
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Fig. 2: Example of precipitation data from the ERA-5 dataset

ERA-5 dataset and normalized between 0 and 1
before training:

Fig. 3: Visual example of the additional features

4 Methodology

In this section, we introduce our proposed model,
Generative Diffusion Ensemble (GDE). Our model
is based on the Denoising Diffusion Implicit
Model (DDIM), which is trained on a sequence
of rain data augmented with other meteorologi-
cal features. The model generates multiple outputs
that are then synthesized into a final prediction
through a U-Net architecture. This combination
provides a comprehensive precipitation forecast,
leveraging both the capability of DDIM to model
the probability distribution of the weather data
and the feature extraction strength of the U-Net.

We start by introducing the distinct compo-
nents that form our GDE model, offering insight

into their specific roles within the broader system.
The discussion ultimately converges on the overall
structure of the model.

4.1 The DDIM architecture

Diffusion models essentially operate as iterative
denoising algorithms. Their main trainable com-
ponent is the denoising network, denoted as
ϵθ(xt, αt). This network receives as input the noisy
images, xt, and a corresponding noise variance,
αt, with the objective of estimating the amount
of noise infiltrating the image. The training of
this underlying denoising network is done conven-
tionally. An initial sample, x0, is extracted from
the dataset and subjected to a predefined amount
of random noise. The network is then tasked
with estimating the noise within these corrupted
images.

4.1.1 denoising

Our model of choice as the denoising network is
a U-net. The U-net is one of the most common
architectures for denoising [52–55] and it is often
implemented in diffusion models [56]. Originally
introduced for semantic segmentation [57], the
U-Net architecture has gained widespread pop-
ularity and found applications in diverse image
manipulation tasks. The network comprises a
downsampling sequence of layers, followed by
an upsampling sequence while incorporating skip
connections between layers of the same size. Typ-
ically, the U-Net’s configuration is determined
by defining the number of downsampling blocks
and the number of channels for each block. The
upsampling structure follows a symmetric pat-
tern and the spatial dimension is dependent on
the image resolution, which in our case is 96x96.
Consequently, a U-Net’s entire structure can be
encoded concisely in a single list, such as [32,
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Name Unit Description

100m wind speed ms−1 Wind speed of air at a height of 100 meters above
the surface of the Earth, given easterly and northerly
components u and v the speed is obtained by√

(u2 + v2)
Timestamp [m,d,h] timestamp including month, day, and hour of the

start of the given sequence, tile encoded into a 96x96
array.

Land-sea mask dimensionless Proportion of land, as opposed to ocean or inland
waters in a grid box

Geopotential m2s−2 Gravitational potential energy of a unit mass, at a
particular location at the surface of the Earth, rela-
tive to mean sea level.

Table 1: Additional features units and details

64, 96, 128]. This list represents both the num-
ber of downsampling blocks (in this case, 4) and
the corresponding number of channels, which usu-
ally increase as the spatial dimension decreases.
For our experiments we selected a U-net size of
[64, 128, 256, 384] which proved to be the most
effective experimentally. To improve the sensibil-
ity of the U-net to the noise variance, αt is taken
as input, which is then embedded using an ad-hoc
sinusoidal transformation by splitting the value in
a set of frequencies, in a way similar to positional
encodings in Transformers [58]. The embedded
noise variance is then vectorized and concatenated
to the noisy images along the channel axes before
being passed to the U-Net. This helps the network
to be highly sensitive to the noise level, which
is crucial for good performance. We implement
sinusoidal embeddings using a Lambda layer.

4.1.2 conditioning

Conditioning of the model is necessary to guide
the diffusion towards a forecast defined by the
known previous weather conditions. Our condi-
tioning is applied in a classifier-free manner, by
concatenating the conditioning frames to the noisy
images alongside the channel axis.

Practically, the model ϵθ(xt, t, y) takes as input
the noisy images xt = {r1, r2, r3} where rh repre-
sents the future prediction of the rain precipitation
h hours ahead. The conditioning information y =
{r−8..0, u−1,0, v−1,0, lsm, geopot} contains the pre-
vious 8 hours of precipitation information r−11..0,

the previous two hours for both wind components
u−1,0, v−1,0 and two static maps representing the
land-sea mask lsm and the geopotential geopot.

Our implementation directly provides the U-
net with the conditioning information, specifically,
each temporal slice in the input data is treated
analogously to a color channel in an RGB image.
By applying 2D convolutions across these tem-
poral slices independently our model is able to
extract sufficient frame-level temporal features to
effectively produce a sequence coherent with the
past frames used as conditioning.

For example, when training with a batch size
of 16, our input data to the denoising network
would have the shape of [16,96,96,17], with the last
dimension containing both the conditioning infor-
mation and noisy images. Our output on the other
hand would comprise only the denoised 3 frames,
therefore would have the shape of [16,96,96,3].

Interestingly, our training process was proven
successful in consistently achieving temporal con-
ditioning training exclusively with conditioned
instances, whereas examples in the literature
required alternating between conditioned and non-
conditioned training instances, followed by a
weight mixing stage [59].

4.2 The proposed Generative
Diffusion Ensemble (GED)

Our proposed Generative Diffusion Ensemble
(GED) approach leverages the power of diffusion
to integrate the inherent probability distribution
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Fig. 4: Conditioning is implemented by stacking additional information alongside the channel axis in the
denoising network

of meteorological patterns, which is then used
to synthesize a probable precipitation prediction.
Image samples generated through the diffusion
process, in line with the generative traits of the
model, yield a highly diverse set of outputs despite
sharing identical conditioning information. Based
on the assumption that the diffusion model cap-
tures the stochastic essence of weather dynamics,
a prediction can be derived from an ensemble of
possible outcomes.

The methodology we propose aligns fundamen-
tally with the ensemble post-processing techniques
conventionally utilized in Numerical Weather Pre-
diction (NWP) models. Ensemble post-processing
in weather forecasting refers to the statistical
refinement of a set of multiple weather forecasts
produced from slightly different initial conditions
[60]. These multiple simulations provide a range
of possible weather outcomes and function as
an estimate of forecast uncertainty. The methods
employed in ensemble post-processing exhibit con-
siderable diversity and range from statistical tech-
niques such as linear regression and distributional
regression [61, 62], to more sophisticated machine
learning algorithms like QRF [63] or EMOS-GB
[64]. In recent years most of the research interest
focused on Neural methods for ensemble post-
processing, with notable successful examples in
literature. [65, 66].

In our work, we propose two different
approaches to executing the ensemble prediction,
one based on a simple statistical method and the
second utilizing a neural model. The first approach
involves executing multiple diffusion generations
in an iterative manner (parallelizable across the

batch dimension with a significant speedup [67])
and subsequently calculating the mean of these
generated images. This method effectively con-
denses the probability distribution of the images
into an average outcome, thereby yielding a more
accurate forecast. Our experimental results have
demonstrated that this strategy of computing the
mean of multiple generations produces superior
results when compared to utilizing a single dif-
fusion generation. Thus, this approach effectively
leverages the multitude of potential outcomes to
generate a more accurate and robust prediction.

In our second approach, instead of simply com-
puting a mean, we delegate the synthesis of the
prediction to a more sophisticated module, sim-
ilar to what is frequently done in the literature
[68, 69]. In our case, we use a U-Net architec-
ture to amalgamate the generated outcomes into a
more probable prediction. This strategy not only
allows for a more informed decision-making pro-
cess in integrating the outputs but also provides
the opportunity to add a post-processing layer
specifically trained on our target image, in con-
trast to the diffusion model which is trained on the
noise difference of the single diffusion steps. Our
experimental findings have validated the efficacy
of this methodology, demonstrating it to consis-
tently produce superior results to both simple
diffusion and diffusion ensemble with the mean
method.

4.3 Training and Evaluation

Our diffusion model underwent training with a
batch size of 2 over 40 epochs, using the AdamW
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Fig. 5: Generative Diffusion Ensemble (GED) prediction structure, showing the multiple denoising cycles
and the final post-processing step.

optimization algorithm [70] with a learning rate
of 1e-04 and weight decay of 1e-05. Interestingly,
we observed that augmenting the batch size ham-
pered the training process. Furthermore, a fine-
tuning phase of 10 epochs using a learning rate of
1e-05 and weight decay of 1e-06 yielded marginal
improvements in the overall results. Training was
implemented via the use of a generator, which pro-
duced a random batch of sequences spanning the
training years from 2016 to 2020. Mirroring our
reference model, we omitted sequences composed
of over 50% non-rain values from the training
process. Consistent with standard diffusion model
implementations, our loss function was the Mean
Absolute Error (MAE) applied to the difference in
noise. Training experiments based on image loss,
as opposed to noise, led to inferior results.

Our diffusion model underwent evaluation
based on data from the test year of 2021. The
number of diffusion steps was fixed at 15, with per-
formance assessed using the Mean Squared Error
(MSE) metric, defined in Equation 15. Here, n
represents the total number of samples, yi denotes
the ground truth value, and ŷi signifies the pre-
dicted value. Please note that all metrics were
computed on data post-denormalization. All train-
ing was conducted on an Nvidia RTX 4000 graphic
card using the TensorFlow/Keras framework.

MSE =
1

n

n∑
i=1

(yi − ŷi)
2 (15)

The Generative Diffusion Ensemble (GDE)
incorporates a post-processing U-net that shares
the spatial dimensions of the denoising U-net,
excluding the embedded variance. This network
accepts fifteen distinct generative outputs from
the diffusion model as input, each consisting of
three future predictions for the subsequent three
hours. The U-net then yields an output compris-
ing three images, each predicting the rainfall for
one of the upcoming three hours.

Training of this model parallels the process
used for our diffusion model, employing AdamW
as the optimizer with a learning rate of 1e-4 and
a weight decay of 1e-5. The loss is computed
using the Mean Squared Error (MSE) between the
predicted images and their corresponding ground
truth. For training, data is dynamically generated
by the diffusion model using random sequences
from the training years. Likewise, evaluation is
performed on sequences from the test year of 2021.
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4.4 Differences with related models

To the best of our knowledge, the only other
work currently addressing precipitation nowcast-
ing using diffusion models is [71]. Comparing the
two architectures is quite challenging due to the
significantly different spatiotemporal scales of the
data involved. In [71], they consider time steps of
5 minutes, utilizing 4 time steps (20 minutes) of
precipitation as input, and predict precipitation
up to 20 time steps (100 minutes) into the future.
Moreover, the geographical scale differs greatly as
well, with radar signals collected at a 1 km resolu-
tion in a rectangular area spanning 710 km in the
east–west direction and 640 km in the north–south
direction, covering all of Switzerland and some
surrounding regions.

In the cited work, the network is trained on
256x256 pixel images, corresponding to a geo-
graphical area of 256 Km2. To manage compu-
tational costs, they adopt the notion of Latent
Diffusion Model (LDM) popularized by Stable Dif-
fusion [72], where the diffusion process runs in a
latent variable space mapped to the physical pixel
space through an autoencoder.

The diffusion model used in their work is quite
different from ours, starting with the number of
denoising iterations, which is 50 compared to our
15. Additionally, their Denoiser makes use of a
forecaster stack based on Adaptive Fourier Neu-
ral Operators (AFNOs) [73][74] to condition the
model. They incorporate temporal cross-attention
to map between the input and output time coor-
dinates and a different denoiser stack that is also
based on AFNOs, simulating cross-attention. The
actual relevance of these modules is not docu-
mented, since no ablation was performed. We
tested some of these solutions without noticing
sensible improvements.

Other related works in precipitation nowcast-
ing based on CNNs often utilize 3D convolutions
or other conditioning methods such as RNNs or
LSTMs to explicitly model temporal connections
[44, 50, 51, 75]. In recent years multiple publi-
cations have shown promising results in treating
timesteps as multiple channels in the network,
in this way achieving temporal prediction with
only 2D convoluted layers [76, 77]. In our pro-
posed diffusion model, we handle temporal data
using 2D convolutions in a similar manner to how
color channels are dealt with in image processing.

Specifically, each temporal slice in the input data
is treated analogously to a color channel in an
RGB image. By applying 2D convolutions across
these temporal slices independently, akin to pro-
cessing different color channels, our model was
able to match the performance of competing 3D
CNNs models.

5 Experiments and Results

In this section, we present our experimental setup
and the conducted experiments.

All experiments were performed using models
implemented in the TensorFlow/Keras framework.
The training dataset consisted of precipitation
data and additional features for the specified
region, ranging from 2016 to 2021, while the test
set exclusively utilized data collected in 2021. To
compute the results, we performed an exhaustive
analysis of all sequences within the given year for
both the EU-20 and EU-50 datasets.

All of our models compute the three different
predictions simultaneously. It may be argued that
with a unique model instance for each prediction,
the overall performance may slightly improve, but
this would happen at the expense of the training
and inference time, with the latter being espe-
cially relevant for the operational application of
precipitation forecasting.

Our primary goal is to minimize the Mean
Squared Error (MSE) within the initial three
hours of the prediction model. Nonetheless, the
determination of the optimal input data and
model configuration remains a topic of ongoing
debate. To address this, we conducted a series of
initial tests aimed at identifying the most advan-
tageous set of input features. In Table 4 we report
a comparison of scores obtained with different sets
of additional features using the Single Diffusion
model.

For what concerns model comparison, Table 2
and 3 present a comparative analysis between
a standard Core U-Net model, BroadU-Net [50],
WF-UNet (which incorporates additional features
as proposed by [44]), our diffusion model with
a singular generative output (Single Diffusion),
and two distinct implementations of the Genera-
tive Ensemble Diffusion (GED). The GED models
generate a final prediction by integrating 15 dif-
ferent generations of the three predicted frames.



Springer Nature 2021 LATEX template

12 Precipitation nowcasting

MSE values and additional metrics for EU20 dataset

Model MSE Accuracy Precision Recall

1 hour ahead

Core U-net 2.97e-04 0.863 0.698 0.837
Broad U-net 3.05e-04 0.861 0.706 0.803
WF-UNet 2.67e-04 0.933 0.790 0.847
Single Diffusion 2.86e-04 0.911 0.754 0.888
GED (mean) 2.25e-04 0.930 0.786 0.901
GED (postprocess) 2.03e-04 0.923 0.798 0.909

2 hour ahead

Core U-net 5.02e-04 0.813 0.609 0.796
Broad U-net 5.05e-04 0.819 0.638 0.712
WF-UNet 4.87e-04 0.895 0.664 0.807
Single Diffusion 4.69e-04 0.886 0.705 0.831
GED (mean) 3.93e-04 0.900 0.731 0.848
GED (postprocess) 3.53e-04 0.898 0.742 0.849

3 hour ahead

Core U-net 6.71e-04 0.800 0.612 0.657
Broad U-net 6.55e-04 0.806 0.637 0.609
WF-UNet 6.34e-04 0.877 0.626 0.736
Single Diffusion 6.10e-04 0.853 0.638 0.758
GED (mean) 5.20e-04 0.880 0.689 0.801
GED (postprocess) 4.70e-04 0.891 0.701 0.796

Table 2: Results comparison on the EU20 Dataset

In the first implementation, the prediction is cal-
culated by averaging all the values (mean), while
the second version employs a post-processing U-
Net for this task (post-process). The primary
metric utilized for these results is Mean Squared
Error (MSE), supplemented with the additional
metrics of Accuracy, Precision, and Recall. Our
findings suggest that, although a single diffu-
sion prediction is outperformed by the U-Net
models, both implementations of GED signifi-
cantly surpass the performance of any U-Net-
based approach. Among these, the GED version
with post-processing demonstrated the most supe-
rior overall performance.

The diffusion results for the test set of 2021
reveal a significant dissimilarity in performance
throughout the year. Figure 6a distinctly illus-
trates this dissimilarity for all three forecasted

timeframes. Moving to Figure 6b, it becomes evi-
dent that this dissimilarity persists whether the
prediction is generated using Single Diffusion,
GDE (mean), or GDE (post-process). This con-
sistency may be due to the intricacies inherent
in precipitation forecasting, which can be espe-
cially demanding during specific periods of the
year. Precipitation patterns are notably prone to
robust seasonal fluctuations [78]. For example,
shifts between seasons can trigger abrupt atmo-
spheric changes, complicating the precise predic-
tion of precipitation types and quantities [79].
Convective precipitation, which is more common
during warm and humid conditions in the warmer
months of the year, is closely linked with swiftly
evolving weather systems like thunderstorms. It
remains a formidable challenge for accurate fore-
casting, even in traditional operational meteorol-
ogy [80, 81], as these systems manifest rapidly and
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MSE values and additional metrics for EU50 dataset

Model MSE Accuracy Precision Recall

1 hour ahead

Core U-net 3.18e-04 0.862 0.698 0.833
Broad U-net 3.24e-04 0.860 0.705 0.795
WF-UNet 2.50e-04 0.921 0.803 0.849
Single Diffusion 2.59e-04 0.915 0.767 0.882
GED (mean) 2.02e-04 0.924 0.782 0.885
GED (postprocess) 1.99e-04 0.913 0.803 0.907

2 hour ahead

Core U-net 5.02e-04 0.813 0.609 0.796
Broad U-net 5.05e-04 0.819 0.638 0.712
WF-UNet 4.62e-04 0.877 0.684 0.813
Single Diffusion 4.51e-04 0.875 0.699 0.844
GED (mean) 3.59e-04 0.882 0.711 0.862
GED (postprocess) 3.40e-04 0.878 0.724 0.860

3 hour ahead

Core U-net 6.71e-04 0.800 0.612 0.657
Broad U-net 6.55e-04 0.806 0.637 0.609
WF-UNet 6.31e-04 0.855 0.647 0.743
Single Diffusion 6.03e-04 0.848 0.672 0.801
GED (mean) 4.92e-04 0.856 0.701 0.828
GED (postprocess) 4.65e-04 0.861 0.706 0.821

Table 3: Results comparison on the EU50 Dataset

Single diffusion with different inputs on EU-50

Inputs MSE 1h MSE 2h MSE 3h

8 rain 2.62e-04 4.60e-04 6.21e-04
8 rain + lsm + geopot 2.60e-04 4.61e-04 6.23e-04
8 rain + lsm + geopot + time 2.60e-04 4.56e-04 6.16e-04
8 rain + lsm + geopot + time +
2 wind speed

2.59e-04 4.51e-04 6.03e-04

Table 4: Results comparison on the EU20 Dataset

are subject to an array of intricate and dynamic
atmospheric processes. This led to the emergence
in the literature of proposals to tackle this specific
task, namely severe weather especially in regions
more subject to these phenomena Additionally,
the transit of weather fronts, encompassing cold

and warm fronts, is more common during tran-
sitional seasons, such as spring and fall, when
the differences in temperature and air masses are
more pronounced [82]. This phenomenon exerts
swift alterations in precipitation distribution. The
interplay between distinct air masses within these
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(a)

(b)

Fig. 6: Single diffusion results for the year 2021 on
EU50, showing high dissimilarity in score depend-
ing on the month of the year. In (a) we can see
that the dissimilarity is present for each of the 3
predicted hours, in (b) note that the dissimilar-
ity is not affected by computing the outcome with
Single Diffusion, GDE (mean), or GDE (post-
process).

fronts introduces complexity, making the precise
timing and location of precipitation a challenging
problem.

6 Conclusions

In this study, we tackled the challenging task
of precipitation nowcasting using diffusion mod-
els. Through experimentation on well-established
tasks documented in the literature, our proposed
Generative Ensemble Diffusion (GED) approach
achieved a greater overall performance with
respect to competing U-Net based models.

Our primary objective was to explore the
hypothesis that a diffusion model could effectively
capture the intricate chaotic behaviors of weather
patterns by modeling its probability distribution.
We worked on a subset of the ERA-5 dataset uti-
lizing hourly data from a region of central Europe,
training on the years 2016-2020 and testing on
2021. We trained our models on pre-processed ver-
sions of the dataset matching known works in
literature [44].

Our experimental findings reveal that the
incorporation of additional weather features
enhances the prediction quality. Specifically, the
inclusion of wind speed, land-sea mask, times-
tamp, and geopotential data contributed to
improving the overall quality of our predictions.

Initially, our diffusion model’s single generative
predictions demonstrated a lower performance
compared to a compatible prediction conducted
using a U-net. However, a remarkable break-
through emerged when we computed multiple
generative predictions in parallel. By skillfully
amalgamating these diverse outcomes through a
post-processing step, we achieved a substantial
improvement in the prediction quality, surpassing
the performance of well-established U-net models.

The probabilistic nature of the model, com-
bined with its use of ensemble forecasting, makes it
well-suited for forecasting rare events which occur
with low probability but have a significant impact
on the population and the economy [83].

Overall, our work contributes to the advance-
ment of precipitation nowcasting methodologies
and offers a promising perspective on leveraging
diffusion models to gain a deeper understanding
of weather phenomena. The combination of GED
with post-processing demonstrates the potential
to enhance weather precipitation nowcasting, pro-
viding valuable information for various applica-
tions and decision-making processes.
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A distinctive aspect of our work is that it
has been conducted with very limited comput-
ing resources. The majority of computations were
performed on a single workstation, which was
equipped with a GPU Quadro RTXA4000 with
16GB of VRAM and 32GB of RAM.

Nevertheless, our research is part of an ongoing
collaboration with the High Performance Com-
puting Department of Cineca. As a next step,
we intend to evaluate the model using the state-
of-the-art Leonardo system, which offers signifi-
cantly greater computational power. Specifically,
our plan involves testing diffusion models on more
intricate weather benchmarks. These benchmarks
encompass predictions at varying spatial and tem-
poral scales, with a particular focus on medium
and long-term temporal ranges.

In addition, in the context of the European
Cordis Project “Optimal High Resolution Earth
System Models for Exploring Future Climate
Changes”, we plan to apply our methodology to
downscaling of meteorological indicators.
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