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Abstract—The proliferation of microservice-based IT applications has increased
the complexity of big data processing within any modern cloud application,
requiring new strategies for managing, controlling, and accelerating deployments.
Service Mesh offers new management support that facilitates control over
a very large number of services while separating logic from control specification.
Applications becoming more decentralized and deployed across multiple regions in
the cloud continuum ask for even more uncoupled and asynchronous interactions
to enhance reliability and scalability. Event-driven architectures offer a viable
solution; consequently, Event Mesh emerges as a cloud paradigm promoting
event-based, asynchronous interactions among services and data. This paper
compares Service Mesh and Event Mesh approaches, claiming that Event Mesh
improves uncoupling and offers asynchronous behavior in distributed systems to
optimize performance in traffic management, observability, and security.

T he pervasiveness and emergence of IT tech-
nologies in a variety of different areas, such as
Next-Generation Networks, Smart Cities, and

Industry 5.0, has produced a widespread and complex
Cloud Infrastructure organization to support the ever-
increasing need of IT services. In this sense, mi-
croservice architectures have started supporting these
increasing complexities by enabling greater scalability,
flexibility, and agility in software development and de-
ployment [1].

Different established settings, such as private, pub-
lic, and hybrid clouds, as well as novel distributed
deployment environments, including targets like edge,
fog, and cloud nodes, further harden the meeting of the
above requirements. These new forms of cloud con-
tinuum require management, orchestration, and fine-
grained communication among services.

A potential solution for communication manage-
ment in large distributed applications is Service Mesh,
that simplifies communication management by provid-
ing features for traffic, observability, and security.
These three features are crucial for managing com-
plex microservices architectures by offering flexibility in
configuration and separating control features from the
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application [2]. In addition, the separation prevents the
introduction of ad-hoc, heavy solutions where infras-
tructure concerns are mixed with the application code
[3].

Service Meshes provide an infrastructure layer to
support communication among microservices [2], sep-
arating the application from the management of infras-
tructure concerns related to the control and configura-
tion of microservices leveraging the available features
of the mesh. This paradigm makes possible the routing
of all traffic through a networking layer, relieving de-
velopers from implementing infrastructure capabilities
and enabling system administrators to control and
configure the application.

This paper proposes a comparison of both Service
and Event Mesh approaches, since the latter pro-
motes a more asynchronous and decoupled interaction
among microservices through Event-driven commu-
nication. To manage communication in applications
decoupled in both space and time, and also distributed
across a variety of heterogeneous resources, an Event
Mesh exploits Message-Oriented Middleware (MOM)
to implement event-driven communication effectively.
For both Service and Event Mesh, we compare essen-
tial features for both developers and service adminis-
trators managing distributed cloud applications, includ-
ing control and configuration. Additionally, we present
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existing technologies implementing Service and Event
Mesh paradigms and their possible evolution. We ar-
gue about the central role that the mesh paradigm
will play in future IT services due to the separation
of infrastructure and application concerns it introduces,
fastening application development and promoting good
DevOps practices.

Why Modern Cloud Applications
Need a Mesh

Modern cloud applications employ microservice archi-
tectures to isolate business logic into a self-contained
module, so facilitating independent business logic de-
velopment, deployment, and service scaling [4]. Scal-
ing on-demand the replicas and resources of micro
components optimizes resource allocation and en-
hances cost efficiency. The separation of developed
functions into isolated services facilitates the identifica-
tion of faults and troubleshooting by minimizing the im-
pact of failures on the overall system. With Continuous
Integration and Continuous Deployment (CI/CD), each
service can be tested, built, and deployed indepen-
dently, allowing for faster and more frequent releases
with reduced risks, enhancing agility and flexibility in
the maintenance of services during their lifecycle.

However, the adoption and maintenance of a mi-
croservice architecture introduce complexity and frag-
mentation in the control of the development and the
configuration of an enormous number of application
components. The microservice model in itself still lacks
a unified control solution to support the increasing
complexity of large distributed deployments in partic-
ular for: i) configuration of the communication among
services; ii) traffic management between microservice
[5]; iii) very different tools due to the lack of widely
adopted standards for observability of application and
its instrumentation [6], and iv) security in service-to-
service communication [2].

In that increasingly widespread context, the Ser-
vice Mesh approach addresses the challenges that
developers face in managing cross-infrastructure and
application concerns in modern cloud application de-
ployments.

Service Mesh
Service Mesh works as an infrastructure layer in-
tegrated into modern cloud platforms to offer devel-
opers and service administrators many facilities and
abstractions for developing, deploying, and managing
microservice-based applications [2]. Service Mesh of-
fers a data plane to handle data traffic between mi-
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FIGURE 1. High-level abstraction of Service Mesh archi-
tecture, showing the communication in the data plane with
services, devices, and virtual machines, and of the pivotal
functions of the control plane

croservices via proxy instances deployed alongside
each service.

The control plane is able to centrally manage
and configure all control policies by providing admin-
istrators with centralized control and visibility over the
behavior of the Service Mesh. The control plane typi-
cally consists of several components, including control
plane APIs, one configuration store, and many
controllers available to manage and better adapt to
system conditions dynamically.

Fig. 1 shows the architecture of Service Mesh usu-
ally implemented by following the Sidecar pattern [2].
The Sidecar Proxy is deployed along with the applica-
tion container, instantiating one-to-one communication
within the services included in the mesh. Sidecars
usually support only a restricted set of protocols, such
as HTTP and gRPC. For example, in a Kubernetes
cluster, a sidecar runs together every service and
acts as a proxy for all traffic to and from the service.
The Kubernetes framework itself manages the sidecar
communication among other sidecars. The example ar-
chitecture in Fig. 1 generalizes many existing solutions
presented in Section 5.

So, developers can create microservices concen-
trating on implementing business logic, achieving bet-
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ter transparent service-to-service communication be-
tween the applications and the end users. In addi-
tion, managing traffic, implementing observability, and
ensuring security through control plane configuration
and proxies enable service administrators to optimize
performance and reduce costs while maintaining good
separation of concerns. Moreover, a Service Mesh
offers application developers greater flexibility and con-
trol in testing and releasing new functions or services
in production, enhancing their CI/CD workflows [5]. For
example, Service Mesh supports all the capabilities for
managing and facilitating the correct transition among
service versions.

Traffic Management
Service Meshes provide transparent communication in
a microservice application through the traffic manage-
ment capabilities of its control plane and proxies. Ser-
vices do not need to know how to connect to another
service because it is the Service Mesh that manages
service discovery, traffic routing, orchestration,
and communication scaling throughout the whole
deployment.

In general, the specification of policies via APIs
in the control plane allows administrators not only
to route and load balance traffic but also to perform
specific test mechanisms to prove the overall resiliency
of applications.

The sidecar proxy works for the main application
container, intercepting network requests and forward-
ing them to the appropriate backend services via the
control plane definitions. Among the most relevant
mechanisms employed to perform traffic management,
we can name circuit breakers, timeouts, and retries.
These features are required to implement the testing
mechanisms for deploying different versions of the
microservices, like A/B testing, Canary, and chaos
engineering [2].

Observability
Service Meshes enable observability by offering dis-
tributed logging, metrics gathering, and tracing
through sidecar proxies. The whole observability data
is collected transparently from the sidecar network
without requiring external services or traffic redirec-
tion to aggregate the data. The collected information
provides insight into connected services and flowing
traffic, immediately identifying possible bottlenecks or
service downtimes. Observability helps identify issues,
understand dependencies, and optimize application
behavior, by enhancing reliability and user experience.

Proxies distributed next to microservices enable

request tracking over multiple services, by allowing
distributed tracing and logging abilities and providing
insights into request latency and the topology of the
communication between microservices. Consequently,
collecting observability data within sidecars leads to
data dissemination across the entire application. If the
application is distributed across multiple sites, such as
in a continuum of cloud resources, that produces two
different outcomes: on the one hand, it enables imme-
diate data processing; on the other hand, transferring
and aggregating the data can introduce communication
overhead.

Security
Service Meshes provide the mechanisms and prac-
tices for the entire security needs of microservices and
their interactions. A Service Mesh can ensure secure
communication between services by implementing en-
cryption, authorization, and authentication for mi-
croservices.

Encryption is achieved through mutual Transport
Layer Security (mTLS) between services by securing
service-to-service communication. The Service Mesh
can also manage microservice interactions with each
other by enforcing authorization with access control.
So, it can enable fine-grained policies that spec-
ify which services are allowed to communicate, with
stricter control over the exchanged packets.

Authorization can extend to both ingress and
egress at the network perimeter to provide a secure-
by-default option without requiring any additional appli-
cation code or infrastructure changes.

Moreover, the Service Mesh enforces
authentication with certification authorities in
combination with mTLS to ensure access to
sensitive data only for verified users and services. By
continuously monitoring traffic for anomalies, Service
Mesh enables security-designed DevOps with rapid
identification and response to potential security threats.

Service Meshes greatly alleviate the burden for de-
velopers and administrators of managing the whole in-
frastructure concerns of the application by introducing
flexible management and control over a large number
of services.

At the same time, Service Meshes architecture
tightly couples microservices in time and space
because of the use of proxies that facilitate commu-
nication by imposing only synchronous and blocking
interactions. Due to the required synchronicity, this
strict time coupling can hinder the scalability of mi-
croservices and their communication [2], [7].
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Event Mesh
The distribution of devices, services, and resources
across the cloud continuum requires increasing asyn-
chronicity in communication without imposing strict
response-time constraints. That enables scalability
and compensates for lower reliability of devices and
services executing in asynchronous environments.
To address these challenges, transitioning from syn-
chronous service-based architectures to robust asyn-
chronous, event-driven models is essential to adapt
the Service Meshes for large cloud continuum envi-
ronments [8].

Event Mesh becomes an alternative solution to Ser-
vice Mesh to overcome all these problems because of
asynchronous event-driven communication among
different services [9].

Event Mesh deploys both synchronous and asyn-
chronous sidecar proxies, along with services and sen-
sors, to enable applications to communicate by using
different protocols and strategies. In the Event Mesh
architecture of Fig. 2, services and heterogeneous
data sources seamlessly interact among themselves
through event exchange, where an event represents
the interaction among microservices or either created
or updated data. These events are published and
consumed by microservices via Brokers, that act as
Message Oriented Middlewares in the communication.

Event Mesh seamlessly connects brokers in the
configuration and support of a network spanning var-
ious cloud platforms, edge Computing sites, and end
devices. The event generated in the proxy is pushed
to its designated broker, which acts as a MOM for the
whole deployment in collaboration with other brokers.
Event Routers route events to the proper destina-
tion. These routers consist of processes that share
an updated knowledge of the topology, or a fraction
of it and are capable of filtering and routing traffic.
The Subscription Manager manages the propagation
of subscriptions to topics and instruments brokers to
accept incoming connections from sidecar proxies. Fi-
nally, the Event Mesh makes a common shared Event
Schema Registry available across the whole infrastruc-
ture to enable event serialization and deserialization
from different formats and programming languages.

Traffic Management
Event Meshes decouple service communication in
space and time via asynchronous message-oriented
middleware to obtain flexibility and scalability. MOM
treats messages as self-contained units that can be
stored, routed, and transformed while moving from
sender to receiver. Message storage supports asyn-
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FIGURE 2. High-level abstraction of Event Mesh architecture,
presenting the communication in the data plane with services,
devices, and virtual machines, and of the pivotal functionalities
in the control plane

chronous communication to enable clients to perform
other tasks while retaining messages until they have
been retrieved and delivered. Message retention fa-
cilitates the implementation of any required delivery
semantics, such as at least once, at most once, or
exactly once [9].

Instead of routing messages based only on ad-
dresses, MOM brokers can rely on topic subscriptions,
so creating a many-to-many communication pattern
where publishers send messages to topics that mul-
tiple subscribers can access. MOM can also include
additional routing logic of either broadcast or multicast
for efficient distribution. Moreover, MOM can modify
messages to meet the needs of either senders or
recipients and provide tools for transformation through
the Event Schema Registry.

In addition, MOMs easily scale to handle increasing
data traffic and ensure reliable message delivery, even
during network failures. For example, brokers can im-
plement traffic load balancing for the mesh with queue-
based messaging and can enable fault tolerance in
case of service failures with asynchronous commu-
nication. Event brokers can also ease functions like
canary deployments by duplicating the traffic directed
to the new service version [10]. That approach does
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not require distributed consensus among brokers as it
relies on the local control policy.

All these benefits of asynchronous communica-
tion of Event Mesh are crucial in service chaining:
in service compositions, the broker can facilitate the
implementation of communication policies to preserve
messages when recovering from failures. That capa-
bility also facilitates message retransmission at the
application level when not provided by communication
protocols.

Observability
Event Meshes enhance the collection of data for ob-
servability through brokers and sidecars that provide
deeper insights into the communication state of the
system.

The observability of Event Mesh depends on the
ability of the sidecar proxy to intercept local signals
from microservices. Due to the introduction of brokers,
metrics regarding broker-to-broker communication are
particularly relevant to assess the communication sta-
tus. In particular, when the observability capabilities
of microservices need to be extended to integrate
typical metrics of data sources, also brokers most be
modified to gather traces, then, the Event Mesh can
easily transport observability information. For example,
the transparent exchange of both communication
data and event streaming from sensors, through the
deployment of brokers, extends the capability of Event
Mesh in gathering knowledge about the system.

Security
Event Meshes implement a zero-trust architecture with
an asynchronous, non-blocking model where brokers
play a central role in granting security features - such
as authentication, authorization, and auditing. That
allows to maintain security and trust in communication,
to safeguard sensitive data from unauthorized access,
and to ensure that messages remain confidential and
intact throughout their journey.

Security shifts from an everyone-to-everyone trust
model to a one-to-one trust model, where each
service proxy authenticates with the broker. In Event
Mesh, interactions are based on the submission
of messages to various topics, so both exchanged
data and services taking part in the mesh should
be authenticated. As in Event Mesh, authorization is
managed for event streams of data; the service must
access to that stream and can read messages coming
from multiple services published on that stream.

Event Mesh allows for a real asynchronous layer

very suitable for cloud continuum applications by de-
coupling communication in both space and time, and
deploying brokers communicating with sidecar proxies
in each microservice.

MOM represent also a point of flexible control to de-
couple service-to-service communication and to shift
from one-to-one to many-to-many communication
within the mesh. Even if brokers enable more interoper-
ability for devices, IoT and services, and integrate mul-
tiple communication protocols, we need to stress that
can also cause overhead in latency and resource
consumption due to both brokers and proxies.

Widespread Mesh Products
In recent years, the adoption of Service Mesh technolo-
gies has increased, leading to various open-source
platforms with novel architectural approaches. We aim
to present the most active and adopted open-source
projects supported by the Cloud Native Computing
Foundation (CNCF) [11], including Istio, Linkerd,
Consul, and Kuma [12]. For Event Mesh, we analyze
Apache EventMesh [10], Knative Event Mesh [13],
and Aeraki [12], a hybrid solution combining both
mesh principles.

We focus on key differences in the adopted proxy,
data plane, control plane, and multicluster support
across these platforms as they impact performances,
compatibility, and deployment scenarios. The CNCF
promotes Envoy Proxy as the standard sidecar proxy
implementation in Service Mesh, adopted by Istio,
Consul, and Kuma [12], to foster consistency across
projects. In contrast, Linkerd uses its own proxy, opti-
mized for resource efficiency and traffic management.

The data plane in these projects varies in sup-
ported protocols, significantly impacting the microser-
vice application supported by a Service Mesh project.
Linkerd supports TCP, HTTP, and gRPC, while Envoy,
used by Istio, Consul, and Kuma, works with HTTP
and gRPC and can interact with databases for traffic
sniffing and filtering, including functioning as a Redis
proxy for cluster availability.

Control planes differ in architecture and deployment
models, by affecting the distribution of the application
in edge-cloud sites. The Istio control plane is complex,
supporting primary and remote clusters or a single
external control plane. Linkerd has a simpler control
plane with a controller for proxy configuration and
high availability through component replication. Consul
follows a client-server model, where Consul Servers
manage cluster states and clients ask for service reg-
istration, health checks, and service discovery oper-
ations. Kuma offers Kubernetes-based and universal
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control planes depending on the supported platform.
Istio supports multi-cluster setups with two mod-

els: Single Control Plane, propagating configurations
across clusters, and Multi-Primary, where clusters
share a federated control plane. Linkerd uses a cen-
tralized API server for multi-cluster communication.
Consul excels in multi-datacenter and multi-region en-
vironments with WAN federation and distributed con-
sensus achieved through the gossip protocol. Kuma
provides multi-cluster support with a centralized control
plane managing proxies in each cluster.

The application execution environment directly af-
fects the choice of a Service Mesh project. Istio and
Linkerd build on Kubernetes and containerized envi-
ronments, with complex mesh configurations for VM or
bare metal workloads. In contrast, Consul and Kuma
offer easier management for multi-environment appli-
cations.

For Event Mesh, Apache Event Mesh uses Event
Proxies for protocol compatibility (e.g., MQTT, Kafka),
while Knative Event Mesh is proxyless, connecting
event senders and brokers via event ingress and
egress. Aeraki integrates the Envoy proxy, support-
ing advanced traffic management and event-based
messaging. Event Mesh control planes also differ:
Apache EventMesh manages MOMs, connectors, and
schemas, Knative focuses solely on broker configura-
tion, and Aeraki deploys the Istio control plane. Apache
Event Mesh enables multi-cluster event bridging, sup-
porting heterogeneous environments (cloud, edge, on-
premise), while Knative and Aeraki are Kubernetes-
centric, handling events from microservices.

Future Developments
Expanding Service and Event Mesh adoption to a
broader range of applications requires performance
improvements, compatibility with various execution en-
vironments, and standardization.

In Service and Event Mesh, sidecar proxies play
a crucial role in traffic management, observability, and
security, but they introduce overhead. A new approach
emphasizes secure communication at the transport
and network layers, using proxies only for enhanced
features. The Ambient Mesh paradigm [14] employs
Zero Trust communication at the transport layer
using TCP and mTLS protocols and deploying a sin-
gle proxy per node. Cilium adopts a sidecarless
model, connecting services through TCP sockets with
in-kernel code execution [15], [16]. Network Service
Mesh [17] proposes an IP mesh that enables Zero
Trust communication and deploys sidecar proxies only
when combined with a Service Mesh implementation.

Mesh technologies must support diverse execution
environments, as microservice applications run across
various platforms. While most projects focus on multi-
cluster environments, only Consul [12] and Apache
Event Mesh manage an execution environment-
agnostic control plane. The same also appears in the
data plane, where services may use different isolation
technologies, requiring proxies to accommodate them.
Istio, for instance, integrates WebAssembly modules to
support multiple isolation technologies beyond virtual
machines and containers [12].

The differences in protocols adopted for proxy-to-
proxy and broker-to-proxy communication can cause
incompatibility within microservice applications. A key
future direction involves standardizing proxy and broker
interfaces using common formats like CloudEvents
[10], [13]. That standardization will enhance interoper-
ability and speed up the adoption of mesh technologies
in microservices.

Conclusions
This paper examines advancements in communica-
tion management for cloud-based distributed appli-
cations, focusing on Service Mesh and Event Mesh
approaches. It analyzes Service Mesh capabilities and
introduces Event Mesh for asynchronous, event-driven
communication among microservices in the cloud con-
tinuum.

We believe mesh approaches will impact
microservice-based applications that span multiple
scenarios as they supply functions for managing a
wide range of infrastructure concerns. Industry 5.0
stands to gain significantly from zero trust security
features that protect inter-service communication
and recent advancements in low-latency traffic
management at lower stack layers. Smart city
applications, typically executed across distributed
nodes, will benefit from holistic observability services
and the multicluster capabilities of Event Meshes.
Next-Generation Networks will leverage integrated
observability to monitor network status, enhanced
security for managing authentication and authorization
in disaggregated environments, and advanced traffic
management to optimize routing across various
deployments.

Introducing a mesh in all these scenarios will en-
hance the role of infrastructure engineers, who will
become responsible for managing infrastructure con-
cerns of microservice-based applications.
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