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A B S T R A C T

Real-world applications requiring real-time responsiveness frequently rely on energy-intensive
and compute-heavy neural network algorithms. Strategies include deploying distributed and
optimized Deep Neural Networks on mobile devices, which can lead to considerable energy con-
sumption and degraded performance, or offloading larger models to edge servers, which requires
low-latency wireless channels. Here we present Furcifer, a novel middleware that autonomously
adjusts the computing strategy (i.e., local computing, edge computing, or split computing) based
on context conditions. Utilizing container-based services and low-complexity predictors that
generalize across environments, Furcifer supports supervised compression as a viable alternative
to pure local or remote processing in real-time environments. An extensive set of experiments
coversdiverse scenarios, including both stable and highly dynamic channel environments with
unpredictable changes in connection quality and load. In moderate-varying scenarios, Furcifer
demonstrates significant benefits: achieving a 2x reduction in energy consumption, a 30% higher
mean Average Precision score compared to local computing, and a three-fold FPS increase
over static offloading. In highly dynamic environments with unreliable connectivity and rapid
increases in concurrent clients, Furcifer’s predictive capabilities preserves up to 30% energy,
achieving a 16% higher accuracy rate, and completing 80% more frame inferences compared
to pure local computing and approaches without trend forecasting, respectively.

. Introduction

The increasing adoption of Machine Learning (ML) solutions in a broad range of real-world application scenarios has highlighted
he need for runtime system architectures with high flexibility and adaptability. However, the usability of ML algorithms in real-
orld settings is often hampered by computing and communication limitations that are often not considered at algorithm design
nd evaluation stages. Challenges include the constrained computing capabilities and energy budget of mobile devices, as well as
imited and volatile communication channel capacity. With reference to Fig. 1, Local Computing (𝐿𝐶) and Edge Computing (𝐸 𝐶)
tand as the primary strategies for tackling the broad and heterogeneous tasks centered on the execution of complex data analysis
nd decision making algorithms. On the one hand, 𝐿𝐶, that is, the execution of the ML algorithm onboard a mobile device, aims at
he optimal interplay between software applications and hardware components to efficiently harness available onboard resources.
his near-deterministic computing strategy comes at the price of reduced lifetime and limited computing capabilities. On the other
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M. Mendula et al. Pervasive and Mobile Computing 108 (2025) 102028 
Fig. 1. Representation of computation distribution between Mobile Device (𝑀 𝐷) and Edge Server (𝐸 𝑆) for Local, Split, and Edge computing scenarios.

hand, 𝐸 𝐶, where the ML tasks are offloaded to a compute-capable device positioned at the network edge, leverages high-performance
communication and computing technologies to effectively support real-time applications. While 𝐸 𝐶 promises higher computational
capabilities and larger energy budget for pervasive mobile systems, it tends to mandate a stable wireless link, which is typically not
available consistently.

Despite the good progress made recently in all the above computing paradigms, none of them can be deemed as a universal
solution suitable for every scenario. We contend that the volatility and time-varying nature of a multitude of relevant parameters
and state variables (e.g., channel quality or network/server load) make online adaptation not just desirable to achieve optimal
performance, but also necessary in several practical deployments. However, adaptation of the computing configuration is explored
only in academic and theory-driven investigations, which often overlook critical characteristics and issues emerging in real-world
systems and deployments [1–3]. Moreover, despite its potential to become a critical computing configuration in many operational
settings and system states, 𝑆 𝐶 has yet to be evaluated beyond purely academic frameworks, making its ability to contend with 𝐸 𝐶
and 𝐿𝐶 solutions unclear.

In response to these open technical challenges and gaps, in this paper we propose Furcifer, an innovative middleware specifically
designed to provide seamless adaptation of the employed computing modality in realistic application environments. Furcifer
transparently monitors the state of the underlying resources employed at runtime, by evaluating the current feasibility of 𝐸 𝐶,
𝐿𝐶, and 𝑆 𝐶 configurations and operating an automated switching between them when appropriate. At its core, Furcifer proposes
a novel containerized approach that effectively support the dynamic transition between 𝐸 𝐶, 𝐿𝐶 and 𝑆 𝐶. Operatively, all three
computing strategies are instantiated on startup time to be selected with no additional overhead according to QoS requirements.
Experimental results demonstrated the capabilities of the middleware to reduce context switch latency between different computing
modalities – less than 45 ± 2 ms – by using storage as an additional and inexpensive resource.

In particular, in this article we evaluate Furcifer’s applicability to Object Detection (OD), a representative Computer Vision task
performed collaboratively between edge devices and mobile systems. In addition, the paper describes our extensive assessment work
that has involved a measurement campaign over more than 250 indoor and outdoor experiments, featuring wireless technologies,
such as the IEEE 802.11n and 802.11ac Wi-Fi protocols. In our tests we evaluate our middleware capabilities on both moderate and
highly dynamic scenarios. With a gradual fluctuation of connection quality and concurrent connected clients, Furcifer achieves an
impressive 2x reduction in energy consumption and an additional 30% mean Average Precision score compared to 𝐿𝐶, while also
providing a remarkable threefold frame per second rate increase compared to 𝐸 𝐶. In highly dynamic scenarios, where channel
quality and the number of concurrent connected clients rapidly change, a simplistic reactive approach would excessively change
computing strategies, potentially reducing the actual number of frames per second (FPS) for object detection tasks. To prevent this,
Furcifer employs recent data to forecast future trends and then proactively react to system changes. Our experiments in highly
dynamic real-world environments demonstrate Furcifer’s effectiveness, achieving up to 30% energy savings and a 16% increase in
accuracy compared to static local computing. Furcifer also achieves an additional 80% successful frame detections compared to
traditional reactive computing strategy selection methods. The primary novel contributions of this paper are as follows:

• An innovative middleware for distributed Object Detection tasks capable of switching between 𝐸 𝐶, 𝑆 𝐶 and 𝐿𝐶.
2 
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• A low-overhead container-enabled adaptation solution that allows model switching with minimal latency and negligible
additional bandwidth usage.

• The first SC encoder–decoder model that competes with highly optimized state-of-the-art OD models in practical applications.
• A comprehensive dataset1 containing over 250 indoor and outdoor experiments across diverse scenarios with mobile devices,

various channel conditions, wireless technologies, and system load levels.
• A low-complexity policy management module, trained on the aforementioned datasets and experiments, which optimizes

computing configurations based on target power consumption, OD performance, and overall latency.
• A time series prediction component capable of attenuating context adaptation frequency, thereby reducing unsustainable

context switch costs.

2. Related work

Furcifer builds on prior advancements in multiple areas, including context adaptation in edge computing, image compression for
object detection, optimization techniques such as quantization for 𝐿𝐶, micro-service orchestration for mobile systems, and energy
consumption on embedded systems (Sections 2.1–2.5).

2.1. Real-world context adaptation in edge computing

Dynamic offloading of computational load to edge servers is essential to support resource-intensive applications on constrained
mobile devices while meeting demanding QoS requirements [4]. Despite substantial advances in self-adaptive offloading strategies,

ost state-of-the-art solutions have mainly tackled this optimization problem from a theoretical perspective [5,6]. Recent studies
ave investigated the benefits of context-aware adaptation for specific tasks such as 4k mobile Augmented Reality (AR) [7] and
obile video streaming [8] providing an in depth overview of the set of optimization operations required to effectively deploy

self-adaptive policy managers in real-world field experiments.
Progressive adaptation to different OD contexts using synthetic data [9] or uncertainty-aware domain adaptation networks [10]

proved to be a promising direction when implementing an ML-based solution in real-world scenarios. Furthermore, employing
strategies such as the random exploration of optimal scaling factors [11] can help alleviate the negative effects of source domain
bias.

However, these approaches often fail to consider critical system metrics such as energy consumption and network occupancy.
n stark contrast with the current state of the art, Furcifer takes a comprehensive approach by tackling both system related and
omputer Vision challenges, demonstrating the practical deployability of a low-complexity policy managers in constrained scenarios.

2.2. Image compression and object detection

Many neural models for Computer Vision, and OD in particular, are commonly trained and evaluated using state-of-the-art
datasets such as COCO2017 [12] and Pascal VOC [13]. However, these evaluations often overlook the significant performance
degradation caused by image compression [14,15], which is inevitable in practical 𝐸 𝐶 systems. In particular, widespread image
ompression techniques are designed for human perception rather than for image analysis. As a consequence, high performance
equires the transfer of large volumes of data over capacity-constrained channels. To address this issue, 𝑆 𝐶 (also known as supervised

compression in some contexts) [16,17] has recently emerged as a promising alternative to achieve state-of-the-art performance
in computer vision tasks while effectively reducing bandwidth usage. The idea is to incorporate encoder/decoder-like structures
within the ML models themselves, and use specialized training techniques to train task-oriented compressed representations [18,19].
Knowledge Distillation [20,21] is one of the tools used to maximize the effectiveness of 𝑆 𝐶 frameworks.

Although the academic literature has demonstrated the potential of 𝑆 𝐶 in popular datasets, an evaluation considering a complete
computer vision pipeline is missing. Our work addresses this gap by illustrating how – often overlooked – components such as
reprocessing, acquisition, and timing characteristics significantly influence the overall performance of a computing configuration.

Additionally, we emphasize the importance of proper model optimization, noting that 𝑆 𝐶 is frequently compared to non-
uantized models rarely used in practical deployments. Our work aims to evaluate the resilience of 𝑆 𝐶 frameworks to quantization
nd to evaluate their performance compared to optimally designed models for embedded computers.

2.3. Quantization: Performance vs complexity trade-off

In the past, 32-bit single-precision floating-point format was prevalent as the standard numerical format for Deep Learning
applications. However, in recent times, researchers and developers have proposed alternative formats whose goal is to reduce the
computational load and time associated with the execution of a neural model while preserving as much task performance as possible.

hese alternatives explore more effective representations of tensors and parameters from the point of view of the complexity vs task
performance point of view, while making the execution of models for difficult computer vision tasks possible on embedded devices.
Compared with the canonical float32 (FP32) data representation, float16 (FP16) achieves a twofold reduction in bandwidth and an

1 https://github.com/MatteoMendula/FurciferDataset
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Pervasive and Mobile Computing 108 (2025) 102028 
impressive eightfold decrease in computational throughput for math-intensive operations [22]. Incremental quantization to INT4
nd INT3 achieves an astounding 128-fold speedup in computation and a 32-fold improvement in bandwidth usage. The specific
xtent of these improvements depends significantly on the system architecture. Notably, the benefits of integer quantization are
ven more pronounced on ARM CPUs [23].

Quantization can be approached in different ways, depending on the quantization mapping strategy and the level of eagerness
or stationarity chosen in the process. Affine quantization [24] and scale quantization [25] are the two main techniques used in
quantization and determine whether the quantization will be asymmetric or symmetric, respectively. Affine quantization involves
caling the original floating-point values by a scaling factor, while scale quantization ensures that the range of quantized values

is symmetric around zero. Another crucial aspect of quantization is the calibration process, which can be either offline or online.
Typically, offline calibration is performed to assess the quality of a quantized version of the model, but in real-world scenarios,
this may not be feasible since the data distribution may not be known at deployment time. Thus, in practical applications, online
calibration is commonly adopted, where the zero point and scaling factor are calculated on-the-fly for each processed image, allowing
for dynamic adaptation based on the data encountered at runtime. This online calibration approach makes quantization more
versatile and suitable for real-world applications, as it enables adaptive quantization in dynamic environments.

Indeed, the literature provides a wide range of solutions for quantizing smaller models, such as MobileNet, AlexNet, Efficient-
Net [26–28], and YOLO family models [29–31]. However, as mentioned earlier, a notable gap in current state of the art is the lack
of evaluation of model quantization applied to 𝑆 𝐶. We remark how quantized models are a crucial and widespread component
f real-world applications, and proving 𝑆 𝐶 frameworks effective when quantized and competitive against 𝐿𝐶 quantized models

would establish this class of algorithms and computing paradigm as another feasible operating point in the set available to mobile
applications. In this paper, we demonstrate that quantized 𝑆 𝐶 models can achieve inference latencies comparable to their 𝐿𝐶
counterparts even in mission-critical contexts where network quality cannot be considered a reliable resource.

2.4. Container orchestration

Service-oriented architecture (SOA) defines the essence of modern software applications. The demand for rapid scalability and
treamlined maintenance operations has sculpted existing cloud solutions into modular and flexible structures [32]. In this context,

microservices can be perceived as the logical evolution of software segregation principles, addressing the necessity for a lightweight
approach to achieve application portability, which stands in contrast to the use of virtual machines (VMs). In fact, microservice
containers proved to be a lower overhead solution compared with VMs in a broad set of computational tasks [33–36]. Hence,
esearchers and developers have evaluated the viability of container technologies for resource-constrained devices [37,38].

Contemporary container orchestration systems embrace hardware acceleration capabilities [39], enabling enhanced inference
speed on GPU-enabled devices [40]. Among the array of vendor choices, NVIDIA Jetson devices strike a balance between monetary
cost and critical factors like size, weight, and power (SWaP) [41]. For these reasons, the incorporation of GPU-enabled devices
tands as a pivotal and debated frontier in the realm of Computer Vision tasks across Internet of Things (IoT) devices [42–44].

Furcifer takes a distinctive stance as the pioneering middleware that delves into the practicality of GPU-containers through
a context-aware approach. This framework accentuates the heightened portability of containerized applications, emphasizing the
capacity for seamless adaptation to diverse contexts. In scenarios where the ongoing application fails to meet Quality of Service
(QoS) demands, the system can swiftly deploy a new container to the mobile device, facilitating a smooth transition to an alternative
configuration with minimal latency. Furcifer capitalizes on the layered structure of container images to curtail the startup duration
of containerized applications. By executing the pulling package operation during initialization, the framework we propose effectively
diminishes the total container instantiation time by 76% [45].

2.5. Energy consumption on embedded systems

While much of the current ML-centered research is primarily focused on achieving the best task performance in the absence of
resource restrictions, it is imperative to acknowledge energy consumption as a pivotal metric when considering mobile deployments.
In recent years, initiatives such as The Low Power Image Recognition Challenge (LPIRC) [46] and a burgeoning energy-conscious
perspective [47–49] have emerged, underscoring a deliberate shift towards evaluating energy consumption. This evolving approach
aligns with a sustainable trajectory aimed at achieving Green AI [50], standing in stark contrast to the opposite trend of Red AI.

In the domain of real-time computer vision, energy consumption is not solely determined by the number of Floating Point
Operations (FLOPs) or Multiply-Accumulate (MAC) operations indicative of the model’s complexity. Indeed, energy consumption
is also proportional to the number of frame per seconds (𝐹 𝑃 𝑆) processed by the system [51–53] and the resolution of the input
mage [54,55]. Although in-depth studies address energy optimization from an embedded system perspective [56–58], current state
f the art falls short of evaluating this aspect from a holistic cloud continuum [59] perspective.

Furcifer aims to strike a balance between resource efficiency and predictive precision, spanning from the edge to the cloud, and
catering to the comprehensive energy optimization needs of modern mobile computing. By minimizing the energy consumption
of mobile devices based on the desired mean Average Precision (𝑚𝐴𝑃 ) score 𝐹 𝑃 𝑆 rate, our solution represents a leap forward in
realizing practical ubiquitous computer vision applications.
4 
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Fig. 2. Best performing computing modality and associated MD’s power consumption as a function of signal strength and number of connected users.

3. Problem statement and preliminaries

First, we discuss the application setting we target in this work, where a cluster of mobile devices (𝑀 𝐷) and an edge server
(𝐸 𝑆) collaboratively perform OD on the streams of images captured at 𝑀 𝐷’s side. Here, we conceptually describe the computing
strategies that can be used in terms of energy consumption, OD performance, frame rate, and bandwidth usage.

• Edge Computing: In this case, the entire model execution is performed on the edge server. This allows the usage of very
precise and powerful models (e.g., large non-quantized models). However, the limited computing capabilities of 𝐸 𝑆s compared
to cloud servers means that the server may struggle to serve a large number of task streams. Moreover, the need to transfer
the input data to 𝐸 𝑆 means that robust and high-capacity wireless channels are needed. While image [60] and video [61]
compression techniques significantly lower data transmission costs, they also diminish the model’s ability to extract meaningful
information from processed images once a certain compression threshold is exceeded [62].

• Local Computing: In settings where the task complexity is low enough to match the capabilities of the mobile device, then
local execution of the model is a viable option. A trade-off is struck between task performance, power consumption and
frame rate. Importantly, 𝐿𝐶 performance is not dependent on the state of the wireless channel connecting the 𝑀 𝐷 to the
𝐸 𝑆, or the network and server load. In this context, quantization plays a crucial role in reducing both execution time and
energy consumption, making it possible to deploy high-performance models that would otherwise be impractical on resource-
constrained devices with limited computational power. However, this benefit comes with the trade-off of reduced model
accuracy. In addition, while being completely resilient to signal strength fluctuation, 𝐿𝐶 implies high energy usage, which
leads to a reduced battery lifespan.

• Split Computing: In 𝑆 𝐶, a subset of operations that would be executed on the 𝐸 𝑆 is allocated to the mobile device. This
subset often includes pre-processing operations, such as JPEG encoding and partial model inference altered to embed neural
supervised encoding [63,64]. The objective is to decrease the amount of data to be transported over the wireless channel while
minimizing the involvement of 𝑀 𝐷 and possibly also decreasing the server load. This computing modality proves advantageous
in settings where the communication channel’s reliability is compromised, bandwidth demands exceed channel capacity or
computing demands exceed server capacity. 𝑆 𝐶 is specifically designed to address this scenario by mitigating both channel
usage and computation burden on the 𝐸 𝑆. Unfortunately, existing 𝑆 𝐶 solutions are not competitive with 𝐿𝐶 and 𝐸 𝐶, as the
inference time on the mobile device often exceeds real-time requirements, or the size of the output from the first portion of the
model exceeds that of the image itself, making 𝑆 𝐶 less convenient compared to 𝐿𝐶 (faster) and 𝐸 𝐶 (more bandwidth-efficient).
In contrast, our proposed 𝑆 𝐶 encoder achieves an inference time comparable to 𝐿𝐶 while delivering a superior compression
ratio compared to 𝐸 𝐶, positioning 𝑆 𝐶 as a practical and efficient intermediary between the two approaches.

Computing strategies comparison: The most popular metric used to evaluate OD is mean Average Precision (𝑚𝐴𝑃 ), which
combines precision and recall values based on Intersection over Union (IoU) scores across various levels of confidence thresholds.
Typically, 𝑚𝐴𝑃 scores are obtained by testing the algorithm on benchmark datasets such as COCO2017. However, when deploying
an OD engine in a real-world setting, additional factors such as camera resolution and scaling factor alterations operated at
preprocessing time come into play to determine the final performance at application level. With these in mind, we conduct an
extensive evaluation of 𝐸 𝐶 and 𝐿𝐶, as well as Furcifer’s 𝑆 𝐶 engine. As 𝑀 𝐷, we select a Jetson Nano Dev Kit device, connected to
a Jetson AGX Orin Dev Kit that acts as 𝐸 𝑆.

At the 𝐸 𝑆, we deploy a modified version of Faster R-CNN [65] with Res50 backbone as a feature extractor testing various JPEG
compression rates: 0%, 50%, and 70%. We also explore high-frame-rate alternatives for 𝐿𝐶. Specifically, we select a quantized FP16
5 
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Table 1
Mean Average Precision and FPS statistics depending on OD computing
strategies. The best and second-best values are highlighted in green and
light green, respectively.
Computing Strategy mAP FPS± std FPS𝑚𝑖𝑛 FPS𝑚𝑎𝑥

EC JPEG_0 37.051 3.29 ± 1.264 1.2 5.52
EC JPEG_50 31.797 6.46 ± 3.007 1.89 10.01
EC JPEG_70 29.476 6.66 ± 3.058 2.01 10.32
SC FURCIFER (𝐹 𝑃16) 25.964 8.38 ± 1.992 4.96 11.72
LC YOLOv5 (𝐹 𝑃16) 23.403 13.46 ± 0.261 11.89 13.89

version of YOLOv5 [66]. In our study of 𝑆 𝐶, we propose a specialized encoder–decoder architecture trained through supervised
ompression, with Faster R-CNN serving as the teacher model. Building upon the framework introduced in [62], we enhanced the

original model by quantizing the encoder to FP16 and crafting an optimized inference engine for improved efficiency. Furthermore,
we fine-tuned the student model to align the camera resolution with the feature extractor’s upscaling factor then reducing the size
of the input tensor fed to the feature extraction portion of the encoder. Additional details regarding the custom distillation process
are discussed in Section 4.4.

By looking at Fig. 2, in terms of power consumption 𝐿𝐶 (top left) is by far the most demanding computing strategy. Being the
whole computation performed on the mobile device, this results in a peak of 10 Watts, drastically reducing the lifetime of 𝑀 𝐷.

owever, the complete autonomy of 𝐿𝐶 from the edge server makes it the only viable option when poor signal strength prevents
ny communication with the edge server or when the total number of concurrent clients does not allow the server to process
ncoming messages while guaranteeing QoS requirements. On the opposite end of the spectrum (bottom right), 𝐸 𝐶 emerges as

the most efficient strategy for preserving 𝑀 𝐷 battery life. This is because only minimal, computationally negligible pre-processing
operations are performed on the mobile device. However, this approach comes with drawbacks: the number of clients that can
be simultaneously supported is limited, and it requires strong signal strength to transmit the captured images to the edge server
effectively. As an intermediary solution, 𝑆 𝐶 splits the computation between 𝑀 𝐷s and the edge server while reducing the amount
of data transferred over the network. Given a smaller bandwidth usage compared with 𝐸 𝐶, 𝑆 𝐶 emerges a viable option in those
cases when: (i) the 𝑀 𝐷 remains reachable, but the limited signal quality prevents the transmission of compressed images, or (ii)
the edge server is operating at full capacity, and additional concurrent clients require further tasks to be processed.

The data reported Table 1 shows a comparison of the frame per second (𝐹 𝑃 𝑆) and 𝑚𝐴𝑃 obtained by each computing modality
and model. The results indicate that the best 𝑚𝐴𝑃 performance is obtained using 𝐸 𝐶 without JPEG compression — that is, the
largest model running without image compression. Conversely, the maximum frame rate is achieved by a quantized version of the
riginal model deployed on the 𝑀 𝐷.

From the fourfold comparison of power consumption, FPS rate, mAP, and bandwidth usage, (i) 𝐸 𝐶 stands out as the most
favorable strategy under optimal signal conditions. It preserves 𝑀 𝐷 battery life while achieving higher-quality object detections.
ii) 𝑆 𝐶 is the preferred choice when the 𝑀 𝐷 remains connected but the wireless channel cannot support even compressed image
ransmission. This approach reduces the computational load on the edge server and achieves a higher mAP compared to 𝐿𝐶.
onversely, (iii) 𝐿𝐶 is the least desirable option, as it significantly reduces 𝑀 𝐷 battery life and delivers the lowest object detection

quality.

4. Furcifer: system design and implementation

The quantitative indicators presented in the previous section emphasize how there is no absolute winner among 𝐸 𝐶, 𝑆 𝐶, and
𝐿𝐶 even when considering a specific task, computing platforms, and communication technology. Instead, the – time varying – state
f the system, which is influenced by mobility and load dynamics, determines the best computing strategies. This variability arises
ecause the most efficient strategy, 𝐸 𝐶, heavily relies on the quality of wireless connectivity, which in turn depends on the mobility
f the 𝑀 𝐷 over the time. Furthermore, stochastic surges in concurrent client connections could compromise the feasibility of this
pproach, making 𝑆 𝐶 a more suitable alternative when some connectivity is still available. In the worst-case scenario, where the
 𝐷 is no longer reachable, the system defaults to 𝐿𝐶 as the only viable option. However, changing the computing modality in

eal-world deployments is technically non-trivial. Furcifer addresses this challenge by encapsulating each computing strategy within
 container. This containerization approach packages the code along with its dependencies, ensuring that the ML application operates
fficiently and reliably across varied computing environments. It also enables seamless transitions between ML models based on the
pecific characteristics of the context. The resulting highly efficient containerized models are then dynamically activated based on
wo key factors: (i) the current signal quality and (ii) the number of concurrent users connected to the edge server. Further details
bout the policy manager are provided in Section 4.5.

Within this section, we provide an in-depth discussion of the main features of each individual component while graphically
epresenting the overall architecture and component units in Figs. 4 and 5.
6 
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Fig. 3. Energon’s overhead as a function of monitoring frequency. The results are presented in three parts: (a) the percentage utilization of CPU, RAM, and
bandwidth; (b) a comparison of total power consumption between CPU and GPU; and (c) the individual core frequency dynamics.

4.1. Energon: a transparent energy monitoring module

We first describe the system monitoring module - a mandatory component as it informs Furcifer’s decision-making process about
the current state of the system. Energon is developed from scratch in order to be compliant with Prometeus [67], a well-established
real time metric standard. Energon collects system metrics from connected 𝑀 𝐷s by unobtrusively extracting data from the registries
of the targeted operating system with minimal overhead to the monitored device and without the need to implement modifications
to the application’s underlying logic.

Energon focuses primarily on energy consumption and resource utilization in 𝑀 𝐷 𝑠, while also providing insights into additional
metrics, including network quality, packet transmission and drop rates, CPU usage for individual cores, storage utilization, GPU
usage percentage, and temperature measurements from various regions of the board.

To evaluate the feasibility of our approach, we conducted a series of experiments to quantify the overhead introduced by Energon
on mobile devices. Over a 120-second interval, we collected system metrics under four scenarios: (i) without Energon, (ii) with
7 
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Fig. 4. Operational main components cooperation on Furcifer’s 𝑀 𝐷.

Fig. 5. Architecture and Dataset Collection Settings at Donald Bren Hall department and its adjacent outdoor space at the University of California, Irvine.

Energon at a monitoring frequency of 1000 ms, (iii) at 100 ms, and (iv) at 50 ms. For baseline system metrics without Energon,
we utilized Tegrastats, a robust and widely adopted tool provided by NVIDIA for monitoring Jetpack2 based devices. The monitoring
frequencies for Energon were restricted to 1000, 100, 50 ms, as 50 ms represents the experimental maximum frequency supported by
the Prometheus standard on the Jetson Nano. Fig. 3 illustrates Energon’s overhead across various system components as a function
of monitoring frequency. Specifically, Fig. 3a reveals that higher monitoring frequencies have a negligible impact on CPU and RAM
usage. Bandwidth usage, as expected, increases slightly with higher frequencies but remains below 0.35%. It is important to note
that the values on the 𝑦-axis are scaled logarithmically to better highlight smaller variations.

In terms of power consumption, Fig. 3b demonstrates that Energon does not introduce significant overhead in total, CPU, or GPU
power metrics. Similarly, Fig. 3c highlights that the core frequencies of the mobile device remain comparable across all scenarios,
with or without Energon, regardless of monitoring frequency. Based on our assessment, we determined that a monitoring frequency
of 50 ms is optimal for our system, as Energon introduces negligible overhead across all tested frequencies. The collected metrics
are subsequently made available via an HTTP endpoint, which can be queried on demand by the policy manager at desired rate.

2 https://docs.nvidia.com/jetson/archives/r34.1/DeveloperGuide
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Fig. 6. Furcifer’s GPU-enabled containers: (a) Startup time breakdown into container initialization, model loading, and communication instantiation for the 𝐿𝐶,
𝑆 𝐶, and 𝐸 𝐶 computing configurations; (b) Resource footprint comparison for the same configurations.

4.2. From the cloud the edge: On-demand image pulling

Our middleware integrates GPU-enabled capabilities offered by the original Docker runtime in a lightweight version of the
renowned container framework where unused modules were removed. Furcifer includes a specialized container registry specifically
designed for micro-service image logging and storage. This registry stores well-tailored images optimized for each compatible device,
which are cached for future use based on the specific task the device is assigned. For each device type, a subset of images shares
identical interfaces with the operating system hypervisor. In fact, these images only differ at the application layer and user library
level, adapting to the specific task to be executed and the corresponding dependencies that are necessary.

We choose to apply containerization as a practical way to guarantee flexibility and fast reactiveness of the framework to future
environment states. This shift of paradigm from the cloud to the edge empowers proactive mechanisms that enable seamless
adjustments in response to evolving context requirements. Our evaluation of the size of resulting container images reveals that
less than 1% of the image comprises application-level files. This efficient design enables the download of only the last layer of
the image, which has the same footprint size of the model itself. This approach minimizes network usage, since the model would
anyway need to be transferred no matter whether a containerized approach is used or not.

In Fig. 6a, the plot illustrates the startup time all available computing strategies across three key stages: Startup Container, Model
Loading, and Init Communication. The results show that the time required to initialize the container is highest for 𝐿𝐶, followed by
𝑆 𝐶, with 𝐸 𝐶 demonstrating the lowest and most efficient startup time. Model loading is the longest stage for all strategies, with
𝐿𝐶 and 𝑆 𝐶 taking considerably more time compared to 𝐸 𝐶, which achieves the fastest loading time. For Init Communication, all
computing configurations exhibit similar times. Fig. 6b shows the memory footprint of Furcifer container images in the 𝐿𝐶, 𝑆 𝐶 and
𝐸 𝐶 configurations. Notably, the memory requirements for hardware acceleration dependencies at both the platform and user library
levels are about four times more extensive for 𝐿𝐶 and 𝑆 𝐶 compared to 𝐸 𝐶. Remarkably, the contribution of the application layer
remains minimal compared to the other components, reinforcing the viability of switching between containers on demand. This is
achieved by pulling only the necessary components, specifically the last layer of the container image, thereby reducing unnecessary
network usage and resource consumption.

While startup times are notable, this delay does not pose a significant issue during operation. In fact, all three containers are
launched simultaneously during device startup, thanks to optimizations that ensure all modes fit within the mobile device without
the need for unmounting at runtime. As a result, switching between computing strategies incurs virtually no overhead, with a
minimal delay of just 45 ± 2 ms, which is solely attributed to the unavoidable GPU warm-up.

4.3. Communication interface and protocol

Deployed containerized models corresponds to a distinct and uniquely identified end point on the 𝑀 𝐷. Those microservices
interact with the central orchestrator through a REST API, facilitating seamless communication and interaction while capitalizing
on the advantages of minimal communication overhead.

The orchestrator continuously monitors potential new connections and, in the event of a connection loss, takes informed
countermeasures to address the situation by switching to a local computing strategy. Furcifer’s REST APIs operate on a request–
response TCP-based model, enabling the framework to discern round-trip packet latencies. This functionality allows the introduction
of well-defined rules for filtering out requests characterized by excessive communication delays. This mechanism ensures that the
framework remains responsive and efficient, even in scenarios where the network conditions might fluctuate. Exchanged messages
are defined as follows:
9 
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• keep_alive: This message is sent periodically using a polling mechanism to ascertain the presence of mobile devices within
the same network.

• start/stop_OD: This message instructs the Mobile Device 𝑀 𝐷 to initiate or terminate an Object Detection task. When initiating
a task, the message also specifies the preferred computing strategy among 𝐿𝐶, 𝑆 𝐶, and 𝐸 𝐶.

• set_target_frame_rate: This command sets the desired 𝐹 𝑃 𝑆 rate for camera sampling based on dynamic requirements defined
at the application level. Recognizing the direct correlation between higher 𝐹 𝑃 𝑆 rates and increased power consumption,
Furcifer intelligently conserves energy and network resources when higher frequency camera sampling is unnecessary,
e.g., Vehicle-to-Vehicle (V2V) cameras in low-traffic environments [68].

• set_compression_rate: If an 𝐸 𝐶 configuration is used, the 𝑀 𝐷 can opt to compress captured images before transmitting them
to the 𝐸 𝑆 for final detection. This message specifies the desired compression rate, controlling the balance between reduced
compression for improved 𝑚𝐴𝑃 score.

4.4. Furcifer’s SC engine

In this section, we point out the main advancements made by Furcifer in the SotA, by comparing our crafted encoder against
other solutions. Leveraging Faster R-CNN as the teacher model, we use a modified version of the knowledge distillation process
adopted in SC2 Benchmark [62] to design a compact encoder optimized for constrained devices. This encoder serves a dual purpose:
minimizing channel occupancy and effectively distributing computation load between mobile devices and the edge server. In stark
contrast to [62], we replace the traditional matrix operations with cuDNN tensor operations [69], leveraging GPU parallel execution
to its fullest potential. Additionally, we execute the model using a TensorRT engine [69], enabling high-performance inference
optimization. For the fine-tuning process, we utilize the COCO2017 dataset to ensure comparability with other proposed solutions.

s an additional adjustment to the original encoder proposed in [62], we adopted a different pre-processing technique. The original
teacher model, Faster R-CNN, requires input images to be scaled to a minimum height of 800 pixels, which is significantly larger
than the original 640 × 480 pixels resolution of the COCO2017 dataset. As a result, the enlarged images reach a resolution of
1066 × 800 pixels, which exceeds the onboard computational capabilities of the mobile device, preventing real-time object detection
within constraints. In [62], the same enlargement at the preprocessing stage is preserved to maximize the mean Average Precision
(mAP) score, despite the increased inference time. To prioritize real-time performance, we adopted a smaller image upscaling
transformation, limiting the height to 400 pixels.

The optimized encoder heavily relies on quantization and channel compression to reduce execution time and transmitted data
size as much as possible. To enhance data compression, we strategically place a one-channel bottleneck in the initial layers of the
eature extraction segment of the network. This choice leads to further data reduction, increasing the efficiency of the whole process.
dditionally, we incorporate INT8 quantization at the end of the encoder. This quantization approach optimizes the representation
f the data, contributing to both improved data compression and streamlined computation. The scaling factor and zero point are
alculated on a per-image basis as they are processed and then communicated to the decoder located at the 𝐸 𝑆, along with the
esulting INT8 tensor from the encoder inference process.

Capitalizing on the online INT8 quantization of the latent space between the encoder and the decoder our encoder is novelly
uantized from FP32 (as in [62]) to FP16. The negligible impact on the 𝑚𝐴𝑃 score of Furcifer’s 𝑆 𝐶 engine on the COCO2017 dataset

has to be attributed to the already strong approximation performed on the latent space to INT8. As a result, the transition from FP32
o FP16 yields a minimal difference, further highlighting the convenience of the quantization process. Thus, the adoption of an FP16

quantized encoder on the mobile device delivers a nearly 20% increase in processing speed compared to its FP32 counterpart, while
preserving about the same 𝑚𝐴𝑃 score. This finding underscores the additional advantage of applying quantization to 𝑆 𝐶 encoders,

hich, unlike their 𝐿𝐶 counterparts, are already quantizing the final encoding result to minimize channel occupancy. As a result,
they are less susceptible to 𝑚𝐴𝑃 score reduction due to quantization. We remark how this optimization makes 𝑆 𝐶 a competitive
option against optimized models for embedded devices.

In addition to the comparison with the original encoder proposed in [62], we extend the comparison to CutEdge [70], a well-
nown solution for model partitioning, and Ladon [71], a recent advancement of [62] for multitask image encoding. It is important
o note that in CutEdge, not only is the detection model different, but no distillation techniques are used to reduce the size of

the latent space. Instead, the authors dynamically partitioned YOLOv4-tiny based on context metrics such as edge server workload
and mobile computing capabilities. Unsurprisingly, all comparison metrics highlight Furcifer’s 𝑆 𝐶 encoder as the best option, as
its accuracy and resulting FPS rate outperform CutEdge. Nonetheless, we selected CutEdge for benchmarking to emphasize the
crucial role of knowledge distillation in making 𝑆 𝐶 comparable to the performance of 𝐿𝐶 and 𝐸 𝐶. We also included Ladon in our
benchmark, the multitask evolution of SC2 proposed in [62]. In this case, the same teacher model is used in the distillation process,
and both ResNet50 and ResNet269 backbones are tested to ensure a fair evaluation.

In Table 2, we present a comparative evaluation of various split models and architectures based on three key metrics: latent
space size, inference time, and mean Average Precision (mAP) at thresholds 0.5:0.05:0.95. The table includes results for CutEdge
partition models at different route layers (37, 85, and 199) alongside more advanced architectures such as SC2 ResNet50, Ladon
ResNet50, Ladon ResNet269, and two versions of Furcifer (FP32 and FP16). As the input image, we selected the standard resolution
of 640 × 480 pixels to ensure compatibility with the evaluation conducted on the COCO2017 dataset. This choice results in a
original input image size of 3.69 MB once converted from image to tensor. As a comparison, its JPEG encoding with no compression
would result in a file of 0.1 MB. The results reported in Table 2 highlight the trade-offs between output size and inference time
10 
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Table 2
Performance Comparison between SotA encoders in terms of (i) latent space dimension, (ii)
inference time, and (iii) mAP score-with. The best and second-best values are highlighted in
green and light green, respectively.
Split model Output size [MB] Inference [ms] mAP (0.5:0.05:0.95)

Cut Edge partition at
Route layer 37 37.5000 202.35 ± 23.94 22.660
Route layer 85 9.3750 256.52 ± 34.18 22.660
Route layer 199 4.6875 366.73 ± 19.52 22.660

SC2 ResNet50 0.4458 599.63 ± 1.70 24.157
Ladon (𝛽=0.32) ResNet50 0.1683 92.00 ± 0.72 25.243
Ladon (𝛽=0.32) ResNet269 0.1449 118.82 ± 4.27 27.784
Furcifer FP32 0.0194 104.95 ± 1.94 25.966
Furcifer FP16 0.0194 83.52 ± 1.54 25.964

while maintaining competitive mAP. Specifically, the Furcifer FP16 model achieves the fastest inference time of 83.52 ms with an
output size of 0.0194 MB, the smallest among all evaluated models. Similarly, the Ladon ResNet50 and Ladon ResNet269 models
lso demonstrate competitive performance, with output sizes of 0.1683 MB and 0.1449 MB, and inference times of 92.00 ms and
18.82 ms, respectively. The Ladon ResNet269 achieves the highest mAP of 27.784, showcasing its superior accuracy. In contrast,
utEdge, as an example of model partitioning, exhibits significantly larger output sizes and slower inference times, ranging from
02.35 ms at Route layer 37 to 366.73 ms at Route layer 199, while maintaining a consistent mAP of 22.660. This underscores the
nefficiency of earlier split points in balancing output size and computational performance. Overall, the Furcifer FP16 and Ladon
esNet269 models emerge as the best-performing options, offering an optimal balance between inference speed, model compression,
nd accuracy.

When comparing Furcifer FP16 with Ladon ResNet269, we prioritize Furcifer FP16 due to its shorter inference time, making it
ore suitable for real-time applications. As a consequence, in our exploration of 𝐿𝐶, 𝑆 𝐶, and 𝐸 𝐶, we selected our custom FP16

ncoder as the 𝑆 𝐶 option. This choice achieves the highest data compression with only a minimal reduction in mAP.

4.5. Pareidolia: Low-complexity similarity-based context adaptation

Pareidolia, a concept rooted in human perception, reflects the inclination to perceive distinct, often meaningful shapes or images
ithin random or ambiguous visual patterns. It manifests as a natural cognitive process, wherein the brain attempts to link novel

deas with existing concepts. Leveraging already solved tasks, Furcifer leverages ‘‘pareidolia’’ as a context adaptation approach. The
areidolic Policy Manager (𝑃 𝑃 𝑀), as defined, performs low-complexity trend forecasting [72–74] based on the current system state.

Specifically, the policy manager takes as input the increasing number of concurrent clients and the variability of network
conditions to forecast the expected number of 𝐹 𝑃 𝑆 that the mobile device will achieve when employing each considered computing
configuration. By considering potential failures when signal strength is minimal or the number of concurrent clients exceeds the
edge server’s capabilities, this predictive functionality allows 𝑃 𝑃 𝑀 to anticipate the impact of each strategy choice on 𝐹 𝑃 𝑆 and
djust the decision accordingly. 𝑃 𝑃 𝑀 forecasting capability comes from a set of predictors, one for each computing strategy, which
ased on the current metrics collected by Energon (as described in Section 4.1) estimate the overall 𝐹 𝑃 𝑆 rate the framework will
chieve as a consequence of choosing a specific computing configuration.

In practice, when the target 𝐹 𝑃 𝑆 rate is low and both networking conditions and the number of concurrent clients allow for the
use of 𝐸 𝐶, this is always the preferred choice in terms of extending mobile device battery life and maintaining mAP detection quality.
When the number of concurrent tasks remains stable but signal quality degrades, JPEG compression applied as a pre-processing
operation by the mobile device reduces bandwidth usage, enabling 𝐸 𝐶 to remain the preferred choice. In cases where signal strength
is severely limited and/or the number of clients connected to the same edge server is excessive, 𝑆 𝐶 becomes preferable to 𝐸 𝐶 because
it offloads part of the computation from the server, while reducing bandwidth usage. Finally, under extreme conditions where the
edge server is unreachable due to wireless channel limitations or excessive computational load, 𝐿𝐶 must be selected, even though
this choice reduces the mobile device’s battery life and result in lower detection quality.

By gradually offloading computation from the edge server when adverse conditions, such as poor signal quality or high load
on the edge server, arise, 𝑃 𝑃 𝑀 periodically selects the best computing strategy. This is achieved by predicting the 𝐹 𝑃 𝑆 for each
strategy and then maximizing a simple ‘‘utility’’ [75] 𝑈 metric for each computing strategy 𝐶𝑠.

𝑈 (𝐶𝑠) =
{

0 if 𝐶𝑠 does 𝐧𝐨𝐭 reach the target 𝐹 𝑃 𝑆 rate
𝐴𝑐 𝑐(𝐶𝑠)
𝐸(𝐶𝑠)

if 𝐶𝑠 reaches the target 𝐹 𝑃 𝑆 rate
(1)

where 𝐴𝑐 𝑐(𝐶𝑠) and 𝐸(𝐶𝑠) are the mAP accuracy score and the energy consumption of 𝐶𝑠, respectively.
From this, it derives:

𝑈 (𝐸 𝐶) > 𝑈 (𝑆 𝐶) > 𝑈 (𝐿𝐶) (2)

The problem as formulated becomes straightforward to solve by introducing our version of 𝑆 𝐶 as an intermediary solution to
preserve both detection quality and mobile device battery life.
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5. Experimental evaluation

To validate and evaluate the Furcifer performance under a wide set of differentiated deployment environments and situations,
we have performed an extensive set of experiments, by considering both outdoor and indoor execution environments covered with
IEEE 802.11n and 802.11ac connectivity. The main objective was to assess Furcifer ability to dynamically adapt its adaptive split
computing decisions for the cloud continuum against system state dynamics. We have collected an original dataset consisting of over
250 distinct combinations of channel conditions (expressed as signal strength) and the number of concurrent client connections by

oving the mobile device along the corridor of our laboratory and in the open space in front of Donald Bren Hall at the University
f California, Irvine. Although indoor and outdoor experiments exhibit similar trends, indoor scenarios tend to be characterized by
 higher degree of unpredictability, which is primarily due to the presence of obstacles that complicate signal propagation. As a
esult, the overall channel quality is adversely affected, leading to more variable and less consistent performance outcomes.

5.1. IEEE 802.11n experiments

First, we focus on the widely used Wi-Fi 801.11n standard. Our experimental setup features a Jetson Nano DevKit as the mobile
device equipped with a 640 × 480 pixels USB webcam. In indoor scenarios, we orchestrated the movement of the device along
a designated path spanning approximately 20 m. In outdoor scenarios, the path extends over a distance of 50 m. This deliberate
ariation allowed us to replicate a spectrum of signal strengths and network dynamics, capturing the intricacies of both indoor
nvironments and outdoor settings. For each experimental run, we meticulously examine the system scalability across different user
cenarios. Specifically, we investigate the performance of the system, as the number of clients varies between 1 and 20.

Figs. 7a and 7b depict the 𝐹 𝑃 𝑆 and error percentage metrics for 𝑆 𝐶 and 𝐸 𝐶 with JPEG compression gain 0, 50 and 70% as a
function of distance with a single connected user. Within the indoor experiment settings (Fig. 7a), there is a striking similarity in the
verage 𝐹 𝑃 𝑆 achieved by 𝐸 𝐶 and 𝑆 𝐶, except in the scenario without image compression. Conversely, in the outdoor environment
Fig. 7b), 𝑆 𝐶 takes advantage of the improved channel conditions compared to the indoor setting and achieves up to 2 additional
 𝑃 𝑆. Importantly, it is worth noting that 𝑆 𝐶 not only excels in 𝐹 𝑃 𝑆 but also achieves a higher 𝑚𝐴𝑃 score compared to 𝐿𝐶,
howcasing its suitability in terms of both task performance and frame processing speed.

Figs. 7c and 7d show performance metrics as the number of clients connected to 𝐸 𝑆 varies. Several notable trends emerge
from this analysis. First, we observe an interesting pattern regarding the impact of image compression techniques as the number
of concurrent clients increases. The failure rates associated with JPEG are dramatically larger compared to 𝑆 𝐶, reaching up to
100% failure rate in some measurements. This result underscores the perils of relying solely on image compression when dealing
with a larger number of clients, highlighting the potential limitations of this approach in dynamic and demanding network/server
conditions. On the contrary, 𝑆 𝐶 achieves almost a steady 0% failure rate due to the small amount of network and server resources
used by this configuration. The resulting improved resilience of Furcifer underlines the effectiveness of its context-aware approach,
which enables 𝑆 𝐶 to consistently outperform 𝐸 𝐶 in the range of tested network conditions.

5.2. IEEE 802.11ac experiments

The data rate provided by a wireless communication channel depends on the technology, thereby influencing the trade-off
between computing and wireless communication inherent in the 𝑆 𝐶 and 𝐸 𝐶 conditions. We extend the evaluation of Furcifer
performance to include IEEE 802.11ac. In these experiments, we replicated the same path for the MD, while concurrently running
increasing parallel connections of up to thirty clients. We use a Wi-Fi network interface that supports the IEEE 802.11ac 5 GHz
protocol and establish a connection between the 𝐸 𝑆 and 𝑀 𝐷 over an 80 MHz band. Our Wi-Fi 5 GHz antennas also support
MU-MIMO technology which additionally improves the overall communication performance.

Fig. 8 shows 𝐹 𝑃 𝑆 rate as a function of the number of concurrent clients, ranging from 10 to 30. All 𝐸 𝐶 compression strategies
benefit from improved connection capabilities, outperforming 𝑆 𝐶 when the number of clients is smaller than 10. Instead, when the
number of clients increases to 20 and 30, the additional load on 𝐸 𝑆 penalizes 𝐸 𝐶 over 𝑆 𝐶 of about 40% in terms of the average
𝐹 𝑃 𝑆 successfully processed over time. As shown in the analysis that follows, the superior performance compared to 𝐸 𝑆 when the
system is under pressure is due both to the decrease in channel usage and the effort of the server granted by 𝑆 𝐶. On the contrary,
when the full capacity of the network and server are available, 𝑆 𝐶 is penalized by the computing effort allocated to 𝑀 𝐷.

To better appreciate the impact of communications on the computing mode, we conduct a comparative analysis between the
EEE 802.11n and 802.11ac Wi-Fi protocols. The results shown in Fig. 9 depict the 𝐹 𝑃 𝑆 achieved as the number of connected clients
ncreases. We note how the improved data rates offered by the IEEE 802.11ac means that 𝐸 𝐶 is the winning solution up to a certain
oad level, whereas in IEEE 802.11n experiments, the superior compression granted by 𝑆 𝐶 results in the latter being the winning

solution. However, this comparison is made with the same signal strength variability for 𝐸 𝐶 and 𝑆 𝐶, moving the 𝑀 𝐷 along the
same spatial trajectory.
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Fig. 7. IEEE 802.11n experiments: with one connected client (a) indoors and (b) outdoors, and twenty connected clients (c) indoors and (d) outdoors. Performance
etrics – 𝐹 𝑃 𝑆, fail percentage – as a function of distance for 𝑆 𝐶 and 𝐸 𝐶 with 0%, 50%, and 70% JPEG compression gains. The lines in the plots correspond

o average metrics, while the shading represents variance.

5.3. Edge server workload evaluation

In this section, we focus on the resource usage and the power consumption measured on the 𝐸 𝑆 side as a function of load.
𝐸 𝑆s are predominantly modeled as devices connected to the power grid, and thus their power consumption can be considered as
a performance metric. In this set of experiments, we limited our assessment to 𝐸 𝐶 and 𝑆 𝐶, as in 𝐿𝐶 the 𝐸 𝑆 is not involved in the
computing pipeline. We select 𝐸 𝐶_𝐽 𝑃 𝐸 𝐺_50 for 𝐸 𝐶 as it obtains higher 𝐹 𝑃 𝑆 rate compared with 𝐸 𝐶 without compression and
better 𝑚𝐴𝑃 score compared with 𝐸 𝐶_𝐽 𝑃 𝐸 𝐺_70. Fig. 10 shows the distribution of computational effort among RAM, CPU and GPU
of 𝐸 𝐶_𝐽 𝑃 𝐸 𝐺_50 (a) and Furcifer’s 𝑆 𝐶 engine (b). While the percentage of RAM and CPU utilization does not increases as higher
number of clients is connected to the 𝐸 𝑆, 𝐸 𝐶 shows a steady increase in terms of GPU utilization. On the other hand, 𝑆 𝐶 GPU
utilization shows a slower degree of growth and a larger variance. Specifically, 𝑆 𝐶 experiences about 25% less GPU utilization on
average, accompanied by a 3x increase in variance.
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Fig. 8. IEEE 802.11ac 𝐹 𝑃 𝑆 rate metric: ten (a), twenty (b) and thirty (c) connected clients — as a function of distance for 𝑆 𝐶 and 𝐸 𝐶 with JPEG compression
ain 0, 50 and 70%. The lines in the plots correspond to average metrics, while the shade is the variance.

In Fig. 11 we report the corresponding power consumption of the 𝐸 𝑆 broken down across the same components. As expected,
the reduced power consumption of Furcifer’s 𝑆 𝐶 in comparison to 𝐸 𝐶_𝐽 𝑃 𝐸 𝐺_50 reflects the lower resource utilization of the former
compared to the latter. This results in approximately 20% less power consumption on the edge server side for 𝑆 𝐶, albeit with a 2x
increase in variance.

5.4. Moderately dynamic scenario: PPM reactive adaptation

In the previous sections, we demonstrated the need for the dynamic adaptation of the computing configuration. We now evaluate
the ability of Furcifer – and specifically its policy management module – to provide adaptation capabilities without imposing a
significant overhead. In terms of energy consumption and optimal task performance, computing configurations can be clearly ranked
based on the 𝑀 𝐷 perspective. In fact, 𝐸 𝐶 does not impose any computing load to the 𝑀 𝐷 and achieves the best mAP thanks to
the use of larger models. 𝑆 𝐶 allocates minimal computing effort to the 𝑀 𝐷 and has the second best mAP. Finally, 𝐿𝐶 results in
he largest energy intake and worst performance. Thus, the decision engine has to evaluate the ability of the individual computing

configurations to achieve the desired 𝐹 𝑃 𝑆 rate given the currently perceived system state, and then select them in the order dictated
by energy and mAP.
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Fig. 9. Comparison between the 802.11n (a) and 802.11ac (b) Wi-Fi protocols, depicting the FPS_fails score with an increasing number of concurrent clients.

Fig. 10. Comparison between EC (a) and SC (b) resource utilization on the Edge Server with an increasing number of concurrent clients.

Fig. 11. Comparison between EC (a) and SC (b) power consumption on the Edge Server with an increasing number of concurrent clients.
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Fig. 12. Choices distribution of considered computing configurations depending on target 𝐹 𝑃 𝑆 rate for the Ground truth oracle (a) and our Pareidolic Policy
manager (b).

To support such decision process, we then build simple set of KNN regressors that take as input application context metrics
such as: the inference time on the 𝐸 𝑆, the average round trip time, the communication channel quality, and the current resource
usage. This produces as output the predicted 𝐹 𝑃 𝑆 rate for each considered computing configuration, allowing 𝑃 𝑃 𝑀 to anticipate
the resulting Quality of Service (QoS) of a particular action before executing it.

We evaluate the regressors when training and applying them in specific environments (e.g., indoor or outdoor), as well as on their
ability to generalize. The resulting loss metrics are reported in Table 3. It can be observed that when these regressors are trained
in the same context where they are applied, the error is minimal (below 11% 𝑀 𝐴𝑃 𝐸 – Mean Absolute Percentage Error) across all
computing configurations. In the case of transfer learning, where models trained indoors are deployed outdoors, the maximum loss
value 𝑀 𝐴𝑃 𝐸 increases to 20%. We then structure the decision making process as a simple set of nested conditions based on simple
reactive predictors. Algorithm 1 shows the pseudo code embedded in Furcifer’s decision engine.
Algorithm 1: Low complexity pareidolic algorithm
Data: 𝑇 ∈ [1, 30]
Data: 𝑁𝐿𝐶 , 𝑁𝑆 𝐶 , 𝑁𝐸 𝐶0, 𝑁𝐸 𝐶50, 𝑁𝐸 𝐶70
while True do

if 𝑝𝑟𝑒𝑑𝐸0(𝑐 𝑜𝑛𝑡𝑒𝑥𝑡) ≥ 𝑇 then
𝑁𝐸 𝐶0 ← 𝑁𝐸 𝐶0 + 1;

end
if 𝑝𝑟𝑒𝑑𝐸50(𝑐 𝑜𝑛𝑡𝑒𝑥𝑡) ≥ 𝑇 then

𝑁𝐸 𝐶50 ← 𝑁𝐸 𝐶50 + 1;
end
if 𝑝𝑟𝑒𝑑𝐸70(𝑐 𝑜𝑛𝑡𝑒𝑥𝑡) ≥ 𝑇 then

𝑁𝐸 𝐶70 ← 𝑁𝐸 𝐶70 + 1;
end
if 𝑝𝑟𝑒𝑑𝑆 𝐶 (𝑐 𝑜𝑛𝑡𝑒𝑥𝑡) ≥ 𝑇 then

𝑁𝑆 𝐶 ← 𝑁𝑆 𝐶 + 1;
end
𝑁𝐿𝐶 ← 𝑁𝐿𝐶 + 1;

end

Adaptation Results: We compare Furcifer performance with a static 𝐿𝐶 solution, which represents the only viable option when the
connection quality or system load cannot support the desired 𝐹 𝑃 𝑆 rate. Fig. 12 shows the distribution of decisions made by Furcifer
policy manager across the spectrum of available cloud continuum strategies. It is important to note that our policy manager, despite
its low complexity, demonstrates the ability to match the configuration that an oracle controller would implement. Table 4 reports
the Root Mean Squared Error (RMSE) between the percentage of choices made by Furcifer 𝑃 𝑃 𝑀 low complexity policy manager
and a baseline DRL agent. The striking alignment between the decisions made by the Furcifer pareidolic policy manager and the
16 
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Table 3
Low complexity frame rate predictors.

Indoor Outdoor Indoor → outdoor

RMSE MAPE RMSE MAPE RMSE MAPE

EC_J0 0.27 7.30 0.37 10.69 0.58 20.37
EC_J50 0.50 7.86 0.59 9.25 0.71 15.37
EC_J70 0.47 7.48 0.53 7.68 0.81 15.98
SC 0.70 7.46 0.97 9.48 1.23 15.63

Fig. 13. 𝑚𝐴𝑃 gain and Energy saving with IEEE (a) 802.11n and (b) 802.11ac Wi-Fi protocols.

Table 4
RMSE between percentage of OD computing configurations.

Target FPS PPM DRL

4 7.848 87.210
5 2.287 104.979
6 21.875 123.547
7 32.552 101.824
8 36.892 75.419
9 7.465 78.375
10 24.045 69.928
11 58.593 71.310

Average RMSE 23.944 89.074

ground truth highlights the feasibility of deploying a low complexity predictor deployed at 𝑀 𝐷, where more complex controllers
ay fail to train properly or adequately generalize.

In the IEEE 802.11n configuration, Furcifer reduces the energy intake by approximately 80% while achieving an average 𝑚𝐴𝑃
core increase of over 20% in comparison to 𝐿𝐶. The relevance of these outcomes is further amplified when using the IEEE 802.11ac
rotocol. In this scenario, energy savings exceed 100%, and 𝑚𝐴𝑃 consistently maintains a level above 20% for all defined targets
 𝑃 𝑆. As Fig. 13 shows, Furcifer can easily generalize, accurately predicting the frame per second even when trained on an indoor

environment and then tested outdoor.

5.5. Highly dynamic scenario: PPM proactive adaptation

To demonstrate the robustness of 𝑃 𝑃 𝑀 against real-world challenges such as unreliable channel connections and sudden
fluctuations in the number of concurrent clients, we simulated a scenario with unstable communication channels and high-frequency
17 
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Table 5
Performance metrics at different prediction window duration.

Window duration Accuracy F1 score MFLOPS

500 ms 0.9247 0.9244 4.968
800 ms 0.9164 0.9186 7.9488
1 s 0.9050 0.9072 9.936
2 s 0.9038 0.9050 19.872
3 s 0.9072 0.9094 29.808
5 s 0.9157 0.9169 49.68
10 s 0.9182 0.9192 99.36
15 s 0.9280 0.9296 149.04
20 s 0.9061 0.9106 198.72
25 s 0.9015 0.9028 248.4

changes in user numbers. In particular, the 𝑀 𝐷 was moved to a different distance from the 𝐸 𝑆 every 25 s. Each new position
as chosen to maximize the difference between connection qualities, while also accommodating a sudden increase/decrease in

he number of users. Given that switching from one computing strategy to another takes 42 ± 14 ms, reacting instantaneously
without trend awareness would result in more than 30% of frames being lost. In real-world scenarios caching [76,77] cannot be
considered a viable solution. For this reason we extended the capabilities of 𝑃 𝑃 𝑀 by adding a smart and low complexity time
series forecasting module. The model architecture consists of 2 layers of LSTM (Long Short Time Memory) [78] with 50 neurons
each. The sequence to sequence predictive models takes as an input the two most relevant metrics for best class identification
which are the channel quality and the number of concurrent connected clients. We explored various sequence lengths to assess the
alance between longer forecasting capabilities and the requirement to swiftly adapt to unpredictable context changes. In fact, on
ne hand a longer forecasting horizon allows for fewer changes in computing strategy, while on the other hand, a shorter window

duration provides greater flexibility for the system to adjust to unexpected state changes. Additionally, it is important to note that
to ensure the desired frame rate per second (FPS), only the most conservative computing strategy from each predicted sequence
an be considered. More accurate offloading strategies such as 𝑆 𝐶 or 𝐸 𝐶 would typically necessitate additional computation and

networking resources that may not be readily available during the considered time frame. To validate this, if a computing strategy is
hosen for the upcoming interval 𝛥𝑡 but cannot be supported by the edge server due to connection issues or resource unavailability
already allocated to other users), the target FPS rate cannot be guaranteed. For our experiment, we set a minimum target of 5
PS as the QoS requirement to be maintained regardless of external influencing factors. We chose 5 FPS because, as illustrated in

Fig. 12, it presents the most critical and heterogeneous distribution for the optimal computing strategy.
Fig. 14 illustrates the aggregated comparison between the best computing strategies and the predicted ones. Each strategy is

ranked in descending order of priority: 𝐸 𝐶0 is the most accurate and least energy-consuming for 𝑀 𝐷, thus it has the highest priority
rank 4), followed by 𝐸 𝐶50 (rank 3) and 𝐸 𝐶70 (rank 2). Finally, 𝑆 𝐶 (rank 1) and 𝐿𝐶 (rank 0) complete the ranking where static 𝐿𝐶

is the only one who does not depend on edge server support and thus is not affected by fluctuating channel quality and concurrent
user’s connections. Clearly, the objective is to offload as much computation as possible to the edge server by utilizing 𝐸 𝐶 or 𝑆 𝐶,
depending on the opportunistic availability of channel and computational resources. As it can be observed, for each considered
rediction window. the 𝑃 𝑃 𝑀 module takes always the most conservative computing strategy choice even when the prediction does
ot perfectly match the ground truth. It should be noted that as the prediction window duration increases, the percentage of 𝐿𝐶 as
he most conservative computing strategy also increases. This is due to the increased likelihood of encountering contexts where the
hannel is either unavailable or saturated with multiple user connections.

Table 5 reports the resulting accuracy and F1 score for the sequence to sequence classification task after 150 epochs. For each
predicted window duration the corresponding amount of MFLOPS (Mega Floating Point Operations per Second) is also reported. As
can be observed, even a very small network architecture can easily map the dynamic trend once a conservative approach is adopted.

After evaluating the 𝑃 𝑃 𝑀 ’s ability to forecast sub-optimal computing strategies, we assessed the resulting benefits in terms of
educed power consumption, improved accuracy, and minimized loss in FPS (frames per second) rate. Fig. 15 shows the energy

saving and the average accuracy gain in terms of mAP score of 𝑃 𝑃 𝑀 against static 𝐿𝐶 as a function of different sequence lengths.
Here, the percentage of preserved FPS against instantaneous reacting policy is illustrated, too. As illustrated, a longer prediction
window duration results in smaller percentages of energy savings and accuracy gains. Conversely, the percentage of additional
processed frames increases due to fewer switches in computational strategies.

6. Conclusions and directions of future work

In this paper, we presented the Furcifer [79] innovative middleware for the dynamic seamless adjustments of adaptive split
computing decisions on the cloud continuum, in particular targeted to real-time object detection in pervasive and mobile execution
environments. By leveraging container-based and low-complexity predictors, Furcifer offers an extremely low-overhead solution
that proves effective across various deployment environments, system states, and wireless settings. In addition to edge computing
(EC) and local computing (LC), we developed a highly optimized Split Computing model that performs supervised compression,
establishing it as an effective third adaptive split computing configuration. Our experiments cover diverse scenarios, including both
stable and highly dynamic conditions with gradual and unpredictable changes in connection quality and concurrent clients. Under
18 
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Fig. 14. Best computing strategy ground truth vs predicted for each forecasting window size in {500 ms, 800 ms, 1 s, 2 s, 3 s, 5 s, 10 s, 15 s, 20 s, 25 s}.

stable conditions, Furcifer demonstrates significant benefits: achieving a 2x reduction in energy consumption, a 30% higher mean
verage Precision (mAP) score compared to local computing, and a three-fold FPS increase over static offloading. In highly dynamic

environments with unreliable connectivity and rapid increases in concurrent clients, Furcifer’s policy management preserves up to
30% energy, achieving a 16% higher accuracy rate, and completing 80% more frame inferences compared to both local computing
and approaches without trend forecasting, respectively. On the edge server side, the overall load is reduced by up to 25% compared
to traditional edge computing, while power consumption is approximately 20% lower. Looking ahead, we plan to extend Furcifer’s
applicability to other computationally demanding tasks, such as Semantic Segmentation and LiDAR-based 3D mapping. Additionally,
we aim to release an open-source version of Furcifer and explore the benefits of our policy-based adaptation across a wider range
of mobile devices, further validating its versatility and effectiveness in real-world scenarios.
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Fig. 15. Energy saving with FPS and Accuracy gains of 𝑃 𝑃 𝑀 against static 𝐿𝐶.
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