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Abstract—The adoption of decentralized architectures for
health data management offers benefits including patient data
sovereignty and elimination of single points of failure, but intro-
duces questions about network overhead compared to traditional
centralized systems. This paper presents a network overhead
analysis comparing Firebase Real-Time Database with IPFS-
based storage via Pinata for mobile health data transmission. We
implemented an Android application that collects physiological
data from wearable devices and transmits this information to
both backends using REST APIs. Our experimental evaluation
across eight transmission scales reveals that Firebase demon-
strates lower fixed overhead and latency for small payloads,
while Pinata exhibits superior scaling characteristics for larger
data volumes. A crossover point occurs around 50 records per
payload, beyond which the decentralized architecture transmits
less total data than the centralized alternative. The results
indicate that neither architecture maintains uniform efficiency
across all operational scales, with architectural choice depending
on expected transaction patterns in the deployment context.

Index Terms—Health data management, Network analysis,
Decentralized systems, Mobile health applications

I. INTRODUCTION

The widespread adoption of wearable devices and continu-
ous health monitoring systems has transformed healthcare de-
livery from episodic clinical visits to real-time, patient-centric
care. Modern smartwatches and fitness trackers continuously
collect vital signs such as heart rate, blood pressure, and
activity metrics, enabling early anomaly detection and person-
alized interventions [1], [2]. However, this paradigm shift has
introduced significant challenges in health data management,
particularly regarding data sovereignty, privacy, and system
resilience.

Current health data management relies on centralized archi-
tectures where vendor-controlled cloud platforms collect, store
and process sensitive health information. While these central-
ized systems offer advantages in terms of implementation sim-
plicity and immediate data accessibility, they inherently create
single points of failure (SPOF), reduce patient autonomy over
personal health data, and increase vulnerability to large-scale
data breaches. The healthcare sector experiences high rates
of data breaches compared to other industries, with medical
records commanding higher black market values due to their

comprehensive personal information content [3]. Moreover,
centralized architectures lead to the formation of data silos
that limit interoperability and prevent patients from seamlessly
transferring their health data across different platforms and
healthcare providers [4].

To address these limitations, decentralized approaches,
leveraging Distributed File Systems (DFS) and blockchain
technologies, have emerged as promising alternatives. The
Interplanetary File System (IPFS) [5], in particular, offers ad-
vantages through content-addressable storage, and elimination
of single point of failure through distributed replication across
peer networks [6]. Firebase Real-Time Database represents a
widely adopted centralized approach for data storage, provid-
ing a cloud-hosted NoSQL database with real-time synchro-
nization and simplified development workflows. Recent work
has demonstrated the technical feasibility of implementing
decentralized health data management using IPFS, showing
that such systems can operate efficiently on mobile devices
with acceptable resource consumption compared to traditional
centralized solutions [7]. While these studies have shown that
decentralized approaches can operate effectively on mobile
devices, there remains a significant gap in understanding the
specific network costs associated with different architectural
choices and how these costs scale with varying data transmis-
sion patterns. Understanding the precise nature and magnitude
of network overhead in decentralized health data systems
is essential for practical deployment decisions. This paper
presents a comprehensive analysis of network overhead in
decentralized health data management, specifically comparing
Firebase Real-Time Database and IPFS-based architectures
through a measurement of communication costs across various
data transmission scales.

The remainder of this paper is organized as follows: Section
IT reviews related work in decentralized health data manage-
ment; Section III describes our methodology and experimental
setup; Section IV presents and discusses our experimental
results. Finally Section V provides some concluding remark
and future works.



II. RELATED WORK

The integration of blockchain and distributed storage tech-
nologies in healthcare has received attention in recent years.
Several research efforts have explored the application of
blockchain systems for securing health data management and
enabling patient-controlled access mechanisms. A blockchain
data management framework for health information analysis
based on Internet of Medical Things is proposed in [8],
emphasizing the role of blockchain in ensuring data integrity
and traceability for IoT-generated health data. A Hyperledger
Fabric-based system framework for privacy and interoperabil-
ity in healthcare data sharing through permissioned blockchain
networks and smart contracts for role-based access control is
presented in [9]. A privacy-preserving healthcare monitoring
system using blockchain and smart contracts deployed on
Ethereum, focusing on elderly and chronic patient manage-
ment, is implemented in [10]. This work demonstrates how
blockchain can maintain patient autonomy while ensuring
secure data access for authorized healthcare providers. The
application of blockchain technology has been explored in
specific healthcare contexts, with blockchain-enabled Internet
of Medical Things for pandemic response investigated in
[11], and a blockchain-enabled digital twin system for brain
stroke prediction presented in [12]. While blockchain provides
verification and access control mechanisms, the actual storage
of health data often requires integration with distributed file
systems. A multi-DLT architecture for data governance that
combines blockchain with off-chain storage is proposed in
[13], addressing GDPR compliance requirements. A DLT-
based architecture for health data protection is presented in
[14], exploring how distributed storage can mitigate the risks
associated with centralized data repositories. The efficiency
of decentralized file storage for personal information man-
agement systems is investigated in [15], providing insights
into the trade-offs between decentralization and system per-
formance. Scalability remains a challenge for blockchain and
distributed systems. A survey of blockchain-based systems
is conducted in [16], identifying scalability issues related to
transaction throughput, latency, and resource consumption.
This analysis reveals that the distributed nature of blockchain
can introduce network latency and transmission delays, partic-
ularly for resource-constrained IoT devices common in health
monitoring scenarios. The work most directly related to our
research is presented in [7], where an Android application
integrating Health Connect API with IPFS storage via Pinata
is implemented. The performance evaluation compares IPFS-
based implementation against Firebase Real-Time Database,
focusing on battery consumption and overall network traf-
fic. However, the evaluation provides limited insight into
the specific components contributing to network overhead.
Additionally, the study examines a single data transmission
pattern without exploring how overhead scales with varying
numbers of health measurements. In this work we address
this limitation by providing network overhead analysis for
decentralized health data management. We implement both
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Fig. 1. System architecture showing data flow from wearable device and
smartphone sensors through WorkManager-based periodic workers. Health
data from HC and contextual GPS data are stored locally in Room database
before being transmitted as JSON payloads to both Firebase Real-Time
Database and IPFS via Pinata.
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centralized and decentralized architecture and we examine how
overhead scales across different data volumes.

III. METHODOLOGY AND EXPERIMENTAL SETUP

Our methodology focuses on measurement of network over-
head in health data transmission through a comparison of
centralized and decentralized architectures. We implemented
an Android application that collects physiological data from
wearable devices and transmits this information to both Fire-
base Real-Time Database and IPFS via Pinata API. The
application architecture (Fig. 1) centers on Health Connect API
(HC), Android’s standardized interface for health and fitness
data. Health Connect provides a local repository where health
applications can store and retrieve structured data across stan-
dardized categories including activity, vitals, nutrition, sleep,
and body measurements. Our application retrieves heart rate
(HR) and blood pressure (BP) measurements made available
by a Samsung Galaxy Watch 5 through HC. BP detection re-
quires manual initiation and proper positioning of the arm and
sensor, along with calibration using a traditional BP monitor
to ensure accurate readings. HR data is continuously collected
by the wearable device and stored in HC. HC enforces fine-
grained access control, requiring explicit permission for each
data type accessed by the application. Data acquisition and
transmission are handled through WorkManager API, which
supports deferred, persistent background jobs that can execute
even when the application is idle or after device reboot. We
configured periodic workers scheduled to run every 30 min-
utes. This interval balances the need to capture variations in
physiological parameters while maintaining reasonable impact
on battery life and network usage. The data collection worker
interfaces with HC to gather physiological data, storing it
locally using Room persistence library, which provides an
abstraction layer over SQLite for schema management and
safe queries. The data transmission worker serializes stored
health data and sends it to both Firebase and IPFS backends.

A key distinction from previous work [7] is our implemen-
tation of Firebase communication through REST API rather
than the Firebase SDK. While the SDK offers development
convenience, it does not permit granular analysis of network
traffic at the protocol level. By implementing direct HTTP
communication using Retrofit, we gain access to request and
response sizes through OkHttp interceptors, enabling precise
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measurement of protocol overhead. We implement a custom
NetworkMeasurementInterceptor that captures request and re-
sponse byte counts for both Firebase Real-Time Database
and IPFS communication via Pinata. This approach ensures
measurement consistency across both architectures, as the
same instrumentation mechanism is applied to capture network
traffic data. The data payload structure (Listing. 1) is identical
for both architectures. Each health measurement is serialized
as a JSON object containing physiological readings (heart
rate, blood pressure systolic and diastolic values), timestamps,
contextual information (latitude, longitude), and aggregated
heart rate statistics (minimum, maximum, average values over
a time window).

{
"id": "number",
"uid": "string",
"timestamp": "number",
"timezone": "string",
"systolic": "number",
"diastolic": "number",
"description": "string",
"bodyPosition": "string",
"latitude": "number",
"longitude": "number",
"heartRate": {
"hrStart": "number",
"hrEnd": "number",
"hrAVG": "number",
"hrMIN": "number",
"hrMAX": "number",
"hrMC": "number"
}
}
Listing 1. Health data JSON payload with blood pressure and heart rate
measurements

This ensures that differences in measured network overhead
reflect architectural characteristics rather than data format
variations. To calculate baseline overhead, we implement a
separate measurement process that transmits minimal dummy
data to both backends. The dummy payload consists of a
simple JSON object (Listing. 2), representing the smallest
possible data transmission. By measuring the network traf-
fic for this minimal payload, we isolate the fixed overhead
introduced by protocol headers, authentication mechanisms,
and response metadata from the variable costs associated
with actual health data transmission. For each architecture,
we perform five consecutive dummy data transmissions and
calculate the average overhead. This baseline measurement is
stored locally and used as reference for subsequent analysis
of data transmission costs.

{
"ping": true

}

Listing 2. Minimal JSON payload used for baseline overhead measurement

While our implementation focuses on network overhead anal-
ysis of data transmission, a complete decentralized health
data management system would integrate blockchain-based
access control mechanisms. Smart contracts could manage
encrypted content identifiers (CIDs) returned by IPFS, en-
abling role-based access control where healthcare providers
retrieve decryption keys only with proper authorization. This
integration, explored in previous work [13], [14], would in-
troduce additional overhead beyond the transmission costs
measured in this study, representing a direction for future
evaluation. The experimental setup utilizes a Samsung Galaxy
A54 smartphone running Android 15. The device connects to
the internet via WiFi and Mobile Network. All experiments
are conducted with identical device settings to ensure fair
comparison between architectures. The Room database stores
not only the collected health data but also the metrics for each
transmission test, including timestamp, number of measure-
ments transmitted, total bytes sent and received, overhead, and
latency measurements.

IV. RESULTS AND DISCUSSION

Our experimental evaluation examines network overhead
characteristics across eight transmission scales ranging from
single records to batches of 1000 health records. The re-
sults reveal distinct scaling behaviors between centralized and
decentralized architectures, with implications for deployment
decisions in different operational contexts.

Figure 2 presents the total network traffic for Firebase
and Pinata across all test scales. At the smallest scale of
single records, Firebase demonstrates lower network traffic,
transmitting approximately 1KB compared to Pinata’s 1.9KB.
However, as the number of records in the payload increases,
the relationship between the two architectures evolves. The
growth rate for Firebase network traffic exceeds that of Pinata,
resulting in a crossover point around 50 records per payload.
Beyond this threshold, Firebase transmits more total data
than Pinata for equivalent payloads. This pattern indicates
that Firebase’s protocol overhead scales less favorably with
payload size compared to Pinata’s architecture.

The latency characteristics shown in Figure 3 reveal perfor-
mance differences between architectures and network condi-
tions. For Firebase, median latency over WiFi is approximately
150 ms with relatively low variance, while mobile network
connectivity increases median latency to approximately 400
ms with greater dispersion including several outliers exceeding
1500 ms. Pinata demonstrates higher baseline latency with
median values around 600 ms for WiFi and 700 ms for mobile
networks. The latency distribution for Pinata shows greater
variability across both connection types, with outliers extend-
ing to 2000 ms. The similar latency patterns across WiFi and
mobile networks for Pinata suggest that the primary latency
contribution comes from the distributed protocol rather than
network conditions, while Firebase shows more sensitivity to
connection quality.

Figure 4 quantifies the percentage overhead relative to actual
payload size across different scales. At single record transmis-
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Fig. 2. Total network traffic (transmitted and received bytes) for Firebase and
Pinata across different transmission scales. The figure shows Firebase’s lower
initial overhead but less favorable scaling characteristics, with a crossover
point occurring around 50 records.

sion, Pinata exhibits approximately 83% overhead, meaning
that protocol-level costs constitute the majority of network
traffic. Firebase demonstrates approximately 38% overhead
for single records, reflecting more efficient protocol encap-
sulation for small payloads. As transmission scale increases,
both architectures show decreasing overhead percentages, with
the curves converging toward minimal values below 5% at
scales of 250 records and above. The convergence occurs
because fixed protocol costs (authentication headers, response
metadata, connection establishment) are amortized over larger
payloads.

Baseline measurements using the minimal dummy payload
reveal the fixed overhead introduced by each architecture.
Firebase exhibits a fixed overhead of 412 bytes per transaction,
while Pinata demonstrates 1630 bytes of fixed overhead.
These values represent the minimum network cost for any
data transmission. The approximately 4x difference in fixed
overhead between Firebase and Pinata explains the higher
percentage overhead observed at small scales and contributes
to the scaling characteristics shown in Figure 2.

The scaling characteristics observed in our experiments
provide insight into the architectural trade-offs between cen-
tralized and decentralized health data management. Firebase’s
lower initial overhead and latency make it suitable for appli-
cations requiring frequent transmission of small data volumes,
such as real-time vital sign monitoring or alert systems.
However, the less favorable scaling of Firebase network traffic
suggests limitations for applications that batch larger volumes
of data. Pinata’s higher fixed overhead and latency are offset
by more efficient scaling characteristics, making it appropriate
for scenarios where data is aggregated before transmission,
such as periodic uploads of daily health summaries or batch
transfers of historical records.

The overhead analysis reveals that neither architecture
maintains consistent efficiency across all operational scales.
The choice between centralized and decentralized approaches
should be informed by the expected distribution of transaction
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Fig. 3. Latency distribution comparison between Firebase and Pinata across
WiFi and mobile network conditions. Firebase demonstrates lower latency but
greater sensitivity to network conditions, while Pinata exhibits higher baseline
latency with more consistent behavior across connection types.

sizes in the target deployment. For applications dominated by
small, frequent transactions, Firebase demonstrates superior
network efficiency. For applications characterized by larger,
less frequent data transfers, Pinata’s scaling characteristics
become advantageous beyond approximately 50 records per
transaction.

Comparing our results with the previous evaluation in [7],
which reported 97% higher network traffic for IPFS compared
to Firebase, our findings provide more context for this obser-
vation. The 97% difference likely reflects measurements at
small scales where Pinata’s fixed overhead dominates. Our
analysis demonstrates that this relationship is not constant
across scales and that the relative efficiency reverses at larger
transaction sizes. The previous study’s use of Firebase SDK
rather than REST API may have also contributed to different
overhead characteristics, as SDK implementations can include
additional optimization layers not present in direct HTTP
communication.

The latency differences between architectures have impli-
cations for application design. Applications requiring low-
latency responses, such as emergency alert systems or real-
time patient monitoring dashboards, may find Pinata’s higher
and more variable latency problematic. However, for applica-
tions where data access patterns are primarily asynchronous
or where data is retrieved infrequently, the latency overhead
may be acceptable in exchange for the decentralization benefits
of content-addressable storage, elimination of single points of
failure, and patient data sovereignty.

Network condition sensitivity also informs deployment de-
cisions. Firebase’s greater sensitivity to connection quality
means that performance may degrade more substantially in
environments with unstable or limited connectivity. Pinata’s
relatively consistent latency across WiFi and mobile networks
suggests that its performance is less dependent on network
conditions, which may be advantageous for mobile health
applications where connectivity varies throughout daily use.

The overhead convergence at large scales indicates that for
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Fig. 4. Protocol overhead as percentage of total network traffic across

transmission scales. Both architectures show decreasing overhead percentage
as data sent increases, with Pinata starting at 83% overhead for single records
and Firebase at 38%, converging below 5% at scales of 250 records and above.

bulk data operations, such as transferring complete patient
histories or large-scale data migrations, the architectural choice
has minimal impact on network efficiency. In these scenarios,
other factors such as data sovereignty requirements, infras-
tructure availability, and operational complexity may become
more important decision criteria than raw network overhead.

V. CONCLUSION

This work presents a network overhead analysis of cen-
tralized and decentralized architectures for health data man-
agement, comparing Firebase Real-Time Database with IPFS-
based storage via Pinata. Our experimental evaluation across
eight transmission scales reveals that Firebase exhibits a fixed
overhead of 412 bytes per transaction compared to Pinata’s
1630 bytes. At small scales, Firebase demonstrates lower
network traffic and latency, with approximately 38% overhead
for single records versus Pinata’s 83%. However, Firebase’s
less favorable scaling characteristics result in a crossover
point around 50 records per payload, beyond which Pinata
transmits less total data for equivalent payloads. At the largest
scale tested, overhead converges below 5% for both archi-
tectures, indicating that fixed protocol costs are effectively
amortized over large transactions. The results inform practical
deployment decisions based on expected transaction patterns.
Applications requiring frequent transmission of small data
volumes benefit from Firebase’s lower fixed overhead and
latency. Applications that aggregate data before transmission
can leverage Pinata’s superior scaling characteristics while
gaining decentralization benefits including content-addressable
storage, elimination of single points of failure, and patient
data sovereignty. Network condition sensitivity also factors
into architectural choice, with Firebase showing greater per-
formance variation across WiFi and mobile networks while
Pinata maintains more consistent behavior. Future work should
extend this analysis to diverse device configurations and
network environments to validate the generalizability of our
findings. Additionally, integrating blockchain-based access
control mechanisms would enable comprehensive evaluation

of network overhead in a complete decentralized health data
management system.
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