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ABSTRACT Platform Engineering (PE) is a growing area of Software Engineering, with many facets,
including the elusive concept of Internal Development Platforms (IDPs). They integrate various technologies
and tools to support the realization of software projects, especially their managing and developing roles,
fostering Agile collaboration and enhancing team productivity. In particular for the new trends of Agile
remote working and for Agile applied to the Digital Transformation in the Public Sector. While proprietary
IDPs abound, academic research that could naturally lead to open-source IDPs remain scarce. In particular
for Scrum, a fundamental Agile methodology in the strategic area of Digital Transformation in the Public
Sector, where IDP self-hosting is also appropriate. This paper addresses this gap by proposing the design
and realization of the first, to the best of our knowledge, IDP supporting Scrum, being open-source and
with self-hosting capabilities. The end-product of our research is the Compositional Agile System (CAS),
an extendable microservice architecture-based IDP. Its design, as well as CAS, makes full use of hands-on
previous successful experiences of IDP development by members of this team, specifically non-trivial tasks
in Italian Public Administration and to foster remote working in University Software Engineering classes,
a practice started during the pandemic but now a standard. We offer several architectural and example
scenarios where CAS can be of use, concentrating on the Public Administration. Particularly relevant is
the use of CAS in analyzing a pillar of Italian Digital Administration available to its citizens, i.e., AppIo.
The software is available as an open resource to the research community.

INDEX TERMS Agile software development, platform engineering, internal development platform, open-
source, scrum.

The associate editor coordinating the review of this manuscript and

approving it for publication was Alba Amato .

I. INTRODUCTION
Platform Engineering (PE) is a significant domain within
Software Engineering, characterized by a rich history and
multiple perspectives [1], [2], [3], [4], [5], [6], [7]. For a
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historical overview of its evolution, readers are referred to [8],
where the concept of Internal Development Platforms (IDPs)
is identified as a cornerstone of PE.

Informally, an IDP is an integrated software framework
comprising various tools and technologies that an organi-
zation offers to its software development teams, whose aim
is to provide a homogeneous and coherent set of tools to
streamline software project management and development
[9], [10], [11], [12].

Recent work has attempted to formalize IDPs, offer-
ing both high-level models and operational guidelines.
For instance, [6], [7] defines a PE reference model for
creating customized platform instances, while [9] pro-
vides a meta-model for IDPs, with specific recommenda-
tions for agile teams. Commercial entities like Humanitec
offer more pragmatic, incremental approaches to IDP
implementation [13].

A. AGILE AND IDP
In regard to the popular Agile methodologies, like Scrum [14]
and DevOps [15], IDPs have become essential components
supporting them, as well documented in [9], [13], and [16],
because of their ability to ensure consistency, minimize time
spent on individual environments, promote collaboration,
software quality and enable developers to focus on high
values tasks.

In addition to what just outlined, IDPs also have the
potential to validly support a novel trend in Agile: remote
working. In order to see this, it is useful to briefly outline
its evolution, as outlined in [17], [18], and [19]. Prior to
the pandemic, Agile teams were required to be co-located
in order to foster collaboration and communication. That
changed and, as a consequence, a critical need arose for
remote work by means of robust collaboration tools tailored
for Agile. The experiences acquired in that period have
established a new trend, still actual, of Agile remote working,
where studies offer recommendations and guidelines to
overcome possible obstacles for its successful adoption, e.g.,
[19]. From a careful reading of the mentioned studies, it is
clear that a natural support for Agile remote work is an IDP
to be adopted by a given organization. For completeness,
we mention that outside of the Agile methodologies, software
team collaboration, even at a global level, is an active area of
research. The interested reader may find details in [20].
In terms of availability, the current state of the art reveals

that while numerous proprietary IDPs exist [21], [22],
[23], [24], none has been specifically developed for Agile
methodologies in an open-source or self-hosted capacity.
Academic initiatives, such as those in [6] and [7], also fall
short, as their implementations often rely on proprietary
solutions likeOtomi [25]. This gap is particularly problematic
for public sector and educational institutions, where non-
proprietary IDPs that ensure transparency, data privacy, and
alignment with Agile practices are to be preferred, in order
to foster the process of Digital Transformation in the public
sector [26].

B. OUR CONTRIBUTION
Based on what outlined above, the investigation into the
design and development of IDPs for Agile that is self-hosted
and open source is well justified. Moreover, the past
experiences of part of this team in the key aspects of IDP
development for Agile also support the need for such an
investigation. Indeed, the first experience is in regard to the
offering of a coherent environment for the development of
software in the Italian Public Administaration [27], [28], [29]
and the second in response to the pandemic in a University
setting [30], [31]. In both cases, Scrum was supported and
the software was made of non-proprietary parts and with
self-hosting capabilities.

By leveraging on the just mentioned positive experiences
regarding IDPs in the public and educational sector, the fact
that Scrum is the dominant Agile methodology in the public
sector [26], the fact that an IDP specific for the public sector
is absent, our contribution is to provide the design and the
realization of an IDP, denoted CAS (Compositional Agile
System), satisfying the following requirements: (a) tailored
specifically for Scrum; (b) open source and (c) self-hosted.
This is a step-up both in terms of design and realization with
respect to previous work (see again [27], [28], [29], [30],
[31]), in terms of a homogeneous design, with care taken
to grant ease of extensibility via a microservice architecture.
To the best of our knowledge, CAS is a unicum in the area
of IDPs. The code is available at [32], together with user
manuals.

C. ORGANIZATION
The remainder of this paper is organized as follows.

Section II describes the design of CAS, by first grounding
it on accepted pillars of Software Engineering requirements
and their corresponding tasks. Then, the professional figures
within Scrum are described and associated to the tasks and the
same is done in terms of software tools. By placing together
those two mappings, we obtain a synoptic description of the
CAS design.

Section III describes the client-server microservice archi-
tecture of CAS, while Section IV provides details regarding
how to set-up CAS, its accessibility and how to add/remove
microservices to/from CAS.

Section V illustrates the usefulness of CAS by describing
use cases, in terms of hardware architectures as well as
examples, including a real complex product offered to
citizens to interact with the Italian Public Administration,
namely AppIO [33].
Finally, the last Section VI offers some concluding remarks

and future directions of research.

II. THE DESIGN
The aim of this section is to provide a principled approach
for the design of an IDP satisfying requirements (a)-(c) stated
in the Introduction. As outlined in that Section, our approach
has roots in previous experiences by some of the authors as
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well as other researches on agile practices and tools, both in
educational and public administration domains. The step-by
step process we have followed is outlined below in general
terms.

• Based on the application domain, and following the
notation in Chapter 2 of SWEBOK [34], identify
architectural drivers for the IDP.

• Devise proper Epics representing the architectural
drivers.

• Choose a project management strategy and map Epics to
the professional figures proper of that strategy.

• Choose software tools that can be of use for the
implementations of the Epics and provide a mapping
between Epics and tools. The selection policy should
account for open source, proprietary, web based etc.

• The preceding two mappings provide the desired IDP,
in terms of who uses what and for which part of the
chosen project management methodology.

Sections II-A-II-E illustrates the above process, accounting
for points (a)-(c) of the Introduction, as well as the
experiences that come out from the design of IDPs in two
specific domains (see again [27], [28], [29], [30])

A. ARCHITECTURAL DRIVERS
For the domains of university education and public admin-
istration, the following architectural drivers have emerged.
The first three are related to the software process development
and management and they can be easily found as an essential
part of Software Engineering in the SWEBOK, as pointed out
below. The last one is in response to requirement (a) stated in
the Introduction.

(1) The IDP has to ensure collaboration among software
project members, efficient project management, code
quality, process automation, and delivery of high-quality
software iteratively and incrementally. All these con-
cepts are described in Chapter 9 of the SWEBOK.

(2) The IDP has to support (at least) a project management
methodology and allow assigning tasks and activities
to the key professional figures present in the chosen
methodology. These needs are described in Chapter
8.1 of the SWEBOK. As already motivated in the
Introduction, we have chosen Scrum.

(3) The IDP has to be easily adaptable, in particular in
response to the changing needs of the professional
figures in (2). This point is part of Chapters 4 and 6 of
the SWEBOK.

(4) The IDP has to include the basic open-source software
tools for supporting the realization of the tasks and
activities in (1) and for use by the professional figures
in (2).

B. FROM DRIVERS TO PLATFORM REQUIREMENTS
This part accounts for architectural drivers (1), (2) in
part. and (3) In particular, we have identified eight basic
Epics, which can be further grouped into four families:

Project Management (Epic 1), Core Software Development
and Testing (Epics 2-4), Collaboration and Documen-
tation (Epics 5-6) and Adaptability (Epics 7-8). It is
clear that activities relating to each of those Epics are
expected to have several levels of interaction during process
development. Those interactions and integrations are well
documented in the literature, e.g., SWEBOK. As for
priorities of those Epics within the realization of a project,
since we are using a Scrum methodology, they are best
accounted for within that methodology. Accordingly, this
point is briefly elaborated in the following section. Details
follow.

• E1 - Project Management With reference to Chapter
9 of the SWEBOK, we extract the following key points.
1) Enable effective task tracking.
2) Grant support for the organization and prioritization

of development activities.
3) Enable the visualization of the project health, identify

bottlenecks, and drive continuous improvement via
monitoring and analytics dashboards.

• E2 - Version Control and Configuration Manage-
ment With reference to Chapter 8 of the SWEBOK,
we extract the following key points.
1) Ensure a proper management of code changes over

time, with backtracking.
2) Ensure collaborative code management, including

code reviews and tracking changes made by team
members, possibly via the use of metrics on system
performance, usage, and errors through monitoring
tools.

3) Ensure concurrent development and code integration.
This requires support for branching and merging
strategies.

4) Ensure the ability to assign, prioritize, and track
issues, bugs, i.e., a functional software defect that
leads to software malfunction or serious performance
deficiencies, and feature requests, to grant timely
resolution.

5) Ensure the workflow to fit the development process
and the problem-solving flow of the team.

• E3 - Code Quality and Static AnalysisWith reference
to chapter 12 of the SWEBOK, we extract the following
key points.
1) Perform static code analysis and enforce coding

standards.
2) Enhance code quality and maintainability via auto-

mated code review and feedback.
3) Grant the identification of code smells, i.e., a symp-

tom in the source code that indicates a potential
problem in the design, vulnerabilities, i.e., flaws
present in a code and are often used by malicious
agents to gain unauthorized access to networks, steal
valuable and sensitive data, and compromise the
systems of an organization, and potential performance
issues.

79518 VOLUME 13, 2025



P. Ciancarini et al.: Design and Realization of a Self-Hosted and Open-Source Agile IDP

4) Grant a quantification of the technical debt, i.e.,
in software development and other IT fields, the cost,
in terms of time, of future rework when a limited
solution is chosen over a better option that may take
longer.

• E4 - Testing Automation and Continuous Integration
With reference to Chapter 5 of the SWEBOK, we extract
the following key points.
1) Enable the automation of the build, testing, and

deployment processes, possibly by offering tool chain
support.

2) Adopt the automated configuration of test suites and
run them as part of the development workflow.

3) Ensure timely issue resolution with notifications and
alerts for failed builds or tests.

• E5 - Communication and Collaboration With refer-
ence to Chapter 14.3 of the SWEBOK, we extract the
following key points.
1) Grant real time communication and collaboration

among team members, even with the possible use of
messaging platforms or chat tools.

2) Grant the ability to share code snippets, files, and
documents within the team.

• E6 - DocumentationWith reference to Chapter 9.10 of
the SWEBOK, we extract the following key points.
1) Grant the production and sharing of project knowl-

edge, design decisions, documentation, and guide-
lines.

2) Enable the collaborative creation and maintenance of
the project and API documentation, and user guides
including collaboration features.

• E7 - Flexible Construction With reference to Chapter
4.1 of the SWEBOK, we extract the following key
points.
1) Modularity and separation of concerns. Indeed,

modular construction allows software to be broken
down into smaller, cohesive units that can be flexibly
recombined or replaced. This approach supports
the integration of open-source tools and libraries,
fostering reuse and reducing development effort.

2) Support for construction by configuration. Indeed,
leveraging open source tools in a configurable
framework, allows the system to adapt to evolving
teams’ needs.

• E8 - Flexible Operation With reference to Chapter
6.4 of the SWEBOK, we extract the following key
points.
1) Adaptability in operational environments. Specifi-

cally, flexible operation requires software to func-
tion effectively across diverse deployment contexts,
including varying hardware, platforms, and user
needs.

2) Leveragingmonitoring and feedback systems for con-
tinuous improvement. Indeed, integrating monitoring

tools and tracking mechanisms enables the system to
adapt to changing operational conditions by providing
insights into performance, usage patterns, and poten-
tial issues. Self-hosted monitoring mechanisms offer
flexibility and cost efficiency, while aligning with
agile principles of transparency and responsiveness.

C. THE CHOICE OF A PROJECT MANAGEMENT
METHODOLOGY: AGILE SCRUM
This part accounts for architectural driver (2). As already
anticipated and motivated in the Introduction, we use Scrum.
In what follows, we provide a synoptic description of
its professional figures, how activities mentioned in the
previous section are prioritized within the methodology, and
how the parties involved communicate. Our presentation
is based on the reference textbook [14], where additional
details, in particular regarding roles, responsibilities and their
possible overlaps are also discussed in detail. Moreover, it is
also useful to recall from that book that, when applying the
Scrum methodology, the realization of a software project is
accomplished via a series of software increments, referred
to as Sprints. A Sprint has the same structure in terms of
activities and the incremental process can be represented
as iterating through the same loop. Specifically, Figure 1
highlights the main activities where, for conciseness and
clarity of exposition, those regarding project management are
not included because of their pervasiveness.

1) PROFESSIONAL FIGURES
Professional figures follow.

• Scrum Team. This is a collective figure, for brevity
referred to as ST, indicating a set of professional
figures composing the team. The specific roles and
responsibilities of those figures are detailed next.
In addition to them, the entire team is responsible for
Epics E7 and E8, detailed in Section II-B.

• Product Owner. Such a figure, for brevity referred to as
PO, is member of the Scrum Team and is responsible for
the product requirements, their realization priorities, and
the quality of the final product. Therefore, s/he needs
to be involved in tasks belonging to most of the Epics
that we have presented in Section II-B, in particular with
responsibility roles in Epics E2, E3, E5, and E6.

• Stakeholder. This figure is a person or group of persons,
for brevity referred to as S, that is/are external to the
Scrum Team, who has/have specific product interests
and the knowledge needed regarding the product to be
developed. Stakeholders are represented by the PO in the
Team and can be actively engaged with the Scrum Team
during the Sprint Review. Therefore, with reference to
Section II-B, such a figure must be involved in tasks
belonging to Epics E5-E6.

• Developer. This figure, for brevity referred to as Dev,
is a member of the Scrum Team and with her/his
colleague developers is engaged in creating a valuable
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increment in a Sprint, regardless of specialization.
Therefore, such a figure is involved in tasks belonging
to all of the Epics presented in Section II-B, in particular
with a responsibility role in Epic E4.

• Scrum Master. This figure, for brevity referred to as
SM, is member of the Scrum Team and is responsible
for assisting, coaching, teaching, and coordinating the
team and its activities, in compliance of the Agile Scrum
methodology. Therefore, s/he has the responsibility of
Epic E1.

2) PRIORITIZING ACTIVITIES VIA THE PRODUCT BACKLOG
With reference to the Epics described in the previous section,
their prioritization is guided by the project specific goals and
requirements, with foundational activities–such as Project
Management (Epic 1) and Version Control (Epic 2) typically
taking precedence due to their essential role in establishing a
structured and well-regulated development platform. As for
Epics 3-6, recalling the structure of a Scrum development
cycle in Figure 1 , they are part of the Scrum iterative
sprints. The PO is responsible for creating and updating a
Product Backlog, i.e., a list sorted by priority of all the
work that is required to be done to create, maintain and
sustain a product. The ST, in planning a Sprint, picks the
activities in the Backlog according to duration of the Sprint
and respecting priorities. The Adaptability family (Epics 7-
8) has a supportive role, ensuring the platform’s evolution
aligns with ST needs and product requirements, but its
effectiveness depends on the groundwork established by other
Epics. In order to make such an outline of activities plan more
detailed, the Essence methodology [35] may be useful.

3) COORDINATION
Coordination, in order to ensure smoothness of the workflow
and proper communication, is assured by Sprint meetings.
In this respect, the SM has a relevant and well documented
role (see, e.g., [14], [36]. By way of example, and with
reference to Figure 1 the SM facilitates and assures that
meetings, e.g., Sprint review and Sprint retrospective, are
productive. Essence may be quite useful in achieving such
a goal.

D. SOFTWARE TOOLS: SELECTION CRITERIA AND
EXAMPLES CHOICES
A great variety of basic tools are available for managing
software development projects, aiming at supporting agile
teams in the realization of their goals. Since we are
interested in IDP tools that are on-site and open-source,
such requirements exclude all proprietary systems, e.g., the
Atlassian products (Jira [21] and Trello [37]), Confluence
[38], BitBucket [39]) or GitHub [40].
Focusing on open-source tools, we adopt the following

criteria.
• Selection. Choose tools that best support the work
involved in the Epics E1-E8, privileging the ones that
are popular within the Agile Community.

• Implementing the Selection with Academic Stan-
dards. To the best of our knowledge, although academic
studies reporting comparative analysis of software tools
supporting Agile are available, e.g., [41], [42], the only
academic study that can be used in terms of the selection
criterion outlined earlier is [43], which we follow here.
Since our choice of a given tool is meant to exemplify
the design and realization of an IDP, rather than an
indication of ‘‘best’’ in the relevant category for an
IDP, we also include references to alternative tools
and comparative analysis, so that the reader may even
select tools for her/his own realization of the IDP. For
completeness, we mention that the commercial world
offers user evaluation information that may be of interest
to IDP designers [44].

The chosen tools, with an indication of which tasks Epics
they are meant to support, are reported next.

• Code-Level Productivity Trackers. One of the key
features of our design methodology is to provide tools
that allow code productivity tracking, both in terms of
produced code and in terms of statistics, with the help
of data visualization. The software tools used for this
purpose are described next.
– Logger. This is the unique software tool, well suited

for epic E1, specifically designed for the design
proposed here. It is an updated version of the tool
proposed in [45]. It allows to track productivity of
a team of developers in terms of the number of
lines of code that are inserted or deleted by a given
programmer on a given file. It has a dashboard that
can be used in order to provide a synoptic description
of all the collected data, i.e., per programmer or per
team. Although this tool is very simple, it gives a
measure of productivity useful for the team. It uses
as its application server Nginx [46] and as DB engine
MongoDB [47].

– Gitinspector [48]. It is an open-source statistical
analysis tool, well suited for Epic E1, specifically
designed for Git repositories (mentioned below).
It allows users to examine the source code of a project,
providing a detailed overview of code metrics, e.g.,
lines of code, number of commits, and the well known
cyclomatic complexity [49]. This analysis can provide
a clear indication of the quantity and quality of work
accomplished by the team, and makes it possible to
assess the overall quality of the work performed and
to identify possible areas for improvement in terms
of code simplification and optimization. This solution
uses as its application server Nginx and as DB engine
MongoDB. Additional details are available in [50].
The pros and cons of this tool, in terms of user
experience, are discussed, for instance in [51]. An
alternative may be GitStats [52].

– Gource [53], [54]. It is a cross-platform open-source
visualization tool for source control repositories,
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well suited for epic E1. It can offer an innovative
way to track the development process of a software
project over time with its visual representation, since
it provides valuable insights into the activities of
a development team, such as intuitive visualisa-
tion, changes identification, development patterns
analysis, and team involvement. This solution uses
as its application server Nginx and as DB engine
MongoDB. Additional details are available in [53]
and [54]. The pros and cons of this tool are discussed
in [55] , where alternatives are also mentioned.

• Taiga [56]. It is a general project management tool
that facilitates, through its interface, collaborative
project management, naturally complementing the code
productivity tools mentioned earlier. Taiga is well
suited for epic E1, since it enables efficient Sprint
scheduling, based on role-specific estimations and first-
rate management of the tasks to be accomplished in the
Sprint Backlog. It uses as its application server Nginx
and as DB engine PostgreSQL [57]. Additional details
are available online in [56]. The pros and cons of this
tool are presented in [58], where also alternatives are
mentioned.

• GitLab [59]. It provides a code repository and a
collaborative software development environment for
large Agile projects. It is well suited for epics E2,
E4, E5, and E6. Based on the Git version control
system [60], it allows to support standard practices that
ensure software quality and rapid delivery, e.g., archive
code online, track issues, and automate continuous
integration/delivery (CI/CD) processes. It uses as its
application server Apache2 [61] and as DB engines
PostgreSQL and Redis [62]. Additional details are
available at [63]. The pros and cons of this tool
are presented in [64], where alternatives are also
mentioned. Its scalability is discussed in [65].

• SonarQube [66]. It is a static code analysis tool,
well suited for epic E3, that can be used for error
identification and safety testing. Among its key features,
we mention the possibility to (1) measure and monitor
quality continuously over time and (2) estimate the
technical debt. It uses as its application server Apache2
and as DB engine PostgreSQL. Additional details are
available at [66]. The pros and cons of this tool
are discussed in [67], where alternatives are also
presented.

• Jenkins [68]. Jenkins is an automation tool, well suited
for epic E4, that streamlines software development
processes, including building, testing, and deploying
applications. It supports various version control tools
and can execute projects based on, e.g., Apache Ant [69]
or ApacheMaven [70], shell scripts, andWindows batch
commands. It uses as its application server Apache2
and as DB engine PostgreSQL. Additional details are
available at [68]. The pros and cons of this tool

are presented in [71], where alternatives are also
mentioned.

• Mattermost [72]. It is an open-source, self-hostable
messaging platform designed for supporting communi-
cation and collaboration of a team of developers, well
suited for epic E5. It provides secure collaboration
for technical and operational teams that work in
environments with complex national-level security and
trust requirements. It uses as its application server Nginx
and as DB engine PostgreSQL. Additional details are
available online in [72]. The pros and cons of this tool,
together with its ability to scale, are discussed in [73],
where alternatives are also presented.

• Draw.io [74]. It is a cross-platform configurable dia-
gramming tool, well suited for epic E6, with source
code that the users can view and modify according to
their needs. It supports real time collaboration, making
it easier for remote teams to work on the same project
simultaneously. It internally contains many predefined
shapes and templates and, at the same time, it is
customizable. It uses as its application server Apache2
and as DB engines PostgreSQL and Redis. Additional
details are available at [74]. The pros and cons of this
tool are presented in [75], where alternatives are also
mentioned.

• Docker [76]. Docker is an open source platform
that simplifies the building, shipping, and running of
applications by decoupling them from the underlying
infrastructure. It is particularly well suited for imple-
menting microservice architectures, enabling efficient
deployment and management of software systems. The
pros and cons of this tool are presented in [77], where
alternatives are also mentioned.

• Ansible [78]. It is an open-source Linux scripting tool
for Infrastructure-as-Code. Namely it supports provi-
sioning, configuration management, and orchestration
of IT administration tasks. In our case, it allows us
to automate the process of creating, configuring, and
managing all the components of a Docker container
stack, even on different target hosts, as needed to
define the desired IDP architecture. Additional details
regarding this tool, relevant for our study, are given
in Section IV-A. The pros and cons of this tool
are presented in [79], where alternatives are also
mentioned.

E. PUTTING THE PIECES TOGETHER
The two previous subsections provide (1) a mapping of
professional figures to tasks and (2) a mapping from software
tools to tasks. In fact, the tools are used by professional
figures as an aid to perform the tasks they are working
on. Therefore, based on those two mappings, it is useful to
provide a summary of ‘‘who’’ uses ‘‘what’’ and ‘‘when’’,
where this latter term refers to various phases characterizing
a Scrum Sprint (reported in Figure 1). Such a summary
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TABLE 1. A mapping of epics, professional figures, and tools. The table
content is illustrated in the main text.

expresses the design of an IDP for Agile. We also mention
adaptability and finally provide an example of how the
various tools can be used synergically.

1) WHO USES WHAT
This part can be easily presented with a table reminiscent of a
RACI matrix [80], i.e., Table 1. With reference to it, from left
to right, in the first column, we find the individual Epic. In the
second and third columns, we find the Scrum professional
figures that, respectively, represent the responsible for the
Epic involved in the first column and the participants in the
processes that are involved under the same Epic. In the fourth
column, we find the Agile tools supporting the work of the
mentioned professional figures.

2) WHEN
With the exclusion of the project management activities that
are pervasive during each Sprint. Figures 2-4 indicate which
tools are used in each phase of a Sprint.

3) ADAPTABILITY
As evident from the first 6 six rows of Table 1, tools can be
deleted, replaced or added easily in response to the change
in needs of the Scrum professional figures or to take into
account alternatives to our suggestions (see Section II-D.
Analogously, Figures 2-4 provide a blueprint of a Scrum
Sprint, in terms of software tools to be used, easily adaptable
to the changes in Table 1. How those changes are actually
made, according to the last row of Table 1 involves the
use of the specific software indicated there. Technical details
regarding a real IDP are discussed in Section IV-C, with
examples in Appendix A and general instructions on the
project repository [32] , specifically the set-up repository and
within it, the part regarding addition and removal of services.

4) COMMUNICATION AMONG SOFTWARE TOOLS: AN
EXAMPLE
The various software tools in use during project development
may need access to information that is available to other tools.
As reported in Figure 5, a typical communication scenario for
each software tool is the following.

• GitLab can be used to trigger workflows on Jenkins and
to starts static code analyses on SonarQube. If enabled,
GitLab updates the status of the user stories on Taiga and
can send messages on Mattermost (e.g., to report that a
workflow failed).

• Taiga only communicates with GitLab for Single
Sign-On (SSO, for short) authentication.

• Jenkins interacts with GitLab to post updates on the
status of the workflows and for SSO authentication.
It also communicates with SonarQube to run static code
analyses (note that this is an alternative approach to
makeGitLab handle communicationwith SonarQube by
itself).

• SonarQube reports the results of static code analyses
with Jenkins and/or GitLab. It also handles authentica-
tion through GitLab SSO.

• Mattermost communicates with GitLab for SSO
authentication.

• Productivity trackers read data from GitLab, Taiga,
SonarQube, and Mattermost. Communication with Git-
Lab also allows SSO authentication.

III. THE REALIZATION: CAS
The design that has been obtained in the previous section
lends itself quite naturally to be realized via a microservice
architecture. Indeed, CAS is based on such a natural choice.
More specifically, Figures 6-7 provide the representation
of the CAS architecture, divided into a server that offers,
as microservices, the tools presented in Section II-D, and a
client that uses them. Next, we describe them both.

A. CAS SERVER
Here we illustrate the server layered architecture and the
communication with the client.

1) LAYERED ARCHITECTURE
With reference to Figure 6, the Server is structured into three
layers, which we now describe.

• Bottom Layer (Operating System). CAS can exploit
anyDebian-based Linux distribution. For our implemen-
tation, we use Ubuntu [81] and Debian [82].

• Middle Layer. The containerization platform (i.e.,
Docker [76]) abstracts from the underlying architecture
and allows to deploy the microservices characteriz-
ing CAS in different environments with ease. These
microservices and their required dependencies (e.g.,
databases and web servers) each reside in their own
independent container and are located within the same
Docker private network, where only selected entry
points allow external interactions.

• Top Layer. This layer is composed by software devel-
opment services, corresponding to the tools described in
Section II-D. For each of them, we list also the needed
application servers and database engines.

2) COMMUNICATION AMONG SOFTWARE COMPONENTS
AND SERVER-CLIENT
As outlined in Section II-E and in reference to Figure 5, the
software components need to exchange information among
them. On the other hand, there must be communication
between the server, that offers the microservices, and the
various clients. In CAS, such a task is implemented via the
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FIGURE 1. Scrum Development Cycle. From left to right, the product to be developed is outlined and the required competences
for its development are specified and acquired, then the product is developed via a series of Sprint iterations and versions of it
are released for evaluation or final deployment.

FIGURE 2. Software Tools for the Planning phase. A list of tools that can be used during
this Sprint phase, in agreement with the description given in the main text.

web server Nginx. This is a natural choice since, as specified
in Section II-D, many of the chosen software tools are
predisposed already to communicate via Nginx. A choice that
also offers additional advantages, in terms of Server-Client
communication by protecting them. Indeed, Nginx is a
lightweight open-source web server that can also be used
as a reverse proxy, HTTP cache, and load balancer. It uses
ports 80 (for HTTP) and 443 (for HTTPS) through the
TLS presentation cryptographic protocol [83]. It is worth
noting that CAS can use HTTPS thanks to the Linux tool
Certbot [84], that provides (for free) a ‘‘Let’s Encrypt’’ [85]
certificate. Such a certificate is then periodically renewed
through the Linux tool crontab (see, e.g., Debian Manpages
Documentation [86]). Moreover, Nginx has the nice feature
of offering low memory consumption and high concurrency
as it does not create a new process for each web but uses an
asynchronous event-driven approach with requests handled
by a single thread.

B. CAS CLIENT
As concisely depicted in Figure 7, from the user perspective,
only a web browser is required to access the CAS platform

which can be reached within the local network or through
the Internet. In this way, a user can configure its work
environment, which can be integrated with the logger plugin
for productivity tracking. Currently, this feature is available
for Visual Studio Code and IntelliJ IDEA [32].

IV. CAS SET-UP, USER ACCESS AND ADAPTABILITY
We now discuss how CAS can be set-up, how it can be
accessed by users, and how it can be modified in terms
of insertion/deletion of microservices offered, i.e., software
tools perceived as essential for Agile software development.

A. SET-UP
The initial set-up of the CAS platform is done by using
Ansible that is mainly responsible for configuring and
deploying the Docker containers of each microservice. In the
most common approach, Ansible is executed on an external
host machine targeting the server where the platform will be
hosted. Before running the Ansible script, the installer has
to first fill in instance-specific parameters in a configuration
file. Once started, the Ansible workflow (called playbook)
executes the following steps on the target server:
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FIGURE 3. Software Tools for the Implementation phase. This phase has been broken down into
various tasks, in accordance with the main text. For each of them, the legend is as in Figure 2.

FIGURE 4. Software Tools for the Sprint meetings. The legend is as in Figure 3.
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FIGURE 5. A Typical Communication Scenario Among Software
Components. Boxes indicate software tools and dotted lines indicated
directional information flow between tools, in agreement with the
description in the main text.

FIGURE 6. Compositional Agile System (CAS) - High Level Server View. The
three layers of the CAS server. Each of them is described in the main text.

1) Install the required system-wide dependencies.
2) Create a Docker private network where all containers

will reside.
3) Create and initialize the Docker configuration files of

each microservice. Then, start the containers.
4) Generate the routing configuration for each microser-

vice and start the Nginx container. If required in the
initial configuration, the certificate for HTTPS is also
requested at this stage.

After completing the Ansible script, the installer has to
perform the first access in each microservice to create
an administrator user. This procedure is specific to each
application and, for more details, we refer the reader to [32].

FIGURE 7. Compositional Agile System (CAS) - High Level Client View. The
components of the CAS client, as described in the main text.

As an optional step, once the initial installation is completed,
a second Ansible playbook to set-up GitLab SSO, which we
describe in the next section, can be executed. This workflow
is responsible for creating GitLab access tokens and setting
them on the other compatible microservices.

B. USER ACCESS TO CAS
Since GitLab has a central role in CAS (see Figure 5),
it is natural to enable the GitLab SSO user authentication.
The adoption of this solution, for user authentication, either
generic or specialized (developer), reflects the growing
recognition of the importance of simplified and secure
access to services, in line with the principles of Identity
and Access Management (IAM) in modern organizations.
Pragmatically, each authenticated user can access any of the
services provided by CAS in a controlled way. GitLab SSO
implementation offers additional advantages such as: (1) the
support of different authentication standards and the pos-
sibility of integration with existing authentication services;
(2) regulatory compliance; (3) automation in creating user
accounts. The interested reader may find additional details
regarding those advantages in [87], [88], [89], and [90].

C. ADAPTABILITY
An advantage of CAS is its modularity that allows to easily
add or remove services depending on the needs of the team.

We assume that the basic version of CAS is on. Changes
can be either temporary to this version or permanent.

• Removing an Existing Service. The removal of one of
the services available in CAS can be achieved as follows.
a) For the given service, the corresponding container

must be stopped, using Docker terminology. Such an
operation can be performed by any of the professional
figures in the Scrum Team.

b) If such a removal must be made permanent, i.e., the
change provides a new platform, then changes to
the set-up Ansible configuration file must also be
performed.

The above steps are described in detail in [32] , while
in Appendix A we provide an example: removal of the
Taiga service.

• Adding a New Service. The addition of a service can
be achieved as follows, where for conciseness we do not
mention parameter set-ups specific to the service.
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a) First, one needs to check that the service is compatible
with the Docker technology. In such a case, the
team member wishing to add the new service must
create a corresponding Docker container. Services not
compatible with Docker, very few indeed, cannot be
part of CAS.

b) The new container must be integrated into the Docker
virtual private network.

c) Enable web access to the new service via Nginx.
d) Start the Docker container created in step a).
e) If the service does not allow authentication through

the GitLab SSO, at each work session, a CAS user
must enter login credentials specific to that service,
in addition to those already provided for the GitLab
SSO.

The above steps are described in detail in [32] , while
in Appendix A we provide an example: addition of the
OpenProject service.

V. CAS USE CASES AND ILLUSTRATIVE EXAMPLES
As already pointed out in the Introduction, CAS is a unicum in
terms of the IDPs of interest for this research.Moreover, to the
best of our knowledge, the Scholarly Literature does not offer
methodologies to assess the usefulness of an IDP, except for a
case study related to [6] and [7]. Therefore, being a coherent
and widely accepted procedure to follow absent, we build on
previouswell documented and successful use of a preliminary
version of CAS in a strategic project for the Italian Ministry
of Defense. This is discussed in detail in [28] and it is not
repeated here. We provide here further evidence of the value
of the current version of CAS in terms of self-hosting on
various hardware scenarios, outlining also use cases for each
scenario. Finally, two additional illustrative examples, again
related to its use in the Public Sector, are presented in some
detail.

A. SYSTEM ARCHITECTURES, CAS CONFIGURATION AND
EXAMPLES OF USE CASES
CAS can be configured in several different system archi-
tectures. We describe here three different configurations:
a virtual server, a physical bare metal server, and a
configuration on limited hardware like a personal computer.
Each implementation has its specific advantages and use
cases, not easily comparable, allowing CAS to be adapted
to various environments based on the specific needs and
constraints of the project.

1) VIRTUAL SERVER IMPLEMENTATION
For this set-up, a possible use case is as follows. A devel-
opment team uses a virtual server to create a private staging
environment that mirrors the production environment of a
software service [30].

A virtual server implementation exploits some hyper-
visors [91] to create a software-based environment that
mimics physical hardware, for instance on a private cloud.
This approach is flexible, allowing for easy reconfiguration

of resources such as CPU, memory, and storage. This
implementation needs a suitable operating system and some
virtualization technology. Its advantages are scalability on
demand; isolation, as each virtual server operates separately
providing security and stability; maintainability as diagnosis
and resolution of problems are quicker; and efficiency in
the usage of the available resources. Moreover, this kind of
solution makes disaster recovery easy because the virtualized
environment allows for automated backups, and the entire
server, including its data and configurations, can be rapidly
replicated to another host.

2) PHYSICAL SERVER (BARE METAL) IMPLEMENTATION
For this set-up, a possible use case is as follows. A team has to
develop a product or service keeping private all data and code
developed, for keeping the intellectual property rights or for
any critical reason. A preliminary version of CAS has been
used successfully in this set-up for the software development
for a critical project for an Italian Public Administration [27].

A bare metal server is a physical machine dedicated to a
single tenant. This approach provides maximum performance
and complete control over the hardware and software
environment. In this case, it is necessary to select an
appropriate hardware based on the workload requirements
(CPU, memory, storage). The advantages of this approach
are in terms of performance, as the CAS system gets direct
access to the hardware resources; privacy, as the team has
full control over hardware and software configurations; and
reliability, as there are no dependencies or shared resources.

3) LIMITED HARDWARE (PERSONAL COMPUTER)
IMPLEMENTATION
For this set-up, a possible use case is as follows. Some
students share as a utility server an old personal computer,
where CAS is installed with minimal resources. We remark
that this is the most common scenario used by teams of
Software Engineering undergraduate students for project
development [92].
Implementing CAS on a personal computer involves using

a standard desktop or laptop. This approach is ideal for small
teams or development/testing purposes. The advantages are
the minimization of costs, as we use some already available
hardware; portability, as CAS is easy to set-up and use on
different machines with limited resources; agility, as this
set-up is simple and ideal for small teams or even a single
developer working as a developer and tester.

B. ADDITIONAL ILLUSTRATIVE EXAMPLE ONE: CAS AS AN
ENVIRONMENT FOR EDUCATIONAL PROJECTS IN THE
PUBLIC SECTOR
As mentioned in the Introduction, the CAS platform has
been used to support project work in undergraduate Software
Engineering courses (taught by the co-authors M.M. and
P.C.).
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One of the projects involved developing a Twitter client
on behalf of an Italian public administration in the field
of civil protection. The project aimed to provide students
with hands-on experience in creating a real-world application
in the Public Sector while encouraging creativity in feature
development and data interpretation. We also emphasized
integrating fundamental agile principles, such as composi-
tionality and adaptability, into the software design to ensure
modular and extensible solutions.

The development of the Twitter client was guided by
extreme development principles [31], meaning that the teams
should use only open source tools and libraries, and avoid
to exploit commercial cloud environments to store their code
and data. The teams included 5-6 students, they decomposed
the product to design into distinct, composable modules,
each addressing a specific functionality. These included: a
data ingestion module to capture geolocalized tweets through
the Twitter API; a mapping module to display tweets on an
interactive map; an analytics module to generate word clouds,
temporal diagrams, and sentiment analysis results.

Following Scrum principles, teams adopted an iterative
development process. They began building a client as a
Minimal Viable Product (MVP), focusing on essential user
features like retrieving and mapping tweets. We encouraged
teams to be ready to adapt their products to changing
requirements or new use cases. For instance, some teams
implemented modular APIs, making it easier to replace the
Twitter API with alternative data sources (e.g., Mastodon
or other social platforms) in response to Twitter’s API
restrictions.

CAS configuration management facilitated seamless inte-
gration of individual contributions into a unified system.
Shared repositories and version control tools (e.g., Git) were
used to manage codebases and resolve integration conflicts
efficiently.

The compositional nature of CAS allowed teams to
independently test modules, ensuring their reliability before
integration. Unit tests were written for individual compo-
nents, and system-level tests verified the overall functionality
of the products. Some teams also incorporated synthetic
datasets to validate analytics features under various sce-
narios, such as disaster simulations or sentiment analysis
shifts.

At the end of their projects all students have been
individually asked to evaluate, among other aspects, the tools
CAS provides. Partial accounts of those experiences can be
found in [31], [92], and [93]. Based on those accounts as
well as additional ones, we provide here a summary of the
student evaluation regarding the software tools included in
CAS. To this end, the perceived usefulness of each tool was
measured both using a standard five point Likert scale [94]
and via a free-form comment. The results are reported next,
in decreasing order of the Likert score, pointing out that the
tool Draw.io has been included in CAS in late 2023 and
therefore it is not included in this evaluation. The population
is approximately of 600 students.

• GitLab and Taiga received a positive score of 4.6/5 and
3.9/5, respectively. From the free-form comments,
it results that students have appreciated the overall
usefulness of these two tools, both specialized for Agile
developments.

• SonarQube, Gitinspector, and Gource received above
average scores around 3.3/5. From the free-form com-
ments, it results that the set-up of those tools is difficult
and that the statistics they provide need to be more
focused and useful.

• Mattermost received an average score of 2.8/5. Interest-
ingly, from the student free form comments, preferences
were given to their own Instant Messaging tools, failing
to realize the need for a uniform choice shared by team
members.

• Jenkins received a score of 2.33/5, slightly below
average. From the students free-form comments, it is
perceived of limited usefulness since many services it
provides overlap with those offered by GitLab.

• Logger received a below average evaluations of 2.11/5.
From the student free-form comments, the major
criticism is in regard to its supervision capabilities that,
in a classroom, may be perceived as invasive of privacy.

C. ADDITIONAL ILLUSTRATIVE EXAMPLE TWO: CAS
QUALITY CONTROL CAPABILITIES FOR A KEY PUBLIC
SECTOR PRODUCT
The CAS platform can also be used to check the quality
of a software product. We have used it for AppIO, one of
the pillars of the Digital Citizenship project of the Italian
Government [95]. Indeed, Citizens can have access to a
myriad of services via that app. For completeness, we recall
that this is the native mobile application for iOS and Android,
developed mainly in Typescript [96] by PagoPA S.p.A.
and some volunteers supporting the project, starting from
February 2017. It is licensed under the European Union
Public License 1.2 [97]. In November 2023, it consisted of
more than 195K lines of code and more than 5K commit
operations that have been performed on 75 different code
branches.
We have focused on some aspects of quality control of

that app via CAS, i.e., static code quality analysis and team
productivity metrics, as discussed in the next two subsections.
Specifically, when CAS has been applied to AppIO,

we have considered a single snapshot of the project repos-
itory, dated November 2023. Additional snapshots would
have been more informative but they are hard to get since
we have not participated in the development of the project.
Nonetheless, the information that we report next, on the one
hand, shows CAS quality control capabilities and, on the
other, gives a good estimate of the project quality. For
completeness, we mention that regarding the features related
to the use of the CAS Logger, it was not possible to document
them on AppIO because these features can be used while the
project is being developed rather than having the availability
of a single snapshot of the source code.
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1) STATIC CODE QUALITY ANALYSIS
Through SonarQube, we conducted a static analysis of
the AppIO source code. After processing this analysis,
we showed the results in terms of bugs, vulnerabilities,
security hotspots, i.e., security-sensitive portions of code that
require manual review to assess whether or not a vulnerability
exists, and technical debt evaluation.

Source code analysis was performed on a subset of
extensions, i.e., those that had the greatest impact on source
code, e.g., java, c, cc, cpp, h, hh, hpp, py, glsl, rb, js,
and sql.

• Bugs. SonarQube analysis applied on AppIO detected
16 potential bugs, grouped into four categories, such
as ‘‘Code unreachable’’, ‘‘Convert the conditional to a
boolean to avoid leaked value’’, ‘‘Review this usage of
[. . . ] as it can only be empty here’’, and ‘‘Throw this
error or remove this useless statement’’. The SonarQube
reliability rating is C, which means that there is at least
one major bug. In particular, many of them concern
the conversion of conditional expressions to boolean
variables to avoid errors.

• Vulnerabilities. The SonarQube reliability rating for
the AppIO is D, which means that at least one critical
vulnerability is present. In fact, only one potential
vulnerability was detected. Specifically, it involves
enabling server certificate validation on SSL/TLS con-
nections, which is essential for creating secure sessions
that are not vulnerable to man-in-the-middle attacks.
To this end, we contacted a volunteer who contributed
to the development of the project and, to the best of our
knowledge, the issue appears to have been appropriately
resolved.

• Security Hotspots. SonarQube analysis applied on
AppIO detected 262 security hotspots, ranked by
priority: high (5 for authentication and 4 for command
injection), medium (3 for denial of service and 7 for
weak cryptography) and low (24 for encryption of
sensitive data and 219 for others). The SonarQube
reliability rating is E, which means that less than 30%
of security hotspots have been reviewed. As mentioned
earlier, there are four high-priority potential command
injection security issues. For these, developers may
escape command execution within scripts to avoid this
security issue. Moreover, there are ten medium-priority
potential issues. For these, developers could use less
vulnerable regular expressions at run-time which, due
to backtracking, can lead to denial of service, and
secure a safer use of the pseudo-random number
generator.

• Technical Debt. SonarQube analysis applied on AppIO
suggests a 20-day timeline to address a wide range
of potential improvements by rewriting 1,350 unique
code segments. The SonarQube maintainability rating
is A, which means that the technical debt ratio is less
than 5.0%.

FIGURE 8. Gitinspector Report Abstract on AppIO Project - Historical
Information on Commit Operations. The Figure legend is as in the main
text.

FIGURE 9. Gitinspector Report Abstract on AppIO Project - Developer
Contributions at the Beginning Period of the Development Cycle. The
Figure legend is as in the main text.

2) TEAM PRODUCTIVITY METRICS
The Gitinspector report shown in Figg. 8-11 provides
information on the contributions of the development team
members involved working on the project, in terms of commit
operations, lines of code added, modified, or deleted during
the entire development period divided into weekly time
intervals, and the relevant files for which each developer
is mainly responsible. For privacy concerns, we have
anonymized their generalities in the figures.

In particular, Figure 8 contains, for each developer, histor-
ical information about the number of commits performed on
the repository, specifically highlighting the number of lines
of code added, deleted, or modified, with some information
about the stability and the percentage of comments of the
code produced.
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FIGURE 10. Gitinspector Report Abstract on AppIO Project - Suspiciously
Large and High Cyclomatic Complexity Files. The Figure legend is as in the
main text.

FIGURE 11. Gitinspector Report Abstract on AppIO Project - Files for
Which Each Developer is Largely Responsible. The Figure legend is as in
the main text.

FIGURE 12. Snapshot of the Gource Output on AppIO Project. This is the
final snapshot of the AppIO project repository, represented in tree form
by the Gource service. At the top of this figure, it shows the date when
the last commit operation was performed by the development team.

For each author involved in the development, Figure 9
provides an abstract, at the beginning of the development
cycle (February 2017), of their contributions during each
weekly period. Each abstract includes a horizontal bar
representing the percentages of lines added and deleted,
as well as the number of updated lines.

Figure 10 contains information on suspiciously large files
and those that have high cyclomatic complexity, listing them
in order of severity.

Figure 11 contains information about the files for which
each developer is primarily responsible, indicating for each

one the number of lines of code added and excluding from this
count those lines of code that represent comments, if possible.

Finally, in Figure 12, we show a snapshot of the video,
obtained from Gource, at the last contributions of the
development team, showing, in tree form, the final repository
of the project.

VI. CONCLUSION AND FUTURE DIRECTIONS OF
RESEARCH
We have presented the design and realization of an IDP
that satisfies the requirements of being: (1) composed of
open-source software; (2) self-hosted, i.e., suitable to be
configured on the intranet infrastructure of the organization
using it; (3) oriented towards the support of the Agile
methodology, in particular Scrum. We have also described
and studied some application scenarios where such an IDP
can be useful, together with a working IDP incarnating the
proposed methodology, namely CAS, whose usefulness has
been been shown in different contexts.

Our work opens the way to many avenues of investigation,
where positive developments would further enrich CAS.

• Artificial Intelligence. As developers embrace the
possibilities offered by Artificial Intelligence (AI), IDPs
should evolve to integrate AI technologies [98]. The
advancements would include enhancing automation,
improving decision-making, and continuous adaption
within Agile workflows. For instance, AI-driven tools
for code quality analysis, predictive project manage-
ment, and intelligent automation in DevOps pipelines
are becoming increasingly critical. The design and
methodology of future IDPs must accommodate these
innovations, ensuring that teams can leverage AI to
augment their agility and efficiency effectively.

• Scalability. In our context this term may be ambiguous.
For one thing, when it refers to a developer team, with
a growing number of people involved, CAS grants user
scalability as far as hardware resources allow. On the
other hand, scaled Agile refers to the number of teams
and people involved in a project and it is an active
area of research, e.g, [99] . IDPs designed to support
these versions of Agile methodologies are not available
and the related question of what is meant by IDP
scalability in that context and how to achieve it is open.
Finally, when scalability is referred to tools, how they
would perform on different scales, team structures, and
complexities is hardly addressed in the Literature. When
available, we have provided such an information and for
the ones not covered, e.g., Gource, we remark that it is
an interesting area of research.

• Evaluation of IDP Success Probably because of their
novelty, IDPs lack Agile maturity models, along the
lines of the ones established for instance within orga-
nizations, e.g., [100]. Their definition, implementation
and subsequent validation is another challenging open
problem posed by our research.
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• Attention to the Public Sector Although the Digital
Transformation of the Public Section is a global
challenge (see again [26], CAS seems to be a rather
isolated offer in that domain. As public institutionsmove
more and more into the use of Scrum for their Digital
Transformation, e.g., Barcelona with Scrum@IMI and
its more general version Scrum@PA [101], the design
and the realization of IDPs supporting those methodolo-
gies is essential. In particular, since user involvement in
project management, e.g., Citizens, is a central part of
such a Digital Transformation, whose achievement may
require the addition of new professional figures to Scrum
(see again [101], it is important to include in IDPs tools
to support those new figures.

APPENDIX A
EXAMPLES OF SERVICE REPLACEMENT IN CAS

• Removing an Existing Service. The easiest way to
remove an existing service in CAS is by using the
Docker Compose tool. To provide a practical example,
we illustrate a use-case where we want to remove Taiga.
The following Bash commands can be executed by
a Scrum Team member, with administrator privileges,
to deactivate Taiga:
cd /cas/taiga
docker compose down

• Adding a New Service. To add a new service, the
easiest way is also through Docker Compose tool, that
most service providers support. To provide a practical
example, we illustrate a use-case where we want to
add OpenProject into CAS. By following the guidelines
provided by OpenProject in [102] , the Scrum Team
member can create and setup the basic Docker Compose
configuration file in a yaml format [103] . In addition,
to add the container(s) of the newly defined service to
the CAS Docker private network, the following lines
have to be added at the end of the Docker Compose
configuration:
networks:

cas-network:
external: true
name: casnet

Moreover, the specification of each container must have
a reference to the network by adding the following:
networks:
- cas-network

Finally, a new entry of Nginx configuration file has to
be added so that the service is accessible from the web.
A basic setup is as follows:
location /openproject {

resolver 127.0.0.11~valid=10s;
proxy_pass http://openproject;
proxy_set_header Host $host;
proxy_set_header X-Real-IP $remote_addr;
proxy_set_header X-Scheme $scheme;
proxy_set_header X-Forwarded-Proto
$scheme;

proxy_set_header
X-Forwarded-For
$proxy_add_x_forwarded_for;

proxy_set_header Upgrade $http_upgrade;
proxy_set_header Connection "upgrade";
proxy_redirect off;

}

Once the configuration has been completed, to start
OpenProject, assuming that the previous steps have
been done in the directory /cas/openproject, the
following commands can be executed:
cd /cas/openproject
docker compose up -d

Finally, it is useful to note that any addition and removal
changes made to the CAS platform are permanent.

REFERENCES
[1] M. E. Khatib and A. Alzarooni, ‘‘How technology solutions providers

are using platform engineering to improve efficiency, agility, perfor-
mance and responsiveness: Case studies,’’ Int. J. Theory Org. Pract.
(IJTOP), vol. 3, no. 2, pp. 16–30, Jan. 2024. [Online]. Available:
https://journals.gaftim.com/index.php/ijtop/issue/view/20

[2] Gartner. (2024). What Is Platform Engineering?. Accessed:
Mar. 22, 2024. [Online]. Available: https://www.gartner.
com/en/articles/what-is-platform-engineering

[3] F. van der Linden and J. G. Wijnstra, ‘‘Platform engineering for the
medical domain,’’ in Software Product-Family Engineering, F. van der
Linden, Ed., Cham, Switzerland: Springer, 2002, pp. 224–237. [Online].
Available: https://link.springer.com/content/pdf/10.1007/3-540-47833-
7_20.pdf

[4] F. J. Van der Linden, K. Schmid, and E. Rommes, ‘‘Cham, Switzerland:
Springer,’’ in Software Product Lines in Action: The Best Industrial
Practice in Product Line Engineering. Cham, Switzerland: Springer,
2007, doi: 10.1007/978-3-540-71437-8.

[5] J. Zhou, Y. Ji, D. Zhao, and J. Liu, ‘‘Platform engineering in
enterprise application development,’’ in Proc. Int. Conf. E-Bus.
E-Government, May 2010, pp. 112–115, doi: 10.1109/ICEE.2010.
36.

[6] R. van de Kamp, ‘‘Paving the path towards platform engineer-
ing using a comprehensive reference model,’’ M.S. thesis, Univ.
Amsterdam, Amsterdam, The Netherlands, 2023. [Online]. Available:
https://ouci.dntb.gov.ua/en/works/4vWAJj1l/

[7] R. van de Kamp, K. Bakker, and Z. Zhao, ‘‘Paving the path towards
platform engineering using a comprehensive reference model,’’ in
Proc. Enterprise Design, Oper., Comput. EDOC Workshops. Cham,
Switzerland: Springer, 2024, pp. 177–193, doi: 10.1007/978-3-031-
54712-6_11.

[8] Humanitec. (2024). State of Platform Engineering Report Volume
2. [Online]. Available: https://humanitec.com/whitepapers/state-of-
platform-engineering-report-volume-2

[9] F. Bayer, ‘‘How metamodeling concepts improve internal developer plat-
forms and cloud platforms to foster business agility,’’ in Metamodeling:
Applications and Trajectories To the Future, H. Fill and H. Kühn, Eds.,
Cham, Switzerland: Springer, 2024, pp. 1–18, doi: 10.1007/978-3-031-
56862-6_1.

[10] M. Körbächer, A. Grabn, and H. Lipsig, Platform Engineering for
Architects. Birmingham, U.K.: Packt Publishing, 2024. [Online].
Available: https://www.packtpub.com/en-ca/product/platform-
engineering-for-architects-9781836203599

[11] A. Gomes, ‘‘Deploy-oriented specification of cloud native
applications,’’ Ph.D. thesis, Dept. Eng., Univ. Porto, Porto,
Portugal, 2023. [Online]. Available: https://repositorio-
aberto.up.pt/bitstream/10216/151930/2/636673.pdf

[12] K. Grünberg. (2021). What Is an Internal Developer Platform?.
[Online]. Available: https://humanitec.com/blog/what-is-an-internal-
developerplatform

[13] M. Haigh. (2024). How to Build a Minimum Viable Platform
(MVP). Accessed: Jul. 16, 2024. [Online]. Available:
https://humanitec.com/blog/how-to-build-a-minimum-viable-platform-
mvp

79530 VOLUME 13, 2025

http://dx.doi.org/10.1007/978-3-540-71437-8
http://dx.doi.org/10.1109/ICEE.2010.36
http://dx.doi.org/10.1109/ICEE.2010.36
http://dx.doi.org/10.1007/978-3-031-54712-6_11
http://dx.doi.org/10.1007/978-3-031-54712-6_11
http://dx.doi.org/10.1007/978-3-031-56862-6_1
http://dx.doi.org/10.1007/978-3-031-56862-6_1


P. Ciancarini et al.: Design and Realization of a Self-Hosted and Open-Source Agile IDP

[14] K. S. Rubin, Essential Scrum: A Practical Guide to
the Most Popular Agile Process. Reading, MA, USA:
Addison-Wesley, 2012. [Online]. Available: https://ptgmedia.
pearsoncmg.com/images/9780137043293/samplepages/0137043295.pdf

[15] G. Kim, J. Humble, P. Debois, J. Willis, and N. Forsgren. (2021).
The DevOps Handbook: How To Create World-class Agility, Relia-
bility, & Security in Technology Organizations. [Online]. Available:
https://itrevolution.com/product/the-devops-handbook-second-edition/

[16] S. T. Makani and S. Jangampeta, ‘‘A comparative study of platform
engineering tools: Implications for system design and scalability,’’
Int. J. DevOps, vol. 1, no. 1, pp. 41–49, 2024. [Online]. Available:
https://iaeme.com/Home/article_id/IJDO_01_01_004

[17] M. Schmidtner, C. Doering, and H. Timinger, ‘‘Agile working during
COVID-19 pandemic,’’ IEEE Eng. Manag. Rev., vol. 49, no. 2, pp. 18–32,
2nd Quart., 2021, doi: 10.1109/EMR.2021.3069940.

[18] J. Bablo, B. Marcinkowski, and A. Przybylek, ‘‘Overcoming challenges
of virtual scrum teams: Lessons learned through an action research
study,’’ in Agile Processes in Software Engineering and Extreme
Programming, C. J. Stettina, J. Garbajosa, and P. Kruchten, Eds., Cham,
Switzerland: Springer, 2023, pp. 34–49, doi: 10.1007/978-3-031-33976-
9_3.

[19] R. Reunamäki and C. F. Fey, ‘‘Remote agile: Problems, solutions, and
pitfalls to avoid,’’ Bus. Horizons, vol. 66, no. 4, pp. 505–516, Jul. 2023,
doi: 10.1016/J.BUSHOR.2022.10.003.

[20] S. Siddique, M. Naveed, A. Ali, I. Keshta, M. I. Satti, A. Irshad,
Z. Alomari, O. C. Edo, and O. A. Diekola, ‘‘An effective framework
to improve the managerial activities in global software development,’’
Nonlinear Eng., vol. 12, no. 1, Sep. 2023, Art. no. 20220312.

[21] Atlassian. Jira Project Management Software. Accessed: Sep. 18, 2023.
[Online]. Available: https://www.atlassian.com/software/jira

[22] Atlassian Corp. (2023). Atlassian Company Website. Accessed:
Sep. 18, 2023. [Online]. Available: https://www.atlassian.com/

[23] Qovery by Birdsight. (2024). Top 10 Internal Developer
Platforms in 2024. Accessed: Aug. 1, 2024. [Online]. Available:
https://www.qovery.com/blog/10-best-internal-developer-platforms-to-
consider-in-2023/

[24] Backstage. (2024). Backstage: An Open Source Framework for Build-
ing Developer Portals. Accessed: Aug. 1, 2024. [Online]. Available:
https://backstage.io/

[25] Akamai. (2024). Otomi Website. Accessed: Jul. 19, 2024. [Online].
Available: https://otomi.io

[26] P. Ciancarini, R. Giancarlo, and G. Grimaudo, ‘‘Digital transformation
in the public administrations: A guided tour for computer scientists,’’
IEEE Access, vol. 12, pp. 22841–22865, 2024. [Online]. Available:
https://ieeexplore.ieee.org/document/10423006

[27] L. Benedicenti, F. Cotugno, P. Cianfrini, A. Messina, W. Pedrycz,
A. Sillitti, and G. Succi, ‘‘Applying scrum to the Army—A case study,’’
in Proc. IEEE/ACM 38th Int. Conf. Softw. Eng. Companion (ICSE-
C), Austin, TX, USA, May 2016, pp. 725–727. [Online]. Available:
https://ieeexplore.ieee.org/document/7883385

[28] L. Benedicenti, P. Ciancarini, F. Cotugno, A. Messina, A. Sillitti, and
G. Succi, ‘‘Improved agile: A customized Scrum process for project
management in defense and security,’’ in Software Project Management
for Distributed Computing—Life-Cycle Methods for Developing Scalable
and Reliable Tools, Z. Mahmood, Ed., Cham, Switzerland: Springer,
2017, pp. 289–314, doi: 10.1007/978-3-319-54325-3_12.

[29] V. Mauro and A. Messina, ‘‘AMINSEP-agile methodology imple-
mentation for a new software engineering paradigm definition. A
research project proposal,’’ in Proc. 4th Int. Conf. Softw. Eng. Defence
Appl. (SEDA). Cham, Switzerland: Springer, 2016, pp. 27–33, doi:
10.1007/978-3-319-27896-4_3.

[30] P. Ciancarini, M. Missiroli, F. Poggi, and D. Russo, ‘‘An open source
environment for an agile development model,’’ in Proc. Int. Conf. Open
Source Syst. (OSS), vol. 582, Innopolis, Russia, Jan. 2020, pp. 148–162,
doi: 10.1007/978-3-030-47240-5_15.

[31] P. Marzolo, M. Guazzaloca, and P. Ciancarini, ‘‘Extreme development as
a means of learning agile,’’ in Proc. 1st Int. Conf. Frontiers Russia Softw.
Eng., vol. 1523. Cham, Switzerland: Springer, 2021, pp. 158–175, doi:
10.1007/978-3-030-93135-3_11.

[32] Compositional Agile Syst. (CAS) Platform. (2024). CAS GitHub
Repository. Accessed: Dec. 16, 2024. [Online]. Available:
https://github.com/cas-agile

[33] (2023). IO: The Italian Public Services App. Accessed: Dec. 20, 2023.
[Online]. Available: https://github.com/pagopa/io-apps

[34] H. Washizaki. (2024). Guide to the Software Engineering Body of
Knowledge (SWEBOK Guide) 4.0. IEEE Comput. Soc. [Online].
Available: https://www.swebok.org

[35] I. Jacobson, J. Sutherland, B. Kerr, and B. Buhnova, ‘‘Better scrum
through essence,’’ Software: Pract. Exper., vol. 52, no. 6, pp. 1531–1540,
Jun. 2022, doi: 10.1002/spe.3070.

[36] J. Sutherland and J. Sutherland, Scrum: The Art of Doing Twice the Work
in Half the Time. New York, NY, USA: Crown Currency, 2014.

[37] Atlassian. (2023). Trello: Manage Your Team’s From Anywhere.
Accessed: Sep. 25, 2023. [Online]. Available: https://trello.com/

[38] Atlassian. (2023). Confluence: Accomplish More
Together. Accessed: Sep. 25, 2023. [Online]. Available:
https://www.atlassian.com/software/confluence/

[39] Atlassian. (2023). BitBucket: Git Solution for Teams Using Jira.
Accessed: Sep. 18, 2023. [Online]. Available: https://bitbucket.org/

[40] GitHub. (2023). GitHub: The AI-Powered Developer Platform To Build,
Scale, and Deliver Secure Software. Accessed: Sep. 27, 2023. [Online].
Available: https://www.github.com/

[41] D. Jadhav, J. Kundale, S. Bhagwat, and J. Joshi, ‘‘A systematic
review of the tools and techniques in distributed agile software
development,’’ in Agile Software Development: Trends, Challenges
and Applications. Hoboken, NJ, USA: Wiley, 2023, pp. 161–186, doi:
10.1002/9781119896838.ch8.

[42] L. Giamattei, A. Guerriero, R. Pietrantuono, S. Russo, I. Malavolta,
T. Islam, M. Dînga, A. Koziolek, S. Singh, M. Armbruster,
J. M. Gutierrez-Martinez, S. Caro-Alvaro, D. Rodriguez, S. Weber,
J. Henss, E. F. Vogelin, and F. S. Panojo, ‘‘Monitoring tools for DevOps
and microservices: A systematic grey literature review,’’ J. Syst. Softw.,
vol. 208, Feb. 2024, Art. no. 111906, doi: 10.1016/j.jss.2023.111906.

[43] P. Ciancarini, M. Missiroli, and A. Sillitti, ‘‘Preferred tools for agile
development: A sociocultural perspective,’’ in Proc. 51st Int. Conf.
Softw. Technology: Methods Tools (TOOLS), Innopolis, Russia. Cham,
Switzerland: Springer, Jan. 2019, pp. 43–58, doi: 10.1007/978-3-030-
29852-4_3.

[44] Softw. Advice. (2024). Software Categories. Accessed: Dec. 1, 2024.
[Online]. Available: https://www.softwareadvice.com

[45] S. Ergasheva, V. Ivanov, I. Khomyakov, A. Kruglov, D. Strugar, and
G. Succi, ‘‘InnoMetrics dashboard: The design, and implementation of
the adaptable dashboard for energy-efficient applications using open
source tools,’’ in Proc. 16th IFIP WG 2.13 Int. Conf. Open Source Syst.
Cham, Switzerland: Springer, Jan. 2020, pp. 163–176, doi: 10.1007/978-
3-030-47240-5_16.

[46] Nginx. (2024). Nginx: Advanced Load Balancer, Web Server, &
Reverse Proxy. Accessed: Oct. 24, 2024. [Online]. Available:
https://www.nginx.com/

[47] K. Chodorow and M. Dirolf, MongoDB: The Definitive Guide, 1st ed.,
Sebastopol, CA, USA: O’Reilly Media, 2010.

[48] Ejwa Softw. (2024). Gitinspector. Accessed: Oct. 26, 2024. [Online].
Available: https://github.com/ejwa/gitinspector/

[49] T. J. McCabe, ‘‘A complexity measure,’’ IEEE Trans.
Softw. Eng., vol. SE-2, no. 4, pp. 308–320, Dec. 1976, doi:
10.1109/TSE.1976.233837.

[50] Ejwa Softw. Gitinspector Documentation. Accessed:
Oct. 26, 2024. [Online]. Available: https://github.com/ejwa/
gitinspector/wiki/Documentation

[51] V. Devedzic, B. Tomic, J. Jovanovic,M.Kelly, N.Milikic, S. Dimitrijevic,
D. Djuric, and Z. Sevarac, ‘‘Metrics for Students’ soft skills,’’
Appl. Meas. Edu., vol. 31, no. 4, pp. 283–296, Oct. 2018, doi:
10.1080/08957347.2018.1495212.

[52] (2024). Gitstats—Git History Statistics Generator. Accessed:
Dec. 17, 2024. [Online]. Available: https://gitstats.sourceforge.net

[53] A. H. Caudwell, ‘‘Gource: Visualizing software version control history,’’
in Proc. ACM Int. Conf. Companion Object Oriented Program Syst. Lang.
Appl. Companion, Oct. 2010, pp. 73–74, doi: 10.1145/1869542.1869554.

[54] A. Caudwell.Gource Documentation. Accessed: Oct. 26, 2024. [Online].
Available: https://github.com/acaudwell/Gource/wiki

[55] A. Hamidovic, J. Matic, G. Kniewasser, and A. Wöls,
‘‘Software repository visualisation,’’ Tech. Univ. Graz, Graz,
Austria, Tech. Rep., 2018. [Online]. Available: https://courses.
isds.tugraz.at/ivis/surveys/ss2018/ivis-ss2018-g4-softvis-survey.pdf

[56] Taiga. (2024). Taiga: The Free and Open-Source Project Management
Tool. Accessed: Sep. 28, 2024. [Online]. Available: https://taiga.io/

VOLUME 13, 2025 79531

http://dx.doi.org/10.1109/EMR.2021.3069940
http://dx.doi.org/10.1007/978-3-031-33976-9_3
http://dx.doi.org/10.1007/978-3-031-33976-9_3
http://dx.doi.org/10.1016/J.BUSHOR.2022.10.003
http://dx.doi.org/10.1007/978-3-319-54325-3_12
http://dx.doi.org/10.1007/978-3-319-27896-4_3
http://dx.doi.org/10.1007/978-3-030-47240-5_15
http://dx.doi.org/10.1007/978-3-030-93135-3_11
http://dx.doi.org/10.1002/spe.3070
http://dx.doi.org/10.1002/9781119896838.ch8
http://dx.doi.org/10.1016/j.jss.2023.111906
http://dx.doi.org/10.1007/978-3-030-29852-4_3
http://dx.doi.org/10.1007/978-3-030-29852-4_3
http://dx.doi.org/10.1007/978-3-030-47240-5_16
http://dx.doi.org/10.1007/978-3-030-47240-5_16
http://dx.doi.org/10.1109/TSE.1976.233837
http://dx.doi.org/10.1080/08957347.2018.1495212
http://dx.doi.org/10.1145/1869542.1869554


P. Ciancarini et al.: Design and Realization of a Self-Hosted and Open-Source Agile IDP

[57] J. D. Drake and J. C. Worsley, Practical PostgreSQL. Sebastopol, CA,
USA: O’Reilly Media, 2002.

[58] D. Özkan and A. Mishra, ‘‘Agile project management tools: A brief
comprative view,’’ Cybern. Inf. Technol., vol. 19, no. 4, pp. 17–25,
Nov. 2019, doi: 10.2478/cait-2019-0033.

[59] GitLab, Incorporated. GitLab: The DevSecOps Platform. Accessed:
Sep. 26, 2023. [Online]. Available: https://www.gitlab.com/

[60] Git: A Distributed Version Control Software. Accessed: Oct. 6, 2023.
[Online]. Available: https://git-scm.com/

[61] Apache Softw. Found. (2024).Apache: The Apache HTTP Server Project.
Accessed: May 17, 2024. [Online]. Available: https://httpd.apache.org/

[62] J. Carlson, Redis in Action. New York, NY, USA: Simon and Schuster,
2013.

[63] Gitlab. Gitlab Documentation. Accessed: Oct. 3, 2023. [Online].
Available: https://docs.gitlab.com/

[64] A. Vicente and J. Bernardino, ‘‘Evaluating GitLab, OpenProject, and
redmine using QSOS methodology,’’ in Proc. 15th Int. Conf. Web Inf.
Syst. Technol., 2019, pp. 380–387, doi: 10.5220/0008364603800387.

[65] M. Politze, ‘‘Hybrid cloud scaleout: Orchestrating workloads with
gitlab,’’ in Proc. EPiC Ser. Comput., vol. 86, 2022, pp. 50–55. [Online].
Available: https://easychair.org/publications/paper/bXV5/open

[66] SonarSource, Société Anonyme. Sonarqube: Clean Code for Teams
and Enterprises. Accessed: Sep. 28, 2023. [Online]. Available:
https://www.sonarsource.com/products/sonarqube/

[67] V. Lenarduzzi, F. Pecorelli, N. Saarimaki, S. Lujan, and F. Palomba, ‘‘A
critical comparison on six static analysis tools: Detection, agreement,
and precision,’’ J. Syst. Softw., vol. 198, Apr. 2023, Art. no. 111575, doi:
10.1016/j.jss.2022.111575.

[68] Jenkins. Jenkins: Build Great Things at Any Scale. Accessed:
Sep. 28, 2023. [Online]. Available: https://jenkins.io/

[69] Apache Softw. Found. Apache Ant: A Software for Automating
the Build Process. Accessed: Sep. 29, 2023. [Online]. Available:
https://ant.apache.org/

[70] Apache Softw. Found. Apache Maven: A Software Project Management
and Comprehension Tool. Accessed: Sep. 28, 2023. [Online]. Available:
https://maven.apache.org/

[71] P. Rai, Madhurima, S. Dhir, Madhulika, and A. Garg, ‘‘A pro-
logue of Jenkins with comparative scrutiny of various software
integration tools,’’ in Proc. 2nd Int. Conf. Comput. Sustain. Global
Develop. (INDIACom), Mar. 2015, pp. 201–205. [Online]. Available:
https://ieeexplore.ieee.org/document/7100245

[72] Mattermost. Mattermost: The Secure Collaboration Hub for
Technical Teams. Accessed: Sep. 28, 2023. [Online]. Available:
https://mattermost.com/

[73] J. Andriessen, T. Citro, T. Schaberreiter, and L. Serra, ‘‘On the road of
data-driven discussion: A comparison of open-source collaboration plat-
forms,’’ in Proc. S3C@ CHItaly, 2023, pp. 26–45. [Online]. Available:
https://ceur-ws.org/Vol-3574/paper_4.pdf

[74] Draw.io: Flowchart Maker and Online Diagram Tool. Accessed:
Sep. 28, 2023. [Online]. Available: https:/draw.io/

[75] Y. Lu and C. A. Alexandru, ‘‘Systematic review of UML diagramming
software tools for higher education software engineering courses,’’ in
Proc. United Kingdom Ireland Comput. Educ. Res. (UKICER) Conf.,
Sep. 2023, pp. 1–7, doi: 10.1145/3610969.3611123.

[76] Docker. (2024). Docker: Accelerated Container Application
Development. Accessed: Oct. 14, 2024. [Online]. Available:
https://www.docker.com/

[77] Z. Kozhirbayev and R. O. Sinnott, ‘‘A performance comparison of
container-based technologies for the cloud,’’Future Gener. Comput. Syst.,
vol. 68, pp. 175–182, Mar. 2017, doi: 10.1016/j.future.2016.08.025.

[78] RedHat. Ansible: A Radically Simple IT Automation Platform. Accessed:
Oct. 14, 2024. [Online]. Available: https://www.ansible.com/

[79] M. Wurster, U. Breitenbücher, M. Falkenthal, C. Krieger, F. Leymann,
K. Saatkamp, and J. Soldani, ‘‘The essential deployment metamodel:
A systematic review of deployment automation technologies,’’ SICS
Softw.-Intensive Cyber-Phys. Syst., vol. 35, nos. 1–2, pp. 63–75,
Aug. 2020, doi: 10.1007/s00450-019-00412-x.

[80] P. M. Khan and K. A. Quraishi, ‘‘Impact of RACI on delivery
and outcome of software development projects,’’ in Proc. 4th Int.
Conf. Adv. Comput. Commun. Technol., Feb. 2014, pp. 177–184, doi:
10.1109/ACCT.2014.66.

[81] Canonical. (2024). Ubuntu: Enterprise Open Source and Linux.
Accessed: May 17, 2024. [Online]. Available: https://ubuntu.com/

[82] Softw. Public Interest. Debian: The Universal Operating System.
Accessed: May 17, 2024. [Online]. Available: https://www.debian.org/

[83] IETF. The Transport Layer Security (TLS) Protocol (RFC 8446).
Accessed: Oct. 24, 2024. [Online]. Available: https://www.nginx.com/

[84] EFF. (2024). Certbot: A Free, Open-Source Software Tool for Automati-
cally Using Let’s Encrypt Certificates. Accessed: Oct. 24, 2024. [Online].
Available: https://certbot.eff.org/

[85] ISRG. Let’s Encrypt: A Nonprofit Certificate Authority Providing
TLS Certificates. Accessed: Oct. 24, 2024. [Online]. Available:
https://letsencrypt.org/

[86] Softw. Public Interest, Incorporated. Debian Manpages
Documentation. Accessed: Oct. 24, 2024. [Online]. Available:
https://manpages.debian.org/

[87] U. Joshi, S. Cha, and S. E. Sardari, ‘‘Towards adoption of authentication
and authorization in identity management and single sign on,’’ Adv.
Sci., Technol. Eng. Syst. J., vol. 3, no. 5, pp. 492–500, 2018, doi:
10.25046/aj030556.

[88] F. Alaca and P. C. V. Oorschot, ‘‘Comparative analysis and framework
evaluating Web single sign-on systems,’’ ACM Comput. Surv., vol. 53,
no. 5, pp. 1–34, Sep. 2021, doi: 10.1145/3409452.

[89] M. T. Moghaddam, A. E. Pedersen, W. W. L. Bolding, and T. Worm,
‘‘A performant and secure single sign-on system using microser-
vices,’’ in Proc. 38th ACM/SIGAPP Symp. Appl. Comput., Mar. 2023,
pp. 1516–1519, doi: 10.1145/3555776.3577869.

[90] T. Waluyo and Sutarman, ‘‘Comparative analysis of the performance
of single sign-on authentication systems with OpenID and OAuth
protocols,’’ Int. J. Comput. Inf. Technol., vol. 11, no. 3, p. 2279,
Aug. 2022, doi: 10.24203/ijcit.v11i3.277.

[91] E. Bauman, G. Ayoade, and Z. Lin, ‘‘A survey on hypervisor-based
monitoring: Approaches, applications, and evolutions,’’ ACM Comput.
Surv., vol. 48, no. 1, pp. 1–33, Sep. 2015, doi: 10.1145/2775111.

[92] P. Ciancarini, A. Loretti, M. Missiroli, and A. Schinoppi, ‘‘Training
students to choose their agile practices and tools,’’ in Proc. IEEE 35th
Int. Conf. Softw. Eng. Educ. Training (CSEE T), Tokyo, Japan, Aug. 2023,
pp. 59–68, doi: 10.1109/cseet58097.2023.00017.

[93] P. Ciancarini and M. Missiroli, ‘‘Education to agile: Fostering team
awareness with essence,’’ in Proc. Int. Workshop Frontiers Softw.
Eng. Edu. Cham, Switzerland: Springer, Jan. 2023, pp. 69–84, doi:
10.1007/978-3-031-48639-5_6.

[94] A. Joshi, S. Kale, S. Chandel, and D. Pal, ‘‘Likert scale: Explored
and explained,’’ Brit. J. Appl. Sci. Technol., vol. 7, no. 4, pp. 396–403,
Jan. 2015, doi: 10.9734/bjast/2015/14975.

[95] PagoPA. IO App: The Public Services Italian App. Accessed:
Dec. 29, 2023. [Online]. Available: https://io.italia.it/

[96] Microsoft Corp. TypeScript: JavaScript With Syntax for Types. Accessed:
Jul. 5, 2024. [Online]. Available: https://www.typescriptlang.org/

[97] Eur. Commission. Updating the Open Source Software Licence EUPL To
Further Facilitate the Sharing and Reuse of Software Developed
By Public Administrations. Accessed: Dec. 27, 2023. [Online].
Available: https://joinup.ec.europa.eu/sites/default/files/custom-page/
attachment/eupl_v1.2_en.pdf

[98] L. Bass, Q. Lu, I. Weber, and L. Zhu, Engineering AI Systems: DevOps
and Architecture Approaches. London, U.K.: Pearson, 2025.

[99] P. Ciancarini, A. Kruglov, W. Pedrycz, D. Salikhov, and G. Succi, ‘‘Issues
in the adoption of the scaled agile framework,’’ in Proc. IEEE/ACM
44th Int. Conf. Softw. Eng., Softw. Eng. Pract. (ICSE-SEIP), May 2022,
pp. 175–184, doi: 10.1145/3510457.3513028.

[100] D. Tuncel, C. Körner, and R. Plösch, ‘‘Comparison of agile matu-
rity models: Reflecting the real needs,’’ in Proc. 46th Euromicro
Conf. Softw. Eng. Adv. Appl. (SEAA), Aug. 2020, pp. 51–58, doi:
10.1109/SEAA51224.2020.00019.

[101] P. Ciancarini, R. Giancarlo, and G. Grimaudo, ‘‘ScrumPA: Tailoring
an agile methodology to the digital transformation in the public
sector,’’ Information, vol. 15, no. 2, p. 110, Feb. 2024, doi: 10.3390/
info15020110.

[102] OpenProject Installation With Docker Compose. Accessed:
Dec. 18, 2024. [Online]. Available: https://www.openproject.
org/docs/installation-and-operations/installation/docker-compose/

[103] RedHat. (2024). Ansible Documentation: YAML Format. Accessed:
Dec. 10, 2024. [Online]. Available: https://docs.ansible.com/
ansible/latest/reference_appendices/YAMLSyntax.html

79532 VOLUME 13, 2025

http://dx.doi.org/10.2478/cait-2019-0033
http://dx.doi.org/10.5220/0008364603800387
http://dx.doi.org/10.1016/j.jss.2022.111575
http://dx.doi.org/10.1145/3610969.3611123
http://dx.doi.org/10.1016/j.future.2016.08.025
http://dx.doi.org/10.1007/s00450-019-00412-x
http://dx.doi.org/10.1109/ACCT.2014.66
http://dx.doi.org/10.25046/aj030556
http://dx.doi.org/10.1145/3409452
http://dx.doi.org/10.1145/3555776.3577869
http://dx.doi.org/10.24203/ijcit.v11i3.277
http://dx.doi.org/10.1145/2775111
http://dx.doi.org/10.1109/cseet58097.2023.00017
http://dx.doi.org/10.1007/978-3-031-48639-5_6
http://dx.doi.org/10.9734/bjast/2015/14975
http://dx.doi.org/10.1145/3510457.3513028
http://dx.doi.org/10.1109/SEAA51224.2020.00019
http://dx.doi.org/10.3390/info15020110
http://dx.doi.org/10.3390/info15020110


P. Ciancarini et al.: Design and Realization of a Self-Hosted and Open-Source Agile IDP

PAOLO CIANCARINI received the B.S. and Ph.D.
degrees in computer science from the University of
Pisa, Italy, in 1982, and 1988, respectively. He has
held a visiting position with Yale University,
from 1990 to 1991. Since 2000, he has been a
Professor of computer science with the University
of Bologna. He is the author of more than
200 journal and conference papers, 20 of them
invited contributions. He has been the PI of several
national and international projects. His research

interests include software engineering, artificial intelligence, and distributed
computing. He has been a grant reviewer for many national and international
agencies.

RAFFAELE GIANCARLO received the B.S.
degree in computer science from the University
of Salerno, Italy, in 1982, and the M.S., M.Phil.,
and Ph.D. degrees in computer science from
Columbia University, USA, in 1987, 1989, 1990,
respectively. Since 2000, he has been a Full Pro-
fessor of computer science with the Department
of Mathematics and Computer Science, University
of Palermo. He has held several visiting and
permanent academic positions with many research

laboratories and universities both in USA and Europe, e.g., the University
of Salerno, AT&T Shannon Laboratories, CNRS, Max Planck Institute for
Molecular Genetics-Bioinformatics Section, Berlin, and Haifa University.
He holds seven U.S. international patents and he is the author of more than
120 journal and conference papers, 20 of them invited contributions. His
research interests include algorithms and data structures, bioinformatics, big
data technologies, machine learning, and parallel and distributed computing.
He is on the editorial board of several international journals. In 2022,
he received the Best Paper Award in the Engineering and Applications of
Neural Networks Conference. He has been the PI of several national and
international projects and he is a Grant Reviewer for many agencies and
foundations, e.g., U.S. NSF, U.K. Royal Society, U.S.-Israel Binational
Science Foundation. He has been the Invited Keynote Speaker to several
international conferences and summer schools, e.g., the SIAM International
Conference in Applied Mathematics, the Schloss Dagstuhl, and the Ettore
Majorana International Center for the Advancement of Science.

GENNARO GRIMAUDO received the B.S. and
M.S. degrees in computer science and the Ph.D.
degree in information and communication tech-
nologies (ICT) from the University of Palermo,
Italy, in 2004, 2007, and 2024, respectively. He is
currently employed with the Sicilian Regional
Administration, where he has a permanent posi-
tion. In 2023, he obtained official certification
from Italian Order of Engineers to be an authorized
ICT Engineer. Also in 2023, he obtained the

certification in data science from the University of Palermo. In 2025,
he obtained the ITIL 4 Foundation IT Service Management Certification
for creating, delivering, and continuously improving technology-enabled
products and services. He has broad consulting experience for public and
private enterprises. His research interests include big data technologies,
algorithms and data structures, artificial intelligence, distributed computing,
open data ecosystems, and software engineering.

MARCELLO MISSIROLI received the B.S. and
M.S. degrees in mathematics from the University
of Modena, Italy, in 1997, and the Ph.D. degree
in ICT, in 2017. He has been teaching computer
science in the High School. In 2016, he held
the position of a TA for computer didactics with
the University of Potsdam, Germany. He started
cooperating with the University of Bologna, par-
ticipating in teaching and research activities. His
research interests include novel teaching methods

for CS, agile methodologies, and group-based and project-based learning.

TIAN CHENG XIA received the B.S. degree in
computer science from the University of Bologna,
Italy, in 2023, where he is currently pursuing
the M.S. degree in artificial intelligence. His
main research interests include oriented towards
DevOps methods, natural language processing,
and reinforcement learning.

VOLUME 13, 2025 79533


