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ABSTRACT
Spiking Neural Networks (SNNs) have emerged as a promising
bio-inspired solution to address the need for low-latency, energy-
efficient artificial intelligence systems. SNNs pose a challenge to
traditional CPUs, GPUs and neural network accelerators due to their
inherent sparsity, spike-based communication between neurons
and complex activation functions. Many neuromorphic accelerators
have been developed to handle this complex workload, but these
systems are often designed solely to accelerate spiking networks,
resulting in huge area costs and a lack of flexibility. We address this
problem by proposing a novel mapping methodology for Convolu-
tional SNNs (S-CNNs) on a general-purpose open-source RISC-V
core equipped with Indirection Streaming Semantic Registers, a
lightweight ISA extension for accelerating sparse-dense linear al-
gebra. NARS is the first work to map S-CNNs in a classical sparse-
dense algebra paradigm. Our methodology shows that it is possible
to achieve speedups on S-CNNs microkernels with sparsity degrees
compatible with state-of-the-art S-CNNs ranging from 4.33× to
10.23× on a dense baseline and from 1.12× to 2.66× on a optimized
dense implementation.
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1 INTRODUCTION
In recent years, researchers have been investigating new archi-
tectures in both the software and hardware domains in the quest
for highly efficient and low-latency machine intelligence systems.
In this context, Spiking Neural Networks (SNNs) have emerged
as a promising paradigm, drawing inspiration from the biological
nervous system’s behavior. Unlike traditional artificial neural net-
works, SNNs model information processing through the generation
and propagation of spikes, mimicking the communication between
neurons in the brain. In addition, SNNs exhibit intrinsic sparsity in
their activity patterns, which can increase computational efficiency
by minimizing memory usage and reducing computational load if
the back-end hardware can handle dynamic activation sparsity.
On the hardware side, many neuromorphic processors and accelera-
tors, have been proposed to tackle this challenging workload. These
approaches can be broadly categorized into two distinct paradigms
based on their network mapping methodology: One that embraces
a flexible network layout [1, 7, 9] leveraging a mesh of hardware
neurons, and another that adopts a sequential processing model
[2, 5, 6, 8]. In the first paradigm, specialized routers and schedulers
are employed to efficiently distribute the network across the var-
ious processing elements (PEs). In sequential processing models,
the PEs use a systolic approach to process the network and are
organized either in a cascaded manner or within a configurable
array. The processing elements that make up these neuromorphic
systems range from simple hard-coded neuron models [2, 5, 6] to
more sophisticated and programmable elements [7, 9]. However,
despite the high performance and efficiency that these architectures
can provide, they are designed and tailored to run SNNs models,
encompassing the overall system architecture, routing elements,
and individual PEs resulting in huge area cost and lack of flexibility.
The exploration of those models into general-purpose systems has
been limited due to their unique characteristics, which traditional
CPUs struggle to process efficiently. Executing conventional dense
convolutions and matrix multiplications to compute the output fea-
tures would result in sub-optimal performances and higher energy
consumption due to the spikes and multiplications by zero. Stor-
ing input features using compressed data structures would result
in a highly irregular workload, with performance losses and low
compute/control ratio due to increased address computations and
load-store overheads. Recent developments introduced a new set
of hardware extensions called Stream Registers (SRs) [10, 12] to

https://doi.org/10.1145/3637543.3652879
https://doi.org/10.1145/3637543.3652879


CF ’24 Companion, May 7–9, 2024, Ischia, Italy Manoni et al.

Snitch core

LSU

FPU Subsystem

FREP ctrl

FPU

ALU

idcs/addr

data
s
w
i
t
c
h

ISSR

LSU

indir addr gen

T
h
i
g
h
t
l
y
 
C
o
u
p
l
e
d
 
D
a
t
a
 
M
e
m
o
r
y

regs

data buf

i
n
s
t
 
b
u
f

Figure 1: Snitch block diagram.

address these challenges. These registers link sequences of memory
accesses directly to reads or writes of architectural registers, using
addresses generated by a dedicated hardware unit.
In this context, we explore the mapping of Spiking Neural Networks
on Snitch [13], a general-purpose (GP), open-source RISC-V CPU
that supports multiple floating-point precision formats, ranging
from FP8 to double precision. Snitch is enhanced with a lightweight
streaming register extension for sparse-dense linear algebra called
Indirection Streaming Semantic Registers (ISSRs) [10] and FREP
hardware loop. ISSRs can accelerate sparse-dense kernels when the
sparse data structure is represented in a fiber-tree format, such as
compressed-sparse-row (CSR) or compressed-sparse-column (CSC).
In digital systems, SNNs input features can be easily represented by
binary values, but to efficiently map to Snitch ISSRs, the input fea-
tures need to be converted into one of these formats. However, this
extra conversion step must be computed for each layer and timestep
of the network, resulting in a high computational overhead. Our
contributions are the following:

• We introduce NARS, a generic and flexible method to accel-
erating Spiking Neural Networks using indirect streaming
extensions.

• We implement an optimized RISC-V baseline and accelerated
single-core implementations for both dense and sparse-dense
convolution kernel and activation function operating on a
16×16×32 input tensor with a filter size of 16×3×3×32.

• We evaluated our implementations using cycle-accurate sim-
ulation and achieves a speedup ranging from 1.22× to 2.66×
for a sparsity regime consistent with state-of-the-art spiking
neural networks with respect to an optimized dense imple-
mentation.

2 BACKGROUND
Target Architecture: Snitch is a tiny (10kGE) RV32G general-
purpose, single-stage, pseudo dual-issue core equippedwith a 100kGE
double-precision Floating Point Unit (FPU) which aims to maximize
the compute-control ratio mitigating the effects of deep pipelines
and dynamic scheduling. The core is also equipped with various
incremental, non-standard, ISA register streaming extensions [10–
12]. To efficiently execute Spiking Neural Networks on Snitch we
choose the ISSRs, a lightweight (4.4kGE) extension which provides
a way to achieve close to 80% FPU utilization on sparse-dense linear

algebra kernels. The Streaming Semantic Registers (SSRs) extension
[12] enhances Snitch by adding streamers enclosing affine iterators
that increment the data pointer of the step of the outermost loop
for each emitted data. The computed pointer provides addresses to
the streamed data to a data mover which is responsible for trans-
ferring data directly between memory and FPU registers avoiding
explicit load instructions and allowing higher FPU utilization for
regular workloads. The ISSRs extend those capabilities by adding
support for the indirection operation required by sparse-dense data
structures based on a fiber-tree format. When the streamer op-
erates in indirection mode, the pointer provides addresses to the
index array, indicating the data to be streamed. The streamer re-
trieves these indices from memory, adds their corresponding offset
to a base address, and then provides the computed pointer to the
data mover, which finally transfers the indirected data. Ultimately,
Snitch introduces an additional ISA extension called FREP, which
is responsible for managing an FPU sequence buffer that imple-
ments hardware loops on floating-point instructions. The SSRs
and ISSRs ISA extensions, combined with the FREP, allow around
4× speedup and on dense matrix-multiplication (MatMul) and 6×
speedup on sparse-dense matrix vector multiplication respectively
[10, 13]. They enable Snitch-based systems to achieve 2× higher
energy-efficiency with respect to SoA vector processors and Out-
of-Order architectures, while maintaining higher flexibility than
dense and sparse MatMul and neural network accelerators. In Fig.
1 is reported the internal architecture of the Snitch FPU subsystem.
Spiking Neural Networks: The foundational unit of an SNN is the
spiking neuron, a computational model inspired by the dynamics
of biological neurons. Among the various neuron models, the leaky
integrate-and-fire (LIF) model stands out as the most commonly em-
ployed due to its simplicity and effectiveness in capturing essential
neuronal behaviors. The LIF equation is reported in Eq. 1.

𝐼𝑚 (𝑡) = ∑𝑁
𝑛=1 𝑆𝑖,𝑛 (𝑡) ∗𝑊𝑛

𝑉𝑚 (𝑡) = 𝑉𝑚 (𝑡 − 1) ∗ 𝛼 + 𝐼𝑚 (𝑡) −𝑉𝑟𝑠𝑡 ∗ 𝑆𝑜,𝑚 (𝑡)

𝑆𝑜,𝑚 (𝑡) =
{
1 if 𝑉𝑚 (𝑡) ≥ 𝑉th
0 otherwise

(1)

Where 𝑆𝑖,𝑛 (𝑡) and 𝑆𝑜,𝑚 (𝑡) are the input spike at the synapse 𝑛 and
the output spike of the𝑚-th neuron respectively at the timestep
𝑡 .𝑊𝑛 is the weight associated with the synapse 𝑛 and 𝑁 is the
number of synapses. 𝐼𝑚 (𝑡) and 𝑉𝑚 (𝑡) are the input current and
the membrane potential of the output neuron𝑚 respectively. 𝑉𝑟𝑠𝑡 ,
𝑉𝑡ℎ and 𝛼 are the reset potential, the membrane threshold and the
decay factor respectively.
Regarding the network topology, Convolutional Spiking Neural
Networks emerge as the predominant architecture for vision tasks
such as object detection and image classification [5, 6]. In an S-CNN,
the computation outlined in Eq. 1 is executed for each receptive field
in the input feature map at each timestep to eventually generate
the corresponding output spikes. Notably, as for their non-spiking
counterpart, the convolution step represents the most computation-
ally demanding aspect within this equation [5].
Convolution Acceleration on GP Cores: While the challenge
of efficiently accelerating the non-spiking convolution on general-
purpose cores without dedicated NN-ISA extensions has already
been addressed [3, 4], the same cannot be said for S-CNNs. NARS
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Figure 2: S-CNNs mapping methodology on Snitch.

aims to fill this gap by drawing inspiration from these previous
works. PULP-NN and CMSIS-NN decompose the convolution into
two phases. First, the im2col (or im2row) step loads the receptive
field of the 3D input features into a 1D vector. Then, the dot product
step with the weights tensor is implemented as a MatMul.

3 METHODOLOGY
We introduce NARS, our open-source1 Convolutional Spiking Neu-
ral Network mapping methodology on Snitch single-core enhanced
with ISSRs and FREP extensions. The block diagram of the proposed
approach is depicted in Fig. 2. To keep the same approach of [4] and
[3] also on S-CNNs running on GP cores with sparsity support such
as Snitch, it is necessary interpose a compression step between the
im2col (or im2row) conversion and the dot-product microkernel.
This step will convert the dense im2col (or im2row) output to the
sparsity format supported by the core. In Fig. 2 (a) is represented
the conversion chain of the 3D input features to an im2row CSR-like
format supported by ISSRs. However, our preliminary tests showed
that using this vanilla method negates the speedup gained by using
sparse extensions. Thus, to take full advantage of the sparsity of
spiking neural networks and to exploit Snitch’s sparse architectural
support, we merge the im2row phase with a compression phase:
In NARS, we derive an array of indices and its lenght, each index
represents a spike index in one im2row row. The length of the array
is equal to 𝐾 · 𝐾 ·𝐶𝑖 · 𝛾 , where 𝐾 represents the size of the filter,𝐶𝑖
represents the input channels, and 𝛾 represents the sparsity degree
of the receptive field.
ISSRs Configuration: The array of indices and its size are used
by an ISSR streamer to perform the indirection operation on the
weights and to delimit the boundaries of the stream respectively.
Once the indices are retrived from memory by the data mover, the
indirection iterator can compute the weights addresses associated
with a spike in the input feature. The computed addresses are then
used by the data mover to stream the corresponding weights from
memory to one FPU register. This is illustrated by the dashed blue

1https://github.com/smanoni/NARS

arrows in Fig. 2. The size of the indices array is also used to con-
figure the FREP buffer, which operates over a floating-point add
instruction to accumulate all the streamed weights. The input cur-
rent resulting from the accumulation is injected into the activation
function of the neuron, encoded through a sequence of standard
RISC-V instructions, represented in section (b) of Fig. 2 (right to
left). We implemented the LIF activation function given in Eq. 1,
as it is the most frequently used in SNN architectures, but is easily
extendible to cover more complex (or simpler) neuron models by
simply adding (or removing) few instructions. At each timestep,
all neurons of the layer update their membrane potential, so for
this tensor, compression is not necessary due to the low sparsity
degree.
Output Generation: To avoid recomputing the im2row and com-
pressing its output at the beginning of each new layer, instead of
storing binary values representing the firing activity of the output
neuron after the thresholding operation, we directly fill the com-
pressed im2row buffers for the next layer: When an output neuron
fires a spike, the kernel determines which buffers it needs to fill. To
avoid having to recompute the target buffer addresses each time an
output neuron fires, we perform the computation on a channel-wise
fashion. Since each index corresponding to an output spike in the
same channel is stored in the same buffers due to the im2row trans-
formation, it is possible to pre-compute these buffer addresses, until
all the output neurons of the same channel have been computed.
This solution is shown in section (c) of Fig. 2.

4 EVALUATION
We performed a preliminary evaluation of our mapping methodol-
ogy. We run NARS on input features of 16×16×32 and kernel size
of 16×3×3×32 and convolution stride equal to 1 similar to what
has been done in [3] in cycle-accurate simulations of Snitch single-
core register transfer level (RTL) description using Questa-2022.3
simulator. To validate our results, we compared our solution with
ISSR and FREP, using a dense baseline (D) implemented by im2row
and matrix multiplication steps. We optimized the baseline MatMul
step using the SSRs extension (Dssr) as we consider the usage of
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Figure 3: Comparison between dense baseline, dense optimized and NARS baseline implementation.

SSRs the best dense single-core implementation possible since it
leads to a FPU utilization close to 100% [12]. The second baseline
we compare with is the sparse-dense approach (SpD) which does
not utilize any hardware extensions available on Snitch. Figure 3
shows a performance comparison between D, Dssr, SpD and ISSRs
optimized (SpDissr) for different levels of input features sparsity.
The execution time required for the im2row conversion is negligible
for the dense convolution and represents around 7.89% of the dense
convolution optimized with SSRs. The number of execution cycles
needed to generate the compressed im2row decreases linearly as
sparsity increases. However, in SpDissr implementations, it has a
significant impact on overall performances, representing around
40% of its total execution time. For the specified kernel size the
dense convolution accelerated with the SSRs leads to an improve-
ment of 3.85×. The SSRs optimized approach is outperformed by
the sparse baseline only when the sparsity degree of the ifmap
is above 90%. While the ISSRs accelerated one outperforms it on
a sparsity degree above 65%, which is also the starting point of
the sparsity range of the input features of the SoA networks. In
Fig. 3 the dashed lines show the execution speedup of our method
compared to the dense baseline and the SSR-optimised baseline,
respectively. When considering the sparsity ranges of SoA neural
networks, the SpDissr implementation consistently outperforms
the dense baseline ranging from a 4.33× factor when the sparsity
degree is equal to 70% to reach 10.23× factor at a sparsity degree
of 90%. Regarding the speedup with respect to the SSRs optimized
case, in the same sparsity range the speedup grows from 1.12× to
2.66×.

5 CONCLUSION
In this work, we developed a method for mapping S-CNNs on
indirect streaming-registers extension. We decompose the convo-
lution in im2row combined to a compression and MatMul and we
have optimized it using ISSRs and the FREP hardware extensions
to accelerate the spiking convolution. We evaluated our method
with ISSRs in terms of execution latency on on Snitch enhanced
with ISSRs on a kernel size of 16×16×32 for the input features and
16×3×3×32 for the filters. The ISSRs-optimized implementation
always outperforms the sparse-dense baseline implementation. We

also compared it with a dense baseline and a dense implementa-
tion optimised using the SSRs extension and our method obtains a
speedup ranging from 4.33× to 10.23× for the dense baseline and
from 1.12× to 2.66× over the SSRs optimised one for sparsity levels
compatible with SoA S-CNNs. Parallelization, sparse features tiling
as well as power estimations in a multi-core Snitch cluster are left
as a future implementations.
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