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The quantile-based classifier with variable-wise parameters
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Abstract Quantile-based classifiers can classify high-
dimensional observations by minimizing a discrep-
ancy of an observation to a class based on suitable
quantiles of the within-class distributions, corre-
sponding to a unique percentage for all variables. The
present work extends these classifiers by introduc-
ing a way to determine potentially different optimal
percentages for different variables. Furthermore, a
variable-wise scale parameter is introduced. A simple
greedy algorithm to estimate the parameters is pro-
posed. Their consistency in a nonparametric setting is
proved. Experiments using artificially generated and
real data confirm the potential of the quantile-based
classifier with variable-wise parameters.

Résumé Les classificateurs fondés sur les quantiles
permettent de classifier des observations en haute
dimension en minimisant une discordance d’une
observation à une classe basée sur des quantiles
appropriés des distributions intra-classe, correspon-
dant à un pourcentage unique pour toutes les varia-
bles. Les auteurs de cet article proposent une exten-
sion de ces classificateurs qui détermine des pour-
centages optimaux différents selon les variables. Ils
introduisent également un paramètre d’échelle spéci-
fique à chaque variable. Pour estimer ces paramètres,
les auteurs développent un algorithme glouton sim-
ple. La convergence des paramètres est démontrée
dans un cadre non paramétrique. Des expériences sur
données simulées et réelles confirment l’efficacité de
ce nouveau classificateur avec paramètres variables.

Keywords Asymmetric Laplace distribution; high-dimensional data; supervised classification.
MSC2020 Primary 62H30; Secondary 62E20.
@ Corresponding author marco.berrettini2@unibo.it

1 Introduction
Quantiles can be useful for both supervised and unsupervised classification. They can be used to focus on tails
of the class conditional distributions rather than only their central moments. For supervised classification of
potentially high-dimensional data, Hennig and Viroli (2016a) proposed a quantile-based classifier, referred to
as (original) quantile classifier (OQC), that considers a sum of variable-wise discrepancies of the components
of a new observation (to be classified) to the within-class univariate quantiles. The method is a generalization
of the centroid-based (Tibshirani et al., 2002, 2003) and the median-based (Hall et al., 2009) classifiers. It has
been shown that this strategy works quite well for within-class skewed data and heavy tails compared with
other classifiers. A recent extension based on a regularized loss function (Lai and McLeod, 2020) performs
comparatively well in different scenarios, especially for limited sample sizes or dimensionality.

Hennig and Viroli (2016a) used the same percentage for defining quantiles for all variables (only involving a
check whether a variable is left- or right-skewed). Somewhat surprisingly, this worked better than any approach
explored at the time to choose different percentages for different variables even for variables with clearly dif-
ferent within-class distributional shapes.

Hennig et al. (2019) developed a method for unsupervised classification based on quantiles, involving
an idea for determining variable-wise percentages that can be adapted to unsupervised classification. In this
article, we use a similar approach to propose a generalized classifier with variable-wise percentages and
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different scale parameters. Here we show that the proposed quantile classifier with variable-wise percentage
parameters can outperform the earlier version with a common percentage defining the quantiles for all
variables. Numerical studies provide very good results compared with a number of popular classification
methods.

In Section 2, we introduce the original quantile classifier and describe its extension by introducing variable-
wise percentage and scale parameters. We also address the computation of the new classifier. In Section 3, we
prove in a general nonparametric situation that the parameter estimates employed by the new classifier are
consistent for their corresponding population versions. Section 4 compares the proposed quantile classifier to
several other popular classifiers based on simulated and real data sets. Section 5 concludes the paper with a
discussion.

2 The quantile classifier
In this section, we formally introduce the quantile classifier and its main properties.

In preparation, the quantile function for a one-dimensional distribution 𝑄 with cdf 𝐹 is defined as
𝑞𝑄(𝜃) = inf{𝑥 ∶ 𝐹(𝑥) ≥ 𝜃}. This is the infimum of the not necessarily unique values of 𝜉 that minimize the
following variability measure,

𝜃 ∫
𝑥>𝜉

|𝑥 − 𝜉|𝑑P(𝑥) + (1 − 𝜃) ∫
𝑥<𝜉

|𝑥 − 𝜉|𝑑P(𝑥). (1)

Note that for defining the quantile function the distances of the observations to the quantile are weighted, so
that observations on the lower probability side have a smaller weight. For example, for 𝜃 = 0.1, observations
smaller than 𝜉 have a weight of 0.9, and observations larger than 𝜉 have a weight of 0.1. The weight implied
here defines how observations on the left and right side, respectively, are balanced against each other in the
construction of the quantile.

Let Π1 and Π2 be two populations with distributions 𝑄1 and 𝑄2 on ℝ𝑝 respectively. Quantile-based classi-
fiers (Hennig and Viroli, 2016a) assign a new observation x = (𝑥1, … , 𝑥𝑝) ∈ ℝ𝑝 to the population from which it
has lowest quantile discrepancy, as defined below, among all variables (in this article, it is not relevant whether
the elements of ℝ𝑝 are row or column vectors). Formally, x is allocated to Π1 if

𝑝∑

𝑗=1
{Φ2𝑗𝑛(x, 𝜃) − Φ1𝑗𝑛(x, 𝜃)} > 0, (2)

and otherwise to Π2. The index 𝑛 indicates the dependence on an underlying sample of 𝑛1 + 𝑛2 = 𝑛 training
observations, of which 𝑛1 stem from Π1 and 𝑛2 stem from Π2. The quantile discrepancy Φ𝑘𝑗𝑛 is defined for any
variable 𝑗 ∈ {1, … , 𝑝}, class 𝑘 ∈ {1, 2}, and a percentage 𝜃, as

Φ𝑘𝑗𝑛(x, 𝜃) =
(
𝜃 + (1 − 2𝜃)1[𝑥𝑗≤𝑞𝑘𝑗𝑛(𝜃)]

)
|𝑥𝑗 − 𝑞𝑘𝑗𝑛(𝜃)|, (3)

where 𝑞𝑘𝑗𝑛(𝜃) is the empirical marginal quantile function of variable 𝑗 within class 𝑘 evaluated at 𝜃 ∈ (0, 1),
that is, the sample 𝜃-quantile; see Figure 2. The weight

(
𝜃 + (1 − 2𝜃)1[𝑥𝑗≤𝑞𝑘𝑗𝑛(𝜃)]

)
of the absolute distances to

the class-wise quantiles is taken from (1).
Since for 𝜃 = 0.5 the quantile discrepancy is twice the 𝐿1-distance from the median (all distances have the

same weight), the decision rule (2) includes the median classifier (Hall et al., 2009) when 𝜃 = 0.5. For all values
of 𝜃, the quantile discrepancy, not being based on squares, shares with the 𝐿1-distance a better resistance against
outliers compared with the Euclidean 𝐿2-distance. Hennig and Viroli (2016a) propose choosing the 𝜃-value that
produces the optimal correct classification rate within the training data.

For illustration purposes, we present a small data example with two classes and two independent variables:
see Figure 1. For Variable 1, the within-class distributions are Gaussian distributions with means −1 and 1,
respectively, and variance 1. For Variable 2, the within-class distributions are exponential (1) distributions,
for the second class shifted by 0.5 to the right. One thousand observations were generated, namely a training
set of 500 observations and a test set of 500 observations. Both training and test sets have 250 observations in
each class. The quantile classifier of Hennig and Viroli (2016a) finds an optimal percentage 𝜃, here 𝜃 = 0.1,
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Figure 1: Data example for quantile classification, test set. The colours red and black correspond to the true
classes. Crosses denote the observations that were misclassified by the original quantile classifier by Hennig
and Viroli (2016a) in the upper panel and by the variable-wise quantile classifier introduced in the present
article in the lower panel.

and is based on within-class 𝜃-quantiles for the individual variables. Figure 2 shows the corresponding
𝜃 = 0.1-quantiles computed on the training data as red lines. The quantile classifier will classify observations
based on aggregating variable-wise discrepancies between the observations and the quantiles for the two
classes; roughly observations will be classified to the class with the closer quantiles, where “closeness” is
summed up over variables and defined in an asymmetric manner (unless 𝜃 = 0.5), so that, for example, small
𝜃 distances on the left of the quantile in question are weighted in a manner that corresponds to the definition
of quantiles; see (3). Typically 𝜃 = 0.5 is optimal for symmetric problems, but Hennig and Viroli (2016a) show
that different choices for 𝜃 are often better for problems with skew within-class distributions. In the present
article, we allow for different percentages 𝜃 to define the quantiles for different variables, which requires some
adaptation of the original quantile classifier: see Section 2.1 and the green lines in Figure 2. This results in
a lower misclassification rate on the test set (lower panel of Figure 1; 15% misclassifications for the original
quantile classifier and 12% for the variable-wise one), as it allows us to treat Variable 1 more and Variable 2
less symmetrically than using 𝜃 = 0.1 for both.

2.1 Variable-wise 𝜃 and a scale parameter
The original quantile classifier as defined above is based on finding a single optimal 𝜃 for all variables simul-
taneously. Considering that each variable might have different skewness, tail rate and shape, it appears to be
promising to choose variable-wise values 𝜃1, … , 𝜃𝑝. Using them, the new observation x can be allocated to
population Π1 if

𝑝∑

𝑗=1
{Φ2𝑗𝑛(x, 𝜃𝑗) − Φ1𝑗𝑛(x, 𝜃𝑗)} > 0. (4)

DOI: 10.1002/cjs.11837 wileyonlinelibrary.com/cjs

 1708945x, 2025, 2, D
ow

nloaded from
 https://onlinelibrary.w

iley.com
/doi/10.1002/cjs.11837 by C

ochraneItalia, W
iley O

nline L
ibrary on [01/09/2025]. See the T

erm
s and C

onditions (https://onlinelibrary.w
iley.com

/term
s-and-conditions) on W

iley O
nline L

ibrary for rules of use; O
A

 articles are governed by the applicable C
reative C

om
m

ons L
icense

https://onlinelibrary.wiley.com/journal/1708945x


4 of 14 BERRETTINI, HENNIG, AND VIROLI

−4 −2 0 2 4

0.
0

0.
4

0.
8

Variable 1

D
en

si
ty

−1 0 1 2 3 4 5

0.
0

0.
4

0.
8

Variable 2

D
en

si
ty

Figure 2: Kernel density estimators within the two classes of the data example for both variables sepa-
rately, based on the training data. Solid lines refer to the first class, dotted lines to the second class. The
red lines denote the within-class 𝜃-quantiles for the optimal 𝜃 = 0.1 found for the original quantile classifier
by Hennig and Viroli (2016a). The green lines denote the within-class 𝜃-quantiles for the optimal 𝜃1 = 0.43
for Variable 1 and 𝜃2 = 0.06 for Variable 2 for the variable-wise quantile classifier introduced in the present
article.

For example, 𝜃 = 0.5 seems to be appropriate for univariate symmetric distributions with the mode in the mid-
dle. But if there are two classes with right-skewed distributions, this can be expected to be better represented
by a low quantile together with (3), because then an observation on the left side of one class can be assigned to
the other class even if the corresponding quantile is further away because of the lower weight attached to the
distance on the right side: see Figure 2.

Hennig and Viroli (2016a) report on several strategies for choosing variable-wise θs, but all these resulted
in a worse classification performance on independent data than just choosing a single 𝜃. The problem with
variable-wise 𝜃𝑗 is that plugging in different 𝜃𝑗 for different variables into (2) and (3) will induce relative
weights 𝑤𝑗𝑘 = 𝜃𝑗 + (1 − 2𝜃𝑗)1[𝑥𝑗≤𝑞𝑘𝑗𝑛(𝜃𝑗)] for the different variables, regardless of their information con-
tent for classification. In particular, variables with 𝜃𝑗 close to 0 or 1 will have more influence than other
variables regardless of their effective discriminative power. Such influence can be quantified by consid-
ering the variance of Φ2𝑗𝑛(x, 𝜃) − Φ1𝑗𝑛(x, 𝜃). The larger this variance, the more the term corresponding
to variable 𝑗 will on average dominate the sum in (2). Although the variance ultimately will depend on
the underlying model, 𝜃𝑗 close to zero or one can be expected to produce a larger variance than 𝜃𝑗 ≈ 0.5
because for 𝜃𝑗 = 0.1, say, the three possible pairs of (𝑤𝑗1, 𝑤𝑗2) are (0.1, 0.1), (0.1, 0.9) (or (0.9, 0.1) depend-
ing on which class has the larger quantile) and (0.9, 0.9) introducing variation, whereas for 𝜃 = 0.5 all
pairs are (0.5, 0.5), with no reason for the distances |𝑥𝑗 − 𝑞𝑘𝑗𝑛(𝜃𝑗)| to cancel out the difference in varia-
tion of the weights. Although not a rigorous argument, these results are in line with our experience from
simulations.

Instead, Hennig and Viroli (2016a) proposed to setting the within-class skewness averaged over classes of
all variables in the same direction by just multiplying variables that have the wrong skewness direction by
−1, so that the information of the different variables for choosing the joint 𝜃 becomes more compatible. This
preprocessing step resulted in good classification performance.
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But this is a very rough adjustment, and in the present work, we show that there is a sensible way to choose
variable-wise θs together with rescaling the variables in such a way that the contributions of different variables
are still properly balanced.

From now on we consider 𝐾 classes where we may not have 𝐾 = 2. The decision rule in (2) can be easily
generalized to 𝐾 > 2 classes by just allocating an observation x to the population which gives the lowest quantile
discrepancy

∑𝑝

𝑗=1Φ𝑘𝑗𝑛(x, 𝜃), with 𝑘 ∈ {1, … , 𝐾}.
Given a training set ỹ

𝑛
= (y1, … , y

𝑛
), where y

𝑖
= (x𝑖 , 𝑐𝑖), 𝑖 ∈ {1, … , 𝑛}, with 𝑐𝑖 ∈ {1, … , 𝐾} being the known

class to which x𝑖 ∈ ℝ𝑝 belongs, the aim is to find first the optimal 𝜃𝑗, 𝑗 ∈ {1, … , 𝑝}, which minimizes the sum
of variable-wise quantile discrepancies

𝜃̂ = arg min
𝜃1,…,𝜃𝑝

𝑛∑

𝑖=1

𝑝∑

𝑗=1
Φ𝑐𝑖𝑗𝑛

(x𝑖 , 𝜃𝑗), (5)

and then to allocate a new observation x according to the minimum
∑𝑝

𝑗=1Φ𝑘𝑗𝑛(x, 𝜃̂𝑗) for all 𝑘 ∈ {1, … , 𝐾}.
In unsupervised quantile-based clustering, Hennig et al. (2019) established the connection between the

quantile discrepancy and the asymmetric Laplace distribution. More specifically, for 𝑝 = 1 and 𝐾 = 1, mini-
mizing the quantile discrepancy on a sample of data by choice of 𝜃 is connected to maximizing the likelihood
of the asymmetric Laplace distribution with 𝜆 = 1, defined by

𝑓(𝑥; 𝜆, 𝜃, 𝑚) = 𝜆𝜃(1 − 𝜃)𝑒−𝜆{𝜃+(1−2𝜃)1[𝑥<𝑚]}|𝑥−𝑚|, (6)

where 𝑚 is the 𝜃-quantile of the underlying distribution. 𝜆 is a scale parameter, and its impact on the quan-
tile classifier is that its introduction assigns a weight to the contribution of a variable. The general quantile-
based classifier can be defined as the problem of assigning a new observation to the class minimizing the
discrepancy

𝑝∑

𝑗=1
𝜆𝑗Φ𝑘𝑗𝑛(x, 𝜃𝑗),

where 𝝀 = (𝜆1, … , 𝜆𝑝) and 𝜽 = (𝜃1, … , 𝜃𝑝) are estimated on the training set ỹ
𝑛

as

𝑇𝑛(ỹ
𝑛
) = arg min

𝝀,𝜽

⎛

⎜

⎝

𝑛∑

𝑖=1

𝑝∑

𝑗=1
𝜆𝑗Φ𝑐𝑖𝑗𝑛

(x𝑖 , 𝜃𝑗) − 𝑛

𝑝∑

𝑗=1
ln 𝜆𝑗𝜃𝑗(1 − 𝜃𝑗)

⎞

⎟

⎠

, (7)

where −𝑛
∑𝑝

𝑗=1 ln 𝜆𝑗𝜃𝑗(1 − 𝜃𝑗) derives from the normalization constant of the density (6). It can be interpreted
as a penalty term that penalizes 𝜃𝑗-values that are too close to 0 or 1, and small-scale parameters 𝜆𝑗 . Let

Ψ(𝝀, 𝜽, ỹ
𝑛
) =

𝑛∑

𝑖=1

𝑝∑

𝑗=1
𝜆𝑗Φ𝑐𝑖𝑗𝑛

(x𝑖 , 𝜃𝑗) − 𝑛

𝑝∑

𝑗=1
ln 𝜆𝑗𝜃𝑗(1 − 𝜃𝑗).

2.2 Estimation
Parameter estimation can be obtained through a greedy algorithm that starts with an initialization step and
then alternates between updating 𝜃𝑗 and 𝜆𝑗 until convergence of the objective function Ψ(𝝀, 𝜽, ỹ

𝑛
) in (7). For

this purpose, we need the scores of the objective function with respect to the parameters of interest.
By equating the score of Ψ(𝝀, 𝜽, ỹ

𝑛
) to zero with respect to each scale parameter 𝜆𝑗, we get an estimate in

closed form given by

𝜆𝑗 =
𝑛

∑𝑛

𝑖=1Φ𝑐𝑖𝑗𝑛
(x𝑖 , 𝜃𝑗)

. (8)

The estimates of 𝜃𝑗 can be obtained similarly and are given in closed form by taking a root of the quadratic
equation:

𝜃2
𝑗
𝜆𝑗

𝑛∑

𝑖=1
(𝑥𝑖𝑗 − 𝑞𝑐𝑖𝑗𝑛

(𝜃𝑗)) − 𝜃𝑗(2𝑛 + 𝜆𝑗

𝑛∑

𝑖=1
(𝑥𝑖𝑗 − 𝑞𝑐𝑖𝑗𝑛

(𝜃𝑗))) + 𝑛 = 0. (9)
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Thus, the algorithm is very fast. It is represented in the following scheme:

1. Initialization: For each variable, choose a value 𝜃𝑗 and compute the class conditional quantiles
𝑞𝑘𝑗𝑛

(
𝜃𝑗

)
; set 𝜆𝑗 = 1.

2. Repeat the following until Ψ(𝝀, 𝜽, ỹ
𝑛
) stops changing:

2.1 For 𝑗 = 1, … , 𝑝 compute 𝜃𝑗 by equation (9).

2.2 For 𝑗 = 1, … , 𝑝 compute 𝜆𝑗 by equation (8).

We call the resulting classifier the variable-wise quantile classifier (VWQC).
The sensitivity of the proposed method to the initialization phase is indeed a critical aspect for the reliability

and stability of the algorithm. We conducted a sensitivity and robustness analysis by running the algorithm with
various initializations.

The results indicate that while there is some dependency on different starting points, the proposed method
demonstrates a reasonable degree of stability and reliability across a range of initializations. This provides con-
fidence in the algorithm’s ability to converge to consistent estimates despite variations in the initial conditions.

To address this sensitivity and enhance the convergence properties, rather than initializing 𝜃 entirely at ran-
dom, a data-driven initialization strategy is employed. Initially, skewness is computed for each variable across
various groups. Subsequently, the sum of skewness values for each variable across all groups is calculated. These
skewness values are then normalized to a range between 0 and 1. Finally, the 𝜃 values are set as the comple-
mentary values of the normalized skewness, providing a tailored initialization approach with the distributional
characteristics of the data.

3 Consistency
We consider a nonparametric situation with data from classes 1, … , 𝐾 with probabilities 𝜋1, … , 𝜋𝐾 generated by
distributions 𝑄1, … , 𝑄𝐾 , respectively. We show that for 𝑛 → ∞ the estimated parameters (𝝀, 𝜽) converge almost
surely (a.s.) to their population counterparts.

Let (X𝑖 , 𝐶𝑖)𝑖∈ℕ be a sequence of i.i.d. random variables with ℒ(X𝑖 , 𝐶𝑖) = 𝑄, where 𝑄{𝐶𝑖 = 𝑘} = 𝜋𝑘 for 𝑘 ∈

{1, … , 𝐾}, and ℒ(X𝑖|𝐶𝑖 = 𝑘) = 𝑄𝑘. Let Ỹ𝑛 = ((X1, 𝐶1), … , (X𝑛, 𝐶𝑛)). In the proof, we will rely on uniform con-
vergence and continuity. Sample quantiles are not continuous in 𝜃. Therefore, for the theory, we will consider
the “location” of a within-class distribution (𝑚 in (6)) as an additional parameter, even though this ultimately
evaluates to the sample or population quantile by minimizing (1). Therefore, we define for 𝑗 ∈ {1, … , 𝑝}:

Φ𝑗(x, 𝜃, 𝜉) =
(
𝜃 + (1 − 2𝜃)1[𝑥𝑗≤𝜉]

)
|𝑥𝑗 − 𝜉|,

𝑉𝑛(𝝀, 𝜽, 𝝃 , Ỹ𝑛) =
1
𝑛

𝑛∑

𝑖=1

𝑝∑

𝑗=1
𝜆𝑗Φ𝑗(X𝑖 , 𝜃𝑗, 𝜉𝐶𝑖𝑗

)−

𝑝∑

𝑗=1
ln 𝜆𝑗𝜃𝑗(1 − 𝜃𝑗),

where 𝝃 is a matrix collecting all 𝜉𝑘𝑗 . 𝑉𝑛 is just Ψ divided by 𝑛 for making laws of large numbers available, and
replacing 𝑞𝑘𝑗𝑛(𝜃) by the new parameters 𝜉𝑘𝑗 . Therefore,

𝑇𝑛(Ỹ𝑛) = arg min
𝝀,𝜽,𝝃

𝑉𝑛(𝝀, 𝜽, 𝝃 , Ỹ𝑛).

Further, let

𝑉(𝝀, 𝜽, 𝝃 , 𝑄) =

𝐾∑

𝑘=1
𝜋𝑘 ∫

𝑝∑

𝑗=1
𝜆𝑗Φ𝑗(x, 𝜃𝑗, 𝜉𝑐𝑗)𝑑𝑄(x, 𝑐)−

𝑝∑

𝑗=1
ln 𝜆𝑗𝜃𝑗(1 − 𝜃𝑗),

𝑇(𝑄) = arg min
𝝀,𝜽,𝝃

𝑉(𝝀, 𝜽, 𝝃 , 𝑄).
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THE QUANTILE-BASED CLASSIFIER WITH VARIABLE-WISE PARAMETERS 7 of 14

The consistency proof will rely on showing that parameter estimators for large 𝑛 do not leave a compact
set, but (considering a single variable) 𝜆 → ∞ and 𝜃 → 0 or 𝜃 → 1 may happen together without constraints
on the parameter space, causing trouble with compactness. This can be avoided by either constraining 𝜃𝑗 ∈

[𝜏, 1 − 𝜏], 𝜏 > 0 or 𝜆𝑗 ≤ 𝜆+ < ∞ for 𝑗 ∈ {1, … , 𝑝}. We will impose the latter constraint here. The parameter
space used is

𝑆 = {(𝝀, 𝜽, 𝝃 ) ∶ 𝜃𝑗 ∈ (0, 1), 𝜆𝑗 ∈ (0, 𝜆+], 𝜉𝑘𝑗 ∈ ℝ, 𝑗 ∈ {1, … , 𝑝}},

and the argmin in the definition of 𝑇 and 𝑇𝑛 is taken over 𝑆.
We require the following assumptions (|| • ||1 denotes the L1-norm):

A1 𝐵𝑘 = ∫ ||x||1𝑑𝑄𝑘(x) < ∞ for 𝑘 ∈ {1, … , 𝐾}.

A2 𝑇(𝑄) is uniquely defined.

Theorem 1. If (X1, 𝐶1), (X2, 𝐶2), … ∼ 𝑄 i.i.d., and assumptions A1 and A2 hold, then, for 𝑛 → ∞: 𝑇𝑛(Ỹ𝑛) →

𝑇(𝑄) a.s.

Proof. The principle of the proof follows the proof of Theorem 1 in Hennig et al. (2019) and is to show that
𝑇𝑛(Ỹ𝑛) for large enough 𝑛 has to lie in a compact set 𝒞. In this compact set, using the uniform law of large
numbers, 𝑉𝑛(𝝀, 𝜽, 𝝃 , Ỹ𝑛) will converge uniformly to 𝑉(𝝀, 𝜽, 𝝃 , 𝑄), which in turn, together with continuity, will
also enforce the minimizer to converge. (𝝀, 𝜽) optimizing 𝑉𝑛 are enforced to eventually lie in a compact set by
the penalty term − ln 𝜆𝜃(1 − 𝜃).

To show that 𝑇𝑛(Ỹ𝑛) for large enough 𝑛 is a.s. in a compact set 𝒞, first show that the minimum of 𝑉𝑛

is asymptotically bounded from above. This is then used to constrain 𝝀, 𝜽, and 𝝃 into a compact set. Define
(𝝀0, 𝜽0, 𝝃0) as follows: For 𝑗 ∈ {1, … , 𝑝}, 𝑘 ∈ {1, … , 𝐾}: 𝜃0𝑗 = 1∕2, 𝜆0𝑗 = 1, 𝜉0𝑘𝑗 = 0. Then,

𝑉𝑛(𝝀0, 𝜽0, 𝝃0, Ỹ𝑛) =
1
𝑛

𝑛∑

𝑖=1

𝑝∑

𝑗=1

1
2 |𝑋𝑖𝑗| − 𝑝 ln 1

4 .

The first part converges a.s. to 𝐵1 = (1∕2)
∑𝐾

𝑘=1𝜋𝑘𝐵𝑘 < ∞ by A1.
If 𝜆𝑗 → 0, 𝜃𝑗 → 1, or 𝜃𝑗 → 0, then −

∑𝑝

𝑗=1 ln 𝜆𝑗𝜃𝑗(1 − 𝜃𝑗) → ∞, whereas (1∕𝑛)
∑𝑛

𝑖=1
∑𝑝

𝑗=1𝜆𝑗Φ𝐶𝑖𝑗𝑛
(X𝑖 , 𝜃𝑗, 𝜉𝐶𝑖𝑗

)

is bounded from below by −(1∕𝑛)
∑𝑛

𝑖=1
∑𝑝

𝑗=1|𝑋𝑖𝑗|, which converges a.s. to −𝐵1 > −∞. This means that there is
𝜏 > 0 such that 𝑇𝑛(Ỹ𝑛) = (𝜆1𝑛, … , 𝜆𝑝𝑛, 𝜃1𝑛, … , 𝜃𝑝𝑛) must have 𝜆𝑗𝑛 ∈ [𝜏, 𝜆+], 𝜃𝑗𝑛 ∈ [𝜏, 1 − 𝜏] for 𝑗 ∈ {1, … , 𝑝}.

For given 𝝀 and 𝜽, the class-wise sample quantiles belonging to 𝜽 are the values for 𝝃 minimizing
𝑉𝑛(𝝀, 𝜽, 𝝃 , Ỹ𝑛); analogously the population quantiles minimize 𝑉(𝝀, 𝜽, 𝝃 , 𝑄). Mason (1982) showed that for
𝜏 > 0 and 𝜃 ∈ [𝜏, 1 − 𝜏], the sample quantiles converge uniformly a.s. to the population quantiles. Therefore,
for large enough 𝑛, 𝝃𝑛 of 𝑇𝑛(Ỹ𝑛) must be in a bounded neighbourhood of the set of quantile vectors of 𝑄1, … , 𝑄𝐾

for 𝜃 ∈ [𝜏, 1 − 𝜏], and therefore 𝑇𝑛(Ỹ𝑛) as a whole will be in a compact set a.s.
According to van der Vaart (1998), Example 19.8 (sometimes referred to as the “uniform law of large num-

bers”), if ℱ = {𝑓𝜂 ∶ 𝜂 ∈ 𝒞} is a set of measurable functions with 𝜂↦𝑓𝜂(𝑥) continuous for all 𝑥, 𝒞 compact,
and ∃𝐹 ≥ |𝑓𝜂|∀𝜂 ∈ 𝒞, ∫ 𝐹𝑑P < ∞, then

sup
𝜂∈𝒞

|||||||||

1
𝑛

𝑛∑

𝑖=1
𝑓𝜂(x𝑖) − ∫ 𝑓𝜂(x)𝑑P(x)

|||||||||

→ 0 a.s.

For fixed 𝑥, 𝑔(𝑥, 𝜃, 𝜉) =
{
𝜃 + (1 − 2𝜃)1[𝑥<𝜉]

}
|𝑥 − 𝜉| is continuous in (𝜉, 𝜃), because 𝜉 → 𝑥 ⇒ 𝑔(𝑥, 𝜃, 𝜉) → 0

regardless of whether 𝜉 comes from above or from below. Therefore, for fixed y = (𝑥1, … , 𝑥𝑝, 𝑐),

𝑈(𝝀, 𝜽, 𝝃 , y) =

𝑝∑

𝑗=1
𝜆𝑗𝑔(𝑥𝑗, 𝜃𝑗, 𝜉𝑐𝑗)−

𝑝∑

𝑗=1
ln

[
𝜆𝑗(𝜃𝑗(1 − 𝜃𝑗))

]

is continuous. It can be bounded by a 𝑄-integrable function. Let ∞ > 𝜉+ > max𝑘∈{1,…,𝐾},𝜃∈{𝜅,1−𝜅} |𝑞𝑘(𝜃)|, 𝑞𝑘(𝜃)

being the 𝜃-quantile of 𝑄𝑘. Then,

𝑈(𝝀, 𝜽, 𝝃 , y) ≤ 𝑈+(y) =

𝑝∑

𝑗=1
𝜆+(|𝑥𝑗| + 𝜉+)−

𝑝∑

𝑗=1
ln [

𝜅2

2 ],
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8 of 14 BERRETTINI, HENNIG, AND VIROLI

∫ 𝑈+(y)𝑑𝑄(y) < ∞ because of A1.

Therefore,
sup

(𝝀,𝜽,𝝃 )∈𝒞

|𝑉𝑛(𝝀, 𝜽, 𝝃 , Ỹ𝑛) − 𝑉(𝝀, 𝜽, 𝝃 , 𝑄)| → 0 a.s. (10)

The existence of a 𝑄-integrable envelope of 𝑈 together with continuity of 𝑈 implies the continuity of 𝑉 as
a function of (𝝀, 𝜽, 𝝃 ) ∈ 𝒞. This and A2 imply 𝑇𝑛(Ỹ𝑛) → 𝑇(𝑄) a.s., because otherwise with probability > 0 a
subsequence of 𝑇𝑛(Ỹ𝑛) can converge to (𝝀∗, 𝜽∗, 𝝃 ∗) ≠ 𝑇(𝑄) but still in 𝒞 and with 𝑉(𝝀∗, 𝜽∗, 𝝃 ∗, 𝑄) = 𝑉(𝑇(𝑄), 𝑄),
in contradiction to A2. ◻

This consistency result does not directly regard the classification performance (as the consistency result in
Hennig and Viroli (2016a)), it only regards the parameters on which the classification is based. The result is
nonparametric, and it is in particular not assumed that the variables are independent within classes, despite
the fact that the classifier does not make use of information regarding potential dependence.

4 Experiments
4.1 Simulation study
We evaluated the performance of the VWQC in a simulation study under four scenarios with two populations
and balanced classes. Before distinguishing the different classes by shifting locations, the variables 𝑋1, … , 𝑋𝑝

were generated as follows:

1. observations generated independently from a multivariate Student’s 𝑡 distribution with 3 degrees of
freedom (𝑡3);

2. observations generated as in the previous scenario, then each variable 𝑋𝑗(𝑗 = 1, … , 𝑝) was subse-
quently transformed according to 𝑋𝑗 ↦ ln(|𝑋𝑗|), to induce asymmetry;

3. observations generated from a multivariate exponential distribution;

4. observations generated from a multivariate Gaussian distribution centred in 0𝑝, but for which the
𝑝 variables 𝑋𝑗 were split into five balanced blocks to which we applied different transformations: (i)

𝑋𝑗 ↦𝑋𝑗; (ii) 𝑋𝑗 ↦ exp(𝑋𝑗); (iii) 𝑋𝑗 ↦ ln(|𝑋𝑗|); (iv) 𝑋𝑗 ↦𝑋2
𝑗
; (v) 𝑋𝑗 ↦

√

|𝑋𝑗|.

The two populations differed by a location shift equal to +0.5 for the second class with respect to the first class
for all 𝑗 ∈ {1, … , 𝑝} for the first scenario, ±0.4 for the second scenario (+0.4 for half of the variables, −0.4 for
the other half) and +0.2 for the third and the fourth scenarios.

In addition, two variations of the first scenario have also been considered:

5. unbalanced classes, with class proportions 0.75 and 0.25, and the same shift;

6. three balanced classes, with the third population differing by a location shift equal to −1.1 with respect
to the first class and +0.6 with respect to the second class.

For each scenario, we evaluated combinations of overall sample sizes 𝑛 ∈ {50, 100, 500}, dimensions
𝑝 ∈ {10, 50, 100, 500} and percentages of relevant variables for classification in {10%, 50%, 100%}. Further-
more, we considered both uncorrelated and correlated variables. In the second case, the variance–covariance
matrix was defined as in Farcomeni et al. (2022) using 𝚺 = A𝑇diag(𝜎1, … , 𝜎𝑝)A, with 𝜎𝑗 = 𝜎∗

𝑗
∕ max(𝜎∗

1 , … , 𝜎∗
𝑝);

𝜎∗
𝑗

= (𝑝 + 2 − 𝑗)
1.1+0.8𝑗∕(𝑝−1), and A being an orthogonal matrix obtained from the QR decomposition of a 𝑝 × 𝑝

matrix B defined so that vec(B) =
(
1, 1 + 1∕(𝑝2 − 1), … , 1 + (𝑝2 − 2)∕(𝑝2 − 1), 2

)
. The corresponding pairwise

correlations are on the interval (−0.25, 0.39) when 𝑝 = 10, (−0.42, 0.62) when 𝑝 = 50, (−0.48, 0.67) when
𝑝 = 100, (−0.63, 0.80) when 𝑝 = 500. This resulted in a total of 432 different simulation settings. Data genera-
tion under each setting was replicated 100 times. Observations in the training and test sets were generated in the
same way. Variables were standardized to unit within-class pooled variance in Scenario 4, because their scales
seem incompatible, whereas in datasets like those from the other scenarios the reasons against standardization
given in Hennig and Viroli (2016a, section 4.1) may apply (imagining that such data arise in the real world).

DOI: 10.1002/cjs.11837 wileyonlinelibrary.com/cjs
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Figure 3: Performance of the classifiers relative to the variable-wise quantile classifier. The six panels show
the distributions of the misclassification rates over simulated data sets for variables generated from multivari-
ate distributions with Student’s 𝑡3 marginals (t), multivariate asymmetric distributions through logarithmic
(logabst), exponential distributions (exp), different distributions (ddv), multivariate 𝑡3 distributions with unbal-
anced classes (unbalanced), and multivariate 𝑡3 distributions with 𝐾 = 3 (K3).
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Figure 4: Time (in seconds) employed by each algorithm to perform classification for each replication in the
unbalanced scenario. Times include tuning and initialization procedures, and are represented on the logarith-
mic scale to improve readability.

We compared the proposed quantile classifier with that of 11 other classifiers in terms of the misclassifica-
tion rate on the test data: the directional quantile classifier (DQC; Farcomeni et al., 2022), the centroid classifier
(Centroid; Tibshirani et al., 2002), the median classifier (Median; Hall et al., 2009), the original quantile classi-
fier (OQC; Hennig and Viroli, 2016a), the ensemble quantile classifier (EQC; Lai and McLeod, 2020), Fisher’s
linear discriminant analysis (LDA), the k-nearest neighbour classifier (KNN; Cover and Hart, 1967), penalized
logistic regression (PLR; Park and Hastie, 2008), the support vector machines method (SVM; Cortes and
Vapnik, 1995; Wang et al., 2008), the naive Bayes classifier (Bayes; Hand and Yu, 2001) and the random forest
classifier (RF; Ho, 1995). Tuning parameters for PLR, KNN, and SVM were selected using cross-validation.
The Galton correction was used on the OQC to reduce skewness, and the optimal quantile was selected
by minimizing the error rate on the training set. All analyses were carried out in R version 4.1.1 (R Core
Team, 2021) using the following packages: Qtools (Geraci, 2016, 2023) for the directional quantile classifier;
quantileDA (Hennig and Viroli, 2016b) for the centroid, median and original quantile classifiers, eqc (Lai
and McLeod, 2019) for the ensemble quantile classifier, MASS (Venables and Ripley, 2002) for linear discrimi-
nant analysis, the package class (Venables and Ripley, 2002) for the k-nearest neighbour classifier, stepPlr
(Park and Hastie, 2018) for penalized logistic regression (only 𝐾 = 2), e1071 (Meyer et al., 2023) for support
vector machines and the naive Bayes classifier, and randomForest (Liaw and Wiener, 2002) for the random
forest classifier. The R function for performing VWQC has been incorporated into version 1.2 of package
quantileDA, available on CRAN. Except where indicated above, default tuning of the functions was used.

We computed the relative performance of each classifier with respect to the misclassification rates of the
VWQC. More specifically, we evaluated the misclassification rate of each classifier as the error rate minus the
VWQC error rate divided by the average error rate in the given setting. The distributions over the 100 simulated
data sets of these rescaled results for different choices of 𝑛, 𝑝, percentage of relevant variables and depen-
dence/independence are represented in the boxplots of Figure 3.

The misclassification rates averaged over 100 replications for all simulations are reported in Section 1 of the
Supplementary Material. To improve the interpretability of the results, the Bayes error rate (BER) is added as a
reference for the t, unbalanced, and K3 uncorrelated scenarios. The results indicate that the performance of the
VWQC improves as the sample size and the number of (relevant) variables increase: the average misclassifica-
tion rate decreases and the corresponding standard errors go to zero, in agreement with the theoretical results.
The VWQC outperforms its competitors with just a few exceptions. In particular, in the symmetric scenarios
(t, unbalanced, K3), the ensemble quantile classifier and—not surprisingly—the median classifier slightly
tend to prevail, as well as the random forest classifier in the scenario with differently distributed variables
(ddv). In the latter case, however, the gap between our classifier and all the other competitors is substantial.
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Table 1: Short description of the data sets analyzed in the real data application.

Name 𝑝 𝐾 𝑛 =
∑𝐾

𝑘=1𝑛𝑘 Reference

Bankrupt 2 2 66 = 33 + 33 Altman (1968)
Chiro 17 4 202 = 55 + 53 + 52 + 42 Atchley and Martin (1971)
Iris 4 3 150 = 50 + 50 + 50 Fisher (1936)
Music 20 5 306 = 92 + 54 + 54 + 53 + 53 Van Kranenburg and Backer (2005)
Sonar 60 2 208 = 111 + 97 Gorman and Sejnowski (1988)
Thyroid 5 3 215 = 150 + 35 + 30 Quinlan (1986)
Wine 13 3 178 = 71 + 59 + 48 Aeberhard et al. (1993)

Table 2: Tenfold cross-validated misclassification rates (%) for the seven data sets, with standard errors in
parentheses. For each data set, the best performances are highlighted in bold. In case of ties, those associated
with the lowest standard error are selected.

Bankrupt Chiro Iris Music Sonar Thyroid Wine

VWQC 3.1 (6.5) 2.5 (3.5) 4.0 (5.6) 32.9 (8.6) 22.4 (12.1) 6.0 (5.3) 2.3 (3.0)
DQC 3.3 (7.0) 12.9 (4.2) 7.3 (4.9) 55.8 (3.7) 33.0 (9.2) 11.2 (6.7) 26.3 (8.3)
Centroid 9.3 (8.2) 12.9 (6.3) 7.3 (6.6) 47.6 (7.3) 31.7 (5.7) 13.5 (7.4) 26.4 (9.3)
Median 3.3 (7.0) 9.0 (4.6) 8.0 (5.3) 42.1 (5.5) 28.3 (9.9) 11.2 (7.3) 26.9 (9.1)
OQC 6.4 (8.3) 8.9 (6.0) 7.3 (4.9) 43.4 (6.0) 30.2 (8.3) 9.3 (4.5) 18.0 (6.3)
EQC 6.2 (8.0) 4.0 (4.6) 5.3 (4.2) 34.0 (7.0) 22.5 (9.2) 4.6 (4.3) 3.4 (2.9)
LDA 8.1 (8.6) 1.5 (2.3) 2.0 (4.5) 24.1 (6.7) 25.4 (8.0) 8.9 (3.5) 1.1 (2.4)
KNN 4.8 (7.7) 6.9 (2.5) 2.7 (3.4) 39.6 (6.0) 20.1 (7.4) 5.2 (4.1) 23.5 (10.2)
NSC 8.1 (8.6) 6.5 (4.1) 6.7 (4.4) 38.5 (5.0) 25.4 (9.1) 16.7 (4.5) 4.5 (3.7)
SVM 4.3 (7.1) 1.5 (2.4) 4.0 (6.4) 24.1 (7.4) 15.3 (5.6) 4.7 (3.9) 2.2 (3.8)
Bayes 6.2 (8.0) 1.0 (2.1) 4.0 (4.7) 29.7 (4.7) 22.9 (11.4) 2.8 (3.3) 2.8 (3.8)
RF 3.1 (6.5) 1.0 (2.1) 4.7 (5.5) 29.0 (7.2) 13.4 (9.7) 3.7 (2.9) 1.7 (2.7)

The potential of our method is highlighted the most by the exponential scenario (exp), where even the first
quartiles of the misclassification rates of any classifier relative to the VWQC are positive.

The times employed by each classification algorithm for the analysis of the unbalanced scenario are graph-
ically summarized in Figure 4 and reported in more detail in Section 2 of the Supplementary Material. Com-
putations were conducted using a server equipped with two 64-Core 2.45 Ghz processors and 2TB RAM. Not
surprisingly, the VWQC is slower than the OQC it extends. Despite almost never exceeding 10 seconds, the com-
putation time employed by these two classifiers is usually higher than that of all their competitors, except for
the PLR.

4.2 Application to real data sets
We applied VWQC to a collection of seven real data sets representative of a broad range of scenarios in terms
of the number of instances, attributes and classes, as described in Table 1. With respect to the simulation study,
penalized logistic regression was not included among the competitors due to the presence of cases with 𝐾 > 2;
the nearest shrunken centroid (NSC; Tibshirani et al., 2002) was considered instead, and applied using the R
package pamr (Hastie et al., 2019).

According to the resulting misclassification rates reported in Table 2, the VWQC had good performance,
ranking always above the median and thus highlighting again the adaptability of the classifier. Furthermore,
an optimal outcome is obtained for the “bankrupt” data set, tied with the random forest classifier. On the
contrary, the highest misclassification rates for this data set are provided by the centroid classifier, NSC and
LDA. Although the latter ranks below the median in another case (“thyroid”), it shows also some highs, ranking
first in three data sets (“iris”, “music”, “wine”), hence being ranked among the most successful competitors for
this study, together with the random forest classifier.
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Table 3: Sources of the data sets used for the analysis.

Name Source

Bankrupt R package MixGHD
Chiro Available upon request
Iris UCI machine learning repository, R datasets
Music Musical-style-recognition.net
Sonar UCI machine learning repository, R package MixGHD
Thyroid UCI machine learning repository
Wine UCI machine learning repository, R package HDclassif

5 Conclusion
It can be expected that in most high-dimensional classification problems different variables have different dis-
tributional shapes within classes. The original quantile classifier by Hennig and Viroli (2016a) is based on just
a single percentage value for computing the quantiles used for the classification of all variables. Although this
often works well and a single parameter is easy to optimize, it can be expected that using different percentage
parameters for different variables may use the information in the data more efficiently. This requires a rescaling
of the quantile-based discrepancy, and because of this, we introduce variable-wise scaling parameters on top of
the percentages. The resulting variable-wise quantile classifier is still relatively simple to compute, and in many
situations, it can improve upon the original quantile classifier. Its performance, while not universally optimal,
compares well with other popular classifiers.

Interesting further work could be done by exploring the possibilities for a theory for high-dimensional set-
tings, that is allowing 𝑝 → ∞, and for finite sample performance guarantees.

Data sharing
The R function for performing VWQC has been incorporated into version 1.2 of package quantileDA, avail-
able on CRAN. Real data sources are reported in Table 3.
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