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A Computational Study on Integer Programming Formulations for
Hop-Constrained Survivable Network Design

Naga V. C. Gudapati®, Enrico Malaguti®, Michele Monaci®, Paolo Paronuzzi®

“DEI - University of Bologna, Viale Risorgimento 2, 40136, Bologna, Italy

Abstract

We consider a Network Design problem where edges have to be activated at minimum cost while ensuring
that the resulting graph contains at least k disjoint paths linking a given set of origin-destination pairs.
In addition, those paths are constrained in terms of maximum number of intermediate nodes. We consider
alternative Integer Programming formulations for the problem and computationally evaluate them on a large
benchmark of instances having different features. Finally, we extend our analysis to the case in which the
paths must be vertex disjoint.

Keywords: Network Design, Hop-constrained, Integer Programming formulations, Computational
experiments.

1. Introduction

Network design refers to a class of fundamental problems in combinatorial optimization, with application
in several areas. While seminal papers on this topic were primarily motivated by applications in trans-
portation systems [22], nowadays telecommunications, data sharing, energy distribution, and distributed
computing are relevant context in which the design of efficient and reliable network plays a crucial role [I0].
Network design is about defining the main characteristics of a network having a prescribed capacity and
connectivity, while activating the cheapest set of links. Additional requirements often arise from the specific
application. In telecommunication networks, a classical requirement is to limit the latency of the commu-
nication, which translates into bounding the number intermediate nodes between origin and destination of
any connection. Furthermore, increasing threats afflict infrastructures due to both natural phenomena and
criminal acts. Consequently, modern networks are requested to be robust, i.e., capable to ensure the required
service even under unpredictable events or disruptions. Motivated by these considerations, in this paper we
address the problem of designing a minimum-cost network which is, at the same time, capable of providing
low-latency connections and robust.

In detail, we assume a certain delay of the communication when traversing a node, and a certain risk
of failure for each link (or node). Accordingly, we limit the delay in each communication by bounding the
number of hops between its origin and destination. In addition, we achieve the resilience of the network by
imposing the network to contain at least K (say) disjoint paths for each communication pair; this case, the
network would survive to the failure of up-to K — 1 of its links. More formally, we are interested in solving
the following problem:

Definition 1.1 (Hop-constrained survivable network design problem). We are given an undirected graph
G = (V, E), where V is the set of vertices and F is the set of edges, and a set @ of commodities. For each
edge e € E there is an activation cost F., and each commodity ¢ € ) has associated a source node s? € V,
a sink node t? € V, and two integer parameters K, and L,. The hop-constrained survivable network design
problem (HCSNDP) asks to activate a subset of edges of minimum cost such that, for each commodity g,
there exist at least K, edge-disjoint paths from s? to t9, each one with length at most L,.
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1.1. Problem Complezity

HCSNDP reduces to the network design problem with connectivity requirements (see, e.g., [21]), also
known as generalized Steiner tree problem (see [25] and [27]), when the bound on the paths length is removed.
This shows that, in its general form, HCSNDP is NP-hard. The problem remains NP-hard if instead one
has a bound on the length of each path and K, = 1 for each commodity g. This setting has been addressed
in [2], where a solution approach based on Lagrangean relaxation is presented. The version of the problem
that has attracted most of the attention in recent years is the one in which parameters K, and L, are equal
among all the commodities (i.e., K, = K and Ly = L for all ¢ € Q). In [16], the authors prove that this
variant of the problem is strongly NP-hard for K > 2 and every fixed L > 2.

1.2. Literature Review

A general overview on the class of problems known as survivable network design problems (SNDP) is
presented in the survey [I8]. A relevant analysis of flow formulations for this class of problems is presented
in [4], where several families of valid inequalities are introduced.

Although flow formulations do not allow a straightforward way to impose constraints limiting the length
of a path, they can be used to handle this kind of constraints as well. To this aim, the concept of layered graph,
in which the length of any path is properly bounded, was introduced in [II] (see below for details). Flow
formulations on layered graphs are among the most investigated and successful strategies for formulating
HCSNDP, as well as variants. For example, [7], [I9] and [20] present hop-constrained extensions of the
minimum margin problem in an electricity network, of the generalized minimum spanning tree problem, and
of the connected facility location problem, respectively. The reader is referred to [I4] for a recent survey on
layered graph approaches for combinatorial optimization problems.

In [6], the authors take advantage of the block-structure of the flow formulation on the layered graph by
deriving a branch-and-cut algorithm in which integer solutions are separated by adding Benders’ feasibility
cuts; later, the authors of [5] extend this approach to the variant of the problem in which some edges are
not subject to the risk of failure. In [23], the authors propose a formulation for the rooted case (all the
commodities share the same source node) which extends the layered formulation by introducing additional
variables to represent the distance of each vertex from the root node. Computational results proved that,
for the rooted problem, this formulation outperforms the previously mentioned approaches on instances with
L = 2. In order to solve the hop constrained Steiner trees problem with multiple root nodes, different integer
linear programming formulations based on the definition of a layered graph for each root node have been
proposed in [13].

The main drawback of this approach is that the number of layers in the resulting graph is equal to
the maximum number of hops, which can result in very large graphs and in mathematical formulations
that include a very large number of variables and constraints. Indeed, results from the literature proved
this approach to be computationally sound only for instances with a small number of vertices (e.g., in [6]
instances with 41 vertices are presented as large).

A different formulation that can be used for hop-constrained problems is the so-called path formulation,
in which variables are associated with feasible paths. Though the number of paths exponentially grows with
the value of L, for small values of L the formulation involving all feasible paths can still be handled with
a reasonable computational effort. In case the number of variables is too large, one can resort to column
generation procedures. To the best of our knowledge, this formulation has not received the computational
attention it deserves, though a theoretical comparison with other formulations in terms of linear programming
relaxation is reported in [8]. In [26], a path formulation is introduced for the multicommodity capacitated
fixed-charge network design problem with nonbifurcated flows and hop-constraints, that is the variant of our
problem in which K = 1, routing costs are also considered, and each edge has a capacity to be respected. More
recently, the authors of [I5] extended this approach to the network design problem with service requirements
(introduced in [3]), in which a set of metrics is given, and each used path must satisfy a maximum length
with respect to each metric.

Recently, a different modelling has been proposed for the design of networks that preserve connectivity
in case of failure of up-to K — 1 links. While HCSNDP requires that, for each commodity, K edge-disjoint
paths with length L exist, this framework ensures that, when failure occurs, a path exists for each commodity



having length at most L' > L. The authors of [I2] observed that this model is less conservative than HCSNDP
and may produce less costly solutions.

The version of the HCSNDP with the additional condition that the K, paths are vertex-disjoint also
received wide attention in the literature. [J] represents the most recent paper addressing this variant, and
presents a branch-and-cut algorithm on top of the so-called natural formulation of the problem, which makes
use of binary variables associated with edges of the graph. In this framework, s? — ¢t? cuts are used to force
activation of at least K feasible paths for each commodity ¢q. This paper also includes a review of the
previously published approaches based on the natural formulation, and on the derivation of inequalities that
are valid for specific values of L.

The main contribution of this work is an experimental comparison of the computational performance
of the path formulation with that of a well-known reference formulation. Among many alternatives from
the literature, our reference is the flow formulation on layered graphs. This formulation was selected as it
can be directly provided to a general-purpose solver, to be used as a black box, thus ruling out the need
for sophisticated procedures for cutting planes and/or column generation, whose implementation details can
be far from trivial and would consistently affect the performances of the resulting algorithm. In addition,
as discussed in the following, extended formulations have been proved to be outperformed by the reference
model that we consider. Our computational analysis involves both a classical benchmark of instances from
the literature, and a set of sparse randomly-generated graphs having thousands of vertices. Computational
results show that the flow formulation on layered graphs is more effective for small and dense graphs, whereas
the path-based formulation can handle large and sparse instances, for which the reference approach often
fails. Quite surprisingly, to the best of our knowledge, neither the flow formulation on layered graphs nor the
path formulation have been adapted and tested on the vertex-disjoint version of HCSNDP. For this reason,
we tested both formulations on this variant of the problem and we show that they largely outperform the
most recent branch-and-cut algorithm proposed in the literature.

The rest of the paper is structured as follows: in the next section we introduce the path formulation and
review the flow formulations on layered graphs. Section [] presents an extensive section of computational
experiments, and Section [3] discusses how to extend both formulations to the vertex-disjoint version of the
problem and reports the outcome of our experiments on this variant of the problem. Finally, Section [5|draws
some conclusions.

2. Mathematical formulations

All formulations and algorithms presented in this section refer to the case where K, = K and L, = L for
each commodity. This is the most studied variant in the literature and considerably simplifies the notation.
However, we also discuss adaptations of the formulations to the case of heterogeneous commodities.

2.1. Path formulation
The path formulation includes a set of binary activation variables z. that select the edges to be activated:

. ec F
0 otherwise

{17 if edge e is activated
Ze =

In addition the formulation includes, for each commodity ¢, a set of variables associated with paths from

s? to t? of length at most L. We denote by P? the set of all feasible paths for commodity ¢, and define set

P = UgeqP? which contains all possible paths for all commodities. Then we introduce, for each path p € P,

a binary variable x,, defined as:
1, if path p is used
o = { , if path p bep

0 otherwise

Thus, the problem can be modeled as



min Z F.z. (1la)

c€E
subject to Z Ty < 2e ecBE.qeqQ (1b)
pEPI:e€p
Y o >K €@ (1c)
pePe
ze € {0,1} ecE (1d)
xp € {0,1} peP. (1e)

The objective function minimizes activation costs; constraints enforce the activation of the
edges that are used by some path and, implicitly, guarantee edge-disjointness of the selected paths for each
commodity. Constraints impose that, for each commodity, at least K feasible paths are selected. Finally,
and (le|) define the domain of the variables.

Model has an exponential number of variables. More precisely, the number of feasible paths is bounded
by |V|F~1 for each commodity. In order to enumerate all feasible paths for a commodity ¢ € @, we use the
recursive Algorithm At a generic call to the algorithm, the input is a tuple (u, ¢, ¢, 7), where u is the vertex
visited in the current call of the algorithm; ¢ is the index of the sink node of the commodity, and it is used to
trigger backtracking when a feasible path is found; ¢ is an integer parameter that counts the number of hops
of the current path (a feasible path contains at most L arcs); and, r is a vector which contains the nodes
belonging to the current path. Initially, the algorithm is invoked with (s7,t%,0, (). In the pseudocode of the
algorithm, N (u) denotes the vertices in the neighborhood of each u € V. Algorithm could be easily adapted
S0 as to generate variables on-the-fly within a column generation framework. However, this would prevent
us to use a state-of-the-art solver as a black box, i.e., to fully exploit its features (preprocessing, branching
strategy, etc). More importantly, according to some preliminary computational experiments, solving the
root node of the model through column generation is more expensive than solving to optimality the whole
model with all variables.

Algorithm 1 FindFeasiblePaths(u,t, ¢, r)

Mark vertex u as visited
r(l) < u
{—0+1
if u =t then
Store path r of length £ — 1
else if / < L then
for each unvisited v € N(u) do
Run FindFeasiblePaths(v,t, ¢, r)
L—10—1
Mark vertex u as unwvisited

-
=

This formulation can be extended to the case of heterogeneous commodities as follows. First, the right-
hand-side of constraints is set to K. In addition, set P? includes all paths from s? to ¢¢ with length at
most Lq, which can be enumerated by replacing L by L, in line 6 of Algorithm

2.2. Flow formulation on layered graphs

In this section we review the flow formulation on layered graphs introduced in [I1] to our setting. The
main idea of this formulations is to represent the paths of each commodity on an auxiliary graph rather
than on the input graph G = (V, E). In particular, for each commodity ¢, an auxiliary directed graph
G7 = (V9, A9) is introduced, where V¢ = Vi’U---UV/_ . The first layer V)’ = {57} contains the source node



for the commodity, whereas each layer V/?, [ = 2,..., L contains a copy v} of each vertex v € V'\{s?}. Finally,
the last layer contains a copy of the sink node for the commodity, denoted as ¢ 41 e Vi = = {t} 41} The
arc set A7 is defined as the union of the following sets:

{(s7,08) : (s%,v) € E}

o {(uf,v},)): (w,v) € E,le{2,...,L-1}}
(
(t],

{ Uq L+1) :(u,t?) € B}
{ Hl):l:l,...,L}

As the graph is directed and no arc is defined within the same layer, any path from s? to t¢ on graph GY
has length at most L, and hence corresponds to a feasible path in the original graph.

The flow formulation for HCSNDP includes flow variables f , for arcs in auxiliary graphs G? (¢ € Q)
and activation variables z,, , for edges of the input graph G. The formulation requires to compute, for each
commodity g, a flow of value K in the associated auxiliary graph, while minimizing the total cost of the arcs
to be activated. Activation of z variables is forced by constraints 7, which also ensure that paths
are edge-disjoint. The resulting formulation, where § ¥ (u) (resp., 6~ (u)) denotes the set of out-going (resp.,
in-going) arcs of vertex u, reads as follows

min Z Fuv Zuw (2a)

(u,v)EE
—K ifu=s4
sty fl,— > fi,=0K ifu=tl,, ueVigeQ (2b)
(v,u)€6 (u) (u,v) €5+ (u) 0 else
> B T I8 ) < Zuw q€Q,(u,v) EE u+#stv#1 (2¢)
1e{2,....L—1}
1L vy < Zsaw g€, (s, v)eE (2d)
£ < 2w qEQ,(vt") EE (2e)
vrst L+1 ’
Zuw € {0,1} (u,v) € E (2f)
1 integer (u,v) € Al,q € Q. (2g)

In the case of heterogeneous commodities, the layered graph associated with each commodity ¢ has L, +1
layers and constraints (2b)) are adapted accordingly.

We complete this section by comparing the two formulations in terms of continuous relaxations.
Proposition 2.1. The continuous relaxations of path and flow formulations have the same optimal value.

This result, for which a proof can be found in [24], follows from the well known Flow Decomposition
Theorem (see, e.g., [1]). Indeed, for each commodity ¢, any flow in the layered graph G? can be decomposed
into a number of paths having length at most L, each corresponding to a path in P?; vice-versa, any path
p € P17 corresponds to a unique path (and flow) in G9.

2.8. Alternative formulations

In this section, we briefly discuss alternative formulations for HCSNDP and report on their computational
performances.



Descriptive formulation. A naive alternative formulation can be defined by introducing, besides the z vari-
ables, two additional set of variables. For each edge e € E, commodity ¢ € @) and k-th path, we define a
binary variable y.q taking value 1 iff edge e belongs to the k—th path of commodity ¢. Similarly, for each
vertex v € V, commodity ¢ € @ and k-th path, we define a binary varibale A4 taking value 1 iff v belongs
to the k—th path of commodity ¢. To impose that the k-th path for commodity ¢ starts in s?, ends in ¢,
and has length at most L, the following constraints have to be added

Z Yeqk <L (33)

eck

1 if 4,4
Zyeqk{’ e dshtth oy (3b)

o) 2Xygr  Otherwise

In addition, the following constraints
K
Z Yeqk S Ze (4)
k=1

are imposed for each egde e and commodity k to activate the used edges and to enforce edge-disjointness.
We now briefly review alternative formulations that have been proposed in the existing literature, by
reporting their key features and the outcomes of previous experiments on their computational performance.

Natural formulation. The natural formulation uses edge activation variables z., and enforces the existence
of K disjoint paths for each commodity ¢ € @ by imposing one constraint for each s? — t? cut. More in
details, for each S C V with s7 € S and t? € V' \ S, the constraint is

Z ze > K. (5)

e€5+(S)

As to the path length, let ¢ € @ be a given commodity and (Vy, Vi,...,Vr41) be a partition of V such that
s1€ Vo, t1 € Vi1, Vi # D fori=1,..., L. Finally, let T be the set of edges (u,v) € F such that u € V;,
v € Vj and |[i — j| > 1. Then, by imposing the following inequality

ZZGZK (6)

ecT

for each partition T of the edges, one enforces the condition on the maximum length L, when L € {2,3}. In
[17] it is shown that, for L = 4, further valid inequalities are required for the natural formulation to impose
the length requirement, while the extension of the formulation to the case L > 5 remains unknown.

Separated cut formulation. This formulation, introduced in [§], can be seen as a hybrid between the flow
and the natural formulations. Indeed, still defining one layered graph for each commodity, this formulation
includes inequalities similar to . More into details, a binary activation variable y¢ is introduced for each
commodity ¢ € @ and arc a € AY of the associated layered graph. Edge-disjointness of the K selected paths
is enforced by following constraints

> y>K, (7)

a€s+(S)

that are defined for each commodity ¢ € Q and set S C V7 with s? € S and ¢} 41 €VI\S. Finally, z and y
variables are linked by additional constraints y? < z., where g € @, a € A?, and e is the edge corresponding



to a in the original graph.

Aggregated formulation. The aggregated formulation improves the separated cut formulation in the sense
that it reduces the number of variables by defining a single layered graph, say G = (\7,[1), in which all
commodities with the same source share the source-vertex. We refer to [8] for a detailed description of how
this layered graph is built. As for the previous formulation, the aggregated formulation includes an activation
binary variable y, for each arc a € A and, for each commodity ¢ € Q, a constraint

Y vk 8)

a€s+(S)

is defined for each S C V such that s? € S and t9 41 € 1% \ S. Finally, constraint y, < z., must be enforced
for each a € A, where e is the edge corresponding to a in the original graph.

Computational performance of the alternative formulations. Although the descriptive formulation provides
a straightforward valid model of the problem, it has not been considered in the previous literature. We
implemented this formulation and observed that it has bad performances from a computational viewpoint,
due to the weakness of its linear programming relaxation and to the presence of many symmetries in the
model.

As to the remaining formulations, the authors of [6] showed that the Benders cuts derived from the decom-
position of the layered graph include the constraints used by [17] to formulate the problem for L € {2,3,4},
thus making the natural formulation less attractive from a theoretical viewpoint. In addition, the compu-
tational results in [§], addressing instances with L € {2,3} and K € {3,4,5}, showed that the natural and
the aggregated formulations are both outperformed by the flow formulation. Indeed, these results refer to
instances derived from the TSPLIB library (Euclidean complete graphs) with a number of vertices varying
from 21 to 52 and a number of commodities varying from 10 to 50. On a total of 132 considered instances,
the flow formulation solved 96 instances, while the natural and aggregated formulations only solved 74 and
73 instances, respectively. The results of the separated cut formulation had not been reported into details
by [8], as they were not satisfactory.

Besides being the state-of-the-art for solving HCSNDP, the flow formulation has the advantage of allowing
off-the-shell use of a general-purpose solver. This option is not available for the alternative formulations that
involve an exponential number of constraints, thus requiring the development of a branch-and-cut algorithm.
This would introduce some complexity in analyzing the computational performance that would depend on
the specific implementation used.

3. Vertex-disjoint version

In the vertex-disjoint version of the problem we require the K paths of each commodity to have no vertex
in common. Therefore, the following set of constraints is added to the path formulation:

> <t veV\{s%17},q€Q (9)

pEPL:veEp

The flow formulation can be extended to the vertex-disjoint version of the problem by including the
following set of constraints:

oo, <t ue VI\{s),t! (1=2,...,L+1)}, ¢ €Q. (10)
(u,0) €6+ (u)



4. Computational experiments

In this section we compare the performance of the formulations presented in Section and when
implemented and optimized with a general-purpose state-of-the-art solver. As already mentioned, in [6], the
flow formulation has been attacked by means of a branch-and-cut approach in which integer solution are
separated in polynomial time by adding Benders’ feasibility cuts. This approach turns to be more effective
than directly solving the monolithic formulation only for L > 3. The computational analysis in [6] does not
allow to fully replicate the setting of the problem in which the Benders decomposition is more effective. The
authors only report that, on a benchmark of 384 instances, the total number of instances solved to optimality
is 338 for the layered formulation and 362 when using the best-version of the Benders decomposition. Given
the good performances of the “pure” layered formulation, we only include this formulation in our analysis,
which allows us a direct and fair comparison of formulations through a generic solver, i.e., with no dependence
on ad-hoc implementation and tuning.

All the reported experiments were performed on a computer equipped with an AMD Ryzen 5 PRO
4650GE processor clocked at 3.3/4.2 GHz under Linux operating system. We used the Gurobi 9.1.2 MIP
framework to solve all considered formulations. The solver was run in single-threaded mode with default
parameter values. We allowed a time-limit of 1 hour of computing time, and a memory limit of 12 GB.

4.1. Benchmark instances

In our experiments, we consider two sets of instances with very different features. In both sets, vertices
are randomly placed among the integer points of a 100 x 100 grid and the edge costs are given by the integer
part of the Euclidean distance between each pair of vertices.

We generate the first set of instances as in [6]. We consider complete graphs, where all commodities
share the same source node (rooted instances); the root node being either in the center (r = T'C)) of the grid
or in a corner (r = TE). The sink node is randomly selected for each commodity. We generate 5 different
instances of this type for each value of |V| € {21,41}, K = 3, |Q| € {5,10}, r € {T'C,TE} and we consider
L € {3,4,5}. Accordingly, the first set contains 120 instances.

Since considering complete (or very dense) graphs is unrealistic in several applications, we designed
a second set of instances consisting of sparse graphs. In this case, given the vertices in the 100 x 100
grid and a value Q,,qz, We set the source and sink of each commodity q as s? = ¢,t? = |V| — q+ 1 for
qg=1,...,Qmaz- Given a value L,,;,, we randomly generate K vertex-disjoint paths of length L,,;, for
each commodity, by randomly picking K (L,,;, — 1) different vertices from V '\ {s?,¢?}, and connecting them
into K paths. Then, we build additional paths of length (at most) L., by using the (possibly) isolated
vertices, considered by increasing index. For each commodity ¢, we connect the source s? with the first
isolated vertex, and then connect this vertex to next isolated vertex, and iterate the process until the current
path has a length of L,,;, — 1, or no isolated vertex remains. Then, we close the path adding the edge that
connects the last vertex with the sink node. If isolated vertices remain in the graph, we start a new path
associated with the next commodity (possibly repeating the process starting again from the first commodity,
if needed). Next, we connect each vertex whose degree is equal to 2 with a randomly selected (non-adjacent)
vertex. This way, we obtain non-trivial instances (i.e., no vertex nor edge can be removed from the graph
by means of straightforward considerations) that are feasible for each L > L,,;, and for each |Q| < Qmax
(if |Q| < Qmaz, we only consider the first |Q| pairs of commodities). We generate 5 different instances of
this type for each value of |V| € {1000, 5000,10000}, K = 3, Qumaz = |V|/10, Lyin, = 5 and we consider
Q| € {|V]/40,|V|/20,|V|/10} and L € {5,6,7}. This way, we obtain a second test-bed of 135 instances.

4.2. Computational experiments

In this section we compare the performance of the two formulation presented in sections and
when solved by Gurobi 9.1.2. We refer to the path formulation as PATH, and to the flow formulation on the
layered graph as FLOW. Table [I] reports the results of the experiments performed on the set of instances
generated as in [6]. The first five columns of the table give the position of the rooted source (r), the value
of L, the number of vertices (|V]), the number of commodities (|@Q|) and the average percentage gap of the



lower bound obtained by solving the linear programming relaxation of the two formulations. This value is
reported by column (LP Gap) and it is calculated as (z* — LB)/LB x 100, where LB is the optimal value
of the continuous relaxation and z* is the value of the optimal solution. The following columns report, for
each approach, the number of instances solved to optimality, the average computing time in seconds, the
average number of variables and the average number of branching nodes. Average values are computed over
the solved instances only.

The results of FLOW are consistent with those reported in [6]. Indeed, it solves to optimality all the
instances of this class with a computing time that, on average, is slightly larger than one minute. The
computing times for the TE instances show a significant reduction when moving from L = 4 to L = 5.
Indeed, in the latter class of instances the linear programming relaxation is stronger, thus resulting shorter
computing times. The same observation is reported in [6]. This makes FLOW the preferable approach on
this class of instances, overall. On the other hand, PATH is still competitive for small values of L, when the
number of paths to be generated is limited; indeed, for L = 3 it is faster than FLOW. The situation is less
clear for L = 4, where PATH is unable to solve to optimality 3 instances with r = TE, L = 4, |V| = 41,
|Q| = 10, for which the average value of the optimality gap returned by the solver is 3.95%. Finally, for
L =5 and |V| = 41, the procedure generating all the paths runs out of memory thus preventing PATH to
compute a lower and upper bound. Indeed, as Table [1] clearly shows, the number of variables in formulation
PATH quickly increases with the value of L, and may exceed one million for the largest complete graphs. We
observe that, for both approaches, TE instances appear to be more challenging that their TC counterparts.
This is coherent with the outcome of the experiments reported in [6], showing that TE instances are more
challenging as, in this class, the linear programming relaxation is typically weaker and the heuristic approach
they proposed has a worse performance.

Table [2| has a similar structure as Table [1| but for the first column (as commodities are not rooted in
this case) and for the addition, for each approach, of column “Opt Gap” reporting the average optimality
gap (computed over all the instances). For large instances (|V'| = 5000 and |Q] > 250, or |V| = 10000) the
FLOW approach cannot be applied as it runs out-of-memory for all the instances. As running out-of-memory
occurs before the solver is invoked, this issue could not be solved by a decomposition method (e.g., Benders
decomposition), because one would have to store the coefficient matrix for the master and the subproblems
in this case as well. As a results, FLOW only solves to optimality 51 instances out of 135. Conversely,
PATH is capable of handling the increasing size of the instances as long as the number of existing feasible
paths does not blow-up, and this is the case when sparse graphs are considered. Indeed, PATH solves to
optimality 107 out of 135 instances of this group; moreover, even for the largest instances the solver always
provides a lower and an upper bound. We observe that, contrary to what happens with complete graphs, as
the value of L becomes larger, the quality of the bound provided by the continuous relaxation worsens and
the number of branching nodes increases.

In general, the performances of the two formulations strongly depend on their size: on complete graphs,
the number of paths quickly becomes unmanageable when L increases, while on large sparse graph duplicating
all the vertices for representing the layered graph can be unpractical.

4.8. Results on the vertex-disjoint version

To evaluate the performance of the two formulations on the vertex-disjoint version of the problem, we
compare our results with the Branch-and-Cut (B&C) approach proposed in [9]. To this aim, we consider the
benchmark introduced in [9] and composed of 100 instances kindly provided by the authors. These instances
were obtained by adapting complete Eucledian graphs from the TSPLIB library. We report only the results
for the 49 instances for which at list one of the compared methods finds the optimal solution within the
time-limit. Algorithm B&C was implemented in C++, using CPLEX 12.5 and concert technology, and was
tested a Xeon Quad-Core E5507 machine with a 2.27 GHz processor and 8GB RAM, running under Linux
with a time-limit of 5 hours, while our algorithms were run with a time-limit of 1 hour.

Table[3|refers to rooted instances, while Table[d]addresses unrooted instances. For each instance, identified
by L, K,V and @, the tables report: for PATH and FLOW, the percentage gap of the lower bound obtained
by solving the linear programming relaxation, the computing time, number of variables and nodes; for B&C,



Table 1: Comparison of the performances of different formulations on graphs generated as in [6] (K = 3).

PATH FLOW
r L |V| |QI|LP Gap Opt Time #vars #n Opt Time #vars #n

21 5 1.78 5 0.05 2020 1 5 0.08 2220 1

3 21 10 6.43 5 3.08 3830 194 5 4.06 4230 212
41 5 2.75 5 0.37 8430 1 5 0.30 8830 1
41 10 5.41 5 5.38 16040 18 5 7.33 16840 22
21 5 2.98 5 0.90 31090 1 5 0.30 4030 1
TC 4 21 10 4.78 5 11.73 61970 13 5 396 780 49
41 5 4.88 5  35.87 282600 1 5 1.85 16440 1
41 10 7.10 5 335.18 564380 74 5 21.34 32060 39
21 5 3.52 5  31.94 496210 1 5 0.75 5840 1

5 21 10 2.92 5 211.84 992210 1 5 2.66 11470 6
41 5 5.38 - - - - 5  4.57 24050 1
41 10 5.20 - - - - 5 26.08 47280 1
21 5 1.35 0.07 2020 1 0.08 2220 1

5 44.77 4230 3697

41 5 3.58
41 10 15.82

0.55 8430 1
283.47 16040 2882

1.19 8830 1

5

21 10 14.64 5 2512 3830 2073
5
5 514.27 16840 5702

(G2 B2 SEG 2 SN

21 5 3.75 1.19 31090 1

5 0.34 4030 1
TE 21 10 8.51 5 5441 61970 490

5

2

53.53 7850 582
2.46 16440 1
740.69 32060 2444

41 5 6.64 45.79 282600 1
41 10 9.54 1806.30 564380 479

(2 BN G SN

21 5 4.86 5  22.95 496210 1
21 10 5.46 5 389.20 992210 30
41 5 7.80 - - - -
41 10 5.50 - - - -

0.61 5840 1
9.96 11470 28
17.13 24050 1
87.22 47280 55

5.86 97 11245 236027 308 120 64.40 15095 535
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Table 2: Comparison of the performances of different formulations on large randomly generated graphs (K = 3).

PATH FLOW

L \% Q‘LP Gap Opt Time Opt Gap #vars #n Opt Time Opt Gap #vars  #n
1000 25 0.10 5 0.03 0.00 1953 1 5 0.95 0.00 269103 1
1000 50 0.13 5 0.06 0.00 2125 1 5 1.99 0.00 536426 1
1000 100 0.30 5 0.14 0.00 2429 1 5 4.19 0.00 1071293 1
5000 125 0.03 5 0.61 0.00 9594 1 5 2991 0.00 6754897 1

5 5000 250 0.03 5 1.27 0.00 10185 1 - - 100.00 -
5000 500 0.05 5 2.54 0.00 11156 1 - - 100.00 - -
10000 250 0.00 5 2.28 0.00 19120 1 - - 100.00 - -
10000 500 0.00 5 4.71 0.00 20193 1 - - 100.00 - -
10000 1000 0.01 5 9.84 0.00 21970 1 - - 100.00 - -
0.07 45 2.39 0.00 10970 1 20 9.26 55.56 2157930 1
1000 25 0.78 5 0.11 0.00 2165 1 5 1.41 0.00 358097 1
1000 50 1.44 5 7.47 0.00 2547 482 5 10.72 0.00 714419 566
1000 100 2.06 5 341.72 0.00 3304 7023 5 467.58 0.00 1427374 8745
5000 125 0.10 5 0.67 0.00 9889 1 5 39.56 0.00 9002950 1
6 5000 250 0.18 5 1.39 0.00 10782 1 - - 100.00 - -
5000 500 0.21 5 2.91 0.00 12292 1 - - 100.00 - -
10000 250 0.04 5 2.50 0.00 19366 1 - - 100.00 - -
10000 500 0.05 5 4.90 0.00 20712 1 - - 100.00 - -
10000 1000 0.06 5 9.66 0.00 23037 1 - - 100.00 - -
0.55 45 41.26 0.00 11566 835 20 129.82 55.56 2875710 2328
1000 25 3.82 5 195.77 0.00 3010 4102 5 259.51 0.00 447091 5842
1000 50 3.65 1 1547.57 0.88 4269 12070 1 2452.23 1.10 893530 11797
1000 100 - - - 3.61 - - - - 3.74 - -
5000 125 1.44 5 260.70 0.00 11086 5006 5 544.22 0.00 11251002 4712
. 5000 250 - - - 0.98 - - - - 100.00 - -
5000 500 - - - 1.70 - - - - 100.00 - -
10000 250 0.40 5 2.97 0.00 20410 1 - - 100.00 - -
10000 500 0.89 1 3137.98 0.05 22695 10786 - - 100.00 - -
10000 1000 - - - 0.37 - - - - 100.00 - -
1.93 17 410.75 0.84 11735 4024 11 588.26 56.09 5398545 5870
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the computing time. A — indicates that the time-limit has been hit. The last row of each table gives the
number of instances solved to optimality within the time-limit.

The results show that the branch-and-cut algorithm proposed in [9] can only solve 24 out 49 instances,
while PATH and FLOW solve 46 and 48 instances, respectively. On instances solved to optimality and
excluding the trivial ones in which the value of |V| or |@Q] is very small, B&C always requires a computing time
which is at least one order of magnitude larger than the best performing algorithm. The comparison between
PATH and FLOW confirms the outcome of the previous experiments, showing that the two approaches are
somehow complementary: on small instances FLOW is slightly more preferable than PATH in terms of
number of optimal solutions. If we consider instances with L = 3 only, then PATH is the faster method and
solves one more instance than FLOW. Conversely, for L = 4, FLOW can solve 3 more instances than PATH.

5. Conclusions

In this paper we performed a comprehensive computational analysis of alternative formulations for the
HCSNDP, a problem which received large attention in recent years. Besides the classical edge-disjoint version
of the problem, we also considered its vertex-disjoint variant. The path formulation and the flow formulation
on layered graphs revealed to be the two most promising approaches for solving to optimality this problem
in both variants. In addition, their performance is somehow complementary: the path formulation is more
effective in large but sparse graphs, while the flow formulation is more effective when solving the problem
on small but dense (possibly complete) graphs.
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Table 3: Comparison of the performances of different formulations on the vertex-disjoint version of the problem with rooted
source on the instances provided by [9]. Each row corresponds to a single instance.

PATH FLOW B&C

L K V Q]|LP Gap time F#vars #n time #vars #n time
3 21 15 8.81 25.46 5640 938 36.47 6240 898 286.00
3 21 17 9.09 117.73 6364 3297 160.81 7044 2722 1104.00
3 21 20 9.37 151.36 7450 3548 160.08 8250 3257 11439.00
3 30 15 5.87 61.54 12210 612 118.91 13080 1422 726.00
3 30 20 8.16 511.01 16135 9520 674.32 17295 9316 -
3 52 20 8.24 1459.16 51346 3260 1356.38 53386 2744 -
4 21 15 3.25 22.89 5640 473 18.48 6240 461 50.00
4 21 17 3.41 21.43 6364 438 19.74 7044 498 66.00
4 21 20 4.53 112.11 7450 1899 103.71 8250 1256 4268.00
4 30 15 3.97 189.03 12210 3099 186.99 13080 4606 -
3 4 30 20 3.19 194.97 16135 1726 206.23 17295 2181 2122.00
4 30 25 4.53 910.10 20060 9466 1378.74 21510 13859 -
4 52 20 4.51 2308.09 51346 7553 - - - -
5 21 15 1.64 13.34 5640 179 18.06 6240 246 225.00
5 21 17 2.77 32.71 6364 888 69.85 7044 1119 3249.00
5 21 20 3.17 167.80 7450 3895 198.91 8250 3855 11914.00
5 30 15 2.31 135.00 12210 1067 210.98 13080 2162 -
5 30 20 2.39 367.18 16135 4486 849.72 17295 9431 -
5 30 25 2.34 430.66 20060 4458 977.75 21510 6316 -
5 48 20 2.59 1155.43 43468 3891 2256.79 45348 5356 -
5 52 20 2.19 783.76 51346 2393 1217.36 53386 4953 -
2 10 5 1.68 0.06 2050 1 0.03 785 1 1.00
2 10 7 5.48 0.33 2852 1 0.42 1081 1 1.00
2 10 9 12.73 2.87 3654 500 1.69 1377 441 1.00
2 14 5 5.26 0.52 7416 1 0.33 1671 1 1.00
4 2 14 7 11.79 3.50 10346 239 2.28 2303 259 36.00
2 14 10 8.31 9.95 14741 288 4.90 3251 269 31.00
2 17 16 11.64 1105.89 47432 2436 463.04 7880 4635 -
2 21 7 1.39 1.81 43442 1 0.25 5558 1 2.00
2 21 10 9.81 46.99 61970 208 24.74 7850 722 -
2 48 10 9.03 - - - 412.12 44408 334 -
Opt 30 30 18
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Table 4: Comparison of the performances of different formulations on the vertex-disjoint version of the problem with arbitrary
sources on the instances provided by [9]. Each row corresponds to a single instance.

PATH FLOW B&C

L K V Q]|LPGap time #vars #n time #vars #n time
3 21 10 8.45 160.76 3830 7423 318.64 4230 14982 -

3 21 11 6.85 165.18 4192 4055 162.43 4632 3477 3452.00

3 30 10 5.55 78.40 8285 3230 67.61 8865 2988 -

4 21 10 6.54 814.02 3830 43124 1180.70 4230 57907 -

3 4 21 11 7.00 2132.54 4192 71449 2803.32 4632 93867 -
4 30 10 3.62 137.33 8285 6973 131.57 8865 7707 -

5 21 10 4.40 508.48 3830 30176 1574.15 4230 68173 -

5 21 11 4.56 2228.56 4192 60947 2894.37 4632 92515 -

5 30 10 2.18 56.31 8285 3500 65.50 8865 2830 -

2 10 3 1.68 0.03 1248 1 0.02 489 1 1.00

2 10 4 5.12 0.11 1649 1 0.06 637 1 1.00

2 10 5 7.15 0.62 2050 1 0.28 785 1 1.00

2 14 5 2.67 0.41 7416 1 0.10 1671 1 1.00

4 2 14 7 7.7 7.89 10346 287 3.92 2303 451 8.00
2 17 8 14.07 597.23 23784 7279 189.93 4008 6073 -

2 21 10 13.42 1549.97 61970 3123 335.04 7850 4148 -

2 21 11 15.73 - - - 3464.63 8614 50684 -

2 52 10 8.79 - - - 1496.10 52366 4650 -
Opt 16 18 6
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