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Abstract
In this work, we introduce a mixture of factor analyzers model where component-specific
latent factors aremodeled via independent quantile-based distributions. These are flexible and
parsimonious distributions defined via their quantile function. Bayesian inference is carried
out both via a Metropolis-within-Gibbs algorithm and via Stan, also exploiting its varia-
tional inference algorithm. In contrast to the Gaussian mixture of factor analyzers model, the
proposed model is not a Gaussian mixture, thus being able to describe flexible non-elliptical
shapes, which is highlighted via illustrations from simulated data. Quantile-basedMFAmod-
els are compared in terms of classification accuracy with Gaussian and non-Gaussian MFA
on some real datasets, where the extra flexibility of the quantile-based distributed factors
clearly helps in achieving good results.

Keywords Model-based clustering · Mixtures of factor analyzers ·
Quantile-based inference · Stan · Variational inference

1 Introduction

Mixturemodels that incorporate dimensionality reduction have experienced rapid and fruitful
advancements in recent years, providing a valuable approach for performing model-based
clustering in high-dimensional settings. The most well known of these models is the mixture
of factor analyzers (MFA; Ghahramani & Hinton, 1997; McLachlan et al., 2003), which
assumes that the data are generated according to component-specific normal factor models.

A closely related class of models is factor mixture analysis, which assumes a single global
factor model where the latent factors are modelled via a mixture of Gaussian distributions
(Baek et al., 2009; Montanari & Viroli, 2010a). This approach has recently been extended in
the Bayesian framework by Chandra et al. (2023), where it is shown to avoid some pitfalls
that affect model-based clustering based on Gaussian mixtures in high dimensions.

Viroli (2010) proposed a model that bridges these two global and local approaches, which
can also be viewed as aMFAwith non-Gaussian factors. Indeed,MFA itself can be understood
as a Gaussian mixture model with a parsimonious specification of the component-specific
covariance structure (McNicholas & Murphy, 2008), a perspective that highlights the reduc-
tion in the number of parameters for the component-specific covariance matrices. Covariance
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matrices, contrary to mean vectors, have a number of parameters that grows quadratically
with the number of dimensions, so this parsimony can become essential for applyingGaussian
mixture models when the number of variables increases.

Many interesting contributions have beenmadewith the goal of gaining additional flexibil-
ity beyond the Gaussian mixture model, while maintaining a parsimonious parametrization.
A first notable example is the extension of the MFA to t-distributed components (Zhao &
Jiang, 2006; McLachlan et al., 2007; Andrews &McNicholas, 2011), obtained by employing
the sparse covariance structure of the Gaussian MFA. Many extensions rely instead on spec-
ifying non-Gaussian distributions for the factors, sometimes jointly with the errors, within
the component-specific factors models: contributions include Lin et al. (2015, 2016, 2018);
Maleki andWraith (2019); Murray et al. (2020) and Lee et al. (2021). Another way of obtain-
ing flexible MFAmodels is by employing a normal factor model within the variance-mixture
representation of a certain distribution, such as the skew-t (Murray et al., 2014), the gener-
alized hyperbolic (Tortora et al., 2016), and the variance-gamma (McNicholas et al., 2017),
giving rise to parsimonious non-Gaussianmixture components. A similar construction is also
used in Murray et al. (2017).

In this work, we explore the use of quantile-based distributions for the latent factors within
theMFAmodel. These distributions are defined by specifying a quantile function and provide
an alternative, valid, and straightforward way to define flexible continuous random variables
with a limited number of parameters (Gilchrist, 2000). A key drawback of this approach,
however, is that their probability density functions are generally not available in analytical
form, requiring numerical inversion methods for the evaluation. Nonetheless, Bayesian infer-
ence for quantile-based distributions has been recently formalized in Perepolkin et al. (2023),
and in Redivo and Viroli (2024), a factor model with quantile-based distributions has been
proposed and estimated within the Bayesian framework. Building on this, the present article
introduces a mixture of factor analyzers where the latent factors are modeled according to a
particular quantile-based distribution, the flattened generalized logistic distribution (FGLD;
Chakrabarty & Sharma, 2021). This distribution has been chosen as an example of a flexible
distribution defined via the quantile function, but the methods proposed in the following can
be easily translated to any other quantile-based distribution.

In Section2, we review quantile-based distributions, the FGLD, and the quantile-based
factor model; in Section3, we introduce the mixture of quantile-based factor analyzers and
consider its Bayesian inference, highlighting how the model can be used with any quantile-
based distribution. The article then illustrates the model on simulated data (Section 4),
explores its results in terms of clustering accuracy (Section5) and ends with some concluding
remarks (Section6).

2 Quantile-Based Factor Models

The quantile function of a continuous random variable X , having cumulative distribution
function (cdf) F(x) = P(X ≤ x), can be defined as follows (Parzen, 1979):

QX (u) = inf{x : F(x) ≥ u},

with 0 ≤ u ≤ 1. If F(x) is strictly increasing, then the quantile function becomes simply the
inverse function of the cdf: QX (u) = x = F−1(u). The derivative of the quantile function,
qX (u) = ∂QX (u)

∂u , known as the quantile density function (Tukey, 1965), is related to the
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probability density function (pdf) of X via the following expression:

f (x) = 1

qX (F(x))
.

Quantile-based distributions are defined through the quantile function, which is generally
not analytically invertible, thus not allowing for an explicit expression for the cdf or the pdf.
To compute the pdf at a given point, numerical inversion of the quantile function is required,
expressed as u = Q−1

X (x), which can then be substituted into the expression for the pdf:

f (x) = f (QX (u)) = 1

qX (u)
. (1)

One of the few common distributions to possess an analytical quantile function is the logistic,
which, for this reason, is the starting point for the definition of many quantile-based distri-
butions. Among these, the flattened generalized logistic distribution (FGLD) introduced by
Chakrabarty and Sharma (2021) has the following quantile function:

Q(u) = α + β
[
(1 − δ) log (u) − δ log (1 − u) + κu

]
, (2)

where α is a location parameter, β (β > 0) is scale parameter, δ (0 ≤ δ ≤ 1) allows for
skewness, and as κ (κ ≥ 0) increases, the peak of the distribution becomes flatter. The logistic
distribution is a special case of the FGLD when δ = 0.5 and κ = 0. Figure1 shows some of
the shapes the distribution can take.

In Redivo and Viroli (2024), the FGLD has been employed to model the latent variables
of a factor model with independent factors. The model assumes that the multivariate data x
of dimension p can be described as follows:

x = �y + u, (3)

where y = (y1, . . . , yq) is the vector of latent factors with q ≤ p, assumed to be mutually
independent and marginally distributed as follows:

y j | θ j ∼ FGLD(θ j ), j = 1, . . . , q;

Fig. 1 Probability density functions for the FGLD distributed univariate factors from a simulated quantile-
based MFA with K = 3 components (the mixture model is introduced in Section3). The blue solid line is the
true pdf of the factors, while the black dotted line is the posterior mean with grey bands of pointwise 90%
credible intervals
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where θ j = (α j , β j , δ j , κ j ). The p × q matrix � contains the factor loadings, and u is the
random noise term with u ∼ Normal(0p,�), where � is a diagonal matrix. This model is
closely related to the independent factor analysis model (IFA; Attias, 1999; Montanari &
Viroli, 2010b), where factors are modelled using univariate mixtures of Gaussians.

The independence of factors solves the issue of rotational invariance, while the model is
still unidentifiable with respect to scale changes. To address this, in Redivo and Viroli (2024),
a standard version of the FGLD, with zero mean and unit variance, is used. Given the two
shape parameters (δ, κ), the other two (α, β) are determined by solving the equations given
by the two moments constraints.

Inference for the quantile-based factor model is carried out within the Bayesian frame-
work, using an MCMC algorithm (Redivo & Viroli, 2024). However, unlike the IFA model
(Viroli, 2010), not all full conditional posterior distributions can be sampled from directly,
resulting in a Metropolis-within-Gibbs strategy. Alternatively, the model can also be fitted in
Stan (Stan Development Team, 2024), which can improve mixing. Stan is a software offering
a probabilistic programming language to for model specification and the no-U-turn Hamil-
tonian Monte Carlo (NUTS-HMC) algorithm (Neal, 2011) for efficient posterior sampling.
A crucial point regarding the computational feasibility of this model is that, from a Bayesian
point of view, the distribution for the factors can be seen a prior. When a prior is given a
quantile-based distribution, the numerical inversion in the evaluation of the posterior den-
sity can be avoided. When a random variable X is given a quantile-based prior, inference is
made via its probability integral transform, v = F(x) = Q−1

X (x), leading to the following
expression for the posterior, given data D:

f (v | D) ∝ f (D | QX (v)),

which avoids any numerical inversion, provided that the pdf ofD is available. This approach
allows for significant computational gains when evaluating the full conditional distribution
fory in the quantile-based factormodel, and obviates for the need of numerical inversionwhen
implementing the model in Stan, which directly targets the joint posterior of all parameters.

3 Mixtures of Quantile-Based Factor Analyzers

In the mixture of factor analyzers, the distribution of each observation can be modelled, with
probability πk (k = 1, ..., K ), according to the factor model:

x = μk + �ky + u, (4)

where μk is the location vector of dimension p for the k-th component, �k is the p × q
component-specific matrix of factor loadings, u is the p-dimensional noise term, and y is the
q-dimensional vector of latent variables. In the Gaussian MFA, all factors are assumed to be
standard normal, while in the quantile-based MFA, we allow for the marginal distributions
of factors to be component-specific. Each component is thus modelled according to the
quantile-based factor model of Eq.3 with the addition of the location vector.

Equation4 is the distribution of the data conditional on belonging to the k-th component;
this can be made more explicit by introducing a latent allocation variable:

z = (z1, . . . , zK ) ∼ Multinomial(n = 1,π = (π1, . . . , πK )),

meaning that if zk = 1, the observation belongs to the k-th component. The mixing weights
act as the prior for this latent variable: f (zk = 1) = πk , while its posterior is the main
inferential quantity of interest when we use a mixture model for clustering.
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The distributional assumptions for the quantile-based MFA are as follows:

u | zk = 1 ∼ Normal(0p,�k),

with �k = diag(ψk1, . . . , ψkp), u ⊥ y, y = (y1, . . . , yq) has mutually independent entries
and:

y j | zk = 1 ∼ Standard FGLD(θk j ), j = 1, . . . , q.

The density of the observed data can be derived by marginalizing with respect to both the
allocation variable and the latent factors and is given by the following:

f (x | 	) =
K∑

k=1

πk f (x | zk = 1,μk,�k,�k, θk), (5)

where	 denotes the set of model parameters. In the GaussianMFA, the marginal distribution
of x within the k-th component is as follows:

x | zk = 1,μk,�k,�k ∼ Normal(μk, �k�
�
k + �k),

which is the reason why themodel is a Gaussianmixture with component-specific covariance
matrices given by �k = �k�

�
k + �k , thus assuming elliptically shaped components. The

quantile-based MFA overcomes this limitation as the marginal distribution for x, which is
intractable, is non-Gaussian.

Some examples of the shape this marginal distribution can take in two dimensions are
shown in Fig. 2. The effect of δ moving away from 0.5 is that of producing skewness along
the axes of the latent variables, which in this case is just a line; parameter κ , instead, results
in a flattened shape as can be seen by comparing the two rows in the figure. The effect
of increasing the variance of the Gaussian error term (ψ), which is set equal across both
dimensions, is, as expected, that of increasing the spread of the distribution, reducing the
concentration around the subspace of the latent factor.

The evaluation of the marginal distribution of x, needed to produce Fig. 2, was carried
out by numerically solving the integration needed for the marginalization. The marginal

Fig. 2 Contour plots for some examples of component-specific marginal distribution of x. In all panels, p = 2,
q = 1, μ = [0, 0]�, � = [1, 1]�. The variance of error term (ψ) is common to both dimensions
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probability density function, conditional on the component allocation, whose subscript we
remove to simplify notation, is given by the following:

f (x | μ,�,�, θ) =
∫

Rq
f (x | y,μ,�,�)

q∏

j=1

f (y j | θ j ) dy.

To approximate the integral without having to evaluate the quantile-based density function
for y, the substitution defined by the probability integral transform (see Section2) is used:

v j = Q−1
Y |θ j

(y j ), (6)

where QY |θ j (·) denotes the quantile function of the j-th latent factor. Consequently, the
evaluation of the quantile-based density of y can be avoided, and the integration region
becomes the q-dimensional unit cube:

f (x | μ,�,�, θ) =
∫

[0,1]q
f (x | QY |θ1(v1), . . . , QY |θq (vq),μ,�,�)dv1 · · · dvq .

This integral can be solved reliably and quite fast using numerical quadrature algorithms; in
the present work, the hcubature function from the package cubature (Narasimhan et
al., 2009) has been used, available for the R statistical software (R Core Team, 2025).

Although the marginal distribution of x can be evaluated, as previously shown, maxi-
mum likelihood estimation of the quantile-based factor model—and consequently its mixture
model extension—is computationally intensive and leads to unreliable parameter estimates.
This issue arises for all model parameters when numerically maximizing the likelihood of a
single-component quantile-based factor model using general-purpose optimization routines.
An alternative is to employ state-of-the-art gradient descent algorithms with automatic dif-
ferentiation such as those available in the R library torch (Falbel & Luraschi, 2025). In this
case, however, the integral defining the distribution of x must be approximated via Monte
Carlo integration and, to obtain reliable estimates for the latent factor parameters, a large
number of Monte Carlo samples is required, making the procedure highly computationally
demanding. Also, the EM algorithm is theoretically possible; however, the many numerical
integrations required, even for a single iteration, renders it computationally impractical. For
instance, computing the posterior expected value of the latent factor for one observation,
E[y | x], entails evaluating q integrals over (q − 1)-dimensional hypercubes.

For these reasons, we resort to Bayesian inference, which is certainly not computationally
cheap, but offers a more practical alternative. At a comparable computational cost to the
alternatives just listed, it addresses the inference challenge by sampling both latent factors
and latent allocation variables from their posterior distributions.

3.1 Bayesian Inference

Bayesian inference for the Gaussian MFA has been first introduced in Fokoué and Tittering-
ton (2003), where a Gibbs sampler is developed. In Papastamoulis (2018, 2020), the model
has been extended to cover the family of so-called parsimonious Gaussian mixture models
(McNicholas & Murphy, 2008). In our quantile-based MFA, we only consider the uncon-
strained case where both factor loadings and error variances are different across components
and are unstructured.

Given a sample of size n (i = 1, . . . , n), we collect the observations xi in the rows of
the n × p matrix X, and we use similar notation for the corresponding latent factors yi , part
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of the n × q matrix Y, and the latent assignment variables zi , being the rows of the n × K
matrix Z. The complete data likelihood that includes both sets of latent variables is given by
the following:

f (X,Y,Z | 	) ∝
n∏

i=1

K∏

k=1

[
f (xi | zik = 1, yi , 	k) f (yi | zik = 1, 	k)

]zik f (zi | π), (7)

where 	k denotes the set of component-specific model parameters and where the condi-
tional likelihood of the each data point is distributed according to the following:

xi | zik = 1, yi ,μk,�k,�k ∼ Normal(μk + �kyi ,�k).

The prior distributions are set similarly to Fokoué and Titterington (2003) and Papastamoulis
(2018, 2020) and are standard for both the finite mixture and factor analysis parts of the
model. One difference with the Bayesian implementations of the Gaussian MFA just cited
is that in the present model, �k are full matrices and not lower-triangular. Gaussian factor
models are rotationally invariant, and the standard andmost practical way to solve this issue in
Bayesian inference is to impose a lower-triangular structure on thematrices of factor loadings
(Fokoué & Titterington, 2003; Ghosh & Dunson, 2009); another constraint with the same
aim is imposing ��� to be diagonal, which is usually employed in maximum likelihood
estimation. When the factors are assumed to be independent and non-Gaussian, the model
loses this kind of unidentifiability, as a rotation would introduce dependence among the
factors; this is the case both for the independent factor analysis model (Montanari & Viroli,
2010b) and the quantile-based model from Redivo and Viroli (2024). For this reason, we can
estimate full matrices of factor loadings in the proposed model.

For the mixing proportions, we employ a symmetric Dirichlet with parameter απ :

π ∼ Dirichlet(απ ).

The component locations are given a normal prior:

μk ∼ Normal(μ0,�0).

For the factor loadings, we define a prior for each of row of the component-specific matrices,
denoted as λkl , with l = 1, . . . , p:

λkl ∼ Normal(0q ,�),

where � = diag(ω1, . . . , ωq) imposes a hierarchical structure across components, with
entries having prior distribution:

ω j ∼ Inverse-gamma (aω, bω) .

The entries of diagonal matrices �k are given the following prior:

ψkl ∼ Inverse-gamma
(
aψ, bψ

)
,

with l = 1, . . . , p. For the parameters of the quantile-based factors, given that we work with
the standard FGLD, it is enough to define priors for the parameters (δk j , κk j ), which refer to
the k-th component and j-th factor:

δk j ∼ Uniform(0, 1),

κk j ∼ Log-normal(μκ, σκ).
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The hyperparameters are fixed as follows: απ = 10, μ0 = 0p , �0 = Ip , aω = bω =
aψ = bψ = 0.5, μκ = 0, and σκ = 1. These define weakly informative priors, provided
that the data is standardized. For the parameters in common, the values are the same as in
Papastamoulis (2020), except for that of απ . In our model, this is set to a higher value, putting
higher weight on equally sized components, in order to discourage the formation of empty
components during posterior sampling. From these priors, an MCMC algorithm has been
developed for the quantile-based MFA: it consists of a Metropolis-within-Gibbs algorithm,
whose full conditional distributions are detailed in Section 2 of the supplementary materials.

The model has also been implemented with the probabilistic programming language pro-
vided by Stan. Unfortunately, Stan cannot deal with discrete latent variables, so a finite
mixture must be implemented bymarginalizing out the latent allocation variables, thus work-
ing with the following likelihood:

f (xi , yi | 	) =
K∑

k=1

πk f (xi | zik = 1, yi ,μk,�k,�k) f (yi | zik = 1, θk). (8)

The likelihood in Eq.8 involves the quantile-based density of the factors, which would be
computationally expensive to evaluate given the necessary numerical inversions (see Sec-
tion2). To avoid this, instead of modelling the latent factors directly, we use the probability
integral transform as in Eq.6:

v
(k)
i j = Q−1

Y |θk j (yi j ).

The transformation uses the probability integral transform Q−1
Y |θk j (·) with respect to the

FGLD with parameters θk j . The element-wise inverse of the transformation is denoted as

QY|θk
(
v(k)
i

)
, where the subscript k is a reminder that these are the transformed factors con-

ditionally on being allocated to the k-th component. A consequence of working with Eq.8
is that latent factors need to be modeled for each possible component assignment. Given the
transformation, the prior that results in the desired distribution for yi j |zik = 1 is:

v
(k)
i j ∼ Uniform(0, 1),

while the likelihood becomes the following:

f
(
xi , v

(1)
i , . . . , v(K )

i | 	
)

=
K∑

k=1

πk f
(
xi | zik = 1, QY|θk

(
v(k)
i

)
,μk,�k,�k

)
, (9)

where the quantile-based density simplifies with the Jacobian from the transformation. To
simplifymodel specification, in the Stan implementation of themodel, there is no hierarchical
prior on the variance of the rows of component-specific factor loadings matrices, effectively
fixing � = Ip . In Section 1 of the supplementary materials, a prior sensitivity analysis has
been carried out showing that the inference on component-specific parameters is very similar
for different prior specifications, meaning that the model is not heavily influenced by weakly
informative priors.

A final consideration for the Stan implementation is that no posterior sample for the latent
allocation variables is given. To recover them, we can generate them based on the on their
posterior distribution. This can be done within the Stan model by sampling them from their
full conditional distribution, which is proportional to each term in the sum in Eq.9. Another
option, which is chosen here, is to carry the sampling “offline”, after theMCMC is completed.
This allows us to sample zi from its posterior where the latent factors have been integrated
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out, which is equivalent to using a collapsed Gibbs sampler step (van Dyk & Park, 2008).
In Section 3 of the supplement, the efficacy of this choice is shown in the Gibbs sampler
for a Gaussian MFA in terms of the accuracy of the classification. For this reason, the same
approach is adopted here; however, a detrimental effect is that it requires a computationally
expensive Monte Carlo marginalization to evaluate f (xi | zik = 1, 	k), for which details
are given at the end of Section 2 of the supplementary materials. Although it is possible to
use numerical integration to evaluate this marginal density, as in Fig. 2, this is much more
computationally expensive than the Monte Carlo alternative.

The Stan implementation of the mixture of quantile-based factor analyzers easily allows
for the use of any other quantile-based distribution by simply changing the definition of the
quantile function applied to the uniformly distributed latent factors (Eq.9). For instance, an
alternative to the FGLD is the g-and-k distribution (Haynes et al., 1997; Prangle, 2020),
which generalizes the Gaussian by adding two parameters, g and k, controlling skewness
and kurtosis, respectively, thus providing a flexible parametric solution. Its quantile function
defined in terms of that of standard normal (z(u)) is as follows:

Q(u) = μ + σ

(
1 + 4

5
tanh

(
g
z(u)

2

))
z(u)(1 + z(u)2)k;

in Section5, it is used as the factor distribution for the mixture of quantile-based factor
analyzers, thus exemplifying the ease and potential of using any quantile-based distribution
in the proposed model. The priors used for the extra parameters are g ∼ Normal(0, 1) and
k ∼ Lognormal(0, 1), for all factors and components.

Finally, another advantage of using Stan is that, once themodel is coded, an automatic vari-
ational inference algorithm can be used for the estimation, instead of the posterior sampling
via the HMC algorithm. The algorithm available in Stan is called Automatic Differentiation
Variational Inference (ADVI; Kucukelbir et al., 2017). Variational inference is an approxi-
mate Bayesian inference strategy that optimizes the evidence lower bound (ELBO) and can
be thought of as looking for an approximate distribution with the lowest Kullback–Leibler
divergence from the true posterior (Chopin & Ridgway, 2017). Using variational inference
still results in posterior samples from the approximate posterior, which is easy to sample
from, thus allowing for very large increases in speed, enabling the use of the proposed model
with bigger data; the use of variational inference for the proposed model is considered in
Section5.

3.1.1 Initialization and Identifiability Issues

In the implementation of mixture models via the EM algorithm, “informed” initializations,
in the form of estimates from simpler models, are usually employed—in particular for
z—given that the initial values completely determine the final point reached by the opti-
mization method; see for instance Scrucca and Raftery (2015). MCMC algorithms instead,
being non-deterministic, should reach convergence to the target posterior no matter the
initialization, and for this reason, “informed” initializations are avoided. In the Metropolis-
within-Gibbs algorithm, parameters are initialized by sampling from their priors, while in the
Stan implementation, the software’s default initialization is utilized, which samples from a
Uniform(−2, 2) after transforming parameters to an unconstrained scale (Stan Development
Team, 2024).

One interesting idea regarding initialization for MFA models is the overfitting initializa-
tion of Papastamoulis (2018, 2020): its goal is having non-empty excess components in an
overfitted model, that is a model with K much greater than its supposed true value. This
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is achieved by initializing the mixing proportions from a symmetric Dirichlet with a high
concentration parameter: d

2K , where d is the total number of parameters of the model.1 In
our case, even when K is fixed to a true or adequate value, it can be important to initialize
the mixing proportions to relatively symmetric values, in order to avoid the emptying of
components at early stages of the MCMC chain, from where it becomes difficult to reach
the true partition. However, the value απ = 10 given to the prior already results in quite
symmetrical initializations and thus achieving the desired result.

The proposed mixture of quantile-based distributions shares some identifiability issues
with the Gaussian MFA. Regarding the factor models, they are invariant to permutations
and sign changes of the columns of the factor loadings matrices and their respective latent
factors. During the running of an MCMC algorithm, the chain could jump between some of
these equivalent solutions. This problem can be diagnosed by looking at the traceplots of the
involved parameters and, if present, a post-processing algorithm can be applied to align the
values, such as the one proposed by Papastamoulis and Ntzoufras (2022). The mixture model
is invariant to permutations of the components, which can result in label switching between
components. This can again be detected by examining traceplots and solved by applying
post-processing algorithms (Papastamoulis, 2016).

4 Illustrations on Simulated Data

To illustrate the model and in particular the shape of factors, we present results from data
simulated from the model. In the first scenario, we set n = 200, p = 10, q = 1 and K = 3.
The parameters for the latent factors of the three components given as (δ, κ) are (0.5, 0.2),
(0.9, 0.2) and (0.5, 5), thus covering symmetric, skew, and flattened shapes. The α and β

parameters have been computed consequently to follow moment constraints. The values
for the other parameters are shown in Section 4.1 of the supplement. Table 1 compares the
Metropolis-within-Gibbs algorithm and the Stan implementation of the quantile-basedMFA.
Both algorithms were run from the same random initialization for 5000 iterations with as
many burn-in iterations, and they are compared in terms of effective sample size (ESS) and
absolute bias between posterior means and true values of the parameters, over the different
groups of parameters. In this simple two-class problem, both algorithms provide a perfect
classification based on the maximum a posteriori of the latent allocation variable.

The mixing is generally good for both algorithms. The parameters for the latent factor
distributions parameters are the ones for which inference is most difficult; the posterior mean
for these parameters are (0.48, 0.69), (0.88, 0.47), and (0.64, 8.2) from the Stan samples. The
inflation of the estimated parameter κ results in the higher bias for the θ parameters in Table
1. Nonetheless, the fitted distributions align quite well with their theoretical counterparts as is
shown in Fig. 1, where the pointwise posterior densities for the latent factors are overlaid with
their true value. This shows the ability of the proposed method to parametrically estimate
flexible distributions for these latent constructs. From Table 1, the Stan algorithm emerges
as more efficient in terms of ESS and bias for the factor loadings matrices, and this is true
even when controlling for the time taken by the two algorithms as the ratio of ESS over time
is always higher for Stan and it is more than three times that of the Gibbs implementation
for the θ parameters. For this reason, in the following applications, we will consider the Stan
implementation of the model.

1 The concentration parameter in Papastamoulis (2018, 2020) also depends on the chain, as multiple MCMC
chains are run in parallel in a prior parallel tempering scheme.
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Table 1 Comparison of Metropolis-within-Gibbs and Stan algorithms for the quantile-based MFA on simu-
lated data, based on effective sample size (ESS), the absolute bias between posterior means and true values,
and the ratio between the ESS/time for Stan relative to that for Gibbs

ESS |Bias|
Parameter Gibbs Stan Gibbs Stan Relative ESS/time

� 2493 5593 0.291 0.035 1.64

θ 415 2104 0.401 0.593 3.70

� 3392 7768 0.024 0.024 1.67

μ 2695 5715 0.038 0.042 1.55

π 5021 11,015 0.030 0.030 1.60

A second scenario was considered with bivariate factors (q = 2), where n = 600, p = 10,
and K = 2, and the full set of parameter values are in Section 4.2 of the supplementary mate-
rials. In the top panel of Fig. 3, the bivariate pdfs of the factors are shown, displaying the
ability of the model to describe decidedly non-elliptical component shapes. From the bottom

−2

0

2

component: 1 component: 2

−2 0 2 −2 0 2

True densities

−2

0

2

component: 1 component: 2

−2 0 2 −2 0 2

Densities at the posterior mean

Fig. 3 Probability density functions for the FGLD bivariate factors from a K = 2 simulated quantile-based
MFA. On top the top panel, the true pdfs, and on the bottom panel, the pdfs evaluated at the posterior mean of
the parameters
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panel of the same figure, we see that in the estimation, themodel is able to correctly infer these
shapes, as evidenced by the densities at the posterior mean of the parameters (from 5000 pos-
terior samples after as many warm-up iterations). We can note how the model cannot recover
the “true” order of the components or the order and signs of the latent factors as they are
unidentifiable. Moreover, with this data, sign switching and permutations of the factor load-
ings were evident by inspecting their traceplots. To correct this, the factor.switching
R package (Papastamoulis & Ntzoufras, 2022) was used, whose function for aligning the
chains � in terms of the signs and permutation needs to be applied within each component.
The traceplots for both the original and the reordered factor loadings are available in Section
4.2 of the supplement.

5 Applications to Real Data

In this section, we investigate the ability of the quantile-basedMFA to correctly infer the clus-
tering allocations for some real datasets commonly used to compare classification algorithms.
The datasets are listed in Table 2 with their dimensions and sources. The only pre-processing
applied to all datasets is the standardization of all variables, ensuring a scale compatible with
the priors set in Section3.

Two quantile-based MFA models are considered: one with the FGLD and one with the
g-and-k distribution for the latent factors, thus illustrating that the proposed model is indeed
general to any quantile-based distribution and its implementation easily allows to plug in
different quantile functions. Bothmodels are estimated via the variational inference algorithm
described in Section3.1with default settings, resulting in 1000 samples from the approximate
posterior. These quantile-based MFA are compared to the Gaussian MFA, implemented
via a Gibbs sampler with partial collapsing for the latent allocation (see Section 3 of the
supplementary materials) run for 5,000 iterations after as many of burn-in. The other model
used for comparison is the mixture of generalized hyperbolic factor analyzers (MGHFA;
Tortora et al., 2016), whose implementation in the R package MixGHD (Tortora et al., 2021)
offers a fast estimation thanks to a specialized EM algorithm. TheMGHFA provides a highly

Table 2 Description of datasets used for assessing the classification given by MFA models including the
dimensions of the dataset, the grouping variable, and the source, where curly brackets indicate an R package
and UCI MLR stands for UC Irvine Machine Learning Repository

n p K Class variable Source

banknote 200 6 2 status {MixGHD}

ckd 203 11 2 ckdmem {teigen}

coffee 43 12 2 variety {pgmm}

ecoli 336 5 8 class UCI MLR (Nakai, 1996)

olive 572 8 3 region {pgmm}

seeds 210 7 3 variety UCI MLR (William Wolberg, 1993)

vehicle 846 18 4 class {mlbench}

wbcd 569 30 2 diagnosis UCI MLR (Magorzata Charytanowicz, 2010)

wine 178 27 3 type {pgmm}

yeast 384 17 5 gp Yeung et al. (2001)

The yeast dataset is available from the supplemental material of the cited article at http://faculty.washington.
edu/kayee/model/
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flexible yet parsimonious model by embedding a Gaussian factor model within the variance-
mean mixture representation of component-specific distributions:

x = μk + αk h + √
h (�ky + u),

where h is a generalized inverse Gaussian random variable with component-specific param-
eters, αk is a skewness parameter, and the expression in parentheses is the Gaussian factor
model that ensures a parsimonious specification in the resultingmixture of generalized hyper-
bolic distributions.

For all datasets, the number of components (K ) is set to its true value, while for the number
of factors (q), a sequence values is considered between 1 and the minimum between Leder-
mann upper bound and 5. For each dataset and value of q , all algorithms were run from 10
random initializations. For theMGHFA, the selection among the different solutions provided
by the initializations is carried out by comparing the BIC, defined as −2�̂+m log n, where �̂

is themaximum of the log-likelihood function,m is the total number of estimated parameters,
and n is the sample size. For the other models, the WBIC has been used (Watanabe, 2013),
which can be seen as the Bayesian counterpart to the BIC and is defined as follows:

WBIC = −
∫
log ( f (X | 	)) f (X | 	)β f (	)d 	

∫
f (X | 	)β f (	)d 	

,

Table 3 Results in terms of adjusted Rand index (ARI) for the each combination of model and number of
factors q for the datasets in Table 2

q banknote ckd coffee ecoli olive seeds vehicle wbcd wine yeast

MFA 1 0.98 0.90 1.00 0.76 1.00 0.20 0.06 0.38 0.67 0.45

2 0.69 0.90 1.00 0.73 0.82 0.51 0.25 0.33 0.59 0.44

3 — 0.90 1.00 — 1.00 0.53 0.16 0.18 0.46 0.37

4 — 0.90 1.00 — 1.00 — 0.26 0.21 0.73 0.38

5 — 0.90 1.00 — — — 0.24 0.26 0.63 0.45

MFA FGLD 1 0.96 0.90 1.00 0.72 0.44 0.42 0.14 0.58 0.41 0.49

2 0.98 0.88 0.89 0.72 0.63 0.50 0.10 0.35 0.44 0.44

3 — 0.88 1.00 — 0.82 0.51 0.08 0.55 0.42 0.43

4 — 0.61 1.00 — 0.62 — 0.13 0.35 0.41 0.27

5 — 0.72 1.00 — — — 0.09 0.38 0.41 0.30

MFA gk 1 0.98 0.64 1.00 0.73 0.48 0.59 0.07 0.59 0.46 0.42

2 0.98 0.72 1.00 0.72 0.57 0.51 0.14 0.46 0.35 0.42

3 — 0.62 1.00 — 0.32 0.00 0.11 0.39 0.13 0.29

4 — 0.59 0.00 — 0.43 — 0.13 0.15 −0.01 0.23

5 — 0.30 0.00 — — — 0.01 0.31 0.00 0.00

MGHFA 1 0.92 0.71 1.00 0.43 0.53 0.28 0.09 0.00 0.71 0.45

2 0.92 0.71 1.00 0.51 0.53 0.36 0.17 0.68 0.80 0.34

3 — 0.71 1.00 — 0.48 0.28 0.04 0.45 0.69 0.48

4 — 0.71 1.00 — 0.55 — 0.10 0.00 0.80 0.41

5 — 0.71 1.00 — — — 0.20 0.00 0.75 0.36

For each dataset, the best ARI is highlighted in bold. For each dataset and model combination, the model with
the lowest WBIC or BIC value is highlighted in italics
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Table 4 Mean time taken, in seconds, for the estimation of a quantile-based MFA for each combination of
dataset and number of factors q

q banknote ckd coffee ecoli olive seeds vehicle wbcd wine yeast

1 20.4 30.2 7.3 6.6 5.6 34.4 22.6 11.3 3.9 9.1

2 22.1 32.5 7.8 9.5 7.7 37.7 28.1 13.7 4.5 11.3

3 — 34.1 8.3 — 9.8 39.9 38.9 20.0 5.6 12.7

4 — 35.8 8.8 — 12.3 — 43.2 24.6 6.6 17.6

5 — 37.8 9.2 — — — 54.2 39.9 10.1 19.8

The mean is taken across the multiple initializations and between the twomodels, having very similar run-time

whereX is the observed data,	 aremodel parameters, andβ = 1/ log n. It has been computed
by Monte Carlo integration using the posterior samples.

Results in terms of adjusted Rand index (ARI) are presented in Table 3. The Gaussian
MFA can be seen to provide a good baseline for classification; however, using more flexible
distributions for the latent factors can help in achieving better results. The two quantile-based
MFA models reach the best, sometimes tied, ARI in 5 out of 10 datasets, while also being
competitive in the others, reaching the second best result in datasets ecoli, olive, and wbcd.
The MGHFA achieves the best results in 3 out of 10 datasets, and it is competitive across all
of them, further demonstrating the usefulness of moving outside the Gaussian framework.

In Table 3, for each dataset and model combination, the ARI of the model selected accord-
ing toWBIC (orBIC, in the case ofMGHFA) is highlighted in italics. Overall, the information
criteria are effective in selecting a number of factors q that corresponds to well-performing
models. In this regard, WBIC behaves similarly to BIC, and while it may not always select
the model with the highest classification accuracy, it consistently chooses models with com-
petitive performance.

In Table 4, the mean time taken for the estimation of a quantile-based MFA for these
datasets is listed, illustrating that, thanks to the use of variational inference, runtimes are
manageable across a range of model and dataset sizes.

6 Conclusions

In this work, the mixture of factor analyzers (MFA) model has been generalized to the case
where the latent variables are modelled via quantile-based distributions. These allow for a
flexible and parsimonious specification of univariate distributions. In the quantile-basedMFA
model, each component is described by a factor model with independent latent variables,
distributed according to quantile-based distributions with different parameters. Throughout
the work, we consider the FGLD as an example of a flexible quantile-based distribution,
as it is able to generalize the logistic to cover skewed and flattened shapes. However, we
emphasize that the model proposed is more general and its implementation easily allows for
the use of any other quantile-based distribution as exemplified with the g-and-k distribution
used in the real-data applications.

For the estimation of the proposed model, an MCMC algorithm based on a Metropolis-
within-Gibbs scheme has been developed. The model has also been implemented in Stan,
which generally results in more efficient posterior sampling, and moreover, it readily allows
for the use of variational inference algorithmproviding amuchmore computationally efficient

123



Journal of Classification

estimation. Particular attention has been devoted to the sampling of the latent allocation
variables for the components, and it has been shown, via a simulation study for the Gaussian
MFA, that using a collapsed step that integrates out the latent factors in the Gibbs sampler
markedly improves results in terms of classification. This same approach is adopted in the
quantile-basedMFA,with the evaluation of the requiredmarginal byMonteCarlo integration,
taking advantage of the ease of simulation from quantile-based distributions. In the Stan
implementation, this becomes a post-processing step to recover samples for latent allocation
variables, as Stan necessarily sums over discrete latent parameters.

The quantile-basedMFA, in contrast to its Gaussian counterpart, is not a Gaussianmixture
model and is able to describe non-elliptical component shapes as shown with simulated data.
Its performance regarding classificationwith real datasets is sometimes better than the already
good benchmark provided by the GaussianMFA. The performance of flexible quantile-based
distributions is similar to that ofMFAmodels based on other non-Gaussian distributions such
as theMGHFA, and, depending on the specific dataset, a particular distribution might be able
to achieve the best clustering results. In this work, a grid search approach has been taken
regarding the number of factors, while the number of groups has been fixed a priori; strategies
for carrying out inference on these quantities for the proposed model could be investigated
in future work.
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