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Highlights

Protein Language Models (PLMs) offer a new way to encode protein sequences for
downstream predictive tasks, surpassing the adoption of traditional Multiple Sequence
Alignments.

Different embedding schemes are available derived from sequence databases including
different volumes of protein sequences such as ProtT5 and ESM-2.

E-pRSA is a novel web server for the computation of Relative Solvent Accessibility (RSA)
values directly from the protein sequence by adopting a PLM encoding procedure, based
on ProtT5 and ESM2.

E-pRSA outperforms state-of-the-art methods, all based on PLMs and different ML

architectures, achieving a Pearson Correlation Coefficient value of 0.80.

E-pRSA web server allows to perform an in-depth analysis of a single protein of choice,
and to submit batches of up to 1000 proteins to perform large scale studies. The code can

also be installed locally for easy integration into biological pipelines.



E-pRSA: Embeddings improve the prediction of residue Relative

Solvent Accessibility in protein sequence

Matteo Manfredi', Castrense Savojardo’, Pier Luigi Martelli'”, Rita Casadio'
'Biocomputing Group, Dept. of Pharmacy and Biotechnology, University of Bologna, Italy

"For correspondence: pierluigi.martelli@unibo.it

Abstract

Knowledge of the solvent accessibility of residues in a protein is essential for different
applications, including the identification of interacting surfaces in protein-protein interactions
and the characterization of variations. We describe E-pRSA, a novel web server to estimate
Relative Solvent Accessibility values (RSAs) of residues directly from a protein sequence. The
method exploits two complementary Protein Language Models to provide fast and accurate
predictions. When benchmarked on different blind test sets, E-pRSA scores at the state-of-
the-art, and outperforms a previous method we developed, DeepREXx, which was based on
sequence profiles after Multiple Sequence Alignments. The E-pRSA web server is freely

available at https://e-prsa.biocomp.unibo.it/main/ where users can submit single-sequence

and batch jobs.

Keywords: Accessible Surface Area, Relative Surface Area, Deep Learning, Protein

Language Models, Web Server

1 Introduction
The Solvent Accessible Surface Area (SASA), or Accessible Surface Area (ASA) of proteins,

is a key feature for understanding the folding mechanisms. It is also of great importance,
amongst other applications, for identifying and characterising residues interacting with the
environment or for characterizing the effect of variations occurring at specific locations [1]. The
ASA of a residue can be computed from the 3D structure adopting programs such as DSSP
[2], which are based on variations of the rolling ball algorithm [3]. Routinely, absolute ASA
values are converted into Relative Solvent Accessibility (RSA) given by the ratio between the
computed ASA and the maximal theoretical ASA of a specific residue type [4-6].

Different prediction tools have been released in the literature after the advent of Machine (ML)
and Deep Learning (DL) [7,8]. In the absence of an experimentally resolved structure, they
process the sequence to provide putative RSA values and/or classification of residues into

buried or exposed, adopting different thresholds. Our group proposed a method for this task



called DeepREX [9], which is based on a deep learning method and takes as input Sequence

Profiles obtained from Multiple Sequence Alignments (https://deeprex.biocomp.unibo.it/).

Recently, advances in the field of Natural Language Processing led to the adoption of
Transformer-based architectures [10] to parse the language of proteins [11], ultimately
developing Protein Language Models (PLMs). PLMs are huge models trained on billions of
protein sequences in a self-supervised way, where the learning objective is the reconstruction
of the input sequence or masked parts of it. After extensive training, the models can be
employed to generate vectorial representations to be provided as input for specific
downstream predictive tasks, with a process called transfer learning. Embeddings generated
by PLMs have been shown to contain important evolutionary information and can thus be
employed in place of canonical features derived from Multiple Sequence Alignments (MSAs).
While the actual improvements in performance gained by this approach vary depending on
the specific task at hand, at the very least avoiding the computation of MSAs guarantees a
huge decrease in the computational cost and time needed to generate the predictions. For the
specific problem of predicting the accessibility of residues, models such as NetSurfP3.0 [12]
and SPOT-1D-LM [13] showed the improvements that the adoption of PLMs can achieve.

Here we propose E-pRSA, a method that encodes sequences by concatenating two different
PLMs, ProtT5 [11] and ESM-2 [14]. The concatenation of ProtT5 and ESM1-b [15] has been
previously described [13,16]. Here the concatenation is done with ProtT5 and ESM-2, trained
on a much larger protein data set than ESM1-b [14]. By exploiting their complementarity, the
model achieves state-of-the-art performances, providing fast and accurate predictions. For a
likely association among RSA and Protein-Protein Interactions (PPI) of a given residue (and
therefore for a deeper characterization of the protein surface), the web server encapsulates
also ISPRED-SEQ [17], a tool developed to predict the presence of PPI Sites from the residue

sequence.

2 Materials and Methods

2.1 Datasets

Training dataset
For training our method, we adopted a dataset derived from the one used by NetSurfP-3.0
[12]. Specifically, we started from their training dataset, consisting of 10,337 protein chains
retrieved from the PDB [18], all solved with a resolution value lower or equal to 2.5 A, with an
internal redundancy at the most equal to 25% sequence identity. We then applied the following
steps:

1. we mapped each PDB chain to the corresponding UniProt [19] sequence using SIFTS

[20];



2. we discarded PDB chains with less than 70% coverage to the corresponding UniProt
sequence;

3. when more than one chain was mapped to the same UniProt ID (a rare event), we
retained only the one with the highest coverage;

4. we ran DSSP [21] on every single chain to map RSA values, obtained by normalizing
the ASA values with the Rost and Sander [5] scale, on the corresponding UniProt
sequence;

5. residues not covered by the PDB, as well as residues in broken PDB chains,
immediately close to a break, were marked to exclude them from the training and

validation procedures.

Our final training dataset included 6,552 proteins. The training dataset was randomly split into

10 equally sized subsets for performing a 10-fold cross-validation.

Blind datasets

In order to curate a high-quality blind test set, we started with two datasets routinely used in
the literature, TS115 [22] and CB513 [23], consisting of a total of 628 proteins. The same
datasets were also adopted by the NetSurfP3.0 authors for testing their method [12]. We
applied the same procedure described for the generation of the training set (from 1 to 5, see
above) retaining 366 chains. Furthermore, for sake of removing any possible bias during the
evaluation, we adopted two further reductions:

6. with the MMseqgs [24] program we identified and discharged 77 proteins with a
sequence identity of at least 25% over a minimum coverage of 40% to proteins in the
training dataset;

7. with the Foldseek [25] program we identified and discharged 124 proteins that showed
a Root Mean Square Deviation (RMSD) at the backbone <= 3.5 A or a Template
Modeling (TM) score >= 0.5 over a minimum coverage of 80% to a chain in the training
dataset.

We ended up with a dataset containing 165 proteins (MM165).

For the sake of benchmarking our model against SPOT-1D-LM we identified a subset (MM23)
of the structural similarity reduced MM165, which is blind for the predictor at hand, with the
same criteria adopted above. Other two blind tests sets, named CASP12 and CASP14, include
Free Modelling (FM) targets from two editions of the Critical Assessment of Techniques for
Protein Structure Prediction (CASP) [26,27]. FM targets are those for which no structural
template, at the time of the assessment, could be identified by using sequence-based
homology searches. Both datasets are blind with respect to the training datasets of the three
methods (NetSurf3.0, SPOT-1D-LM and E-pRSA) included in the benchmark.



Supplementary Table S1 reports the number of sequences and annotated residues included

in all the datasets considered.

2.2 Architecture and Training Procedure

The method employs two different and complementary Protein Language Models, ESM-2 and
ProtT5, to encode the input (1280 and 1024 features for ESM-2 and ProtT5, respectively).
Each protein is processed by both PLMs, returning a per-residue vectorial representation.
Since ESM-2 can only accept input sequences with length lower than or equal to 1022
residues, longer sequences were split into non-overlapping chunks of equal length. After this
step, the sequence embedding is reconstructed by concatenating all the chunks.

Vectors derived from ESM-2 and ProtT5 are concatenated together to form a single
embedding vector with 2304 features. Each residue is then considered in a context of 31
neighbouring residues centred on the target and processed independently.

The deep network we adopted is based on a 1-dimensional Convolutional Neural Network
(CNN) with 2304 filters and a kernel size of 31 positions for processing the window context.
Three cascading dense layers (with respective sizes of 64, 16, and 1 hidden computing units,
each adopting a dropout probability of 0.1) are then stacked together to produce a single
numerical output between 0 and 1, representing the putative RSA.

Training is performed using mini batches of 64 residues adopting an early stopping procedure
after 10 epochs without a significant decrease in the validation loss. We trained the method
by minimizing the Mean Squared Error loss with an Adam optimizer [28].

The final values of the hyperparameters of the architecture here described were selected
adopting a cross-validation procedure. We also tried more complex architectures based on
Long Short-Term Memory (LSTM) and Transformer layers [7]. Nonetheless, after proper
hyperparameter optimisation, the difference was negligible, leading us to prefer the simplest
architecture for the final model. Results of the comparison of different architectures are

reported in Supplementary Table S2 and further discussed in the Results section.

2.3 Scoring metrics

In order to assess the regression capabilities of our and other benchmarked methods, we
employed the Pearson Correlation Coefficient (PCC) and the Mean Squared Error (MSE),
defined in Equations 1 and 2, respectively. DeepREXx [9], which was trained to perform a binary
classification with a threshold of 20% RSA, is included in the benchmarking. To evaluate if the
putative RSA values can be employed to accurately distinguish between Buried and Exposed
residues, we further adopted the Matthews Correlation Coefficient (MCC), defined in Equation
3,
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where x;, y; are the real and predicted values for the i" example, X,y are the means of the
real and predicted values, and TP,TN,FP,FN are True Positives, True Negatives, False
Positives and False Negatives, respectively.

In order to estimate the regression capabilities of DeepREXx, we transformed the Reliability
Index (RI) given as output by the model [9] into putative RSA values, with Equation 4 when

the residue is predicted as exposed, and Equation 5 when the residue is predicted as buried.

RSA = 02 + 0.8 *RI (4)

RSA

02 — 0.2 RI (5)

According to this procedure, RSA values, after transformation, range between 0 and 0.2 (20%)

for buried residues and between 0.2 and 1 for exposed residues.
3 Results and Discussion

3.1 Evaluation

Given the present structural data, our training set adopts 6552 proteins (Section 2.1 Datasets)
for a reliable training procedure. This is only a small sampling of all the possible folded
proteins, but embeddings can help to extract general information.

For selecting the optimal combination of input encoding, model architecture, and
hyperparameters we adopted a 10-fold cross-validation procedure. Only the final model was
then evaluated on our blind datasets. Table 1 lists the performances of our best model in
cross-validation and on MM165, as well as those of NetSurfP3.0 and DeepREX.

From data in Table 1, it appears that the adoption of Protein Language Models to encode the

input greatly improves the quality of the RSA predictions, both in regression and in



classification. Furthermore, PLM-based methods greatly reduce computational time bypassing

Multiple Sequence Alignment calculation.

Table 1. Cross-validation performances of E-pRSA and benchmarking of different methods
on a structural similarity-reduced, blind dataset.

Dataset Method PCC* MSE* MCC*

Cross-validation | E-pRSA 0.81 (£4x10%) | 0.02 (x6x10*) | 0.69 (£5x10?)

MM1654 E-pRSA 0.80 0.03 0.68
NetSurfP3.0° [12] | 0.76 0.03 0.64
DeepREX" [9] 0.69 0.07 0.60

*PCC=Pearson Correlation Coefficient; MSE=Mean Squared Error; MCC=Matthews
Correlation Coefficient. For cross-validation results we list (among brackets) the standard
deviation.

AMM165 is the set reduced by structure similarity.

°Values reported were computed by submitting to the NetSurfP3.0 web server the UniProt
sequences obtained with the procedure described in Section 2.1.

"RSA values for DeepREx were obtained with Equations 4 and 5 from the reliability indexes
associated to the predictions.

Binary classifications of all methods adopt a threshold of 20% RSA to discriminate among
buried and non-buried residues [5].

3.2 Benchmark

As stated in section 2.1, we further benchmarked our method on three additional blind datasets
together with the other two state-of-the-art methods, NetSurfP3.0 [12] and SPOT-1D-LM [13].
All methods adopt Protein Language Models to encode input sequences.

According to the different metrics considered, E-pRSA overperform the other two. This can be
due to the adoption by E-pRSA of ESM-2, the latest version of ESM models [14], and its
concatenation with ProtT5. We and others have shown in previous works [13,16,17,29] that
the concatenation of different and complementary models leads to better performances, a
result that seems to be confirmed by the fact that both SPOT-1D-LM [13] and E-pRSA surpass
the performances of NetSurfP3.0 [12], which adopts only ESM-1b [15]. In Supplementary
Table S3, we show that indeed the concatenation of ProtT5 and ESM-2 achieves better results
than either of them alone.

Embeddings derived from the application of Protein Language Models capture information
from the whole context of a protein sequence. Small variations in the input can produce

observable differences in the representation of the involved residues. For this reason,



differently from the others, we trained our method with the UniProt protein sequences,
corresponding to the whole protein length (instead of the PDB-derived sequences, which may
have truncations or missing portions).

Our model adopts a simple architecture when compared to those of the other two methods
(Table2, Architecture). Our analysis indicates (Supplementary Table S2) that during training
in cross validation, and hyperparameters optimization, the improvements achieved by more
complex models, including the adoption of combined recurrent and transformer-based

architectures, were not significant.

Table 2. Benchmarking on MM23 and CASP datasets.

Dataset Method PLMs Architecture PCC
MM23 E-pRSA ESM-2 + ProtT5 CNNA 0.78

SPOT-1D-LM ESM-1b + ProtT5 Ensemble® 0.77"

NetSurfP3.0 ESM-1b CNN+LSTM* 0.732
CASP12 E-pRSA ESM-2 + ProtT5 CNNA 0.72
(21 proteins)

SPOT-1D-LM ESM-1b + ProtT5 Ensemble® 0.71"

NetSurfP3.0 ESM-1b CNN+LSTM* 0.672
CASP14 E-pRSA ESM-2 + ProtT5 CNNA 0.63
(15 proteins)

SPOT-1D-LM ESM-1b + ProtT5 Ensemble® 0.60°

NetSurfP3.0 ESM-1b CNN+LSTM* 0.60°

A Convolutional Neural Networks; °Ensemble of Deep Neural Networks; *Convolutional Neural
Networks and Long-Short Term Memories.

'Reported values were computed after submitting the corresponding UniProt sequences to
SPOT-1D-LM local installation [13]. Predicted ASA values are then converted into RSA using
the Rost and Sander scale [5].

’Reported values were computed after submitting the corresponding UniProt sequences to
the NetSurfP3.0 webserver [12].

3Reported values are taken from Table 1 of the NetSurfP3.0 paper [12)].

3.2 Web server

E-pRSA is made available as a public web server (https://e-prsa.biocomp.unibo.it/main/). The

service offers the possibility to submit two different types of jobs. The first is Single Sequence



RSA prediction (a single sequence is uploaded in FASTA format). After computing the output
values, results are made available both in graphical (Figure 1) and tabular formats. For each
residue, the server computes a putative RSA value and a binary classification into Buried or
Exposed adopting a discriminative threshold of 20% RSA. Additionally, a previously published
tool, ISPRED-SEQ [17], is also integrated to show likely Protein-Protein Interaction Sites,
possibly present on the solvent accessible residues. The second type of job is Batch
Predictions, which allows users to submit up to 1000 protein sequences. In this case, results
will not be visualized graphically on the web server, but will be made available for download
in different formats, allowing further analysis and easy integration in other computational

pipelines.

Sequence feature view

Legend:
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Figure 1.

A view of the result page of the web server. Each predicted feature is displayed graphically
along the sequence of the protein on several coloured tracks (only a portion is shown). The
viewer allows users to zoom on a particular region of the proteins and to take screenshots of
the selected window. A protein-protein interaction predictor (ISPRED-SEQ [17]) is also
included in the web server, to compute whether a given residue is likely to be or not in
interaction.
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Supplementary Materials

Table S1. Datasets adopted for training and benchmarking the methods.

Dataset Proteins Total Annotated Buried Exposed
residues residues (RSA<0.2) |(RSA>=0.2)
Training 6,552 1,945,057 1,759,916 828,785 931,131
MM165 165 50,342 45,397 23,799 21,598
MM23" 23 8,277 6,807 3,779 3,028
CASP12" 21 18,790 6,196 2,624 3,572
CASP14" 15 2,907 2,738 1,283 1,455

The number of annotated residues is lower than the total count because some residues are
not resolved in the PDB, meaning that their accessibility cannot be computed. Residues
immediately next to gaps in the structure are also discarded, since their accessibility computed
from the PDB is not reliable.

The number of buried and exposed residues is counted considering a threshold of 20% RSA,
the same one adopted in DeepREXx [9].

" Test set blind to each benchmarked method.

Table S2. Comparison between different architectures.
LSTM-based

Architecture Transformer-based CNN-based

PCC 0.80 0.80

All performances are obtained in cross-validation.

Standard deviation across cross-validation sets in the order of magnitude of 10°. For each
type of architecture, only the results obtained with the best combination of hyper-parameters
are reported.

0.81

Table S3. Comparison between different Protein Language Models.
ProtT5 ESM-2

Input Encoding ESM2 + ProtT5

PCC 0.79 0.80

All performances are obtained in cross-validation.
Standard deviation across cross-validation sets in the order of magnitude of 107,

0.81




