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Abstract. In clinical trials, covariate-adaptive randomization aims to
achieve balanced allocation of treatment groups in terms of assignments
and known covariates. However, in real-world settings, some relevant
covariates may be unobserved, leading to imbalance and consequently
loss of inferential precision. This study quantifies the impact of unob-
served covariates on the performance of the recently proposed Simulated
Annealing Design. Considering various experimental scenarios, the re-
sults show a substantial loss of information when one ore more factors
are omitted from the randomization procedure. Additionally, we inves-
tigate the effect of discretizing continuous covariates, highlighting the
importance of accounting for all relevant factors and preserving their
continuous nature to guarantee reliable inferential results.
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1 Introduction

Balancing covariates across experimental groups is essential for drawing solid
inferences about treatment effects in comparative experiments and in causal in-
ference [1]. One of the earliest proposals to create comparable treatment groups
with respect to important prognostic factors is the minimization method for
qualitative factors ([2], [3]), which aims to minimize a weighted sum of marginal
imbalances in the allocation of all covariates. Another well-known approach em-
ploys stratification, using separate randomization procedures within each stra-
tum to achieve balance [4]. However, both methods are developed to balance
categorical factors, while continuous covariates are typically discretized, and this
practice inevitably leads to a loss of information (see e.g. [14]). Furthermore, as
the number of covariates increases, stratification can become unfeasible, espe-
cially with small sample sizes, whereas the minimization method may pose prac-
tical challenges due to its increasing complexity in real-world applications [5].
From an optimal design perspective, Atkinson [6] proposed a Covariate-Adaptive
(CA) procedure aimed at minimizing the variance of the estimated treatment
effect within the framework of the classical linear homoscedastic model. Such a
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procedure works for both categorical and continuous covariates, but its perfor-
mance is generally highly dependent on the accuracy of the model specification
[7] and achieves a lower-order balance [4]. In the context of causal inference, when
all patients’ covariates are available prior to the start of the experiment, [11] in-
troduced the rerandomization (RR) approach to balance quantitative covariates
between two experimental groups. This procedure repeatedly assigns units to
treatments using complete randomization until a predefined covariate balance
criterion is met (the authors used the Mahalanobis distance between the sample
means of the two groups). The allocation process terminates, and the treatment
assignment is accepted, when the distance falls below a specified threshold, repre-
senting the maximum tolerable imbalance. However, as the number of covariates
increases, the computational effort required to achieve an acceptable configura-
tion grows as well, often leading to a trade-off between computational feasibility
and covariate balance. To accommodate sequential enrollment designs, the RR
method was later extended to a group sequential framework by [12].

Recent advancements in personalized medicine are making it increasingly im-
portant to incorporate multiple covariates and their interactions into the analysis
as well as in the design [8]. However, there is still a lack of an efficient CA pro-
cedure able to handle experimental scenarios with mixed covariates, potentially
complex interaction structure and deviations from the linear model. Baldi An-
tognini et al [13] proposed a new class of CA designs based on the Simulated
Annealing (SA) algorithm - the Simulated Annealing Design (SADe) - specifi-
cally aimed at balancing allocations across a set of pre-specified covariates.
The goal of this study is to investigate the operational characteristics of SADe
across various real-world scenarios. Specifically, through a comparison with se-
quential re-randomization (SeqRR) [12], we provide insights into the effects of
possible forms of model misspecifications. In particular, we assess (i) the impact
of unobserved covariates on the loss of information and (ii) the implications of
discretizing continuous factors. Interest in the effect of unobserved covariate im-
balance has grown significantly in recent years (see [10] and references therein).
For instance, in clinical research, it is often known that certain covariates in-
fluence specific treatments, but it may not be possible to identify or observe
all relevant covariates. As a result, achieving balance across all of them may
not always be feasible, as some remain unobserved. Since covariate balancing
impacts statistical inference about treatment effects, unobserved covariate im-
balance could also influence results. This problem has been thoroughly studied
by [10], but in the context of qualitative factors. Here, we extend the analysis
to explore the case of mixed covariate profiles, incorporating both quantitative
and categorical factors.

2 Simulated Annealing for balancing covariates

SA is a stochastic local search algorithm widely used to approximate global op-
timization solutions in large search spaces. The algorithm originates from the
physical annealing process of metals, where gradual cooling allows particles to
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transition from a highly dynamic state to a stable configuration. At high tem-
peratures, particles are free to move, leaving the structure subject to substantial
changes, while the gradual temperature reduction lowers the probability that a
particle will move, until the system reaches a steady state. The SA algorithm
begins from an initial point and iteratively explores the neighborhood of the cur-
rent solution. Improved solutions are always accepted, while deteriorating ones
are retained probabilistically. The main motivation is to enable the algorithm
to escape local optima and continue searching for the global optimum. Markov
chains are the underlying probabilistic models that govern the behavior of the
SA algorithm, which under widely satisfied conditions converges (in probability)
to the global optimum as the number of iterations grows. To improve conver-
gence, several authors have suggested to adopt a cooling scheme, (i.e., a sequence
of decreasing temperatures) and to perform multiple iterations at each level [9].
By exploiting the aforementioned properties of the SA algorithm, [13] introduces
SADe, a highly flexible CA procedure that: (i) accommodates both continuous
and categorical variables; (ii) works with any specified measure of covariate im-
balance; and (iii) is applicable to both fixed (non-sequential) experiments, where
all covariate information is known before the trial begins, and sequential exper-
iments, where participants are enrolled sequentially (individually or in batches)
with only partial covariate information available at each step. Additionally, SADe
is intrinsically randomized and entirely unpredictable, thereby eliminating the
risk of selection bias. Moreover, it has been shown to be particularly effective in
experiments with small sample sizes and a large number of covariates. In what
follows we provide a brief sketch of the framework. For further details, the reader
is referred to the original paper.
Consider an experiment involvingN subjects comparing two treatments A and B
and assume that patients arrive in k batches of size nk (assume wlog nk = N/k).
When each group is ready to be randomized, for each subject, the value of p
covariates (qualitative and/or quantitative) are recorded before the treatment
allocation assignment is made. After n assignments, Tn = (T1, . . . , Tn)

T repre-
sents the vectors of treatment assignments (with Ti = 1 when subject i receives
treatment A and 0 if B) up to patient n. The matrix of observed covariates, Xn,
is typically of size n× p but may have additional columns if interactions and/or
power transformations are included.

In model-based inference, common assumptions are the linear homoscedastic
model for responses and the adoption of the loss of information as a measure of
covariate imbalance

Ln = Ln(Tn) =
1

n
Imb⊤n (n

−1[1n;Xn]
⊤[1n;Xn])

−1Imbn,

where Imbn = (2T⊤
n 1n − n; (2Tn − 1n)

⊤Xn) measures the imbalance in the as-
signments and in terms of covariates across the two groups. For example, for
a single quantitative covariate, Imbn = (

∑n
i=1 Ti −

∑n
i=1(1 − Ti);

∑n
i=1 Tixi −∑n

i=1(1−Ti)xi). Suppose n = 4 and Xn = Xn = (1, 1, 2, 0)T . If Tn = (1, 1, 0, 0),
the design is balanced both in terms of allocations and covariates and Ln = 0.
Conversely, if Tn = (1, 0, 1, 0) the design is unbalanced in terms of covariates
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and Ln = 2. Finally, if Tn = (0, 0, 1, 0) the design is unbalanced in terms of
allocations and Ln = 3. In practice, Ln is the loss of estimation precision re-
sulting from the covariate imbalance achieved after n assignments. Morgan and
Rubin [11] proposed the Mahalanobis distance Mn as an alternative measure
of covariate imbalance. In this work we implement the procedure described in
Section 3.1 of [13] by adopting Ln as imbalance measure, as described in the
following algorithm.
For every group of nk patients, untilN patients are allocated repeat the following
steps:

– Step 0: starting from a randomly selected initial allocation Tinit, identify
neighbor allocations (by changing one or more components of Tinit);

– Step 1: randomly select one of the neighbors, say Tnew, and evaluates ∆ =
Ln(Tnew)− Ln(Tinit):

• if ∆ ≤ 0, then Tnew becomes the current allocation;
• if∆ > 0, Tnew is accepted as a current allocation with a given probability

(decreasing with the number of iterations). If not, the current allocation
remains Tinit;

– Repeat Step 1 until the prefixed number of iterations is reached. Elements
of the allocation vector corresponding to allocated patients remain fixed.

Note that, for each k, the SA searches the solution over a space of dimension
2nk . For small nk it may be feasible to explore the entire space.

3 Simulation Study

We assess the robustness of SADe and SeqRR through a simulation study based
on the NIDA-CSP-1019 randomized clinical trial [15], which aimed to evalu-
ate the effect of a treatment for cocaine dependence against a placebo. In the
original trial, 300 patients have been enrolled and six covariates have been ob-
served: gender (gen: male, female), presence of attention deficit disorder (defdis:
0 absence, 1 presence), historical self-report of cocaine use in the past 30 days
(cocuse: quantitative discrete with values in 1-30), severity of depression cal-
culated by the Hamilton Depression Rating Scale (depre: quantitative discrete
with values 0-44), patient age (age: in years) and study center (clin: discrete
with 16 levels).
To assess the effect of unobserved covariate imbalance on the loss of information,
we first simulate a trial where all available/important covariates are included in
the CA randomization. We set nk = 50. This setup mimics the ideal case in
which all relevant factors are observed, allowing us to compute a baseline value
for L(Tn). This value is then compared to the loss obtained when simulating
the same experiment but omitting certain covariates from the CA procedure.
This scenario reflects real-world conditions where some covariates cannot be
observed. Let T̃n be the allocation vector derived for this trial and ˜Imbn the
corresponding imbalance vector evaluated with all the covariates, then the loss
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is computed as n−1 ˜Imb
⊤
n (n

−1[1n;Xn]
⊤[1n;Xn])

−1 ˜Imbn. The same criterion is
applied for calculations of the Mahalanobis distance.

The results reported in Table 1 refer to the following experimental scenar-
ios: U0 including all the covariates in the randomization procedure; U1 excluding
cocuse ; U2 excluding defdis; U3 excluding all the continuous covariates. For a
given sample size and scenario, SADe yields lower values of Ln andMn compared
to SeqRR. More interestingly, for a low sample size (n = 100) and under cer-
tain model misspecifications (namely, scenarios U1 and U2), SADe outperforms
SeqRR even when the latter works with all the covariates, i.e. without model
misspecifications. This is also a consequence of the SA algorithm tendency to
escape from local optima.

Table 1. Ln and Mn (10000 replications) with standard deviation in brackets, k = n
nk

.

Ln Mn

n SADe SeqRR SADe SeqRR

U0 100 2.01 (0.70) 4.34 (0.71) 1.89 (0.69) 4.15 (0.74)
200 0.99 (0.42) 1.82 (0.47) 0.93 (0.42) 1.75 (0.48)
300 0.63 (0.02) 1.27 (0.23) 0.61 (0.03) 1.22 (0.23)

U1 100 3.22 (1.87) 5.11 (1.78) 3.01 (1.77) 4.87 (1.71)
200 2.07 (1.54) 2.73 (1.63) 1.93 (1.45) 2.60 (1.55)
300 1.70 (1.57) 2.20 (1.51) 1.62 (1.47) 2.09 (1.43)

U2 100 3.21 (1.77) 5.11 (1.73) 3.09 (1.76) 4.92 (1.72)
200 2.08 (1.61) 2.71 (1.56) 2.02 (1.60) 2.64 (1.55)
300 1.70 (1.47) 2.19 (1.50) 1.68 (1.47) 2.14 (1.50)

U3 100 5.58 (2.91) 6.68 (2.80) 4.56 (2.47) 5.80 (2.41)
200 4.23 (2.62) 4.58 (2.66) 3.36 (2.18) 3.78 (2.23)
300 3.80 (2.57) 4.10 (2.62) 3.04 (2.12) 3.32 (2.16)

Finally, we examine the increase in information loss caused by discretizing
cocuse into three categories (1: [0-10], 2: [11-20], 3: [20-30]), depre into five levels
(1: [0-7], 2: [8-13], 3: [14-18], 4: [19-22], 5: [>23]), and age into four levels (1:
[18-30], 2: (30-40], 3: (40-50], 4: (>50]), as detailed in [10]. The values of Ln and
of Mn are displayed in Table 2, where SADeD and SeqRRD refer to the version
of the randomization procedure in which quantitative covariates are discretized.
When the covariates are not categorized, Ln doubles for SeqRR with respect to
SADe.

4 Discussion

The results of this paper corroborate those obtained in [13], demonstrating
that the group sequential version of the Simulated Annealing Design performs
well in terms of Ln and Mn even under various forms of model misspecifica-
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Table 2. Ln and Mn (10000 replications) with standard deviation in brackets, k = n
nk

.

n SADe SeqRR SADeD SeqRRD

100 Ln 2.01 (0.70) 5.36 (0.90) 3.46 (1.05) 7.72 (1.07)
Mn 1.88 (0.69) 5.12 (0.94) 3.29 (1.04) 7.46 (1.10)

200 Ln 0.99 (0.42) 1.90 (0.51) 1.81 (0.66) 3.60 (0.80)
Mn 0.93 (0.42) 1.82 (0.51) 1.73 (0.66) 3.49 (0.80)

300 Ln 0.63 (0.02) 1.28 (0.25) 0.74 (0.06) 2.23 (0.54)
Mn 0.61 (0.03) 1.23 (0.25) 0.73 (0.05) 2.16 (0.55)

tion/discretization of quantitative covariates, with its performance deteriorating
less than that of sequential rerandomization.
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