


2.1.4 Cross-Dataset Similarity Analysis

To assess dataset independence and uncover overlaps that could bias evaluation results, we con-
ducted a cross-dataset similarity analysis using a robust block-based image hashing method in-
spired by digital image forensics [30]. This approach identifies near-duplicate images across
datasets, even those that have been transformed, such as cropping or mirroring. This method is
particularly suitable for comparing art datasets, where visual duplicates may originate from differ-
ent digitization pipelines or cataloging standards, resulting in varying representations of the same
artwork. We defined a duplicate as any pair of images across datasets with a Hamming distance
of 8 or less, identifying 36 cross-dataset duplicate pairs using the robust hash, primarily between
ArtDL and Wikidata (Figure 1).

2.2 Models

The study compares multimodal LLMs to highlight the differences in paradigms when processing
single-labeled images of paintings depicting Christian Saints. The inclusion of these models re-
flects differences in the scale of parameters, input resolution, and the processing and presentation
of visual and textual information.

We assess unifiedmultimodal models, such as OpenAIGPT-4o (snapshot 2024-08-06), Google
Gemini 2.5 Pro (preview-05-0) classification smaller counterparts GPT-4o-mini (snapshot 2024-
07-18) and Gemini 2.5 Flash (preview-05-20). Flash and Mini are lightweight versions designed
for efficiency and reduced cost while maintaining core multimodal capabilities. These models inte-
grate both modalities into a single processing stream, enabling image understanding and contextual
visual reasoning through prompt-based classification with natural language. They are particularly
effective for visual studies, description generation, and interpretive tasks that require deeper se-
mantic integration across modalities.

2.3 Benchmarking design

For building the benchmarking, we employed three distinct test configurations applied across mod-
els and datasets. This framework assesses model performance under varying conditions of knowl-
edge availability.

Test 1 is a zero-shot classification task with labeled names. The models classify images using
only class label names (e.g., “St. Paul” or “Mary Magdalene”) without additional contextual infor-
mation. This configuration tests the model’s ability to leverage pre-trained knowledge connections
between visual features and semantic concepts.

Test 2 is a zero-shot classification task with label descriptions. The Models receive detailed
iconographic descriptions for each class, retrieved from Iconclass descriptions (e.g., “The penitent
harlot Mary Magdalene; possible attributes: book (or scroll), crown…”). This approach evaluates
how effectively models can utilize rich textual descriptions to guide visual classification.

Test 3 is a few-shot Learning classification task. During inference, LLMs are provided with
an arbitrary number of five example images, along with their corresponding class labels. The
images have been chosen to represent the five among the less performing classes from the first
test. This configuration assesses the models’ capacity for rapid adaptation and in-context learning
from limited examples.
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