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Abstract: Learning-based and data-driven techniques have recently become a
subject of primary interest in the field of reconstruction and regularization of
inverse problems. Besides the development of novel methods, yielding excellent
results in several applications, their theoretical investigation has attracted growing
interest, e.g., on the topics of reliability, stability, and interpretability.

In this chapter, a general framework is described, allowing us to interpret many
of these techniques in the context of statistical learning. This is not intended to
provide a complete survey of existing methods, but rather to put them in a working
perspective, which naturally allows their theoretical treatment. The main goal
of this dissertation is thereby to address the generalization properties of learned
reconstruction methods, and specifically to perform their sample error analysis. This
task, well-developed in statistical learning, consists of estimating the dependence
of the learned operators with respect to the data employed for their training. A
rather general strategy is proposed, whose assumptions are met for a large class of

inverse problems and learned methods, as depicted via a selection of examples.
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1 Introduction

The mathematical analysis of inverse problems has proved to be a lively and attrac-
tive research field, driven and motivated by a wide variety of applications and by the
theoretical challenges induced by their ill-posed nature [12, 32, 49, 74]. In order to
provide more accurate and reliable strategies, especially for the reconstruction task,

the scientific community has shown a growing interest in the topic of learned recon-
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struction, or data-driven, methods, to combine classical, model-based approaches

with valuable information of statistical nature [2, 9, 58, 62]. This has represented a

natural outcome and development of the analysis of inverse problems, both on a

numerical and on a theoretical side. Indeed, the idea of leveraging prior knowledge

on the solution has traditionally been considered to mitigate ill-posedness, as a

regularization tool as much as a support for the reconstruction. We have now

witnessed the rise of several learning-based approaches to inverse problems, provid-
ing, in many cases, striking numerical results in terms of accuracy and efficiency.

Moreover, significant interest has grown in the direction of theoretical guarantees

for such techniques, spanning from the demand of interpretability and reliability,

up to the issues of stability and convergence [9, 65]. Despite several distinct avenues
have emerged, which are now well-established and are developing independently

(to name a few: generative models, unrolled techniques, Plug-and-Play schemes),

it is possible to provide a unifying framework for them from the point of view of

statistical learning theory [25].

In this context, the goal pursued by this chapter is twofold. On the one side,
it aims to provide a general theoretical framework in statistical learning that is
able to comprise a large family of data-driven reconstruction methods. This can
be accomplished by first establishing the common rationale behind data-driven
regularization, also exploring analogies and differences with existing techniques, and
then populating such a framework with a (non-exhaustive, but functional) review
of approaches in the literature. On the other side, the second task is to contribute
to the study of generalization estimates for data-driven reconstruction methods,
specifically in terms of sample error estimates: this is a classical goal of statistical
learning techniques, and it accounts for quantifying how much the learned operator
is influenced by the dataset which has been used to train it. To do so, we rely on
solid and rather modern techniques such as covering and chaining, which allow us
to treat learning problems in (possibly infinite-dimensional) functional spaces.

The desired outcome of the discussion proposed in this chapter is to stimulate
growing attention on the topics of generalization and sample error estimates for
learned reconstruction methods, providing a comprehensive setup and a (hopefully)
useful and spendable result that can be applied to a large family of existing
approaches and might inspire further extensions.

The structure of the chapter is as follows:

—  Sections 2 and 3 outline a rather general formulation of learned reconstruction
methods, providing the coordinates to describe such a paradigm within the
inverse problems and statistical learning realms, respectively.

— In Section 4, a limited review of existing techniques is presented. Without

proposing an exhaustive taxonomy of all approaches, some general guidelines
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are provided to envisage the main trends in the literature within the scope of
the proposed framework.

—  Section 5 sets the stage for the analysis of the generalization error, recalling
the relevant tools and discussing the limitations of existing results.

— In Section 6, the main theoretical results of this chapter are reported. They hold
under rather general conditions on the employed statistical model, and they
can be applied in an infinite-dimensional setup. This is often beneficial when
dealing with inverse problems, which are naturally formulated in a continuous
setup, as it ensures discretization-invariant theoretical guarantees.

—  Finally, Section 7 endows the proposed analysis with some more specific exam-
ples satisfying the assumptions yielding the derived error estimates. A general
strategy to verify them is proposed, together with some specific examples

drawn from techniques that are present in the literature.

2 Learned reconstruction methods: an inverse
problems perspective

The goal of this section is to introduce a rigorous formulation of learned reconstruc-
tion methods for inverse problems, describing a unified framework that is able to
comprise many techniques already present in the literature, as it will be shown in
Section 4. The discussion consists of three steps: in Section 2.1, the deterministic
setting of inverse problems is recapped, highlighting its connection to (classical)
regularization theory. Section 2.2 is devoted to the description of a statistical
approach to inverse problems, rooted in both statistical learning (see [25]) and
estimation theory, which provides a sound framework for many modern techniques
known as learned reconstruction, or data-driven methods. This setup, which is
the main environment for the theoretical discussion of this chapter, has several
connections to other approaches, which have been developed to connect statistics
and inverse problems. The analogies and differences between those approaches are
the focus of Section 2.3.
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2.1 A deterministic approach to inverse problems: classical
regularization techniques

Let X,Y be Banach spaces, and consider z € X and € € Y such that ||e]]y < 4.

Let F: X — Y a (possibly nonlinear) operator and consider the inverse problem:
Given y=F(z)+e¢, recover . (1)

Solving (1) is in general an ill-posed problem. Let us focus, for example, on linear
inverse problems, i.e., when ' = A: X — Y is a bounded linear operator. In
this case, one way to retrieve x from y is to apply a left-inverse operator AL
Unfortunately, such an operator, in general, may have a domain D(Ail) strictly
smaller than Y, may be non-unique, and may be unbounded. The first aspect would
not be an issue in the presence of noiseless data, since Az € Im(A4) C D(A™1);
nevertheless, the perturbation ¢ added to the noise may entail that y ¢ D(A™1),
ultimately resulting in a lack of eristence of a solution to (1). Secondly, whenever
the null-space ker(A) is non-trivial, the existence of multiple left-inverse operators
implies also the non-uniqueness of the solution. Finally, even in cases in which
existence and uniqueness are not problematic, the inverse A~ can be an unbounded
operator (such as, for example, in the case that A is a compact, dense-range
operator). In this case, small perturbations on the datum y (such as the one
induced by €) may lead to tremendously different reconstructions = - an issue
known as instability. These drawbacks are in general even worse when considering
nonlinear inverse problems, in which an expression for the inverse of F' might be in
general unknown.

To overcome the ill-posedness of inverse problems, a common remedy is repre-
sented by regularization. As formalized in [32] (see also [75] for the Banach-spaces
setup), a regularizer for problem (1) is a family of (possibly nonlinear) operators
{Ra}a depending on a continuous regularization parameter « > 0, such that for
every a the operator R, is continuous and there exists a parameter choice rule
a(6) ensuring that, for any € X, as the noise level § — 0, the regularized solution
R (5)(F(x) +¢) converges to z, uniformly in € satisfying [|¢|| < é. The effectiveness
of a regularization strategy strongly depends on the definition of the operators R,
which should take into account both theoretical requirements and practical insights.
In particular, the most successful strategies are the ones that take advantage of
any possible prior knowledge regarding the solution of (1). Indeed, even though z
is unknown, some additional information about it may be accessible: e.g., ||z||x is
expected to be small, x is likely to be similar to a reference object xg, or only a few
components of z are non-null, in a suitable representation. Encoding such features

into the design of R, is a crucial task of the analytical theory of regularization.
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Among the many different possibilities, let us mention variational regulariza-
tion, which will also provide important examples in the subsequent sections. A
variational regularizer is in general defined as

Ra(y) = arg min{Ja(z;y)} = arg min {dy (y, F(z)) + a¥(z) },
zeX rzeX

namely, as the solution of a minimization problem, associated with a functional J
consisting of two terms: dy (y, F'(-)), being dy a metric in Y, which measures the
consistency of a candidate solution x with the measurement y, and a regularization
term ¥: X — R. The goal of the functional ¥ is to penalize undesired features in z,
so that the minimizer of J, will combine a good data fidelity (namely, a low score
of dy (y, F(x))) and a good accordance with prior knowledge (i.e., a low value of
¥(x)). The regularization parameter o > 0 plays here the crucial role of balancing
the contribution of the two terms in J,, and it is supposed to vanish as § — 0:
data fidelity is prioritized as the measurements y get more and more accurate. In
variational regularization, the task of designing R, is then moved to the selection
of a functional ¥. In the most classical example of Tikhonov regularization, the
choice ¥(z) = %HxH%( reflects the idea that the desired solution is supposed to
have a small norm. More advanced choices of ¥ allow the incorporation of more
complicated and refined properties of the solution, such as smoothness, sparsity,
and possible constraints: for a broad picture of regularization techniques, we refer,
e.g., to [12, 48, 75].

2.2 A statistical learning approach to inverse problems:
learned reconstruction techniques

It is sometimes meaningful, and useful, to formulate the inverse problem (1) in
a statistical setup. In particular, let us introduce a probability space (£2,5,P),
being 2 the sample space of possible outcomes of a random experiment, B the
related o—algebra of possible events, and [P an associated probability measurement.
Consider two random variables x and ¢ taking values on the Banach spaces X and

Y, respectively, according to the following requirements.

Assumption 1. The random variables z, e are independent and satisfy:
— the covariance operators X, Y are trace-class;
~  the noise ¢ is zero-mean: E[e] = 0, and tr(2.) = Var[e] = E[||¢]|3] < 6°.

The choice to model the noise as a random variable €: Q@ — Y reflects the assump-
tion, quite common in applied sciences, that the measurement process encoded by

the operator F' is affected by a stochastic perturbation. On the contrary, describing
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the unknown x as a random variable might be less intuitive. This is quite common
in the statistical learning framework (for a comprehensive overview of the approach,
see e.g. [25]), in which one considers not only the problem of reconstructing a single
ground truth associated with a specific measurement, but of retrieving the whole
map from Y to X that connects the variables y and z.!

This represents a paradigm shift with respect to the usual setup of inverse
problems: on the one hand, the goal of the problem is not to recover a single x as
in (1), but to retrieve (an approximation of) the whole inverse operator F ~L on
the other hand, the random variable z is no longer an unknown of the problem, but
its statistical model is supposed to be, at least partially, known. Full information
regarding the ground truth x would be encoded by its probability distribution pg
on X, but partial information can be extracted, e.g., from an i.i.d. sample {z;}7~,
drawn from pz. This somehow extends the concept of prior knowledge, which is
already crucial in classical regularization of inverse problems: p; describes which
are the most likely values of z, which kind of features are most common in every
realization, and so on. The motivation for this approach comes, obviously, from the
idea that large datasets of ground truths may be available for many applications
of interest. For example, when considering an imaging problem, e.g., Computed
Tomography applied to neurology, one might rely on large datasets of brain images
to extract insights on how, most likely, a ground truth image should look like.

To formulate the statistical learning approach to inverse problems, let us first
introduce the joint probability distribution p on X x Y such that (z,y) ~ p. Notice
that p is uniquely determined by the probability distributions pz, pe of x and e
(which are independent by Assumption 1), and by the forward model y = F(z) +¢:
letting F: X xY — X x Y s.t. F(z,e) = [z; F(x) + €],

p = Fx(pz X pe), (2

namely, it is the push-forward of the product measure of x and ¢ through the
operator F. Finally, it is possible to formulate the statistical learning approach to

inverse problems, later also referred to as learned reconstruction, as follows:

Given (partial knowledge of) the distribution p,

3
recover R: Y — X s.t. R(y) = R(F(z)+¢) = . ®)

For problem (3) to be rigorously formulated, it is necessary to clarify at least two
aspects, namely, the meaning of partial knowledge of the joint distribution p, and

1 When confronting the statistical learning literature, observe that the role of z and y is
usually swapped, but this is a consequence of dealing with inverse problems!
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in which sense R(y) should approximate x. These are the topics of Sections 3.1
and 3.2.

Before discussing those aspects in detail, let us notice that the problem (3)
can be interpreted as a well-known task in statistics, namely the search for a point
estimator of the random variable = given y (see e.g. [54]). However, in contrast to
the classical statistical learning scenario, we are assuming to know the (forward)
model linking x and y. The task of R in (3) is not to infer, or discover, a new
model, but rather to provide a stable approximation of the ill-posed operator F717
based on statistical techniques. For this reason, problem (3) is also sometimes
addressed as a learned regularization approach for the inverse problem (1). The
term regularization is reminiscent of the one used in Section 2.1, although the
verification of the desired analytical properties of a regularizer (i.e., stability and
convergence as 0 is reduced) are not straightforward to be verified. For a clear
overview of stability and convergence results in learned regularization, the reader
is referred to [66].

In recent years, the field of learned reconstruction for inverse problems has
flourished, leading to a large variety of techniques, often yielding striking numerical
results in applications, and sometimes providing theoretical guarantees - or, at least,
justifications. A limited review of data-driven approaches is reported in Section 4;

for a broader view on the subject, the reader is referred, e.g. to [9] and [66].

2.3 Other statistical approaches to inverse problems

The application of statistical models and methods in inverse problems has been
extensively discussed and developed throughout the recent decades, in multiple
distinct directions. It is therefore important to draw some connection between
learned reconstruction and other selected approaches, to highlight common features
and relevant differences.

The first scenario is the one in which the noise € in (1) is assumed to be
stochastic, and modeled as a random variable. From a frequentist point of view, a
deterministic inverse problem as (1) might be interpreted as a worst-case scenario
of a statistical one: nevertheless, the assumption ||e]|y < § allows to include only
bounded random variables, and excludes much more relevant noise models such
as Gaussian white noise. For this reason, the study of large statistical noise has
been the object of extensive studies, drawing techniques and tools from statistical
estimation: see for example [21, 31, 42, 60]. The most important element that
distinguishes these approaches from data-driven methods is the absence of a

stochastic interpretation of the variable x.
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Another relevant topic is represented by Statistical Inverse Learning problems
(SILPs): to avoid confusion with closely related definitions, we refer to the terminol-
ogy adopted in [15] and further extended in [17, 20, 71]. In this scenario, the ground
truth z is still deterministic, but the measurement y (corrupted by stochastic noise
€) is randomly subsampled, i.e., only a collection of point evaluations {y(un)}n
is available, where {un}n are independent and identically distributed random
samples. This outlines an immediate connection to supervised statistical learning,
which tackles the identification of a function from i.i.d. input-output pairs such as
{(un,y(un))}n: nevertheless, the goal of SILPs is to reconstruct z rather than z,
knowing the underlying forward model y = F(z) + : this motivates the attribute
Inverse in their denomination.

The most relevant comparison is nevertheless provided by Bayesian inverse
problems [47, 22]. In this setup,  and € are modeled as random variables, and
the forward model linking them to y, as well as the distribution of €, are known.
Moreover, the probability distribution of z is assumed to be known and is usually
referred to as the prior distribution. The goal of Bayesian inverse problems is to
retrieve, from this information, the posterior probability distribution, i.e., py,:
this can be achieved using Bayes’ theorem. The resulting inverse problem is well-
posed in the space of probability distribution: the prior p, plays a regularizing
role, and one might rigorously address the topics of stability, convergence, and
characterization of the posterior distribution, see [26, 33, 79] and [9, Section 3].
The target of Bayesian inverse problems is thus different from the one of (3): the
posterior distribution is a more general tool than a learned operator R, and it
can indeed be employed to compute point estimators, such as the conditional
mean, or the mode (known as Maximum A Posteriori estimator, MAP). The most
important difference between the two approaches resides, nevertheless, in the role
of the distribution of x: in learned reconstruction methods, such a prior is a fixed,
objective item, encoding the true statistical properties of the ground truth, and is
partially known, typically through a training sample. In Bayesian inverse problems,
however, such a distribution represents a subjective prior, i.e., it reflects the belief
of the solver, the features and properties the ground truth is expected to possess.
Besides the interesting philosophical implications of this discussion, the difference
is substantial. In Bayesian inverse problems, crafting a meaningful prior is a task
of primary importance: more complicated distributions (based on complicated
random variables, mixtures, or hyperparameters) might encode deeper features of
the ground truth, such as smoothness, sparsity, or more. The choice of the prior
might be inspired by available data but is not data-driven, similar to the choice of
¥ in variational regularization. Conversely, in learned reconstruction, the prior pg
cannot be freely handled by the user: it is fixed, though only partially known, and
cannot be tailored to the solver’s belief or for theoretical and algorithmic purposes.
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A new data-driven technique is not developed by designing a new prior distribution,
but rather by providing a different (parametric) class of operators to approximate
L Despite these distinctions, fruitful connections between statistical learning
and Bayesian inverse problems already exist: for example, employing Plug-and-Play
denoisers or generative models (described in Section 4) to design data-driven priors
(see [53] and [43], respectively).

Finally, learned regularization of inverse problems (3) can be interpreted in
view of operator learning theory, which extends the original setup of statistical
learning to (possibly) infinite-dimensional function spaces. This topic, which is at
the crossroads between functional data analysis [70] and nonparametric inference
in vector spaces [23], has several connections to impactful applications such as
conditional mean embeddings [37], estimation of dynamical systems from time
series [16], and the development of surrogates of solution operators of PDEs [1, 52].
To navigate the broad literature of this field, the reader is referred to [27] and
references therein, as well as to [63], which further explores the connections to

inverse, ill-posed, problems.

3 Learned reconstruction methods: a statistical
perspective

Having introduced a general formulation for data-driven (or learned reconstruction)
techniques for inverse problems in (3), this section aims to provide additional details,
from a statistical standpoint, to identify common traits and different features of
each technique. In particular, Section 3.1 classifies learned methods based on the
assumed partial information available on p, and Section 3.2 discusses one of the
main choices to evaluate the quality of reconstruction operators: the expected loss.
A common statistical trait is discussed in Section 3.3: all the techniques presented
in the rest of the chapter can be interpreted as parametric estimators, and relate

to the concept of implicit regularization.

3.1 Supervised and unsupervised learning

As formulated in (3), the problem of learning an estimator R relies on partial
knowledge of the joint probability distribution p of the random vector (z,y) € X xY.
This reflects many possible scenarios, a complete classification of which is way

beyond the scope of the present discussion. Let us for simplicity consider two
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possible approaches, although the main focus of this chapter will be on the first
one.

Supervised learning
Assume that the analytical expression of p is unknown, but we have access to a
sample
{(xj,yj)};nzl; (z5,y5) i-i.d. ~ p, @
ie, x; iid ~pr, €5 iid ~pe, y;=F(zj)+e;.
The pairs (z;,y;) are often referred to as labeled couples, a name derived from
classification problems in statistical learning (even though the current one is closer

to a regression problem). The sample {(:Ej, yj)}m can be denoted as the training

set, and the quantity m € N as the sample size.j '

Despite it can seem quite prohibitive to obtain them, supervised datasets are
available for many inverse problems of interest. On the one hand, if the forward
model F' is physically reliable and a numerical simulator is available, such a dataset
can be generated synthetically, by crafting some ground truths, applying F', and
corrupting the results with artificial noise. Consider, for example, an imaging inverse
problem such as Computed Tomography (CT): one might obtain a collection of
images x; by generating realistic shapes or relying on high-fidelity reconstructions,
even from different imaging modalities, applying the forward operator (which is well-
known, according to the geometry of the device used for CT scans), and corrupting
the obtained measurements with a suitable error model. Moreover, thanks to the
great interest of several research teams in the task of supervised learning for inverse
problems, some extremely useful training samples of real data have been generated
and publicly released, such as [55] and [50] for CT reconstruction.

Unsupervised learning

This denomination is often reserved for techniques that rely on datasets of the form

{y} wy iido o~ py

(being py the marginal distribution of y derived from p in (2)), thus consisting
of non-matched measurements, or outputs of the forward model. We nevertheless

classify as unsupervised techniques also the ones that employ datasets of the form
m .o
{Ij}jzl; xj i.d. ~ pg, (5)

thus also avoiding the use of labelled data. In particular, this second type of sample,
although it does not carry information on the forward model F', can still successfully

be employed to extract prior information on the ground truth x.
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Unsupervised datasets of signals y; are available for most inverse problems, by
simply repeating the measurements of the forward models for multiple unknowns.
Unsupervised datasets of ground truths can either be synthetically generated, either
derived from suitably crafted datasets as [50], or even obtained via high-fidelity
reconstruction methods, applied on oversampled data (when available). Notice
moreover that an unsupervised dataset of ground truths is independent of the
considered inverse problem, and can be shared from one to another (e.g. MRI
reconstructions of lung images can also be employed for CT or EIT).

Although some of the techniques reported in Section 4 are unsupervised, the

theoretical results of Section 6 are specific to supervised learning methods.

3.2 Loss, expected loss and empirical risk

The final clarification required by the expression (3) is the metric in which the

approximation of z by R(y) is measured. Let us first introduce the loss function
X XY x MY, X) =R, st Lz,y;R) = UR(y),z), (6)

being 7 a function from X x X to the set of nonnegative real numbers, and M(Y, X)
the space of measurable functions from Y to X. As a main example, consider the
quadratic loss:
i) = L e . | 2

(@.0)=gllz—2lx; e,y R) = SlIR(Y) -zl (7)
For a fixed estimator R, since z and y are random variables, the loss £(z,y; R)
is a real-valued random variable. This motivates the introduction of aggregate
information to quantify the quality of the reconstruction R(x): in particular, the
expectation

L(R) = E(z y)~pl(2, y; R)] (8)

is defined as the ezpected loss. In the case of the quadratic loss (7), L is also known
as the Mean Squared Error (MSE) of the estimator R. As it will be formalized in
Section 5, the best estimator is the one that minimizes L(R) among all possible
choices of R.

Clearly, evaluating L(R) requires knowing the joint distribution p, which is
only partially available according to (3): this would lead to a minimization problem
in which the cost functional is not fully computable. In the context of supervised
learning, though, a proxy of L is available, obtained by simply replacing the
expected value with a sample average. The quantity

m

L(R) = =3 b5 ) ©)

j=1
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can be referred to as empirical risk. Notice carefully that the empirical risk should
not be seen as a deterministic quantity (as if the sample (4) was a fized realization
of the variables x and y), but rather as a random variable itself, depending on
the identically distributed random variables z; and y;. The i.i.d. assumption in
(4) immediately implies that E[L(R)] = L(R): by the law of large numbers, we
moreover expect that L(R) converges to L(R) as m grows, although quantitative
concentration estimates are derived in Section 6 under additional assumptions on
the random variable ¢(z, y; R).

The theoretical analysis performed in this chapter only focuses on the expected
loss and empirical risk minimization. One remarkable alternative, which is not
discussed here, is represented by adversarial learning. In such a context, the metric
L is replaced by another functional, which allows the trained estimator to act as
a critic, distinguishing a desirable probability distribution from another one. For
a deep analysis of adversarial learning in inverse problems, and connections to

optimal transport and manifold learning, the reader is referred to [59].

3.3 Parametric estimation and implicit bias

As noted in Section 2.2, a learned reconstruction operator R as in (3) can be
interpreted as a point estimator of the random variable z in terms of y. The
minimal requirement on R is that it is a measurable function from Y to X, so that
R(y) is a random variable on X. The Bayes estimator is defined by optimizing the

expected loss among all the measurable functions in M(Y, X):

R, € argmin L(R)= argmin E,[{(z,y;R)], (10)

REM(Y,X) REM(Y,X)
although in general the existence and uniqueness of such a minimizer is not
guaranteed. If £ is assumed to be the quadratic loss (7), the Bayes estimator is also
known as the Minimum Mean Square Error (MMSE) estimator, and it is easy to
show (see, e.g., [25, Proposition 1]) that it coincides with the conditional mean of

z given y:

Ro(s) = Bplel] = [ @ dpuy,
X
where p,, is the conditional distribution of x with respect to y.
For different choices of the loss £, guaranteeing the existence and uniqueness of
Ry, and providing a closed-form expression for it, can be much more problematic.
Moreover, especially when dealing with the approximation of a nonlinear operator
such as F~! in inverse problems, the operator R, might not be the ideal estimator.

Consider, in particular, a linear inverse problem: in such a case, one obtains that
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the MMSE estimator coincides with the pseudoinverse R, = FT of the forward
operator. This entails that the Bayes estimates may inherit the ill-posedness of the
inverse operator it is approximating - in particular, its instability.

To overcome such a drawback, several remedies have been proposed in statistical
inference and estimation, which can also be interpreted as a regularization of
problem (10). Several options, analogous to variational regularization, require the
introduction of an additional term in (10) promoting desired properties of R. In the
present discussion, we rather focus on techniques which restrict the space on which
L is minimized to a set H C C(Y, X) C M(Y, X), referred to as the hypothesis
class (here C(Y, X) denotes the space of the continuous operators from Y to X).
As it is evident in the case of the square loss (see again [25, Proposition 1]) for

every measurable R,

L(R) = / (R~ Ry)*dpy + L(Ry),
Y

which can be interpreted by saying that selecting an operator R different from R,
means to introduce a bias in the estimation of . The main challenge of regularized
estimation techniques is taking advantage of such a bias to successfully balance
stability and accuracy. Since, in this case, such a bias is obtained by designing
the set H on which L is minimized, it is often referred to as an implicit bias. In
particular, it is most common that the class of functions H is described utilizing a
set of parameters, collected in a vector 6 € ©:

H={Rp:Y — X s.t. 0 € ©}. (11)

In statistics, operators of the form (11) are denoted as parametric estimators: in
this scenario, the minimization on H is translated into a minimization on ©.

The rest of the discussion is mainly focused on parametric estimation: in
particular, Section 4 shows through a limited review that many learned reconstruc-
tion techniques can be interpreted in such a framework, and are associated with

different choices of (parametric) hypothesis classes.

4 An essential literature review

Describing a family of operators using parametric maps is a task of broad im-
portance, beyond the scope of learned regularization for inverse problems, and
associated with a larger class of methods than empirical risk minimization or
supervised learning. Let us now go through a list of approaches, for simplicity

in the case of a linear inverse problem y = Az + ¢ (although many of them are
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suited also for nonlinear problems), providing a fairly broad picture of the possible
strategies and their motivations. As already pointed out, the proposed review is
not exhaustive and is only intended to provide a general picture.

Most of the proposed techniques are based on neural networks, either
fully connected, convolutional (CNN), residual (RNN), or with encoder-decoder
architectures. This choice is usually motivated by the remarkable expressivity of
such parametric functions (namely, the property of approximating a large family of
operators) and their efficient numerical optimization with respect to the parameters,

usually by means of stochastic optimization and automatic differentiation.

Non-variational methods

We start the review with parametric operators which are not associated with a
minimization problem. The most straightforward paradigm relies on modeling Ry
directly as a neural network, e.g. a convolutional one (CNN), a residual one, or an
encoder-decoder structure such as a U-Net (a review of similar techniques can be
found in [84, 62, 58, 9]). It is nevertheless well-established that, especially in the
context of ill-posed inverse problems, such methods are prone to instability, and
might show artifacts and hallucinations, especially when the datum is perturbed
with adversarial noise (see [8]). An important related approach is the one of learned
post-processing:

Ry = Cyo Al

where AT: ¥ — X is the pseudo-inverse of the forward operator or a fixed model-
driven regularizer of the inverse problem. On the other hand, the map Cy: X — X
is a learned post-processing operator, trained to remove noise and artifacts, which
might appear in the reconstructions carried out by A'. Such methods can be further
classified in terms of the architecture employed for Cy (e.g., a U-Net [45] or a
framelet-based deep network [85]). More sophisticated approaches rely on a deeper
connection between learned and model-based regularization: for example, [76]
focuses on a careful treatment of the null-space of the forward operator, ensuring
convergence properties of the reconstruction; conversely, [19] combines shearlet-
based regularization with a data-driven term, according to insights coming from

microlocal analysis.

Variational methods
In this case, Ry is defined as the minimum of a parametric functional, Jy. Regardless
of the specific parametrization of Jy, this paradigm can be addressed as bilevel

optimization, since the following (nested) minimization problems are considered:

min L(Ry),  Roly) = argmin{Jo(a:1)}.
€0 zeX
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The inner problem represents the variational nature of the regularizer Ry, the
outer problem simply recalls that the optimal operator is trained to minimize a
loss function L, such as (8). A pioneering work in bilevel optimization for inverse
problems is [38].

Variational regularization techniques can be classified according to the choice
of the parametrization of Jy (as discussed below), but also in terms of the loss
which is used to train them. As expressed in Section 3.2, the interest of this study
is mainly in supervised learning with expected loss. Alternative choices of L lead,
e.g., to adversarial learning, which can be fruitfully studied in a learned variational
framework, see [59, 65].

One popular parametrization of Jy is by means of a (convolutional) neural
network Cjy, as follows:

1
To(wsy) = 5[l Az — ylly + || Co ()l

leading to the paradigm of Network Tikhonov (NETT) and its extensions and
variants (see [56, 68, 13]). Another possibility exploits the expressive power of a
neural network Gy to define the range on which the minimization problem takes

place: in a synthesis formulation, this can be seen as

1
Jo(x:y) = 5[ AGe(x) — yl3-

This scenario is referred to as generative models, which can be articulated in rather
different versions (see [72, 39, 6]). The technique in [10], which draws connections
to regularization by projection, can be interpreted in a similar framework, by
replacing the nonlinear operator Gy with a suitable learned linear projection.

For some simple choices of Jy, the minimizer Ry can be provided in explicit
form: this is the leading idea behind the search for the optimal (generalized)
Tikhonov functional ([5]), in which § = (h,B), h € X, B:  — X and

1
Jo(x) = 5[l Az —y|I%, + 1B — M)l

On a similar note (but also possibly outside of the context of variational regular-
ization), one may craft data-driven regularizers by learned filtering of the singular
values of the forward map A, again deriving explicit formulas for Ry (see [46]).
In conclusion, the bilevel formulation of learned variational regularization
shows some interesting connections to the field of meta-learning, also referred to
as learning-to-learn or lifelong learning, and connected to domain generalization
[61, 14]. In such a context, an inner minimization problem is solved to fit a specific
learning task, whereas an outer loss quantifies the quality of the learned model on

a distribution of different tasks. Although a theoretical connection to these topics
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is out of the scope of this dissertation, it is worth noticing that they often rely on
analogous techniques, such as alternating schemes or unrolling, which is discussed
in the next section [67, 87].

Methods approximating variational ones

The paradigm of learned variational regularization, or bilevel learning, is extremely
appealing from a theoretical point of view, as it combines a remarkable expressive
power with theoretical guarantees. Nevertheless, from a computational perspective,
some choices of Jy may be rather unpractical, especially when relying on first-order
methods for the outer minimization problem, which requires differentiating Ry
(the solution of the inner problem) with respect to 6. For this reason, it can be
beneficial to define Ry as an approximation of the solution of a variational problem,
and in particular, as the one produced by an iterative minimization scheme, after

a suitable number of iterations. If a total number of iterations L is fixed, one gets

Ry(y) = (Mg, o...0Ag, 0 Mg, ) (1),

where a (small) neural network Ay, is used to replace each iteration of an iterative
scheme, and the parameters 0; of each layer are collected in a global vector
0 = (01,...,0r). The resulting operator represents the outcome of L iterations of
an optimization algorithm, and it can be interpreted as a (deep) neural network,
and trained end-to-end: this motivates the name of the technique, unrolling. The
seminal idea of unrolling can be found in [35]; its application in inverse problems
has yielded striking results [2, 3] for linear and non-linear inverse problems (see
also [64] for an adversarial version). When designing an unrolling technique, it is
possible to craft the layers Ag so that they replicate some known iterative schemes,
endowed with learnable features. To name a few possibilities, this can be used to
learn the proximal operator of a data fidelity and a regularization terms as in [3],
to retrieve an optimal sparse representation of the unknown, either via a kernel and
multi-resolution-based dictionary as in [40, 51] or via sparse linear operators as in
[28] (for some classes of operator-based inverse problems), to replicate a multi-scale
iterative reconstruction as in [41], or to add a suitable correction of the forward

map as in [18].

Fixed-point methods

The original motivation of unrolling is to approximate variational methods: never-
theless, since in unrolled schemes the parameter 6; is allowed to change throughout
the iterations/layers, in most cases it is difficult to associate the resulting network
with the (approximate) minimization of a functional. An alternative technique,

which avoids similar shortcomings, is based on a different consideration: namely,
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that minimizers of functionals from X to R can often be written as fixed points of
suitable operators from X to X. For this reason, an alternative technique has been
proposed, based on the Deep Equilibrium paradigm (see [11] and its declination for

imaging problems in [34]). In this case, Ry is defined as a fixed point of a map ¢g:

Ry(y) = Fix(¢g(5v)), ie, Ro(y) =pg st. pg= po(pg;y)-

Again, the map ¢y can be modeled to resemble operators with a theoretical
motivation from a variational perspective (e.g., proximal operators), with learnable
features. In this case, one can optimize in 6 without the need for unrolling: this is
possible through implicit differentiation of the fixed point equation, which can be
effectively combined with automatic differentiation schemes. For this reason, deep
equilibrium schemes are also referred to as infinite-depth networks.

In conclusion, the so-called Plug-and-Play approach shows several connections
to these techniques, although it cannot be analyzed in the proposed framework.
In this case, the reconstructed signal is defined as the cluster point of the iterates

generated by the following scheme:
k+1 k k
p*D = Dy (p™) — pa*(ap™ — ),
which may lead to the definition of the reconstruction map as a fixed point, namely:

Ro(y) =pg st. pg=Dg(pg— pnA™(Apg —y)).

in contrast to deep equilibrium, though, here the learnable functional Dy (usually,
a neural network) is pre-trained separately as a denoiser, using an unsupervised
dataset of noisy and clean ground truths. This is motivated by the intuition that
the proposed scheme resembles a forward-backward algorithm, and Dy plays the
role of a proximal map, which can be successfully replaced by a denoiser. The
theoretical backbone of this technique is given by Tweedie’s formula, linking the
optimal denoiser with the prior distribution of the unknown x. Nevertheless, since
Plug-and-Play denoisers are not trained end-to-end to minimize the expected loss
(8), these techniques are actually out of the scope of the current analysis. The

interested reader is however referred to [81, 73, 44].

5 Learning, from the errors

This section aims to introduce and clearly formulate the theoretical goals motivating
the main results of this chapter, contained in Section 6, also connecting them with

the statistical learning literature (see, for a comparison [25] and [77, Chapter
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2]). In particular, among the many theoretical aspects associated with learned
reconstruction methods (3), this dissertation focuses on generalization estimates,
quantifying the ability of the learned operator to provide good estimates also when
tested on inputs different from its training sample. A more detailed definition of
such an error, together with the description of the components into which it is
usually split, is reported in Section 5.1, whereas Section 5.2 presents a focus on
one of these components, which is the main subject of the theoretical investigation
of this chapter. To further motivate the importance of generalization estimates,
especially in the context of learned techniques based on (deep) neural network, the

reader is referred to [86], also exploring the connections to implicit regularization.

5.1 Targets and errors in statistical learning

As already discussed in Section 3.3, the goal of data-driven methods (3) is not to
retrieve the Bayes estimator R, as in (10), but rather
R* = Ry~ 0* € argmin L() = argmin E,[¢(x, y; 0)], (12)
0cO 0O
where, with a little abuse of notation, L and ¢ are expressed as functions of 6
instead of R. The parameter 8* (or, alternatively, the operator R*) is referred to as
the optimal target in © (respectively, in H). Of course, the minimization of L can
only be performed via the full knowledge of the probability distribution p, which
may not be available in (3).
In a supervised learning scenario, the information provided by a training
set {(x;,y;j)}j=1 as in (4) can be used to approximate the expected loss via the
empirical risk L as in (9): minimizing L leads to the so-called empirical target

m
R=R 6 € arg min ﬁ(@) = arg min 1 Zé(xj,yj; 0). (13)

7
[2C] fce ™M

j=1

Remembering that ﬁ(@) is a random variable, its minimizers 6 should also be
considered as random variables, depending on the randomness of the sample (x;,;).
A useful tool to prove the measurability of minimizers of random functionals is
Aumann’s selection principle, see for example [78, Lemma A.3.18] or [78, Lemma
6.23].

The existence (and, possibly, the uniqueness) of both the empirical and the opti-
mal target can be ensured by suitably selecting the loss function ¢, the parametriza-
tion of the functionals in H by € and by the properties of ©: this task is up to
anyone who first proposes a new data-driven strategy. For the purpose of this

discussion, let us assume that a minimizer exists both for L and L (although maybe



e Learned reconstruction methods for inverse problems = 19

not unique): actually, one might do without this assumption by substituting, in
the rest of the section, the expression L(6*) by infg L(6) and the expression L(6)
by infg L(6).

Finally, when minimizing L over ©, several techniques from convex and non-
convex analysis might be employed, such as stochastic gradient descent, alternating
directions, and zero-order methods. The outcome of these algorithms may, in
general, be different from the empirical target: for this reason, let us denote it as é,
the learning outcome (associated with R = Ry).

In order to quantify the quality of the recovered estimator R, the most natural

metric is represented by the
generalization error:  L(0). (14)

The name reflects the fact that the parameter 9~7 which has been learned thanks to
the training set (4), is supposed to perform well on the whole sample space X x Y,
when (z,y) is distributed as p. This quantity is traditionally split into different
components (see [25]):
— a first part which solely depends on the optimization strategy employed to
solve (13)
optimization error:  L(6) — L(0); (15)
— asecond part showing the dependence of the empirical target from the training
sample (4)
sample error:  L(0) — L(0%); (16)

— athird part which reveals the effect of restricting the choice of R from M(Y, X)
to the hypothesis class H:

approzimation error: L(6%) — L, (17)

(here, the expression L, is used to denote L(R,), namely, the minimum value
of L among all possible measurable functions from Y to X, which is in general
not associated with a parameter in 9);

— alast term quantifying the inherent uncertainty associated with the estimation

problem, which cannot be captured by the Bayes estimator

irreducible error: L. (18)

The focus of this chapter is essentially on sample error estimates, in order to
prove its decay as m, the sample size, increases. In particular, recalling that 0 is
a random variable, we want to verify such a decay with large probability, or in

expectation. For this reason, the goal of Section 6 is the derivation of estimates of
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the form
Pa;ys)mpm ['L(é) — L") < Q] >1-n for m > m(n, o) (19)
or (expressing o = g(m,n) and integrating the tail bound) as
]E(mj’yj)"’l)m UL(é) - L(a*)u < @(m)v (20)

in accordance with the paradigm of Probably Approximately Correct (PAC) learn-
ing, see e.g. [77, Chapter 3|.

5.2 Sample error: avoiding the curse of dimensionality

It is easy to notice that sample error bounds are strictly related to concentration

estimates. Indeed, a standard way to tackle those bounds is to proceed as follows:

L(0) — L(6*) = L(0) — L(0) + L(9) — L(6*) + L(6™) — L(6"),
and since the central difference is non-positive by definition of 0,

|L(8) — L(6™)| < |L() — L(B)] + |L(6%) — L(6")| < 2 sup IL(6) = L(O)].  (21)

The last quantity can be defined as the representativeness of the training set
{(z5,y5)}j=q (see [77, Chapter 26]).

Let us fix a parameter 0: as already observed, L(6) and L(0) are, respectively,
the empirical average and the expected value of the variables £(z;,y;;6). Thus,

inequalities of the form
Pom [|L(0) = L(0)| > o] < n(o,m) (22)

are quantitative versions of the law of large numbers, and are referred to as
concentration estimates, and can be deduced under rather general assumptions
on the probability distribution of ¢(z,y;6). For example, if ¢(z,y;0) is either a
bounded random variable or a sub-Gaussian one (see Section 6 for a detailed

definition), Hoeffding’s inequality ensures that, for some positive constant K > 0,

2
n(o,m) = 2exp (f 725{2) . (23)

How to combine concentration estimates for each single parameter into a bound for

the representativeness, thus on the sample error? The simplest scenario occurs when
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the parameter space © consists of a finite number of elements, i.e., its cardinality
|©| € N. If that is the case, by the union bound,

A 4 ; 4
Py [ngg IL(6) — L(0)] < 5} >1- %Ppm (126 - Loyl > 2]

>1-— |6|17(§,m> .

If the loss is either bounded or sub-Gaussian, via (23)

2
7 @ o
P,m LO)—LO)|<=|>1-2 —s .
o s £60) - @)1 < 8] 21 2elesn (-5, )
This leads to the classical PAC learning estimate for finite classes (see, e.g. [77,
Chapter 4]):

Py ([L0) - LO) £ 21— for m > 2B, (24)
To generalize from finite to infinite parameter sets ©, more refined techniques are
required. One effective strategy is the one based on the concept of shattening and
with the tool known as Vapnik-Chervonenkis (VC) dimension, see e.g. [77, Chapter
6]. Despite the definition being rather involved, it is quite often the case that, if ©
is a subset of a vector space of dimension d, the VC-dimension of © coincides with
d. In an informal formulation (for a precise statement see, e.g. [77, Theorem 6.8]),
if the VC-dimension of © is d, it holds

d + log(1/7)
9 .

Pom[|L(0) — L(0*)| < o] >1—n form>c .

(25)
Unfortunately, those bounds deteriorate as the number of parameters grows;
when dealing with inverse problems, since the spaces X and Y are often infinite-
dimensional, it might be useful to consider a parametrization Ry by means of a
parameter 6 also living in an infinite-dimensional space (e.g., a functional space).
As it is clear, it is not possible to adapt (25) to an infinite-dimensional setup. In
Section 6 we will explore a rather general approach, based on the related concepts
of covering and complexity, which are naturally formulated for compact subsets of
(possibly infinite-dimensional) metric spaces. Convergence rates analogous to the
finite-dimensional setup (25) can be achieved employing a more advanced technique,

known as chaining.
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6 Sample error estimates for learned
reconstruction methods: main results

This section provides a rather general framework in which it is possible to prove
sample error estimates of the form (20), under rather general assumptions on
the parameters class © (including infinite-dimensional sets) and on the random
distribution of the variables X and y (including unbounded random variables). In
particular, Section 6.1 introduces the families of probability distributions which
will be the subject of the rest of the analysis; Section 6.2 shows how to obtain
convergence rates by means of covering numbers and Section 6.3, under slightly
more restrictive assumptions, provides better rates through a modern technique
known as chaining. Sample error estimates analogous to the ones in Section 6.2
(although for a more restricted class of losses) can be found in [25] and, for learned
regularization, in [5]: therefore, the discussion in the following section may help in
improving the convergence rates which are proved therein.

The techniques and results used to derive the main findings of this chapter are
drawn from [82] and [83]; for the sake of completeness, a short verification of

unproven claims and extensions of those results is provided, when needed.

6.1 Sub-Gaussian, sub-exponential, and ¢—Orlicz random
variables

As depicted in Section 5.2, the core of sample error bounds is the use of concentration
estimates. In particular, according to (21), the main goal is to control, uniformly

in 0, the term

m
N 1
|L(0) EZ :C_]7y]7 7]E[€($,y79)}) .
j=1
Let us introduce the notation:
1 m
Zpj = Uzjy;:0) —Ell(z,y;0);  Zo= Z Zg,; = L(0) — L(0);

then, the goal is to bound the empirical average Zy of the zero-mean random
variables Zj ;, i.e., to provide a quantitative version of the law of large numbers.
Notice that, whatever the choice of X,Y,© is, the random variables Zy are real-
valued.

In statistical learning, it is quite often assumed that Zy are bounded random

variables, i.e., whose support is contained within an interval. For example, in
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classification cases, the output space X is a finite set, thus a bounded loss function
{(x,y;0) = {(Rg(y),z) surely takes values in a bounded subset of R. In the case
of inverse problems, though, this is a quite restrictive assumption: despite the
ground truth variable  might be subject to state constraints (e.g., non-negativity,
box constraints,...), the random noise ¢ is usually modeled as a Gaussian random
variable, thus unbounded. As a consequence, the variable y = F(z)+¢ is unbounded,
and most likely also £(x,y; 0), therefore Zy. This motivates the need for a broader
class of random variables which could still imply the desired estimates.

In particular, we consider sub-Gaussian and sub-exponential random variables,
the most prominent examples of g—Orlicz variables. For ¢ € [1,2], let ¢q(z) =
exp(z?) — 1: it is possible to prove that

Wy, =inf{t >0: Elexp(|W|?/t1)] < 2} (26)

is a norm on the space of random variables on X, and induces a Banach space
structure, known as the ¢g—Orlicz space. The cases ¢ € {1,2} are extensively studied,
e.g., in [82, Sections 2.5, 2.7, also deducing equivalent formulations of (26). For the
sake of completeness, here is a small summary of the ones that are more relevant
for later purposes.

— Sub-Gaussian random variables (¢ = 2). By [82, Proposition 2.5.2], the claim

(W, < K is equivalent to the following bounds on the tails and moments:

P|W| > t] < 2exp(—t?/K?) Vt>0 (27)
E[W["]Y? < 1KV, (28)

being C7 > 0 an absolute constant. Condition (27) motivates the employed
denomination: the tails of sub-Gaussian random variables are bounded by the
ones of a Gaussian one. Notice that both Gaussian and bounded real-valued
random variables are sub-Gaussian, with norm equal to, respectively, their
standard deviation or the length of their support.

—  Sub-exponential random variables (¢ = 1). Also in this case, by [82, Propo-
sition 2.7.1], ||W|ly, < K can be equivalently reformulated as

PW| > t] < 2exp(—t/K) Vt>0 (29)
E[[W[P]Y/P < C1Kp. (30)

Again, (29) motivates the name: tails of sub-exponential random variables are
below the ones of an exponential one. All sub-Gaussian random variables are
sub-exponential and, moreover, the square of a sub-Gaussian random variable
is sub-exponential (see [82, Lemma 2.7.6]): for this reason, this class is of great

interest for regression problems on sub-Gaussian random variables x,y using
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the square loss (see Section 7). Moreover, if E[W] = 0, the following equivalent

condition holds on the moment-generating function of W:

E[exp(A\W)] < exp(C5K2A%) WA :|A| <

1
. 31
ks (31)
Before delving into concentration estimates for sub-Gaussian and sub-exponential
random variables, let us consider an important property of the empirical average
for those classes of random variables.

Proposition 6.1. Let W;, with j = 1,...,m, be zero-mean i.i.d. q—Orlicz, ¢ =
{1,2}, with HWijq = K. Then, their empirical average W = % Zj W; is also

q—Orlicz, and
K

T

Proof. The case of sub-Gaussian random variables is already discussed in [82,

Wiy, < (32)

Proposition 2.6.1]. For ¢ = 1, using (31) (as W; and W are zero-mean) it holds

m
E |[exp )\ZWj =

m
[ Elexpw;)]
j=1 j=1
1 1
< [ exp(C5llw]|%, A% YA st A < N
j=1 :
1
< exp(mC3K?)\?) VA st [N < ———,
VmCa K
where we used that m < ﬁ We thus deduce that [|[W1 4 ... 4+ Wy, <
vmK; the thesis then follows by the homogeneity of the norm. O

It is now possible to formulate the first assumption which will be employed for the

main results contained in the following sections:

Assumption 2. For every 6 € O, let £(z,y;0) be either a sub-Gaussian or a
sub-exponential real-valued random variable, with [|{(z,y;0)ly, < K (¢ =2 or
g = 1, respectively).

Thanks to Proposition 6.1, Assumption 2 entails that, for every 0, the excess risk

Zy is either sub-Gaussian or sub-exponential, zero-mean, and with || Zp|[,, < K

= Um’
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6.2 Sample error bounds based on covering

This section describes a strategy to bound sup | Zy| based on Assumption 2 and on
0co
two main pillars: the compactness of the set © and the stability of the operators

Ry. Let us first clearly formulate these properties.

Assumption 3. Let © be a compact subset of a metric space with respect to a

suitable metric d.

In particular, this implies that © is bounded with respect to d: let us denote by D
its diameter

D = diam(©) = sup d(6,6). (33)
0,0'c©

In sample error analysis, the parameter class © is fixed, so via rescaling one
might set D = 1. For the sake of generality, let us keep track of D, and for later
convenience let us also assume that D > 1.

Assumption 3 also entails that, for every radius r > 0, the covering numbers of ©

with respect to d are finite:
N(©O,r) = inf{#A; ACO s.t. V€O, Jac A:d(a,0) < r}. (34)

As discussed in Section 7, examples of compact parameter spaces are easily con-
structed in a finite-dimensional context (such as balls or hyper-cubes) but also
in infinite-dimensional spaces (leveraging e.g., compact embeddings of functional
spaces). Let us consider a r—covering O of ©, namely, a set of N = N (O, r)
elements as in the definition (34). Then,

VO €O, 30 €On: |Zy| <|Zp|+||Zo| — | Zg|| and d(9,6") <,

and as a consequence

sup |Zg| < sup |Zp|+  sup [1Zo] — | Zo/ |- (35)
€O 0

0 €ON 0,0":d(0,0")<r

The first term in (35) can be effectively controlled through the union bound or
more refined techniques, since it involves a finite number of elements; for the second

term, a stability argument is needed.

Assumption 4. Let {(z,y;0) be locally Holder stable with respect to 8, uniformly
in x,y, namely, 3rg > 0 such that, if d(6,6") < rq:
|0, y;0) — £z, y;0")| < d(6,6')"¢(x,y) p—ae, (36)

being o € (0,1] and £(z,y) a real-valued, positive random variable such that
El§(x, y)] < My.
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Proposition 6.2. Let © satisfy Assumption 3 and £ satisfy Assumptions 4 and 2
with ¢ = 1,2. Then, for all r < rg,

E[L(0) - L(0*)] < C—=

I log(N'(©, )Y + 2Mpr®, (37)

being C > 0 an absolute constant.

Proof. According to (21) and (35), it holds

sup 126 — 1 Zo/|
0,6":d(0,0")<r

E[L(§) — L(§™)] < 2E [ sup |Zg|:| +2E (38)

0O N

To estimate the first term we can take advantage of [83, Exercise 2.19] (for the

sub-Gaussian case, see also [82, Exercise 2.5.10]): since || Zg||y,

K
S \/m7

E[sup 1Zol| < Lo ur (V) < 0L (tog(v)) . (39)

]Sﬁ i

Regarding the second term in (38), for each 6,6’ € ©:
= [IL(6) — L(O)| - |L(6") — L(9")]]

< |L(6) — L(0') — L(0) + L(¢")|

12| — | Zo |

3

1 Z /
< -0) — .
~m |£ w]aij (x_%yj? )|+E[|€(I,y,0) Z(x,y,@)ﬂ

d(, 0 Zf m]ayj + E[¢(z, v)]

] 1

Therefore, the following bound holds uniformly in 6, 6’

m
1
sup || Zp] — |Zo/|] <7 | = &(5.95) + E(m )] |
0,0":d(0,0")<r mj:l
and by taking the expectation one immediately concludes the thesis. O

Proposition 6.2 provides a sample error bound in expectation: nevertheless, it
can be translated into a bound in probability via Markov’s inequality (although
resulting in a worse dependence from the confidence level o compared with, e.g.,
(25)), or with more advanced tools such as [83, Lemma 5.37].

Finally, the optimal choice of 7 in (37) can be made only when an analytic expression

of N(O©,r) is provided: some examples are discussed in Section 7.
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6.3 Sample error bounds based on chaining

The technique outlined in the previous section shows that sample error estimates
as (20) can be derived even for infinite-dimensional parameter classes. Nevertheless,
it is possible to achieve faster rates in m, especially by a more careful treatment
of the first term in (35). The idea of chaining dates back to the pioneering work
of Dudley [30], and has been further developed by Talagrand, e.g. in [80]. The
essential idea behind it is that term E[supg,, |Zg|], which was previously estimated
via the union bound, can also benefit from the stability assumption we introduced
on the random variables. In particular, this is possible through the introduction of
a specific iterative refinement of the covering of ©. A detailed discussion on the
chaining procedure can be found in [83, Chapter 5] and [82, Chapter 8.

To apply this technique, a slightly more restrictive request must be introduced

rather than Assumptions 2 and 4.

Assumption 5. Suppose {(x,y;6) is Holder stable with respect to 6, uniformly
in x,y. Moreover, for g € {1,2}, let

1€(2, y; 0) — £(w, y;0")llp, < Ked(6,6')". (40)

This can be summarized by saying that {¢(z,y;0) : 6 € O} is a stochastic process

with (a-Holder) ¢g—Orlicz increments.

Notice that a combination of Assumptions 2 and 4 is in general not enough to
guarantee (40), and moreover Assumption 5 requires the global Holder stability of
£ on ©, in contrast to the local requirement in Assumption 4. The following result
can be seen as an extension of [83, Theorem 5.22], adapted here for the present

discussion.

Proposition 6.3. Let O satisfy Assumption 8 and £ satisfy Assumption 5 with
q € {1,2}. Then, for allr >0,

D

E[L(é)—L(a*)}scl% / (logN(G,cl/a))l/qdc—l-CgKﬂa, (41)

re /4

being C1,C2 > 0 absolute constants, and D > 1 the diameter of ©.

Proof. Due to Assumption 5, also Zy is a random process with (a-Hélder) ¢g—Orlicz

increments, and

I([ I\
Zg — Ly < —=d(8,0)".
1Zo 9|\wq_\/ﬁ(7)
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The starting point of the proof is similar to the one of Proposition 6.3, although
we need to center the process by considering the differences of its elements. It is
easy to see, since Zy is zero-mean, that

sup |Zg| <2 sup |Zg — Zyr|.

0O €O
Moreover, if U is a r—covering set of ©, it holds (cf. the proof of [83, Proposition
5.17])

sup |Zyg — Zy| <2 sup |Zog — Zg/| + 2 max |Zg — Zy|.
0,0'cO 0,67:d(6,8")<r 6,0’€U

Hence, recalling (21), it holds

E[L(6) — L(6*)] < SE[ max |Zg — Zg/@ + 8IE{ sup | Zo — Zyr||.
0,0":d(0,0")<r
The second term on the right-hand side can be treated in the same way as in
Proposition 6.2, and (also thanks to (28) and (30)) it leads to the second term
on the right-hand side of (41). For the first term, whereas, we follow closely the
proof of [83, Proposition 5.22|, which already provides a complete proof for the
case ¢ =2, a = 1.
1
Let r, = (2) e and consider the sets U, minimal rg, —covering of U. Notice that
their cardinality N}, is bounded by N(O;ry); moreover, since U is finite, Uy, = U
whenever 7, < r: let K be such that rg < r < rg_1 (from which it follows, in
particular, that D/2K71 > r®). Consider the map projecting each parameter to
the closest element of the covering Uy:
mp: U= Ug, m(8) = argmind(8, 8);
B'€Uk
by definition of 7 and Uy, for every S € © it holds that d(3, 7, (8)) < rg. Now,
proceeding exactly as in [83, Proposition 5.22], it is easy to see that
K

Jmax |Zo — Zgr| < S |Zo — Zo| + 2];5%% Z5 — Zpy syl (42)
Let us now take the expected values: the first term on the right-hand side can
be bounded using the formula for the maxima of a finite collection of ¢g—Orlicz
random variables, (39). Indeed, by Assumption 5, Zy — Zy: is g—Orlicz with norm

bounded by %d(@, 6)*, hence by \I/(LD (where we have also used that D > 1,

so that D% < D). The cardinality of U; satisfies #U; < ./\/( ,(D/2)1/°‘): hence,
by (39),

/
E S \Zg—zg/@ C:Ff (10 N(e (D/z)l/“))1 ‘) (43)



e Learned reconstruction methods for inverse problems = 29

On the other hand, each addend in the last term of (42) can be bounded, again
via (39), using the fact that d(3,m_1(8)) < (D2~ F+h1/e;

CK D k « 1/‘1
E{gé%ﬁzﬁ Z l(ﬁ)q H = (1ogN(e,(D/2 ) )) L (44

Collecting the results in (42), (43) and (44), we get

CKZ k [ 1/q
E[Q%ggu|zgfze,|} <2—DZ2 <10gN L (D/2")Y )) . (45)

1/a
Consider now the function n(b) = (log]\f(@,bl/a)) : since N(©,b) is non-

increasing, also n is a (continuous) non-increasing function of b. For this reason,

b
n(b) < % / n(c)de, ie.,
b2
1/q  ok+l o 1/q
(log/\/(@7 (D/2k)1/°‘)> <5 / (log/\/(G7 cl/o‘)) dc
D/2k+1
and as a consequence
CK o 1/
_ , Yy 1/« g
E[arggexm\Zg Zy } Z / (log/\/(@,c )) de.  (46)
D/2k+1

Summing up the integrals in (46) allows to conclude the proof, remembering
that D/ o+l > o /4, hence the overall integration interval is contained within
(r*/4, D). O

The result in (41) holds for every r > 0 and, by taking the limit, also for r = 0,
provided that the function (log/\/(@ml/a))l/q is integrable on (0, D) - in an
improper sense, as in ¢ = 0 it shows a singularity. Notice that [83, Theorem 5.36]
already describes a chaining procedure for ¢—Orlicz processes, also deriving a
bound in probability, but only for the case r = 0 and a = 1.

7 Examples

The sample error estimates reported in Proposition 6.2 and 6.3 rely on several

assumptions: the goal of this section is to provide a general framework and concrete
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examples under which those conditions are satisfied.

Section 7.1 focuses on Assumption 3: namely, the compactness of the set of param-
eters O, providing explicit versions of the convergence rates (37) and (41). Section
7.2 is dedicated to the verification of Assumptions 2 and 4, or of Assumption 5,
both concerning the random process {{(z,y;0), 6 € ©}. Finally, two examples of
learned reconstruction strategies satisfying all the proposed assumptions are shown

in 7.3, as an informative application.

7.1 Compact classes of parameters

The simplest case of a compact set © is represented by a bounded and closed subset
of a finite-dimensional space. Without loss of generality, let us consider a closed
ball:

©={0cR?: 9] < D}. (47)

Obviously, © is compact with respect to the Euclidean distance d(6,6’) = || — ¢’|;
moreover, (see, e.g., [77, Example 27.1]),

d

2DVd

N(©,r) < ( f) . (48)
r

Let us now substitute the expression of log N in Propositions 6.2 and 6.3 to get

more specific convergence rates. To ease the notation, let us not keep track of any

constant which is independent of m and d.

Corollary 7.1. Let © satisfy (48). Then, Img > 0 such that, for m > my:

. 1/q
under Assumptions 2 and 4, E[L(9) — L(0™)] < Mdl/q; (49)
vm
under Assumption 5, E[L(§) — L(6™)] < €L (dlog(d))l/q . (50)

vm

Proof. When substituting expression (48) in (37), one gets

1/q
E[L(0) — L(0™)] < % (dlog <\/r3>> 4o

The optimal choice of » would be determined by imposing that the two terms on
the right-hand side are asymptotically equivalent as m — oo: though, an analytic
expression of r(m) would imply the use of the Lambert W function, and result in a
non-informative bound. For this reason, let us pick a (slightly) suboptimal choice:

log (%) < log(m), for which the first term imposes the rate reported in (49).
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Moving now to the second bound, substituting (48) in (41) one realizes that the
function

1/q
(10gN(9,cl/a))1/q < (dlog(d))l/q +dY10g (i) 7

is (improperly) integrable on (0, D). Thus, setting » = 0 (and disregarding the
term depending on D), we obtain the bound (50). O

Observing the rates in Corollary 7.1, one easily sees that the ones based on chaining
yield a better asymptotical rate, which also matches the results on finite-dimensional
cases obtained, e.g., via VC-dimension.

Another example of prominent importance is the following one: let X and X
be Banach spaces (with norms || - || and || - ||«, respectively) such that X C X
and the embedding ¢ : Xx — X is compact. Moreover, assume that the singular

values sg (1) of ¢ have the following polynomial decay:
sp(t) SETF s> 0. (51)

The value of s allows to quantify the compactness of the embedding of Xy in X. It
is often possible to assess conditions like (51) for functional spaces: for example, if
X = H(T%) and X, = H°'(T%) are Sobolev spaces on the d—dimensional torus
with s1 > s0, (51) is satisfied with s = 71570,

Under this assumption, one can define (for simplicity, let us set D = 1)

it is possible to show, via the tool of entropy numbers (see [24], or [5, Lemma A.8]),
that, in the metric d(0,60") = || — 0’| x,

log N (©,7) S r /e, (53)

We can now provide explicit expressions of the rates in Propositions 6.2 and 6.3
(for the sake of notation, let us not keep track of any constant which is independent

of m and s).

Corollary 7.2. Let © satisfy (53). Then, Img > 0 such that, for m > my:

. _1(1—_1
under Assumptions 2 and 4, E[L(O) — L") <m 2 (1 1*‘“‘?); (54)
under Assumption 5, if s < i, E[L(§) — L(6%)] < mféazsq; (55)
aq

under Assumption 5, if s > aiq’ E[L(0) — L(6%)] < m3. (56)
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Proof. Substituting (53) in (37), one gets

A 1 _
E[LO) - LO)] S = od 4y,
and the optimal rate is achieved via the choice r ~ m™ it asa) , which balances
the two terms in the right-hand side and yields (54). On the other hand, inserting
(53) in (41), the resulting function

1

(log N'(©, /)9 < e~

can be integrated up to 0 only if awsq > 1. If that is the case, the optimal rate
m /2 is achieved for the choice r = 0. Otherwise, for any 7 > 0,

A *\1 < Lra(lfﬁ) e
ELO) - LOI S 7% +r7,

and the optimal rate is achieved by the choice r ~ m_%o‘sq7 leading to (55). O

Some additional considerations may help interpreting the bounds proved in Corol-
lary 7.2: if the embedding ¢ is sufficiently compact, the resulting convergence rate
saturates to the optimal value m Y2 It s € (07 aiq), one may take advantage
either of the covering-based bound (54) or of the chaining-based bound (55): by

comparing the terms 1 — and a28q (which are both smaller than 1 by the

1
THasq
assumption on s), one realizes that the covering-base rate is faster only for smaller

values of s, namely for s € (O 17"‘). Notice finally that, in the case of Lipschitz

’ a2q
stable loss (o = 1), the chaining technique performs better for any value of s.

7.2 Stable and ¢—Orlicz losses

This section describes a more specific scenario in which Assumptions 2 and 4, or
Assumption 5, are satisfied. This accounts for further specifying the properties of
the loss ¢(x,y; @), hence of the random variables z,y, of the parametric operator Ry
and of the function / in (6). Let us only restrict ourselves to the case of quadratic

loss: 1
Uz, y;0) = SlIRo(y) — =%,
from which the following bounds immediately follow:
Ua,y:0) < |Ro@)lIX + el (57)

|(z,y:0)-€(x,y:6')| < %HRe(y)-Rof(y)Hx(\|Ra(y)-$llx +11Re (y)-2llx). (58)
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Then, the verification of Assumptions 4 and 5 translates into a requirement on the
operators Ry. In particular, suppose that Ry is locally Holder stable in 6, with a
constant depending on y only through ||y||y: in particular, for some 79, Lg, L'z > 0,

IRo(y) — Ror ()|l x < (Lrllylly +LR) d(0,6))* Wy, ¥0,60" :d(0,0') < ro. (59)

Notice that, if © is assumed to be compact as in Assumption 3, then a local stability
estimate as (59) also translates into a global stability one on ©, although with

larger constants Ly, L;. Assume also that Ry is sub-linear in y, uniformly in 6:
1Ro ()l x < Mgliylly + Mg Vy, Y. (60)

Let us point out that, if (59) and Assumption 3 hold true, then (60) is verified for
all @ if it holds just for a single 6y € ©.
Finally, let us assume that the random variables « and y have sub-Gaussian or

sub-exponential square norms, namely:

el |, < Koo [wli]l, <Ky a€{1,2). (61)

Since z,y are random variables taking values on (possibly infinite-dimensional)
Hilbert spaces X, Y, satisfying (61) might not be straightforward. Nevertheless, it
is verified in the following two important scenarios:

— if x and y are bounded random variables, i.e., the support of their joint
distribution p is a bounded subset of X x Y. In this case, both ||z||% and
lly|3- are bounded, real-valued random variables, thus sub-Gaussian (¢ = 2).
As already pointed out, the boundedness assumption could be natural for the
ground truth variable x, due to state constraints (e.g. non-negativity, upper
bounds), but might be restrictive for .

— if z and y are sub-Gaussian random variables on X, then (61) is satisfied with
q = 1. More precisely, let us recall that a square-integrable random variable w

on a Hilbert space W is said to be sub-Gaussian with norm K, if it satisfies
[(w, vyw |y, < Kw Vv e W;

for simplicity, and without loss of generality, let us assume that E[w] = 0.
Then, as shown e.g. in the proof of [5, Lemma A.10], ||w||w is a real-valued

sub-Gaussian random variable, with norm bounded by

Il < 5 (VT + VIZT),

where ||2 ]| is the operator norm of the covariance of w and the trace tr(Xw)
is finite since w is square-integrable. In conclusion, thanks to [82, Lemma 2.7.6],

l|lw||?, is sub-exponential and

el < el |,
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Notice moreover that, according to the forward model y = F(z) +¢ and to Assump-
tion (1), the sub-Gaussianity of y can be deduced, e.g., by the sub-Gaussianity of
z and €, provided that F' is sublinear.

The following result draws the obvious outcome of the proposed discussion.

Proposition 7.3. Let the random variables x,y satisfy (61); let Ry be a parametric
family of operators verifying (59) and (60). Then, Assumptions 2 and 4 are verified.
Moreover, if (59) holds globally in ©, also Assumption 5 is verified.

Notice that the restriction to the quadratic loss has been considered in this section
only to obtain explicit formulations of Assumptions 2, 4, and 5. It would be possible
to deal with different choices of ¢, possibly reflecting different assumptions on the
noise model and on the joint likelihood of the data: along this direction, it is worth
comparing the current analysis with [69], which considers sample error bounds for a
wide family of losses, although restricted to the case of linear models Ry(y) = 0T z.
In conclusion, the verification of (59) and (60) is the task of anyone proposing a
new learned reconstruction strategy. In short, the Holder stability of the regularized
solution with respect to the parameters (together with the compactness of the
parameter class, and with the statistical assumptions on z and ¢) is enough to
prove the generalization properties of the proposed strategy and to obtain sample

error estimates.

7.3 Two concrete examples

The stability and boundedness conditions on Ry expressed in (59) and (60) are met
by many relevant families of learned reconstruction strategies. Let us consider one

example in learned variational regularization and one in proximal-based techniques.

Learned variational regularization: Elastic-Net
For a linear inverse problem y = Ax + ¢, consider the following regularizer, inspired
by the well-known Elastic-Net functional ([88, 29]): for > 0,

1 2 2
Rafw) =g { 3142 = 31} -+ o) + el (62)
reX
being gy a family of functionals from X to R, parametrized in 6 € ©.

Proposition 7.4. Suppose that gg satisfies:
i) for all§ € ©, gg: X — R is convez, coercive and lower-semicontinuous;

i) uniform lower bound: gg(y) > 0 for all y and 0;
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ii1) go(0) < My for all 6;
w) uniform Hélder stability: |go(y) — gor (v)] < Cyllyll3-d(6,0")*.
Then, Ry in (62) is well-defined and satisfies (59) and (60).

Proof. The existence and uniqueness of Ry(y) for each y, 0 is guaranteed by the
fact that the functional to be minimized in (62) is not only lower-semicontinuous,
coercive on X and bounded from below, but also strongly convex.

Let pg = Ry(y): then, the uniform bound (60) is obtained by evaluating the
functional (62) in py and in 0:

1 2 2 1 2
5 14po = ylly + g0 (po) +1llpellx < 5llylly + 90(0);

by hypotheses ii) and 7ii) it holds ||py||% < ﬁ“y“%— + Mgy. Moreover, due to the
convexity of gg, pg verifies the following optimality conditions:

—(A"(Apg — y),p)x — npe € Ago(pe) Vp € X.

For a different 6’, let pg: = Ry (y): evaluating the optimality conditions for pg in
p = pg and optimality conditions for pys in p = py and subtracting them, one gets

nllpe — per % + 1A — pe) I3 < 96(per) — 9o (pa) + 9o (Pa) — 9o (Per)-

Finally, by hypothesis iv), we get

C
Ipo = porl% < = (llpoli% + lIpoll) (6,0
O

Examples of gy satisfying the hypotheses of Proposition 7.4 can be obtained by
means, e.g., of Input Convex Neural Networks (see [7]). Alternatively, one might

consider the following parametric functionals:

9n.8)(y) = By — B3,

for a € (0,1], where § = (h,B), h € X, B: X — X. Notice that the case a = 1,
without the need of the Elastic-net regularization (n = 0) has already been treated
in [5]: the sample error estimate in [5, Theorem 4.1], for bounded random variables,

can be compared with Corollary 7.2, setting « = 1 and q = 2.

Learned fixed-point method: stable contractive maps
Again for a linear inverse problem y = Az + ¢, consider a family of operators

defined via fixed points of the maps ¢y, suitably parametrized:

Ro(y) =pg st. pg = dg(pe;y)- (63)
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These maps occur in Deep Equilibrium techniques, and also in Plug-and-Play
schemes, although in this latter case they are not directly trained to minimize the
expected loss L(#). The formula (63) can also be linked to variational regularization,
whenever it is possible to interpret ¢y as the proximal map of a (convex) functional,
see [36]. Lipschitz stability of fixed points of contractive maps is established, e.g.,
in [4], as a corollary of Lim’s lemma ([57]). For y € Y, denote by ®(0, z) = ¢g(z;y).

Proposition 7.5. [/, Theorem 2] Suppose that:
i) ®(0,-) is Lipschitz continuous with constant 0 < L, < 1, uniformly in 6;
1) ®(-, z) is Lipschitz continuous with constant Ly, uniformly in z.
Then, the fixed point pg: pg = ®(0,pg) is a Lipschitz continuous function of 6, with

Lo
a constant i g

If the above assumptions hold uniformly in y, then also the Lipschitz continuity of
Ry(y) with respect to 0 is uniform in y, hence (59) holds with & = 1. Requirement
i), namely, the contractivity of the learned maps ¢¢(-;y) is a common feature in
Deep Equilibrium schemes (verified for different algorithms, e.g., in [34, Section 5]).
The Lipschitz stability in 6 depends, whereas, on the employed architecture in ¢y,
and it is usually verified in feed-forward neural networks with Lipschitz activation

function, since the composition of Lipschitz maps is again Lipschitz.

8 Conclusion and outlook

The core discussion of this chapter revolves around sample error estimates for
learned reconstruction methods in inverse problems. To provide a comprehensive
and fruitful approach, a general statistical learning setup has been introduced,
according to which a broad class of techniques can be interpreted. Then, two
different strategies have been employed to provide the desired bounds, and their
outcome has been discussed and further specified by means of relevant examples.

In the current formulation, the main results proposed in this chapter can be
employed by the inverse problems community to derive sample error estimates
for many existing techniques, as well as for new ones. A desired outcome of this
dissertation is, therefore, to foster the interest of the community in the direction of
generalization guarantees for data-driven methods.

Some natural, and advisable, extensions of the present work can be sketched
at several levels. First, the proposed technique for sample error estimates can be
compared to other approaches in empirical risk minimization and extended to larger

classes of random variables. Second, a similar analysis on the approximation error
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would be mandatory to have a full picture of the generalization error estimates for a
learned reconstruction technique. Finally, modifications of the original expected-loss
minimization problem should be envisaged, such as the inclusion of regularization
terms (leading to Regularized Risk Minimization) or the extension in the direction

of adversarial learning.
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