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A B S T R A C T

We advance a novel formulation of cognitive control within the active inference framework. The 
theory proposes that cognitive control amounts to optimising a precision parameter, which acts as 
a control signal and balances the contributions of deliberative and habitual components of action 
selection. To illustrate the theory, we simulate a driving scenario in which the driver follows a 
well-known route, but encounters unexpected challenges. Our simulations show that a standard 
active inference model can form adaptive habits; i.e., can pass from deliberative to habitual 
control when the context is stable, but generally fails to revert to deliberative control, when the 
context changes. To address this failure of context-sensitivity, we introduce a novel type of hi
erarchical active inference, in which a lower level is responsible for behavioural control and the 
higher (or meta-cognitive) level observes the belief updating of the lower level below and is 
responsible for cognitive control. Crucially, the meta-cognitive level can both form habits and 
suspend them, by controlling the (precision) parameter that prioritizes deliberative choices at the 
behavioural level. Furthermore, we show that several processes linked to cognitive control — 
such as surprise detection, cognitive conflict monitoring, control signal regulation and specifi
cation, the simulation of future outcomes and the assessment of the costs of control and mental 
effort — stem coherently from the free energy minimization scheme that underpins active 
inference. Finally, we discuss the putative neurobiology of cognitive control by simulating brain 
dynamics in the mesolimbic and mesocortical pathways of the dopamine system, the dorsal 
anterior cingulate cortex and the locus coeruleus.

1. Introduction

It is common wisdom that “practice makes perfect”. From a cognitive perspective, practice also entails a gradual passage from an 
effortful or controlled mode — during the performance of novel or difficult tasks — to more automatic information processing during 
the performance of familiar and simpler tasks [3,141]. For example, while a novice driver must devote significant cognitive resources 
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to each aspect of driving, an experienced driver can often drive in an effortless fashion, paying little “attention to action”.
A common explanation of this phenomenon is that the control of skilled and novel actions is associated with two fundamentally 

different types of brain processes or controllers, which are called automatic versus controlled (or intentional), habitual versus 
deliberative, procedural versus goal-directed processes, or system 1 and system 2 [6,38,76,108,150]. The same dichotomy between 
distinct action selection mechanisms, or controllers, recurs across lower level motor control processes and higher level decision making 
processes [100]. Hence, to generalize, below we use the word actions to refer to the products of these two controllers, irrespective of 
whether they are movements, decisions or mental actions.

In habitual or procedural control, the task is initiated and executed without deliberative attention and is performed automatically, 
based on associative learning, without calling on limited processing resources and without awareness [77,122,141]. This type of 
control is engaged for relatively simple or well-learned cognitive and motor tasks. Two hallmarks of habitual-procedural control are 
the fact that action initiation can be directly triggered by environmental cues and that action execution can engage a preconfigured 
behavioural plan, such as a sequence of motor acts [3,153] or action chunks [41,127,155,156]. The combination of these two factors 
ensures that tasks are generally executed faster (because actions are recalled automatically) and with little expenditure of cognitive 
resources (because the agent only needs to monitor the final outcome of the preconfigured plan, not each constituent motor act). This 
corresponds to the usual definition of a habit as a skilled action, which can be engaged with minimal processing resources [99]. 
However, these advantages come at the expense of flexibility: habitual control is only appropriate when the situation is predictable but 
can fail in novel or unforeseen circumstances [104,132].

On the other hand, deliberative or goal-directed control involves the formation of novel action plans, the online monitoring of their 
outcomes and the capability to counteract maladaptive habitual responses and predispositions. These are all considered cognitively 
demanding tasks, which is why deliberative control is associated with mental effort and the engagement of attentional resources (and 
sometimes conscious processing). Contrary to habitual control, deliberative control is flexible and permits dealing more effectively 
with complex and unforeseen circumstances, novel contingencies and volatilities [6].

Given that habitual-procedural and controlled-deliberative processes have complementary strengths and weaknesses, the crucial 
question is how they are selected and/or combined during action selection. Some proposals assume a “competition” or “arbitration” 
between two separate behavioural controllers based on their relative precision [38]. More recent proposals assume that the different 
controllers can also cooperate and be combined together, therefore providing a continuum of solutions [44,92,117,137] and perhaps 
might be arranged hierarchically [4,9,42,118].

Furthermore, there is growing appreciation of the fact that the arbitration or combination of habitual-procedural and controlled- 
deliberative processes rests on a cost-benefit computation that decides whether and to what extent to engage costly (controlled- 
deliberative) processes, by balancing pragmatic benefits of engaging such processes and their associated cognitive effort [37,43,97,
117]. An early attempt to characterize this cost-benefit computation was provided by the model of attention to action of [108]. 
Accordingly, there are two processes that operate complementarily to select and control action (although their joint operation could be 
disrupted under certain conditions). First, a contention scheduling selects amongst the possible action schemas — which in modern 
parlance could be called a policy selection mechanism — that selects among policies or action sequences [54,98,111,126,151]. Second, 
a supervisory attentional system provides control upon the selection of action schemas, by exerting some additional activation (or in
hibition) on an action schema, to bias its selection in the contention scheduling mechanisms. This second mechanism therefore 
provides some cognitive control by deploying attention, which requires cognitive effort, especially if the schema to be selected is 
unfamiliar [31,138].

A more recent, neurobiologically grounded theory of cognitive control and the deployment of cognitive effort is the expected value 
of control (EVC) of Shenhav et al. [140]. This theory proposes that the allocation of control is based on a cost-benefit evaluation of the 
payoff that one obtains by engaging a controlled process and the cost (cognitive effort) required to engage enough control to achieve 
the payoff. The theory identifies three key processes of cognitive control. Firstly, the regulation process describes the capacity of a 
control mechanism to influence lower-level information processing mechanisms. Regulation is achieved by a control signal that 
changes the parameters and functioning of lower-levels mechanisms, and which has two fundamental features: identity and intensity. 
Identity specifies which lower-level parameters are targeted or which behaviour is upweighted and which is inhibited. Conversely, 
intensity represents the strength of the signal, such as the degree to which the lower-level parameters are displaced from their default 
value. Secondly, the specification process is responsible for the decision of whether to pursue a controlled process and (in case) the 
actual selection of the most appropriate control signal, which specifies which of the possible action plans should be engaged and how 
intensely (e.g., accurately) they should be pursued. Thirdly, the monitoring process ensures that the cognitive system has the requisite 
information for signal specification, which includes information about current circumstances and whether the current behaviour is 
affording progress towards goals. An ample literature suggests that monitoring processes could consider various sources of infor
mation, such as response conflict, response delays, errors, Bayesian surprise, and negative feedback, which might indicate a need for 
cognitive control [5,15,16,83,84,88,123,140]. At the neural level, EVC theory posits that the dorsal anterior cingulate cortex (dACC) is 
involved in monitoring and specification processes and the lateral prefrontal cortex (lPFC) in regulation processes. Various other 
theories assign the dACC a role in performance monitoring, by computing prediction error signals that result from the comparison 
between expected and actual action outcomes [2,145,159].

Here, we advance a novel formulation of cognitive control that is conceptually related to previous proposals of attention to action 
[108], expected value of control [140] and performance monitoring [2], but which casts the underlying cost-benefit optimization in 
terms of Bayes optimal (active) inference and free energy minimization. We leverage a previous active inference account of cognitive 
effort as “the qualitative experience of committing to a behaviour that diverges from a priori habit” [110] and extend it in a multiagent 
hierarchical — or meta-cognitive control — setting. In this novel formulation, a hierarchically higher control (i.e., meta-cognitive) level 
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optimizes the parameters of a lower (i.e., behavioural) level, therefore providing an optimal solution to the key problem of cognitive 
control: ensuring accurate action selection at the lowest computational cost [14,45,86,118,119,146].

Besides its normative appeal, our proposal reconciles two separate streams of research that focus on reward-related [140] and 
epistemic aspects of cognitive control, such as environmental uncertainty and ambiguity [8] and Bayesian surprise [159]. As we will 
discuss, the expected free energy used in active inference for action selection considers both pragmatic (goal or reward achievement) 
and epistemic (uncertainty minimization) imperatives, hence explaining the two facets of cognitive control. Finally, casting free en
ergy minimization in terms of gradient descent allows us to simulate neuronal dynamics at several levels. Here, we focus on neuronal 
responses in the dorsal anterior cingulate cortex (dACC), the locus coeruleus, and the dopaminergic system, showing noteworthy 
correspondences with known neurophysiological aspects of cognitive control.

In what follows, we provide a brief overview of active inference. We subsequently describe three simulations of a driving task, 
which exemplify the functioning of an active inference agent without cognitive control (Simulation 1), with a simple form of cognitive 
control that only considers the specification of a control signal (Simulation 2), and a more sophisticated form of (meta-)cognitive 
control that additionally covers the decisions of engaging or not engaging deliberation and cognitive control (Simulation 3). Finally, 
we discuss how our proposal explains the rich phenomenology and neurobiology of cognitive control.

2. Brief overview of active inference

Active inference is a normative framework that describes cognitive and brain functions in terms of the overarching imperative of 
variational free energy minimization [51,111,115]. The foundational premise is that any organism is endowed with a (generative) 
model of the statistical regularities of its environment and uses this world model to infer both the causes of its sensations (perception) 
and the best course of action to achieve preferred outcomes (action planning). Both perception and planning result from the mini
mization of a functional — variational free energy — that bounds the organism’s sensory surprise or, from a statistical perspective, the 
evidence (a.k.a., marginal likelihood) for its model of the world [51]. At the computational level, free energy minimization corre
sponds to a process of approximate (variational) Bayesian inference, whereas at the neuronal level, it can be associated with the 
dynamics of neuronal populations that encode predictions and prediction errors.

When simulating active inference, variational free energy (F) can be computed for each allowable policy or action sequence (π) and 
comprises two terms: 

F(π)
⏟̅⏞⏞̅⏟

Variational FE

= DKL [Q(s|π) ‖ P(s|π)]
⏟̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅⏞⏞̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅⏟

Complexity

− EQ(s|π)[lnP(o|s)]
⏟̅̅̅̅̅̅̅̅̅̅̅ ⏞⏞̅̅̅̅̅̅̅̅̅̅̅ ⏟

Accuracy

(1) 

In Eq. (1), the first quantity on the right-hand side is a complexity term that scores a (Kullback Leibler or KL) divergence between 
the posterior beliefs about states of an auxiliary distribution (called a variational density Q(s|π)), and the prior beliefs about (hidden or 
latent) states of the world (called a prior density P(s|π)). The second term is an accuracy, which scores the expected (logarithm of) the 
probability of observations given beliefs about unobservable states (ln P(o|s)). The auxiliary distribution Q in active inference cor
responds to the brain’s internal probabilistic beliefs about hidden states given sensory evidence. This distribution is not arbitrary but 
emerges from Bayesian updating, minimizing free energy to achieve a balance between accuracy (aligning beliefs with sensory data) 
and complexity (maintaining prior expectations). These two terms jointly ensure that the agent engages in a continuous action- 
perception, by updating its (posterior) beliefs about the states to better fit its observations and by selecting courses of actions that 
realise predictions under those posterior beliefs. This means perception and action fulfil the same (free energy minimization) 
imperative.

Active inference also treats planning — i.e. the selection of policies or action sequences (π) — as a form of inference (i.e., planning as 
inference). However, planning requires including an additional process of expected free energy minimization, which considers not only 
present and past information (as in variational free energy minimization), but also future observations, which the agent can predict by 
using its generative model to perform ‘what-if’ simulations. Planning therefore corresponds to generating possible futures (one for each 
policy π) and then scoring each policy in terms of expected free energy and selecting the policy that is expected to minimize free energy 
in the future.

This expected free energy (G) associated with each policy π considers the prior preferences of the agent (i.e., extrinsic or pragmatic 
value) and the expected information gain about states of the world (intrinsic or epistemic value). These two terms can be rearranged 
into risk and ambiguity. Risk is the (KL) divergence between anticipated outcomes given a policy (Q(o|π)) and preferred outcomes (P 
(o)). Ambiguity is the expected uncertainty (i.e., conditional entropy H) about outcomes, given the model’s likelihood P(o|s). 

G(π)
⏟̅⏞⏞̅⏟

Expected FE

= DKL [Q(o|π) ‖ P(o)]
⏟̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅ ⏞⏞̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅ ⏟

Risk

+ EQ(s|π)[H[P(o|s)]]
⏟̅̅̅̅̅̅̅̅̅̅̅̅ ⏞⏞̅̅̅̅̅̅̅̅̅̅̅̅ ⏟

Ambiguity

(2) 

These two components of expected free energy ensure that the plans adaptively balance exploitation (i.e., preference-seeking) and 
exploration (i.e., information-seeking).

In summary, in active inference, the action-perception loop and planning processes are realized via the minimization of variational 
free energy and expected free energy, respectively [111]. These computations are general, in the sense that they apply to any active 
inference agent. However, each active inference agent can be equipped with a (task-specific) generative model and can thus evince 
different behaviours. Below we introduce three active inference agents that face a driving task, one using a generative model without 
cognitive control (Simulation 1), one using a simple model of meta-cognitive control (Simulation 2), and one using a full model of 
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meta-cognitive control (Simulation 3).

3. Simulation 1: active inference in the driving task without cognitive control

3.1. Simulation scenario: the driving task

We simulate a driver whose goal is to travel safely from home to her office. The driving scenario comprises 32 trials; see Fig. 1A. At 
each trial, the agent receives a sensory cue from the environment and selects one of two possible policies: she can either drive on the 
right lane along the road or drive on the left lane. During our simulations, there is initially no danger and so the driver can safely follow 
the policy to drive on the right lane in the usual (right) lane, which becomes increasingly habitual. However, at some point the driver 
detects a danger (e.g., rockfall and stones on the right lane) and hence — to avoid a collision — the driver needs to select the alternative 
policy drive on the left lane to reach the unusual (left) lane. This task allows us to illustrate, in simple terms, the cognitive flexibility 
required in classical cognitive control tasks such as the Stroop, the Posner and the Eriksen task [95,106], and switching tasks [81,102,
125].

The driving scenario showcases two circumstances in which the trade-off between habitual and deliberative components of action 
arises: the passage from deliberative to habitual control of action in stable and safe situations (habit formation) and the opposite 
passage from habitual to deliberative control, in novel and dangerous situations (habit override). As we will see, the standard active 
inference approach gracefully handles the first case, but not, or not always, the second case.

Fig. 1. The driving scenario and the generative model for cognitive control. (A) Schematic illustration of the driving scenario, with 32 trials. (B) 
Formal specification of the generative model of the active inference agent, using the formalism of Partially Observable Markov Decision Processes 
(POMDP). The nodes represent the agent’s beliefs about states and task variables, which are encoded as discrete probability distributions. The edges 
represent the statistical relations between these variables, which are specified in the A, B, C, D and E matrices. (C) Schematic illustration of the 2 
hidden states factors and the 3 observation modalities that define the driving scenario (and that are faithfully reflected in the agent’s generative 
model). The hidden state factors comprise contexts that are not controllable by the agent, “safety” and “danger”, which correspond to the presence 
or absence of a danger (e.g., stones) on the road, and a controllable factor—so-called as the agent can decide which one to reach at each trial: “on the 
right lane” is the state that the agent reaches whenever it drives on the right lane, and “on the left lane” is the state that the agent reaches whenever 
it drives on the left lane. Finally, the controllable hidden states comprise 1 ancillary (“start”) state, which represents the starting state of the agent 
for each trial, before it makes its decision. The observations comprise 3 visual observation modalities: the first modality represents either “free right 
lane” and “stones on the right lane” which signal that the agent is in a “safety” or “danger”, respectively; the second modality represents the options 
“start”, “on the left lane” and “on the right lane” which signal that the agent is on the “start”, “on the left lane” or the “on the right lane” states, 
respectively. While observations are distinct from hidden states, here — for simplicity — we assume a one-to-one mapping between them (i.e., we 
assume that the A matrixes are identities), and represent them in a similar fashion. Of course, this leaves open the possibility for making the two 
distinct (e.g., the observation corresponding to the ‘danger’ hidden state could be the sight of stones on the road ahead). Finally, the third 
observation modality comprises 2 action outcomes, “OK” (positive outcome) and “KO” (negative outcome), which depend on the specific combi
nation of context and controllable states. The agent observes "OK" in two cases: when the context is “safety” and the agent is “on the right lane” and 
when the context is “danger” and the agent is “on the left lane”. Rather, the agent observes "KO" in the two alternative cases: when the context is 
“safety” and the agent is “on the left lane” and when the context is “danger” and the agent is “on the right lane”. This reflects the fact that when there 
is no danger, it is better to drive on the right lane, whereas in the presence of danger, it is better to drive on the left lane. See the main text for details.
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3.2. Generative model for the driving task

The generative model to solve the driving task is shown in Fig. 1B. It uses the formalism of Partially Observable Markov Decision 
Processes (POMDP), with nodes S denoting hidden states (i.e., beliefs or discrete probability distributions over unobservable task 
variables, that the agent does not see directly but infers, based on observations, such as the agent’s position and the presence of 
dangers); nodes O denote observations (observable stimuli, from which the agent can infer hidden states); the node π denotes beliefs 
about the policies (or action sequences); and edges represent probabilistic relations among state variables (the letters A, B, C, D, E 
within the squares that mark the edges specify the probabilistic mappings among variables).

For simplicity, we assume that the agent’s generative model (shown in Fig. 1B) faithfully represents the “true” variables of the 
driving task and the statistical relations between them. The A matrix represents the (likelihood) mapping between states and outcomes. 
The B matrix (transition priors) encodes the probability of moving from one state to another. The C matrix encodes prior beliefs about 
observations, which in active inference reflect prior preferences. The D vector encodes the prior about the initial hidden state. The E 
vector encodes priors about policies. The G denotes expected free energy. Finally, γ (and its prior value β0) is a precision parameter 
associated with expected free energy, which plays an important role in this setting, as it represents the cognitive control signal (and 
dopaminergic activity). Note that the variational free energy F is implicit — as it underwrites state estimation during inference — in 
contrast to expected free energy G that underwrites action selection explicitly. See Table 1 for a more detailed description of the model 
variables.

As shown in Fig. 1, the generative model comprises 2 hidden state factors (S) and 3 observation modalities (O). The hidden state 
factors comprise contexts that are not controllable by the agent, safety and danger, which correspond to the presence or absence of a 
danger (e.g., stones) on the road, and a controllable factor—so-called as the agent can decide which state to transition to, at each trial: 
on the right lane is the state that the agent reaches whenever it drives on the right lane, and on the left lane is the state that the agent 
reaches whenever it drives on the left lane. Finally, the controllable hidden states comprise 1 ancillary (start) state, which represents 
the starting state of the agent for each trial, before it makes its decision. The observations comprise 3 visual observation modalities: the 
first modality represents either free right lane and stones on the right lane which signal that the agent is in safety or danger, respectively; 
the second modality represents the options start, on the left lane and on the right lane which signal that the agent is on the start, on the left 
lane or the on the right lane states, respectively. Finally, the third observation modality comprises 2 action outcomes, OK (positive 
outcome) and KO (negative outcome), which depend on the specific combination of context and controllable states. The agent observes 
OK in two cases: when the context is safety and the agent is on the right lane and when the context is danger and the agent is on the left 
lane. Rather, the agent observes KO in the two alternative cases: when the context is safety and the agent is on the left lane and when the 
context is danger and the agent is on the right lane. This reflects the fact that when there is no danger, it is better to drive in the usual 
(right) lane, whereas in the presence of danger (e.g., stones) on the right lane, it is better to reach the unusual (left) lane. More formally, 
this means that the agent has a prior preference for OK over KO observations in the C matrix.

Finally, for simplicity, the generative model only comprises two policies π, drive on the right lane and drive on the left lane, both 
comprising a single action (as opposed to a sequence of actions as common in active inference). For this reason, we will use the terms 
policy and action interchangeably.

Each trial is subdivided into two timesteps. At the first timestep, the driver starts from the start state and from a context (danger or 
safety) that it needs to infer, based on the observation observations (stones on the right lane or free right lane) she receives. At this first 
timestep, the driver selects one of its two policies (drive on the right lane and drive on the left lane) and makes a transition to one of the 
two controllable states (on the right lane or on the left lane). At the second timestep, the driver receives sensory observations (on the right 
lane or on the left lane; OK or KO), which depend on her current context and controllable state. Then, a new trial begins. Policy selection 
is described below. One can think of this as a process of repeatedly deciding, at regular intervals, to stay (or switch) on the right or 
deciding to switch (or stay) on the left.

3.3. Policy selection in the driving task

At each trial, the decision between the two policies drive on the right lane and drive on the left lane depends on the deliberative 

Table 1 
Illustration of the symbols used in the generative model.

Symbol Mathematical 
formulation

π0: prior beliefs about policies π0 = σ(γG + lnE)
G: Expected free energy (used to score policies during planning). Gπ ∝ -ln P(π|C)
A: likelihood matrix that encodes the statistical relations between hidden states and outcomes. P(ot | st)
B: transition matrix that encodes the statistical relations between subsequent states. P(st+1 | st, π)
C: matrix encoding prior preferences over observations (note that observations with higher probabilities are more desired, e.g., the OK 

outcome).
P(ot|C)

D: vector encoding the prior belief about initial hidden states. P(s0|D)
E and e: vector encoding the prior belief about initial policies (before planning). e is the Dirichlet parameter used for learning. P(π)
β and γ: initial value of precision and precision parameter that determines the relative contributions of habitual (E) and deliberative (G) 

components of control.
β= 1/γ
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components of action (G), the habitual components of action (E), and the balance between these two components determined by γ.
The deliberative component of action (G) corresponds to the online scoring of the quality of the two policies, drive on the right lane 

and drive on the left lane, via their expected free energy. As illustrated in Eq. (2), the expected free energy (G) considers how well the 
two policies realize preferred outcomes (encoded as prior probabilities over outcomes, C) and how much they resolve uncertainty 
about hidden states.

In contrast, the habitual component of action (E) corresponds to a prior over policies. This prior is learned over time, by accu
mulating the statistics of policy occurrences, via the underlying Dirichlet parameters e. In other words, the agent sees herself behaving 
in a particular way and accrues habitual priors as time proceeds. Crucially, at the beginning of our simulations, the prior E biases the 
agent towards the most frequent policy to drive on the right lane.

The γ parameter is the precision estimate of beliefs about expected free energy (G). It represents the confidence placed in the 
deliberative (G) component of action selection and determines its weighting during action selection: the higher the precision γ of G, the 
greater the weight of deliberative control over habitual control (E).

The relative contributions of these components are transformed into a (prior) probability distribution over policies through a 
normalized exponential (softmax) function, as illustrated in Eq. (3): 

π0 = σ(γG+ lnE) (3) 

Fig. 2. Simulation of the driving scenario using standard active inference. The simulation illustrates several key variables of cognitive control. These 
include (B) Bayesian surprise that scores the difference in beliefs about states across time: a peak can be seen when the context changes at trial 19; 
(C) the initial value of expected free energy precision 1/β0 which increases when the observed outcome aligns with the outcome predicted by the 
deliberative control; (D) cognitive conflict, that increases at trial 19 as the policy under deliberative control diverges from the policy under habitual 
control; (E) simulated dopaminergic dynamics in the mesolimbic pathway, with positive (or negative) spikes associated with an increase (or 
decrease) of the alignment between prior expectations and observations; (F) matrices encoding the probabilities assigned by the deliberative 
controller pG(π), the habitual controller pE(π) and the combined controller weighted by precision where darker shades indicate higher probabilities. 
Notice that at the first trial, the two policies of the habitual controller pE(π) have the same probability of 0.5. However, the probability of the policy 
to “drive on the right lane” increases rapidly during the subsequent trials. This habituation process is due to the accumulation of statistics of policy 
occurrences, via the Dirichlet parameters e. See the main text for explanation.
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Evidence about the current observations is then gathered by scoring the variational free energy F = F(π). Because the free energy is 
conditioned upon policies, this effectively scores the evidence that the agent is pursuing one policy or another. This evidence is then 
included in the equation to complete a posterior over the policies: 

π = σ(γG+ lnE+ F) (4) 

Then, the precision parameter γ is optimized to minimize free energy. The requisite belief updates can be expressed in terms of a 
prediction error; namely, the difference between the prior and the posterior expectations of G. 

β0 =
1
γ

βupdated = β − β0 + (π0 − π) ∗ Gπ
⏟̅̅̅̅̅̅̅̅̅̅⏞⏞̅̅̅̅̅̅̅̅̅̅ ⏟

G error

γ =
1

βupdated

(5) 

The last γ term is then used to calculate the posterior over the policies π. From this distribution, the most probable policy is selected 
and executed (drive on the right lane or drive on the left lane) and the agent moves to one of the two controllable states (on the right lane or 
on the left lane) and observes the action outcome (OK or KO). Then, a new prior over policies π0, posterior over policies π and γ terms are 
computed, given the new observations, then a new trial commences. Importantly, the βupdated term calculated in Eq. (5) at any given trial 
t is used as the new β0 at the next trial t + 1.

The precision updates here are slightly non-standard when compared to other active inference schemes, where they would only be 
used for multistep policies that we can become progressively confident about as we pursue them. However, they can be justified simply 
by interpreting this precision as a confidence in our ability to choose a good policy, not in our specific choice of policy. In this way, this 
confidence can carry over multiple trials for which—possibly very different—inferences may be drawn about the same choice of 
actions.

As shown in Eq. (5), the optimization of γ depends on the difference between the prior and the posterior over policies, which in turn 
depends on the value of F, therefore reflecting the agent’s current belief about the state of the world. In general, the precision γ reflects 
the agent’s confidence that the selected policy reaches the preferred (OK) outcome, therefore it increases when the observation is OK 
and decreases when the observation is KO. A consequence of this updating is that after a bad outcome (KO), the precision γ decreases 
and then over time, the habitual component of action gains more prominence compared to the deliberative component, as illustrated in 
the simulation below.

3.4. Simulation 1 results

Here, we simulate the driving scenario under the generative model described above. The results of the simulation are illustrated in 
Fig. 2. During the first 18 trials, the driver selects the policy to drive on the right lane and at each trial and achieves the preferred OK 
observation (Fig. 2A). During these trials, the probabilities assigned to drive on the right lane by both the deliberative controller G and 
the habitual controller E are very high (see the dark colours, denoting high probabilities in Fig. 2F) and there is no conflict between 
them (Fig. 2D). Over time, the habitual component E becomes increasingly stronger and automatic – i.e., habitisation (Fig. 2F). It is 
worth noting that the pattern of habit formation appears quite sharp, given that (for illustrative purposes) we used strong priors and 
high learning rates. However, it is possible to consider that, in a realistic scenario, each trial could correspond to (for example) half an 
hour of driving. This would render habit formation a slow process, as observed empirically [96].

At trial 19, the driver detects a danger: the presence of stones on the right lane. By seeing the stones on the right lane observation, the 
agent correctly infers that the context changed from safety to danger. Consequently, the deliberative controller G assigns a greater 
probability to the policy to drive on the left lane. However, the habitual controller E still assigns the greatest probability to the policy to 
drive on the right lane as it is the policy that has been executed more frequently. Since the contribution of the habit is stronger (pγG(π)
< pE(π)), the selected policy is to drive on the right lane and the agent receives the KO observation. As explained below, this in turn 
lowers the precision γ (Fig. 2C), creating a vicious circle that makes behaviour even more habitual. This exemplifies a situation in 
which goal-directed behaviour cannot override strong habits, even if a correct task response has been identified.

Fig. 2B shows the Bayesian surprise registered by the agent during the driving task. Bayesian surprise scores the change in 
probabilistic beliefs about states, before and after observing outcomes. Formally, it is defined as a Kullback-Leibler (KL) divergence 
between probability distributions over hidden states, across two consecutive timesteps within the same trial: 

DKL[P(st |ot) ‖ P(st)] (6) 

A high Bayesian surprise typically indicates an unexpected observation and implies that the agent’s belief has to be updated 
accordingly, most likely requiring belief updating and a different course of action [8,87,130]. Bayesian surprise has been associated 
with the activity of neuromodulatory systems that control plasticity, such as the catecholaminergic locus coeruleus (LC) [67,75] and to 
high arousal at the physiological level [142]. In our simulation, the driver experiences a high Bayesian surprise after trial 18, when the 
context changes from safety to danger.

Fig. 2C shows the precision, which increases with time, as the agent becomes more confident in achieving the desired (OK) 
observation, and decreases when the current observations does not align with the expected observations (predicted OK outcome but 
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KO is observed).
Fig. 2D shows the degree of cognitive conflict of the active inference agent during the driving task. Here, the cognitive conflict 

corresponds to the KL divergence between beliefs about the policy to pursue under deliberative control and the policy to pursue under 
habitual control: 

DKL[PG(π) ‖ PE(π)] (7) 

In this formulation, when the deliberative and the habitual controllers prioritize the same policy, there is no cognitive conflict, 
whereas when they prioritize different policies, conflict can be high. In our simulation, we observe a high cognitive conflict after trial 
18, where the deliberative policy prioritizes drive on the left lane, whereas the habitual controller prioritizes drive on the right lane. Note 
that there is a strict relation between the two notions of cognitive conflict and cognitive cost. Intuitively, the habit can be seen as a 
“default policy” or an initial bias about how to act. This means that the cognitive conflict term reflects how much the deliberative 
model of an agent diverges from its initial bias, or as a complexity cost [124,158,165]. Rather, pursuing a deliberative policy that is the 
same as the habitual policy has no associated conflict, reflecting the assumption that decision-makers are intrinsically biased towards 
low-effort options [18,74,85,86].

Fig. 2E shows simulated dopaminergic activity in the mesolimbic pathway that originates in the VTA and projects to the limbic 
system, particularly the nucleus accumbens, the amygdala, and the hippocampus and which is associated with the processing of 
rewarding stimuli and the experience of pleasure. In this account, simulated dopaminergic activity is associated with positive (or 
negative) updates of the precision γ after each observation, which indexes to what extent each observation increases (or decreases) the 
agent’s confidence in the policy it is pursuing [58,89,135].

In keeping with neural implementations of active inference [54], the spikes are simulated by considering the rate of change of the 
precision at each iteration of updating (here, considering 16 iterations) at the second timestep of each trial. 

Δδ = 8 ⋅
dγ
dt

+
γ
8

(8) 

Here, Δδ represents the change in the dopaminergic signal that is modulated by the precision update. Specifically, δ denotes the 
dopaminergic signal, and dγ

dt is the derivative of the precision γ with respect to the update iterations. The phasic dopamine responses 
hence reflect the (rate of change) of policy precision, which depends on the accordance between predicted or desired outcomes and 
anticipated outcomes. In our simulation, the negative spikes after trial 18 reflect the fact that after observing the negative KO outcome, 
the value of the precision γ parameter decreases, and the agent loses confidence in the course of action to drive on the left lane.

Fig. 2F shows the probabilities assigned by the deliberative controller pG(π), the habitual controller pE(π) and the combined 
controller to the two policies of drive on the right lane (first rows) and drive on the left lane (second rows) weighted by precision, during 
the task. Darker colours indicate higher probabilities. The figure shows that the preference of the deliberative controller shifts from 
drive on the right lane to drive on the left lane when the context changes from safety to danger at trial 19; the preference of the deliberative 
controller remains fixed while that the agent develops a habit across trials. In this simulation, we assume that the habit is stronger 
(pγG(π) < pE(π)) and hence the combined controller assigns a higher probability to the policy drive on the right lane – producing a 
maladaptive choice. Note that this simulation exemplifies the case of a strong habit and the result would have been different if the habit 
were weaker, i.e., if (pγG(π) > pE(π)).

3.5. Summary of simulation 1

In sum, this simulation shows an active inference agent who correctly reinforces habits (to drive on the right lane), but cannot 
override entrenched habits when necessary. In this condition, called default override [16,17], the deliberative component (G) correctly 
recognizes that the task requires overriding a task-inappropriate response [143] but fails to do so because the habitual response is too 
strong and “wins” the competition. In other words, the agent gets stuck in a habitual mode. This is common in several situations, such 
as in motor control tasks. For example, for a pilot, driving a car is an overlearned procedural task that uses a strong habitual control. 
When a perturbation is introduced in the control task (for example, the steering direction of the wheel is inverted, such that when 
turning right, the car steers to the left), there is a strong overriding of habitual control that can lead to wrong responses even if the new 
tasks contingencies are acknowledged [73,162]. However, in most everyday contexts, individuals can override habits, even when these 
become strong, by engaging cognitive control [24,40,112,140]. In contrast, the model used in Simulation 1 would only be capable of 
overriding weak habits.

A key reason why the model used in Simulation 1 gets stuck in habits is because—following poor performance—the precision γ 
parameter decreases, reducing controlled processing. Computationally, this emerges during the optimization of γ, as described in Eq. 
(5). Because we set a strong prior over the habit E, free energy minimization entails a reduction in deliberate control. This mechanism 
could account for cases in which feedback from the environment is insufficient to devalue the habit. Empirical examples of these 
‘vicious cycle’ dynamics—where negative outcomes reinforce habitual behavioural patterns—can be found in domains such as 
emotional regulation and self-control. In humans, an automatic or habitual anxiety response to stressful situations (e.g., negative 
outcomes) can hinder deliberation, creating a self-reinforcing cycle, as seen in anxiety disorders. A similar pattern occurs in addiction, 
where failed attempts to resist the addictive behaviour often lead to relapse, reinforcing the habit further [66,69,147]. These internal 
conflicts, vicious cycles, and lapses in self-control are well explained through a Bayesian lens, as they might arise as a result of bounded 
optimality [65]. However, in several instances of cognitive control, both empirical studies [63,88] and theoretical accounts [16,140], 
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demonstrate that errors typically increase rather than decrease cognitive control. In the next simulation, we extend the model used 
here to include a meta-cognitive control mechanism that resolves the above issue, and engages cognitive control when necessary – by 
modulating the precision γ parameter adaptively.

4. Simulation 2: active inference with simple meta-cognitive control

Here, we augment the generative model of active inference shown in Fig. 1B with a circuit for (simple) meta-cognitive control level, 
see Fig. 3. This new component is called meta-cognitive control since it regulates one of the parameters of the behavioural-level 
controller discussed in Simulation 1: the precision γ parameter by setting its prior value β0, which balances habitual and delibera
tive components of action selection.

In the meta-cognitive control component, the parameter γ’ (having prior expectation 1/β0’) is akin to the parameter γ (having prior 
expectation 1/β0): it constitutes the precision estimate of beliefs about expected free energy of the goal directed controller G. This novel 
expected (indicated by bold) precision parameter γ’ plays the role of a control signal [140] and of attentional resources [31,138] and its 
main role is to prioritize deliberative components of action selection, when useful.

As shown in Simulation 1, when there is cognitive conflict, a deliberative policy is only engaged if the value of γ or G itself are 
strong enough to overcome E, i.e., if pγG(π) > pE(π). This means that it would be possible to overcome a strong habit by increasing the 
precision γ of the deliberative policy G. However, as shown in Simulation 1, the precision γ tends to decrease rather than increase when 
there is an adverse observation (KO). This is because the update of γ considers the difference between the prior π0 and posteriorπ, 
which depends on current observations (via F). This mechanism prioritizes (fast) habits in the presence of potential threats [91], but is 
inflexible.

Our proposed cognitive control model overcomes this limitation. In our proposal, cognitive control lies at a high (or meta) level of 
the brain’s control hierarchy [120] and one of its key functions is to specify a control signal that prioritizes deliberative control, when 
useful. Specifically, cognitive control increases the precision γ by engaging prospection to consider fictive future observations (i.e., OK 

Fig. 3. Generative model for active inference with simple meta-cognitive control, used in Simulation 2. The generative model comprises two levels. 
The lower level (which is the same as Fig. 1) is responsible for behavioural control and comprises habitual (E) and deliberative (G) components of 
action selection, which are balanced by the parameter γ. The higher level is responsible for one aspect of meta-cognitive control (this is why we call 
it “simple”): it specifies a control signal (γ’) that sets the prior value of the parameter γ of the lower-level behavioural control for the next trial. The 
figure therefore highlights the crucial difference between deliberation (corresponding to G updates) and cognitive control (corresponding to γ’ 
updates). See the main text for details.
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outcomes) that one might gather by pursuing the deliberative policy G. There is substantial evidence that imagining future events can 
render behaviour more deliberative, attenuating the reward discounting observed in delay discounting experiments [113] and 
reducing impulsivity [35]. In keeping with these, we assume that simulating future, positive outcomes under the deliberative policy G 
produces an optimism bias that increases the reliance in the deliberative policy. Of course, in our system, this optimism bias only 
emerges when the deliberative policy predicts that the preferred OK outcome will be observed.

The specification of a control signal corresponds to setting a new precision term, called γ’, which sets the prior β0 for the usual 
precision term γ, which in turn governs policy selection at the next trial, according to Eq. (4). Crucially, when the expected outcome 
under the deliberative policy is the preferred one (the OK outcome), the prior value of γ will be increased by the γ’ updates, hence 
prioritizing the deliberative policy.

The update equations for γ’ are: 

Fig. 4. Results of Simulation 2. Simulation of the driving scenario active inference with simple meta-cognitive control. The simulation illustrates 
several key variables of cognitive control. These include (B) Bayesian surprise that scores the difference in beliefs across time: a peak can be noticed 
when the context changes at trial 19; (C) the initial value of expected free energy precision 1/β0 which in a situation of cognitive conflict increases 
thank to cognitive control signals. Notice how now, compared to the previous simulation, β0 is determined by γ’; (D) cognitive conflict, that in
creases at trial 19 as the policy under deliberative control diverges from the policy under habitual control. After the policy “drive on the left lane” is 
selected at trial 22, conflict diminishes as the habit for “drive on the right lane” gets devalued; (E) dopaminergic spikes in the mesolimbic pathway, 
that entails a positive (or negative) spike when there is an increase (or decrease) when observations align (or misalign) with prior expectations; (F) 
dopaminergic spikes in the mesocortical pathway, generated by updating γ’ through fictive observations and are used to set the initial value of γ; (G) 
matrixes encoding the probabilities assigned by the deliberative controller pG(π), the habitual controller pE(π) and the combined controller 
weighted by precision where darker colours indicate higher probabilities.
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πʹ
0 = σ(γʹG)

πʹ = σ(Fʹ + γʹG)

βʹ
0 =

1
γʹ

βʹ
updated = βʹ − βʹ

0 + (πʹ
0 − πʹ) ∗ Gπʹ

1
γʹ = β0

(9) 

The update equations for the γ’ parameter are similar to those of Eq. (5), but with two main differences. First, the prior and the 
posterior over the policy do not contain the value of the habitual control E. Second, F’ is not the usual variational free energy F (which 
is calculated on the basis of the actual observations) but a free energy calculated on the basis of fictive observations gathered by 
engaging prospection. For example, in our scenario, at the end of every trial in which there is a danger, our driver can gather fictive OK 
observations by engaging the G component, as if it was selecting drive on the left lane. This form of prospection consists of eliciting 
fictive observations by simulating the current trial (transitioning from the start state to either on the left lane or on the right lane) without 
incorporating the habit term E in the policy computation. The cognitive control signal is then obtained by performing four rounds of 
optimization of γ’ based on these simulated outcomes. This has the effect of increasing the value of γ’ to a level that renders choice 
deliberative.

Note that while the standard method to set the precision in active inference (Eq. (5)) is retrospective (i.e., it depends upon E and F), 
the novel proposed method (Eq. (8)) is prospective and depends on future (fictive) observations expected when pursuing the delib
erative policy (i.e., it depends upon G and F’). This prospective form of γ optimization is related to the (optimistically) biased belief 
that an active inference agent will engage in policies that are free energy minimizing. To prompt action in the future, evidence about 
these present occurrences (E and F) must be ignored at the meta-cognitive control level (for the relation between agency and precision 
see [57,59]).

In summary, the cognitive control model proposed here uses a series of fictive observations, sampled from the driver’s beliefs at the 
end of one trial, to imagine what the precision would have been—in the absence of habitual beliefs—had these fictive samples been 
attained. The resulting precision is then used as a prior for the precision during the next trial (i.e., using the reciprocal of the expected 
precision under fictive observations as the beta parameter for the prior over precision for the next trial). The rationale for this is that, if 
we can be confident (i.e., have high precision) in a policy that does not include habits, then it makes sense to weight the contribution of 
this non-habitual policy by increasing our precision going forwards. Both prospective and retrospective methods are used in the 
simulations but the former method is used to set the prior value β0 of the latter.

4.1. Results of simulation 2

Here, we simulate the driving scenario using active inference with (simple) meta-cognitive control. The results of the simulation are 
illustrated in Fig. 4.

Like in Simulation 1, during the first 18 trials, there is no danger and the driver selects the policy to drive on the right lane at each trial 
(Fig. 4A), since this policy is supported by both deliberative G and habitual controllers E. At trial 19, the agent observes stones on the 
right lane, experiences a high Bayesian surprise (Fig. 4B) and correctly infers that the context changed from safety to danger. At this 
point, like in Simulation 1, the habitual controller suggests drive on the right lane, but the deliberative controller suggests drive on the left 
lane, creating a cognitive conflict (Fig. 4D).

This conflict enables cognitive control: fictive observations of the OK outcome drive the positive updating of γ’ (Fig. 4F), which in 
turn acts as the initial value of γ (1/β0) (Fig. 4C). At trial 22, this value becomes large enough to overcome the habit E and then the 
agent engages the deliberative plan (Fig. 4G), completing the task successfully.

Fig. 4E and 4F show the updating of the two precision parameters (γ and γ’) which we associate to dopaminergic activity in two 
pathways, mesolimbic and mesocortical, respectively. The updates of the precision parameter γ might be linked to mesolimbic 
dopaminergic activity, which has been implied in incentive salience and the (expected) certainty that desired outcomes will be 
achieved [10,47,135]. In our simulation, the negative spikes around trial 18 reflect the decrease of certainty of the deliberative plan 
when the unpredicted KO outcome is observed, whereas the positive spikes afterwards reflect an increase of certainty of the delib
erative plan, when the observed outcome is OK, in line with the deliberative component (Fig. 4E).

The updates of the precision parameter γ’ might be linked to dopaminergic responses in the mesocortical pathway. This pathway 
begins in the VTA and sends dopamine projections to the prefrontal cortex and plays a crucial role in cognitive control [20,30,131]. In 
our simulation, dopaminergic activity in the mesocortical pathway is elicited by the meta-cognitive control level and boosts delib
erative control (Fig. 4F). This perspective is in keeping with the idea that dopaminergic activity plays a motivational role during 
cognitive control, acting as a motivational modulator [27], producing an optimism bias for action [139], and influencing the will
ingness to engage effort [1,13,109,163].

4.2. Summary of simulation 2

In summary, Simulation 2 shows that engaging cognitive control — to increase the precision γ — is an effective strategy to 
overcome strong habits, when cognitive conflicts arise. However, this simulation only captures one aspect of cognitive control: namely, 
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the specification of a control signal to prioritize deliberative control (this is why we call it simple meta-cognitive control). This is done 
by allowing the higher (meta-cognitive) level generative model to regulate the precision parameter γ of the lower (behavioural) level 
generative model. The simulation makes two simplifying assumptions: first, cognitive control is activated automatically when 
cognitive conflict is detected, rather than emerging from the minimization of free energy under the appropriate generative model; 
second, engaging cognitive control comes at no cost and the agent can increase precision indefinitely. Therefore, the model from 
Simulation 2 is useful for explaining how cognitive control is engaged but not when or to what extent. We next introduce a more 
comprehensive meta-cognitive control model — a full meta-cognitive control model — that overcomes these limitations and offers a 
more expressive and plausible account of cognitive control.

5. Simulation 3: active inference with full meta-cognitive control

In this simulation, we implement meta-cognitive control as a free energy minimization process, using a hierarchical generative 
model that comprises both a behavioural-level model and a meta-cognitive-level model that monitors and regulates the parameters of 

Fig. 5. Generative models for active inference for meta-cognitive control, used for Simulation 3. There are two generative models here, one for 
lower-level behavioural control and one for meta-cognitive control. These are implemented as separate (but reciprocally connected) POMDPs. The 
behavioural control model is the same as in Fig. 1, except for the fact that it includes one additional state factor, which comprises the states warning 
signal and no signal and their associated observations. The meta-cognitive control generative model is a separate POMDP model, composed of its 
own A, B, C, D, and E matrices and policies and whose observations are derived from the results of inference at the level below. The meta-cognitive- 
level model operates at each trial, in correspondence of every second timestep of the behavioural-control model, and interacts reciprocally with it. 
See the main text for details.
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the behavioural-level model (Fig. 5). Conceptually, this differs from typical hierarchical models in active inference. The formulation 
here can be thought of as representing a brain in terms of two (or more) interacting ‘agents’. One of these (the behavioural-level model) 
is the same as the agent of Simulation 1. The other (the meta-cognitive-level model) is an agent who can observe the belief-updates of 
the first, using these as its data. It cannot take action to change the outside world directly but can intervene on the prior beliefs of the 
first agent. We unpack these as if they were two levels of a hierarchical model below—but it is important to note that we could not 
invert this graphical model using standard Bayesian message passing schemes in the manner of the models considered above.

The behavioural-level generative model is the same as in the previous simulations (i.e., the POMDP of Fig. 1), except for the fact 
that it comprises an additional state factor and associated observations (the presence of a warning signal or its absence, no signal). This 
state factor informs about the probability of observing stones on the right lane; see later.

The meta-cognitive-level generative model is a separate POMDP model, composed of its own A, B, C, D, and E matrices and 
policies. The meta-cognitive-level model makes decisions according to the current beliefs of the behavioural-level model by operating 
at each trial, in correspondence of every second timestep of the behavioural-level model. To consider the behavioural-level model 
beliefs, the meta-cognitive-level model treats some aspects of the behavioural-level computation as a generative process with hidden 
states to be inferred. Essentially, the meta-cognitive feature involves performing active inference where the generative processes are 
aspects of the behavioural-level generative model.

More specifically, the aspects of the behavioural-level model that constitute a generative process at the meta-cognitive-level are the 
computations of Bayesian surprise (Eq. (6)) and cognitive conflict (Eq. (7)). These two KL divergences are continuous values that are 
discretised into two discrete hidden states each. This is done by implementing the following mapping:

We make the simplifying assumption that the KL divergences lie within the range: 

[KLmin,KLmax] = [0, 5] (10) 

We divide this range into two intervals of equal lengths that will represent the discrete states. 

interval length =
KLmax − KLmin

2
(11) 

For each i th interval we calculate the centre: 

μi = KLmin + (i − 0.5) ∗ interval length (12) 

Then we use a normal distribution centred on the midpoint of each interval to transform the KL into discrete states, to model the 
probabilities of the discrete states, given the KL divergence. 

P
(

si | KL) =
1

σ
̅̅̅̅̅̅
2π

√ exp
(

−
(KL − μi)

2

2σ2

)

(13) 

By reducing the standard deviation σ, by setting a high value on prc, a precision parameter that controls how sharply the mapping 
concentrates the probability around the appropriate discrete state, the precision of the mapping increases, concentrating the proba
bilities around the interval closer to the KL value. In this setting we set prc as 5. 

σ =
interval lenght

prc
(14) 

As a result, at the meta-cognitive level, we obtain two non-controllable state factors that depend on the KL divergences at the 
behavioural level. One state factor contains the states: high cognitive conflict and low cognitive conflict. The other state factor contains the 
states: high surprise and low surprise. The observation modalities respectively entail the observations high cognitive conflict and low 
cognitive conflict and high surprise and low surprise, respectively. In this way, the behavioural-level model influences the meta-cognitive- 
level model by generating data whose causes must be inferred.

The meta-cognitive-level model also entails two state factors that are controllable. The states included are: deliberation engaged or 
deliberation not engaged; and cognitive control engaged or cognitive control not engaged and the associated outcome modalities include the 
observations: deliberation engaged or deliberation not engaged; and cognitive control engaged or cognitive control not engaged. Furthermore, 
the meta-cognitive-level model can select between three policies (all having length 1): action 1: engaging both deliberation and cognitive 
control, action 2: engaging deliberation but not cognitive control, or action 3 - neither deliberation nor cognitive control. Furthermore, it 
comprises an additional outcome modality that reports the selected policy, with an identity A matrix that maps the three policies to 
three observations called own action is 1, own action is 2, own action is 3.

The three policies at the meta-cognitive-level are selected by considering their expected free energy, which we call G’ to distinguish 
it from the expected free energy G of the lower-level policies. The prior preferences of the meta-cognitive-level model are encoded in its 
C matrix. These comprise a negative preference for the two observations: deliberation engaged and cognitive control engaged. These 
negative preferences reflect the assumption that decision-makers are biased towards low-effort options — and the fact that engaging 
deliberation and cognitive control have associated cognitive costs [18,74,85,86]. Furthermore, the C matrix of the 
meta-cognitive-level comprises a positive preference for the OK-meta observation and a negative preference for the KO-meta obser
vation. The OK-meta and KO-meta observations play a similar role as the OK and KO observations at the behavioural level model, as 
they correspond to positive and negative preferences, but they are not generated by external sensations; rather, they are generated by 
internal monitoring processes that consider whether the context (or more precisely, the meta-cognitive-level belief about the context) 
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Fig. 6. Results of Simulation 3. Simulation of the driving scenario in active inference with full meta-cognitive control. The simulation illustrates 
several key variables of meta-cognitive control. These include (B) Bayesian surprise that scores the difference in beliefs across time: a peak can be 
noticed at trial 12 when the “warning signal” is observed. This triggers the meta-cognitive-level to move to the state “deliberation engaged” and 
compute expected free-energy at the behavioural level. Furthermore, another peak of Bayesian surprise can be observed when the context changes at 
trial 19; (C) the initial value of expected free energy precision 1/β0 which in a situation of cognitive conflict increases thanks to cognitive control 
signals; (D) cognitive conflict, that increases at trial 19 as the policy under deliberative control diverges from the policy under habitual control. After 
the policy “drive on the left lane” is selected at trial 22, conflict diminishes as the habit for “drive on the right lane” gets devalued; (E) dopaminergic 
spikes in the mesolimbic pathway, that entails a positive (or negative) spike when there is an increase (or decrease) when observations align (or 
misalign) with prior expectations; (F) dopaminergic spikes in the mesocortical pathway, generated by updating γ’ through fictive observations and 
are used to set the initial value of γ. In contrast to the previous simulation, here the updates are not deployed indefinitely; (G) mental effort and 
simulated dACC activity scores the divergence of the prioritized deliberative model γG and the habit E and the cognitive costs of diverging from the 
preferred observations “deliberation not engaged” and “cognitive control not engaged”. It increases when the state “deliberation engaged” is 
selected at trial 12 and increases further at trial 19 when the state “cognitive control engaged is selected” and γG diverges from the habit E; (H) 
matrices encoding the probabilities assigned by the deliberative controller pG(π), the habitual controller pE(π) and the combined controller weighted 
by precision where darker colours indicate higher probabilities.
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afford or not afford cognitive control (see the Discussion).
OK-meta is observed in three cases: first, when the meta-cognitive-level beliefs about the context are high cognitive conflict and high 

surprise and those about the controllable states are cognitive control engaged and deliberation engaged; second, when the meta-cognitive- 
level beliefs about the context are low cognitive conflict and high surprise and those about the controllable states are cognitive control not 
engaged and deliberation engaged; and third, when the meta-cognitive-level beliefs about the context are low cognitive conflict and low 
surprise and those about the controllable states are cognitive control not engaged and deliberation not engaged. KO-meta is observed in the 
other cases. The main function of the OK-meta and KO-meta observations is prioritizing deliberation and cognitive control under the 
appropriate circumstances. For this, during policy selection, the meta-cognitive-level considers the trade-off between the preferred 
(OK-meta) observation versus the cognitive costs (or negative preferences) associated with the two observations deliberation engaged 
and cognitive control engaged. Numerically, the value of the preferred (OK-meta) observation is set to be greater than the cost of the two 
aversive observations (deliberation engaged and cognitive control engaged), to allow the meta-cognitive-level to resolve the trade-off 
effectively.

The meta-cognitive-level model influences the behavioural-level model by engaging in a Bayesian model selection process, which 
selects between three possible behavioural-level models, having different complexities. In the first model M1, the prior over the policy 

has the form π0 = σ(lnE + γG), while the prior over the precision has form P(γ|γʹ) = Γ
(

1,1γʹ

)

. This means that this model includes both 

the computation of G and the γ’ updates and hence it includes both deliberation and cognitive control. In the second model M2, the 
prior over the policy has the form π0 = σ(lnE + γG), while the prior over the precision has form P(γ) = Γ(1,β0). This means that this 
model includes the computation of G but not that of γ’ updates and hence it engages deliberation but not cognitive control. Finally, in 
the third model, M3 the policy prior has the form π0 = σ(lnE), and the prior over the precision has form P(γ) = Γ(1,β0). Therefore, this 
model does not include neither the computations of G nor the γ’ updates and hence it does not engage neither deliberation nor 
cognitive control.

The Bayesian model selection considers two elements. The former is a prior over the three behavioural-level models, which we set 
to be flat for simplicity: 

P(ModelsBehavioural level) =

[
1
3
,
1
3
,
1
3

]

(15) 

The latter is a likelihood P(OutcomesOwn Action | ModelsBehavioural level), which maps from (observations about) the actions selected by 
the meta-cognitive-level model to the three possible behavioural level models. For simplicity, here we assume an identity matrix, in 
which the probabilities of M1, M2 and M3 are set to 1 when the (observations about) the actions selected by the meta-cognitive-level 
controller are own action is 1, own action is 2, and own action is 3, respectively.

A posterior distribution over the three behavioural-level models is obtained using standard Bayesian inference, by combining the 
prior and the likelihood and the behavioural-level model having the highest probability is selected. Hence, effectively, the meta- 
cognitive-level decisions about engaging or not engaging deliberation and cognitive control are translated into the selection of 
different behavioural-level models that engage or not engage deliberation and cognitive control.

To sum up, in this scheme the behavioural and meta-cognitive levels influence each other reciprocally, as if they were two ‘agents’ 
in a multiagent setting. The meta-cognitive-level continuously infers and monitors the presence of surprise and cognitive conflict at the 
behavioural level. At the same time, the meta-cognitive-level selects the model to be used at the behavioural level, by selecting be
tween models that compute or not compute G and γ’ updates.

5.1. Results of simulation 3

At the beginning of the task, the context is safety and the driver adopts the policy to drive on the right lane, which rapidly becomes a 
habit (Fig. 6A and 6H). At this point, the deliberative component is not engaged, to save cognitive resources (Fig. 6G and 6H).

However, at trial 12 the driver encounters a surprising warning signal (Fig. 6A), which is a cue for the fact that the context could 
change from safety to danger. The warning signals elicits the selection of a policy to move to the deliberation engaged state at the meta- 
cognitive control level, which in turn engages the deliberative controller G at the behavioural level (Fig. 6H) at a slightly increased 
mental effort and dAAC activity (Fig. 6G). At trial 19, the driver observes stones on the right lane. At this point, not only the driver 
experiences high Bayesian surprise (Fig. 6B) but she also experiences a high cognitive conflict (Fig. 6D), because the habitual and the 
deliberative components suggest two different policies (Fig. 6H). The simultaneous presence of Bayesian surprise and cognitive conflict 
elicits the selection of the policy to engage both deliberation and cognitive control at the meta-cognitive-level. This, in turn, elicits a 
control signal (Fig. 6F) that prioritizes the deliberative component of action selection (Fig. 6C), determining a correct change of lane to 
avoid the danger (Fig. 6A and 6H).

Fig. 6E and 6F shows simulated dopaminergic activity in mesolimbic and mesocortical pathways, respectively, during the task. 
Mesocortical dopaminergic activity reflects the increase of the control signal γ’ over time, when the policy to engage cognitive control 
is selected at the meta-cognitive-level (Fig. 6F). Mesolimbic dopaminergic activity follows a more complex profile: at trial 19 — when 
the driver sees stones on the right lane — mesolimbic dopaminergic activity shows negative spikes, reflecting the fact that the driver 
has lost confidence (as encoded in the precision of policies γ) that her course of action will be adequate to achieve desired (OK) 
observations. However, when cognitive control is engaged, the prior of these negative peaks increases until the driver’s confidence is 
high enough to change the observed outcome from KO to OK at trial 22. These new outcomes create then positive peaks of mesolimbic 
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dopaminergic activity that boost precision further (Fig. 6E).
Fig. 6G plots the dynamics of mental effort during the task, which is necessary to exert cognitive control. In our simulation, the 

driver engages (a small amount of) mental effort when she observes the traffic sign at trial 12, in order to engage the deliberative 
controller. Later on, starting from trial 19, the driver engages (a larger amount of) mental effort, because she needs to deploy a control 
signal γ’ in order to prioritize the deliberative policy. In contrast to the previous simulation, here these updates are not deployed 
indefinitely, but influenced by the presence of conflict.

The decision about whether or not to engage cognitive control is made by the meta-cognitive-level, by balancing its benefit (in 
terms of increased probability to achieve the desired outcome OK-meta) and its cognitive costs. The overall mental effort is quantified 
as follows: 

Mental effort = DKL

⎡

⎢
⎣ pG(π|γ)

⏟̅̅̅⏞⏞̅̅̅⏟
Prioritization of deliberate control

‖ pE(π)
⏟̅̅⏞⏞̅̅⏟

Habitual prior

⎤

⎥
⎦ + DKL

[
Q
(
o3,4

⃒
⃒π
)

‖ P
(
o3,4

)]

⏟̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅⏞⏞̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅⏟
Cost of control

(16) 

and it corresponds to the sum of two terms.
The former term reflects the cost to deviate from habitual priors about policies (E) [124,158,165] and it is scored as a KL divergence 

between the prioritized deliberative model γG and the habit E, see also [110].
The cost of control reflects the fact that the driver has a prior preference for the two low-cost observations deliberation not engaged 

and cognitive control not engaged over the two high-cost observations deliberation engaged and cognitive control engaged (Fig. 5). The cost 
of control is scored as the KL divergence between the probability of obtaining these outcomes (written as o3,4) with and without 
engaging cognitive control and is linked to the risk component of the expected free energy (Eq. (2)). This cost of control decreases the 
probability to (or, in other words, renders the agent less certain that she will) engage deliberative control G and updating γ’. Note that 
while (for simplicity) we keep the costs of control fixed, in realistic settings they could accumulate with time, as an effect of fatigue [18,
64,149]. Furthermore, we sidestep other possible cognitive costs associated to task requirements, such as the necessity to engage 
prospection, to maintain in working memory a representation of the risky context, the number of γ’ updates, and others, which might 
entail further cognitive and metabolic demands. Finally, cognitive costs associated with the more complex behavioural-level models 
could also be included in the priors used for the Bayesian model selection of Eq. (14).

At the neurophysiological level, we associate mental effort to neuronal dynamics in the dorsal Anterior Cingulate Cortex (dACC). 
An influential proposal suggests that the dorsal anterior cingulate cortex (dACC) integrates information about costs and rewards, to 
compute the net value associated with the allocation of control to a given task, to determine whether and how much control should be 
invested, and ultimately, to deploy the optimized control signal ([140]; see also [5,16,21,22,62,105]). In keeping, a large body of 
evidence indicates that dACC is active in conditions that require adjustments in control intensity and that it influences brain structures 
responsible for regulation. For example, various neuroimaging studies suggest a relation between dACC activity during conflicts and 
the subsequent increment of activity in areas associated with attentional regulation [25,79,80,82,94]. Similar evidence comes from 
EEG studies, where electrophysiological indicators of dACC responses have been detected during attentional adjustments after conflict 
and errors [1,23,32,50,140,148].

The simulation presented here could be extended to cover longer periods, in which safety and threat contexts alternate. Crucially, 
the capability of the model to flexibly adapt to a novel danger depends on its state—specifically, its current cognitive conflict and 
precision levels—when the novel danger appears. If a novel danger appears during a period in which these levels are still elevated—as 
a consequence of previous danger—the model would be able to engage deliberative processes faster. Conversely, if the novel danger 
appears when the model has already established a (new or old) habit, then it would have no advantage. For simplicity, in our sim
ulations we have assumed that habits quickly re-established. This is why cognitive conflict returns almost to baseline levels shortly 
after a goal-directed action is selected (see Fig. 6D). However, one might consider that—under the assumption that an initial danger 
could be predictive of subsequent dangers—it might be adaptive to have a low learning rate for novel habits. This would maintain 
relatively high levels of cognitive control even after the first danger disappears. Alternatively, one could consider generative models 
with explicit (expected) transitions between “safe” versus “dangerous” contexts.

5.2. Summary of simulation 3

This simulation shows how full meta-cognitive control — here, derived from free energy minimization — allows a driver to 
conserve cognitive resources (by avoiding engaging the deliberative controller when unnecessary), rely on habits when no surprises 
are encountered, and to suspend them through cognitive control, when behaviour needs to be adapted to a new (risky) context. This 
model explains how, when, and to what extent an agent needs to exert cognitive control. Furthermore, this simulation illustrates the 
importance of warning signals or cues to pre-empt unexpected and aversive outcomes [60]. In cognitive control, cues provide pre
dictive information about impending changes in policy, increasing the demand for controlled processing and facilitating behavioural 
switches [81,102]. In our simulations, the cue is unable to directly influence action selection at the behavioural level, as its influence 
over decision probabilities is negligible due to the strength of the habit. Instead, the cue represents a surprising event that influences 
decisions at the meta-cognitive level, triggering the engagement of deliberate planning. This can be appreciated by noticing that in 
Fig. 6H, deliberate processing is absent before the cue is observed at trial 12. Importantly, even if the cue does not directly trigger a 
specific behaviour, it renders subsequent deliberative action selection faster. This can be appreciated by noticing that, if the cue were 
not present, deliberative processing would only become active after the stones on the right lane were observed at trial 19, requiring at 
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least one trial in the context of danger before deliberation could be engaged. Given that also the subsequent shift from habitual to 
deliberative processing — thanks to the engagement of cognitive control — takes time, the driver would be slower in changing lanes in 
the absence of a cue. This example foregrounds the prospective aspect of the cue and the fact that it influences action selection 
indirectly, by influencing the meta-cognitive decision to engage (or not engage) deliberation. At the neurophysiological level, the 
cost-benefits computation required to decide whether or not (and how much) to engage cognitive control can be associated with the 
dACC [140]. Furthermore, the deployment of a control signal can be associated with mesocortical dopaminergic activity, which in turn 
influences mesolimbic dopaminergic activity which, once predicted outcomes are observed, signals an increased confidence in one’s 
course of action.

5.3. Comparison of active inference models with and without meta-cognitive control

To more systematically test the effectiveness of meta-cognitive control, we compared the performance of the full meta-cognitive 
control model (used in Simulation 3) with that of the active inference model without cognitive control (used in Simulation 1), 
using different parameterizations. To ensure a fair comparison, we set the warning signal state—used only by the meta-cognitive 
control model—to no signal. We did not include the model used in Simulation 2, since it could be considered a special case of 
Simulation 3, in which cognitive control is triggered automatically under the appropriate conditions and the effort cost is set unre
alistically to zero. We performed three sets of 40 simulations, each varying one of the three parameters that play a crucial role in the 
cognitive control process: 

1. The learning rate of the habit, which determines how strongly the prior over the habit increases across trials. The parameter range is 
η = 1, 2, …, 40.

2. The prior on precision, which defines the initial balance between habits and deliberation at trial 1. The parameter range is β = 1.2, 
1.18, …, 0.1.

3. The precision of the preferences, which influences how strongly motivated the agent is to achieve an OK outcome. The parameter 
range is c = 0.8, 0.84, …, 2.4.

We measured performance by calculating the percentage of OK outcomes in trials where danger was present, requiring the agent to 
devalue the habit to avoid it: see Fig. 7. Fig. 7A shows the results of each of the three sets of simulations, illustrating that the full meta- 

Fig. 7. Performance comparison between the model without cognitive control and with full meta-cognitive control. Performance is measured by the 
percentage of "OK" outcomes achieved over 40 simulation iterations across various parameter ranges. The parameters varied were: the learning rate 
of the habit, which determines how strongly the prior over the habit is reinforced across trials. The parameter range is η = 1, 2, …, 40; The prior on 
precision, which defines the initial balance between habits and deliberation at trial 1. The parameter range is β = 1.2, 1.18, …, 0.1; the precision of 
the preferences, which influences how strongly motivated the agent is to achieve an "OK" outcome. The parameter range is c = 0.8, 0.84, …, 2.4. The 
table shows that the full meta-cognitive model consistently achieves a greater percentage of "OK" outcomes compared to the model without 
cognitive control. In the grid plot below, each square represents a simulation for a given parameter value, with darker tints indicating a higher 
percentage of "OK" outcomes, and therefore, better performance. See the main text for explanation.
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cognitive control outperforms the model without cognitive control. Fig. 7B shows the performance of the models using full meta- 
cognitive control and without cognitive control—for each of the 40 parameter values varied for each simulation—with darker col
ours indicating better performance. The results show that the model with full meta-cognitive control achieves a good performance in a 
large region of parameter space, with the two main exceptions being high levels of habit learning (that make behaviour inflexible) and 
low levels of precision of preferences (that make the model insensitive to outcomes). Conversely, the model without cognitive control 
is only effective in a smaller region of parameter space. In sum, these simulations show that the full meta-cognitive control model is 
more effective and robust compared to the model without cognitive control.

6. Discussion

In the cognitive sciences, we often distinguish between habitual and goal-oriented selection of behaviour. Goal-oriented behaviour 
can become habitual over time, through repeated performance of that behaviour. Under certain circumstances, acquired habits may 
turn out to be maladaptive. Cognitive control is the name given to the process of monitoring performance and conflicts between 
habitual and goal-oriented behaviours and, where necessary, suppressing maladaptive habits to rebalance towards goal-orientation. 
We presented a novel theory of cognitive control within the framework of active inference, which explains how cognitive control 
enables acting beyond default behaviours, by optimizing a cognitive control signal (at the meta-cognitive level) that in turn prioritizes 
deliberative components of control over habits (at the behavioural level). In turn, the optimization of the cognitive control signal 
requires prospection and the simulation of future positive evidence, which rends cognitive control both future oriented and effortful. 
For ease of explanation, we first introduced a simple meta-cognitive control model that only captures reduced aspects of cognitive 
control – namely, the specification of a control signal to prioritize deliberative control – and then a full meta-cognitive control scheme 
in which cognitive control stems from free energy minimization and requires effort.

Our simulations illustrate that when performing repetitive tasks, such as driving, it is possible to move from a more demanding 
(deliberative) form of control to a less demanding (habitual) form of control, and then back to deliberative control, when needed. 
While the former change from deliberative to habitual forms of control (or habit formation) emerges naturally in previous imple
mentations of active inference [53,97], the latter change from habitual to deliberative forms of control requires multiagent hierar
chical processing: a hierarchical generative model in which the higher meta-cognitive-level can monitor the beliefs and influence some 
parameters (e.g., Bayesian surprise, cognitive conflict, precision) of the lower behavioural-level. In turn, this hierarchical processing 
exemplifies the deep connections between our proposal and three prominent theories of cognitive control: attention to action [108], 
expected value of control [140] and the performance monitoring framework [2]. The first theory assumes that a (higher level) supervisory 
attentional system deploys cognitive control to bias action selection; the second theory assumes that cognitive control is based on a 
cost-benefit evaluation that balances the payoff — that one can obtain by engaging a controlled process — against its cognitive costs; 
and the third theory emphasizes the importance of monitoring prediction error signals that result from the comparison between ex
pected and actual action outcomes. Our proposal is conceptually related to the above theories, but casts the computations of cognitive 
control within the framework of active inference [101,111,137]. Our simulations illustrate the interplay of various cognitive variables 
and mechanisms that have been identified as crucial for cognitive control, such as surprise and volatility, context monitoring, con
fidence in one’s course of actions, the specification of a control signal, regulation, mental effort, cognitive conflict and the costs of 
control [16,86,88,123,140]. For example, during a driving task performed habitually, monitoring Bayesian surprise (Fig. 6B) permits 
engaging prospective processes associated with mental effort (Fig. 6G); in turn, this permits eventually detecting cognitive conflicts 
(Fig. 6D), which engage control signals (Fig. 6C) that prioritize deliberative components of action selection (Fig. 6C); hence, avoiding 
maladaptive effects of habits.

Crucially, while the above cognitive variables and mechanisms are often studied and modelled independently, they all straight
forwardly emerge under the free energy minimization scheme of active inference and reciprocally influence each other. In other words, 
in our approach, cognitive control emerges as a straightforward extension of the action-perception loop of active inference — it is just 
another thing that is optimized by minimizing free energy — and does not require heterogeneous mechanisms for optimization, as in 
previous proposals. Another advantage of our proposal is that the expected free energy functional that is minimized is richer than the 
notion of value or reward considered in expected value of control [140], as it also encompasses epistemic factors, such as the value of 
resolving environmental uncertainty and ambiguity, which are highlighted in other studies [8]. This is because the expected free 
energy functional used to select amongst policies automatically balances pragmatic (utility-maximization) and epistemic (uncer
tainty-minimization) imperatives [54].

Finally, our conceptualization of full meta-cognitive control (Simulation 3)—a process that emerges from the interaction of 
multiple agents engaging in active inference by observing one another—reconciles the roles of two key processes implied in cognitive 
control and dACC functioning; namely, monitoring Bayesian surprise and cognitive conflict. In our proposal, the monitoring of 
Bayesian surprise is always active and it is key for the decision to engage or not engage deliberation. This continuous monitoring 
ensures that even when action is under habitual control, with little “attention to action”, it is possible to detect circumstances (e.g., 
signs of danger) that make deliberation important. Rather, the monitoring of cognitive conflict is only possible when deliberation is 
engaged. This process engages cognitive control (if there is conflict) or avoid doing so, and hence save cognitive resources (if there is no 
conflict). The importance of monitoring both Bayesian surprise and cognitive conflict has been often recognized in cognitive control 
and dACC functioning and our model provides a novel perspective on how to harmonize the role of these processes within a unifying 
framework.

Our cognitive control models introduce two technical novelties compared to standard implementations of active inference; namely, 
the prospective simulation and sampling of future outcomes over multiple trials to select priors and (in the meta-cognitive control 
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model) a multiagent modelling of brain function in which one (meta-cognitive) agent can observe some aspects of another (behav
ioural) agent — namely, the computations of Bayesian surprise and cognitive conflict — and intervene upon it to covertly change its 
functioning. We argue that modelling cognitive control necessitates introducing these novelties. The prospective simulation mecha
nism reflects the assumption that cognitive control has a future-oriented aspect [114]; this assumption is shared by the expected value of 
control (EVC) model, proposing that the model simulates possible outcomes and chooses the control signal that maximizes simulated 
outcomes [62,105]. In other words, to escape learned habits, it is often necessary to imagine future events; a process that has been 
shown to increase deliberation, reduce impulsivity [35], and attenuate the discount of future rewards [113,116]. In turn, engaging in 
prospection and future simulation entails a cognitive cost, which makes cognitive control effortful, which explains why under certain 
circumstances, we succumb to maladaptive habits. The multiagent modelling reflects the assumption of “meta-cognitive” and “met
a-learning” models in cognitive science and deep learning that the highest level (or meta) model monitors the functioning of the lowest 
level model and changes its parameters over time, to optimize its functioning during cognitive tasks [12,39,49] or its learning ca
pabilities [14,144,161]. The meta-cognitive process on when to deliberate is also similar to models of optimal information sampling 
[21,22]. From a generative modelling perspective, the meta-cognitive and the behavioural generative models could be considered as 
two interacting ‘agents’ that inform, and are informed by, each other.

To motivate a metacognitive component—in our account of cognitive control—we highlight key differences between our approach 
and other formulations that do not include metacognition [101,110,137]. Previous models primarily focus on how different priors or 
environmental changes influence the balance between habitual and deliberate components of behaviour. Given a particular context 
and a set of priors, this balance is computed, and decisions emerge as a result. These models can also address the case of agents 
acquiring rigid habits, which are later devaluated—thanks to sufficiently strong environmental evidence—allowing deliberate actions 
to override them. These models operate primarily on retrospective information, drawing on sequential inferences about control 
contexts from prior observations, with cognitive effort being implicitly embedded in the minimization of free energy. Here, we model 
the case of an agent that acquired a rigid habit, but focus on what happens when environmental evidence alone is not sufficient to 
devaluate it. We argue that in the absence of sufficient environmental evidence, an endogenous (metacognitive) component is 
necessary to modify the parameters of the behavioural agent, and allow deliberate actions to override habits. In other words, in our 
model, the metacognitive component is only required when adaptations (to environmental evidence) are insufficient to override rigid 
behaviour. Furthermore, our meta-cognitive model is more anticipatory, as it incorporates future-oriented simulations to guide 
decision-making.”

The model presented in this study has several limitations that need to be addressed in future studies. First, the generative models 
are designed by hand and they only include very few states, observations, and policies. While our implementation is appropriate for 
illustrative purposes, future studies should consider the learning of richer generative models for cognitive control in realistic settings, 
which is feasible by using standard statistical learning methods of active inference [11] or approaches from robotics [33,90,121,154]. 
Another limitation regards the way we addressed the trade-offs between the costs and benefits of engaging deliberation and cognitive 
control in the meta-cognitive-level model. For simplicity, we assumed that some internal monitoring process (playing the role of 
generative process for the meta-cognitive-level model) ensures that the preferred (OK-meta) observations are generated, whenever the 
appropriate conditions for cognitive control are met; for example, when the meta-cognitive-level beliefs about the context are high 
cognitive conflict and high surprise and those about controllable states are cognitive control engaged and deliberation engaged. However, we 
did not fully specify the nature and functioning of the internal monitoring process. Furthermore, we manually set the numerical value 
of preferred (OK-meta) observations to be greater than the costs of engaging deliberation and cognitive control, in order to ensure that 
cognitive control is effectively deployed when useful. However, determining the conditions in which deploying cognitive resources 
and cognitive control is adaptive is a central concern in theories of meta-cognitive control, bounded rationality and value of control. 
For example, some theories consider that both the behavioural and the meta-cognitive levels maximize the same quantity (e.g., 
reward) whereas other consider that these are separate optimization processes [9,61,78,117,140]. Future studies might formalize the 
internal monitoring process that sets preferred (OK-meta) observations and their value as an additional mechanism — e.g., a third 
agent in our multiagent setting — that learns to recognize the most appropriate conditions in which deploying cognitive control is 
adaptive, perhaps after a maturation process during adolescence [93]. Alternatively, one might model the meta-cognitive-level as a 
Markov Decision Process (MDP), not as a Partially Observable Markov Decision Process (POMDP). In this latter case, there is no need 
for an external monitoring process, since the meta-cognitive-level is (so to say) its own generative process and the hidden states are 
interpretable directly as brain states, in contrast to most active inference models in which brain states are the beliefs about the hidden 
states. This solution would remove the need for an external monitoring process, but would imply that the meta-cognitive-level cannot 
be wrong about (for example) experiencing surprise or cognitive conflict. Furthermore, we assume that the two models can 
communicate and we implement the requisite exchange in a simple and direct manner. To facilitate information exchange, we use a 
simplified representation of neural and cognitive dynamics. In future studies, we hope to model how this exchange takes place—
specifically, how the dynamics of Bayesian surprise and cognitive conflict influence cognitive control parameters. Another limitation 
of the study is short time series and the binary way of how events unfold in our simulated environment—transitioning from a state of 
safety to a state of danger. In future studies, we aim to demonstrate the flexibility of the metacognitive agent in longer, more natu
ralistic scenarios where safety and threat evolve dynamically. Another notable limitation of this study is the lack of direct empirical 
grounding in well-established benchmarks of cognitive control research. For ease of exposition, we selected the driving scenario, which 
helped illustrate cognitive control dynamics in a practical, everyday context. Future research should strengthen the model’s empirical 
grounding—and establish its broader applicability to cognitive control research—by evaluating it against classic behavioral findings 
such as the Stroop effect, congruency sequence effects, and proportion congruency manipulations. A critical comparison would be 
between models like ours that assume prospective aspects of cognitive control, such as the prospective simulation of fictive 
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observations, with those that only assume retrospective aspects. Another critical comparison would be with alternative models that 
assign to the dACC distinct roles in (for example) computing surprise or cognitive conflict signals. These and other model comparisons 
would help validate the assumptions of the model presented here and suggest useful extensions. Another limitation concerns our 
simplified simulation of neural activity. Following standard applications of active inference, we assumed that neural populations 
encode expectations of hidden states as average firing rates [54]. For example, we simulated neural activity associated with cognitive 
effort (and the dACC) by combining components of the behavioural and metacognitive beliefs and posteriors. This allowed us to 
simulate dACC dynamics at the individual level, as a function of belief updating. However, our simplified simulations are unlikely to 
capture the full range of dACC activations across cognitive tasks, which have been variously linked to value, surprise and other 
variables, see [160] for a recent discussion. Testing the plausibility of our simulations of the dACC (and of other brain circuits) deserves 
further exploration. Finally, another limitation is the fact that we only considered binary choices between engaging or not engaging 
deliberation and cognitive control. Assuming a simple dichotomy between “automatic” and “controlled” processes might be too 
restrictive [70,107,117]. A more nuanced perspective is that there might be a continuum, along which a given process can be more or 
less automatic relative to another, often evidenced by the interference one process exerts on another. A compelling demonstration of 
this principle is the fact that extensively training participants on a novel task made them able to reverse the usual interference pattern, 
thereby illustrating the malleability of automaticity [96]. Future studies might consider more graded choices in which (for example) 
the most appropriate levels of deliberation and cognitive control are selected.

6.1. Putative neuronal underpinnings of cognitive control

The free energy minimization dynamics have straightforward correspondences with neuronal responses in various brain areas [7,
34,52,54,55,72,111]. Below, we discuss on the putative neuronal underpinnings of the proposed model that are key to cognitive 
control: the dopaminergic (DA) system, the dorsal anterior cingulate cortex (dACC), and the locus coeruleus (LC).

6.1.1. The dopaminergic system
According to the active inference framework, dopamine plays a central role in belief updating, as it encodes the meaningful in

formation content of observations [47,56,58,135] which under certain conditions reflects reward prediction error [26,36,48,133,134]. 
More specifically, dopaminergic activity is related to precision signals, which reflect the confidence that one is pursuing a course of 
action that will lead to one’s preferred observations: in line with the idea that dopamine is key into the pursuit of goals [57,68].

The hierarchical generative model illustrated in this study links the role of dopamine as a signal for goal pursuit to its role for 
cognitive effort [30]. It does this by presenting two precision signals, namely, the usual precision γ of the policies at the lower 
(behavioural) level and a novel precision term γ’ that corresponds to the control signal selected at the higher (meta-cognitive) level of 
control. The different optimizations of γ and γ’ allows us to distinguish dopaminergic activity in the mesolimbic and the mesocortical 
pathways, respectively. In keeping with previous active inference studies [47,56,58,136], we argue that the updating of the precision γ 
after gathering actual observations (via the free energy F) can be associated with the mesolimbic dopaminergic pathway. This update 
indexes of how fast the agent is becoming more (or less in case of negative updates) confident in her choices [58,89,135]. This 
mechanism reflects dopaminergic activity in the mesolimbic pathway that originates in the VTA and projects to the limbic system, 
particularly the nucleus accumbens, amygdala, and hippocampus. This pathway is associated with the processing of rewarding stimuli, 
the experience of pleasure and motivation [19]: from stimulus-rewards Pavlovian associations [152] to cognitive cost-benefit analysis 
and reinforcement learning [128,129,134,157], and putatively by promoting learning based on reward prediction errors [103].

Rather, the updating of the precision γ’ after gathering fictive observations (via the free energy F’) could be associated with the 
mesocortical dopamine pathway. This assumption reflects the fact that dopaminergic activity plays a role in modulating prefrontal 
areas from the midbrain [20,28,30,131]. Dopamine could act as motivational modulator that influences value-related computations, 
for the selection of adaptive behaviour [27,29]. It may modulate the value of decisions, promoting cognitive effort to achieve better 
outcomes [1,13,71,109,163,164]. This support the idea of cognitive control as the modulation of the optimistic biases for action: 
fictive observations are simulated to allow dopamine to increase our confidence in the fact that we will minimize free energy [46,139].

6.1.2. The dorsal anterior cingulate cortex (dACC)
In our proposal, we associated neuronal dynamics in the (dACC) to deployment of mental effort, which combines the specification 

of control signals with the estimation of costs and habits [5,16]. This proposal reflects the idea that dACC integrates information about 
costs and rewards, computes the net value associated with the allocation of control to a given task, determines how much control 
should be invested, and ultimately deploys the optimized control signal [140]. Other related proposals link dACC to two key processes 
of cognitive control: the monitoring of conflict, volatility and the probability of undesired outcomes [16]; and the specification of a 
control signal [140]. Furthermore, the dACC could be indirectly involved in a third key process of cognitive control: it could deploy 
information about conflicts to other brain areas, such as the lateral prefrontal cortex (lPFC), which are responsible for regulation. A 
large body of evidence indicates that dACC is active in conditions that require adjustments in control intensity and that it influences 
brain structures responsible for regulation. For example, various neuroimaging studies suggest a relation between dACC activity during 
conflicts and the subsequent increment of activity in areas associated with attentional regulation [25,79,80,82,94]. Similar evidence 
comes from EEG studies, where electrophysiological indicators of dACC responses have been detected during attentional adjustments 
after conflict and errors [1,23,32,50,140,148]. Finally, other proposals emphasize the involvement of the dACC in Bayesian surprise 
computations [2,159] and meta-learning [146]. While adjudicating between (or reconciling) these theories of dACC is beyond the 
scope of this paper, we note that our model generates quantitative predictions about various variables potentially associated with 
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dACC activity, such as Bayesian surprise (Fig. 6B), cognitive conflict (Fig. 6D), and mental effort (Fig. 6G), which could be directly 
compared with neural activations in cognitive control tasks.

6.1.3. The locus coeruleus (LC) and noradrenaline
The locus coeruleus (LC) in one of the main sources of noradrenaline (NA) in the brain is implied in the processing of information 

about statistical regularities, such as surprise, uncertainty, and volatility of the environment [8,130]. In our proposal, the LC could be 
responsible for calculating Bayesian surprise: the LC could deploy information about Bayesian surprise to the dACC, via cortico-LC 
connections, as this information is essential to initiate adjustments of the level of control in the dACC. For example, high levels of 
Bayesian surprise lead to changes to expected free energy G influencing the dynamics in γ. Second, a high level of Bayesian surprise 
could promote the release of noradrenaline, therefore increasing learning rate and fostering faster model updating. A complementary 
perspective is that noradrenaline promotes reward-based learning. In this perspective, there would be a hierarchy of neuromodulators: 
noradrenaline (which lies higher in the hierarchy) would promote the release of dopamine (which lies lower in the hierarchy), which in 
turn would mediate faster learning via reward prediction errors [146].

In sum, we provided possible links between the computations of the active inference scheme — and in particular, those required to 
optimize a control signal — and neuronal dynamics in the dopaminergic (DA) system, dorsal anterior cingulate cortex (dACC), and the 
locus coeruleus (LC). Our proposal suggests a coherent brain circuit that supports the various facets of cognitive control. For example, a 
putative process of “increased of attention to action” could start when conditions of high Bayesian surprise and cognitive conflict are 
detected (via interactions between LC and dACC). This, in turn, would increase learning rate (via noradrenaline) and the control signal 
(in the dACC), which would change the weight assigned to different behavioural controllers (in the lateral prefrontal hierarchy); 
possibly, prioritizing a more deliberative mode of behaviour by involving dopaminergic circuits and higher hierarchical levels. Active 
inference provides a principled framework to formalize these subprocesses parsimoniously (i.e., in terms of the optimization of a 
single, free energy functional). However, as emphasized in our discussion, the ways these processes relate to brain activity is debated; 
for example, the computation of surprise signals has been linked to both the dACC [2,159] and the LC [8,130]. Reconciling these and 
other alternative proposals is an open objective for future studies.
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[9] Bénon J, Lee D, Hopper W, Verdeil M, Pessiglione M, Vinckier F, Bouret S, Rouault M, Lebouc R, Pezzulo G, Schreiweis C, Burguière E, Daunizeau J. The online 

metacognitive control of decisions. Commun Psychol 2024;2:1–17. https://doi.org/10.1038/s44271-024-00071-y.
[10] Berridge KC. From prediction error to incentive salience: mesolimbic computation of reward motivation. Eur J Neurosci 2012;35:1124–43. https://doi.org/ 

10.1111/j.1460-9568.2012.07990.x.
[11] Binz M, Dasgupta I, Jagadish AK, Botvinick MM, Wang JX, Schulz E. Meta-learned models of cognition. Behav Brain Sci 2023:1–38.
[12] Boldt A, Blundell C, De Martino B. Confidence modulates exploration and exploitation in value-based learning. Neurosci Conscious 2019;2019:niz004.
[13] Botvinick MM, Braver T. Motivation and cognitive control: from behavior to neural mechanism. Annu Rev Psychol 2015;66:83–113. https://doi.org/10.1146/ 

annurev-psych-010814-015044.
[14] Botvinick MM, Ritter S, Wang JX, Kurth-Nelson Z, Blundell C, Hassabis D. Reinforcement learning, fast and slow. Trends Cogn Sci 2019;23:408–22. https:// 

doi.org/10.1016/j.tics.2019.02.006.

R. Proietti et al.                                                                                                                                                                                                        Physics of Life Reviews 54 (2025) 27–51 

47 

https://doi.org/10.1523/JNEUROSCI.4400-07.2008
https://doi.org/10.1038/nn.2921
https://doi.org/10.1037/0033-295X.89.4.369
https://doi.org/10.1016/j.tics.2008.02.004
https://doi.org/10.1016/j.tics.2008.02.004
https://doi.org/10.1016/S0896-6273(03)00851-1
https://doi.org/10.1016/S0028-3908(98)00033-1
https://doi.org/10.1016/j.neuron.2012.10.038
https://doi.org/10.1016/j.neuron.2012.10.038
https://doi.org/10.1038/nn1954
https://doi.org/10.1038/nn1954
https://doi.org/10.1038/s44271-024-00071-y
https://doi.org/10.1111/j.1460-9568.2012.07990.x
https://doi.org/10.1111/j.1460-9568.2012.07990.x
http://refhub.elsevier.com/S1571-0645(25)00087-9/sbref0011
http://refhub.elsevier.com/S1571-0645(25)00087-9/sbref0012
https://doi.org/10.1146/annurev-psych-010814-015044
https://doi.org/10.1146/annurev-psych-010814-015044
https://doi.org/10.1016/j.tics.2019.02.006
https://doi.org/10.1016/j.tics.2019.02.006


[15] Botvinick MM. Conflict monitoring and decision making: reconciling two perspectives on anterior cingulate function. Cogn Affect Behav Neurosci 2007;7:356.
[16] Botvinick MM, Braver TS, Barch DM, Carter CS, Cohen JD. Conflict monitoring and cognitive control. Psychol Rev 2001;108:624–52. https://doi.org/10.1037/ 

0033-295x.108.3.624.
[17] Botvinick MM, Cohen JD, Carter CS. Conflict monitoring and anterior cingulate cortex: an update. Trends Cogn Sci 2004;8:539–46. https://doi.org/10.1016/j. 

tics.2004.10.003.
[18] Botvinick MM, Huffstetler S, McGuire JT. Effort discounting in human nucleus accumbens. Cogn Affect Behav Neurosci 2009;9:16–27. https://doi.org/ 

10.3758/CABN.9.1.16.
[19] Braver TS, Krug MK, Chiew KS, Kool W, Westbrook JA, Clement NJ, Adcock RA, Barch DM, Botvinick MM, Carver CS, Cools R, Custers R, Dickinson A, 

Dweck CS, Fishbach A, Gollwitzer PM, Hess TM, Isaacowitz DM, Mather M, Murayama K, Pessoa L, Samanez-Larkin GR, Somerville LH, MOMCAI Group. 
Mechanisms of motivation-cognition interaction: challenges and opportunities. Cogn Affect Behav Neurosci 2014;14:443–72. https://doi.org/10.3758/ 
s13415-014-0300-0.

[20] Brozoski TJ, Brown RM, Rosvold HE, Goldman PS. Cognitive deficit caused by regional depletion of dopamine in prefrontal cortex of rhesus monkey. Science 
1979;205:929–31. https://doi.org/10.1126/science.112679.

[21] Callaway F, Rangel A, Griffiths TL. Fixation patterns in simple choice reflect optimal information sampling. PLoS Comput Biol 2021;17:e1008863. https://doi. 
org/10.1371/journal.pcbi.1008863.

[22] Callaway F, van Opheusden B, Gul S, Das P, Krueger PM, Griffiths TL, Lieder F. Rational use of cognitive resources in human planning. Nat Hum Behav 2022;6: 
1112–25. https://doi.org/10.1038/s41562-022-01332-8.

[23] Carter CS, Braver TS, Barch DM, Botvinick MM, Noll D, Cohen JD. Anterior cingulate cortex, error detection, and the online monitoring of performance. 
Science 1998;280:747–9. https://doi.org/10.1126/science.280.5364.747.

[24] Cavanagh JF, Eisenberg I, Guitart-Masip M, Huys Q, Frank MJ. Frontal theta overrides pavlovian learning biases. J Neurosci 2013;33:8541–8. https://doi.org/ 
10.1523/JNEUROSCI.5754-12.2013.

[25] Cavanagh JF, Frank MJ. Frontal theta as a mechanism for cognitive control. Trends Cogn Sci 2014;18:414–21. https://doi.org/10.1016/j.tics.2014.04.012.
[26] Cohen JY, Haesler S, Vong L, Lowell BB, Uchida N. Neuron-type-specific signals for reward and punishment in the ventral tegmental area. Nature 2012;482: 

85–8. https://doi.org/10.1038/nature10754.
[27] Cools R. The costs and benefits of brain dopamine for cognitive control. WIREs Cogn Sci 2016;7:317–29. https://doi.org/10.1002/wcs.1401.
[28] Cools R. Dopaminergic control of the striatum for high-level cognition. Curr Opin Neurobiol Behav Cogn Neurosci 2011;21:402–7. https://doi.org/10.1016/j. 

conb.2011.04.002.
[29] Cools R. Role of dopamine in the motivational and cognitive control of behavior. Neuroscientist 2008;14:381–95. https://doi.org/10.1177/ 

1073858408317009.
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