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Recent advances in Large Language Models (LLMs) have demonstrated their capabilities across a variety of tasks.
However, automatically extracting implicit knowledge from natural language remains a significant challenge,
as machines lack direct experience with the physical world. Given this scenario, semantic knowledge graphs
can guide LLMs to achieve more efficient and explainable results. In this paper, we apply a Logic Augmented
Generation framework that leverages the explicit representation of a text through a semantic knowledge graph
and applies it in combination with prompt heuristics to elicit implicit analogical connections. This method gener-
ates extended knowledge graph triples representing implicit meaning, enabling systems to reason on unlabeled
multimodal data regardless of the domain. We validate our work through three metaphor detection and un-
derstanding tasks across five datasets, text-based, domain-specific, and visual, as they require deep analogical
reasoning capabilities. The results show that the proposed integrated approach surpasses current baselines and
performs better than humans in understanding visual metaphors. It also provides justifications for the reasoning
processes, yet remains susceptible to shortcut cues and cross-modal interference. The error analysis discusses

issues with existing metaphor datasets and current evaluation and annotation methods.

1. Introduction

From musical improvisation to solving complex scientific problems,
much of what we know and do relies on implicit knowledge. It is
the vast, unconscious reservoir of information we acquire through ex-
perience rather than formal instruction.! As philosopher Polanyi[1]
claimed, “we know more than we can tell”. Analogical reasoning op-
erates on this implicit knowledge base by identifying experientially ac-
quired similarities between different domains. It shapes how we inter-
pret the world, draw inferences, identify conceptual links, and even sup-
ports figurative language understanding. Unlike humans, however, ma-
chines struggle with these tasks. They lack direct experience of the phys-
ical world, making the computational modeling of analogical reasoning
a significant challenge.? Analogical reasoning tasks span a spectrum of
difficulty and supervision. At the shallow end are proportional/verbal
analogies and similarity judgments, where cues can often be solved via
associative statistics; at the deep end are cross-domain transfer tasks:

* Corresponding author.
E-mail address: annasofia.lippolis@istc.cnr.it (A.S. Lippolis).
! Implicit and tacit knowledge are usually treated as synonyms; here, we adopt
this stance.
2 As shown by the emergence of dedicated conference workshops on the mat-
ter, such as the Workshop on Analogical Abstraction in Cognition, Perception,
and Language (Analogy-Angle): https://analogy-angle.github.io/

https://doi.org/10.1016/j.inffus.2026.104250

the system must (i) identify a target-source pairing, (ii) align rela-
tional structure, and (iii) abstract a shared schema. It must then (iv)
use that schema to generate inferences or explanations. These require-
ments become even more stringent when the domains are expressed
across modalities and when the mapping must be justified, not merely
guessed. In this paper, we focus on metaphor understanding as a par-
ticularly demanding and well-studied instance of this broader family.
Metaphor requires structural mapping, abstraction, and inferential pro-
jection in a single, naturally occurring phenomenon.

Metaphor is therefore the most demanding form of analogical reason-
ing and a useful capability test for it: it requires not only structural map-
ping but also the creative blending of distinct conceptual domains, of-
ten beyond what is explicitly stated [2]. Large Language Models (LLMs)
struggle with this task: current prompting methods capture surface-level
word statistics but miss the compositional and experiential grounding
needed for genuine analogy [3,4]. LLMs are trained on vast corpora that
contain fragments of implicit meaning. However, analogical knowledge
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Fig. 1. Four-layer evaluation framework for metaphor processing. Layer 1
(Section 5.6.1) tests detection, a binary decision of whether an expression is
metaphorical, using three text-based benchmark datasets in different domains
and reporting accuracy and F1. Layer 2 (8§ 5.6.2, 5.6.3) probes understand-
ing: the system must identify source and target domains; results are scored on
two datasets of different domains according to BLEURT similarity and manual
expert judgements. Layer 3 (Section 5.6.3) addresses reasoning, which requires
the model to recover the blending property that justifies the mapping, in par-
ticular, this is done on an annotated visual metaphors dataset; evaluation relies
on expert analysis. Layer 4 aggregates the preceding scores to assess general-
ization: how consistently the same architecture performs when those tasks are
posed in different linguistic domains and across text-versus-image modalities.
Experts complement this layer with an error analysis and an evaluation of the
generated graphs’ quality (Section 5.6.6).

is not explicitly encoded during training. It remains mostly as probabilis-
tic associations in the embedding space, which constrains reasoning.
LLMs’ limited grasp of relational links is a known reasoning deficit
that standard benchmarks rarely expose [5]. In fact, recent narrative-
consistency work shows that, despite stellar token-level scores, frontier
LLMs collapse under long-range coherence checks. Metaphor requires
the same variety of global relational reasoning.® Despite repeated calls
to enrich Al systems with deeper semantic and cognitive representa-
tions, current models still rely heavily on word-level correlations. As a
result, analogical reasoning-especially metaphor-remains a major open
challenge for Natural Language Processing. While our experiments fo-

3 https://github.com/kabirahuja2431/FlawedFictions
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cus on metaphor-related tasks, the goal is to develop a general mecha-
nism for eliciting and externalizing implicit cross-domain connections,
i.e., the core operations needed for analogical reasoning more broadly.
Progress is further hampered by the absence of a shared problem defini-
tion for metaphor and by the scarcity of diverse, well-curated datasets
and evaluation protocols.

Yet these challenges may be addressable through neurosymbolic ap-
proaches. LLMs’ performance tends to improve significantly with appro-
priate structured background material. This motivates neurosymbolic
pipelines that combine reliable but labor-intensive semantic technolo-
gies with fast, context-dependent (but error-prone) LLMs. Logic Aug-
mented Generation (LAG) is one such approach [6], and it offers a new
avenue for metaphor understanding and analogical reasoning.

To make this neurosymbolic direction concrete, we ground the sym-
bolic component in a cognitively motivated theory of cross-domain
meaning construction. Here, we instantiate the symbolic side of this neu-
rosymbolic approach using Conceptual Blending Theory (CBT), which
offers a precise model of how cross-domain structure yields emergent
meaning [7].

Concretely, we formalize CBT as a Blending ontology and inject
it into a LAG pipeline (Section 4). It lets us capture implicit seman-
tic relations that underlie metaphors in unlabeled multimodal data.
Integrating machine-interpretable KGs with dynamic LLMs supports
flexible, real-time metaphor interpretation. We evaluate across vari-
ous domains and modalities such as news, visual advertisements, and
medical sciences. Our pipeline can be read through the lens of clas-
sic multisensor-fusion theory: linguistic tokens and visual pixels are
first projected into an amodal natural-language space; they are then
merged into a Semantic Knowledge Graph (JDL Level 1 / feature-level
fusion), before LAG injects latent, LLM-derived triples to create an Ex-
tended KG (XKG), a form of decision-level fusion of symbolic and neural
inferences.

The contributions of this work are: (i) the adaptation of the LAG
framework to enhance multimodal analogical reasoning via metaphor
as a benchmark task; (ii) its multi-dimensional evaluation, as shown in
Fig. 1, that operationalizes analogical reasoning through metaphor de-
tection, understanding, and reasoning, across text and vision, to which
we include a novel dataset to test scientific metaphors; and (iii) a discus-
sion on its computational implementation and applications.* Our results
show strong performance in metaphor detection and consistent improve-
ments over baselines. However, performance drops at higher reasoning
levels, especially for domain-specific and visual metaphors.

The paper is organized as follows. Section 2 reviews related work
and theoretical foundations. Section 4 describes the LAG-based method-
ology, and Section 5 presents experiments on metaphor tasks. Section 6
discusses results, and Section 7 draws the conclusions.

2. Related works

This section reviews prior work on conceptual blending, metaphor
knowledge representation and automated metaphor processing, focus-
ing on detection and interpretation rather than generation of novel
metaphors.

2.1. Foundational approaches to computational blending theory

Early computational approaches to CBT established theoretical foun-
dations that inform current work. Goguen [8]’s algebraic semiotics pro-
vided one of the first rigorous mathematical models of conceptual blend-
ing, representing metaphors as combinations of structured sign systems
and formally specifying how conceptual domains can be merged. Build-

4 Code and data are available on GitHub at https://github.com/
dersuchendee/metaphorical-logic-augmented-generation. Data is also archived
on Zenodo with the following DOIL: 10.5281/zenodo.15355852
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ing on this foundation, Kutz and colleagues extended CBT into ontolog-
ical frameworks, developing methods for algorithmically merging dis-
tinct domain ontologies to create novel hybrid concepts through shared
structural constraints [9]. Veale [10]’s work focused on practical imple-
mentations of CBT, extending metaphor interpretation systems to imple-
ment conceptual integration with a focus on generative creativity. While
these approaches established crucial theoretical groundwork, they pri-
marily focus on creative concept invention and generation rather than
metaphor detection and understanding, with the latter being our pri-
mary concern.

2.2. Knowledge representation of metaphor

Early knowledge representation efforts handled metaphors in isola-
tion, using SWRL rules to derive new facts from fixed triples [11]. Newer
lines of work align metaphors with frame resources: Panayiotou[12]
links cross-domain figures through bibliographic ontologies; MetaNet®
anchors conceptual metaphors to FrameNet frames; and Amnestic
Forgery embeds MetaNet in the Framester knowledge base, yielding 642
mapped metaphors across 270 source and 221 target frames [13]. How-
ever, static taxonomies are inherently incomplete and need the inter-
vention of systems that can process metaphors dynamically.

2.3. Theory-integrated metaphor detection and understanding

Recent advancements in metaphor detection have increasingly incor-
porated theoretical frameworks into computational approaches. Studies
leveraging Conceptual Metaphor Theory (CMT; see Section 3.2) have
shown improved baseline results in metaphor identification [14,15].
Concurrently, He et al.[16] introduce iAMeta, a metaphor-detection
pipeline that fuses MLLM reasoning and causal image debiasing; our
work instead grounds both modalities in an explicit XKG and performs
logic-augmented inference. For metaphor interpretation, various meth-
ods have been developed to discern the source domain implied by the
metaphor, given a target domain. These include unsupervised tech-
niques [17], deep learning-based approaches [18], and methods using
LLMs [19]. However, these methods generally depend on annotations of
a single domain rather than exploiting unlabeled data. When unlabeled
data is exploited, the Metaphor Identification Procedure (MIP) tends to
be preferred as a theoretical framework, thus the metaphors are anno-
tated by category but not by source and target domain. However, this is
a limitation: the MIP forces the models to annotate word-by-word, mak-
ing it challenging to identify metaphors comprising multi-word units.
Other research focuses on extracting properties linking the source and
target domains to interpret metaphors [20]. While these approaches
yield promising results, they often do not adequately capture the under-
lying theoretical reasoning processes that are based on the definition of
their structural similarity in terms of abstraction and relational depen-
dency on the two metaphorical domains. Additionally, for these systems
to work, they tend to require a specified target word. In the context of vi-
sual metaphor understanding, while the work by He et al.[21] focuses
on detection, it does not adequately address metaphor understanding
according to existing theoretical frameworks, which claim that a com-
prehensive approach should at least involve identifying both source and
target domains. To foster richer research in visual metaphors, the Meta-
CLUE task set was introduced [22], though its code and dataset are not
publicly available. Metaphoric compositions linked by an annotated at-
tribute are available in the ELCo Dataset proposed by Yang et al. [3],
where metaphorical composition in emojis is evaluated via a textual
entailment task. Integrating heuristics based on existing ontologies on
metaphor and knowledge graphs into the metaphor detection and un-
derstanding pipeline remains largely unexplored, despite its potential to
render theories standardized and machine-readable across multimodal

5 https://metaphor.icsi.berkeley.edu
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contexts, reduce hallucinations, adapt them for other automated reason-
ing tasks, and enhance system justifiability.®

2.4. Hybrid approaches for computational metaphor processing

In recent years, researchers have inserted structured semantic knowl-
edge onto Transformer backbones to improve metaphor detection and
interpretation. Lieto et al.[23] introduce METCL, a TC-based system
that builds a single, emergent prototype for each metaphor by com-
posing HEAD and MODIFIER concepts. The approach is anchored in the
FrameNet-style frames embedded in MetaNet and therefore inherits the
blind spots of that inventory: if no source/target frame exists, METC"
must first extend MetaNet with heuristic candidates before it can even
run its logic. METCL’s prototypes are assembled from ConceptNet triples,
and also risk importing properties that are irrelevant to the discourse at
hand.

More broadly, METC and related metaphor-specific hybrids sit
within a rapidly growing family of neuro-symbolic architectures that
couple LLMs with explicit symbolic substrates to improve reasoning re-
liability and make intermediate structures inspectable. Recent surveys
emphasize that these hybrids vary primarily in (i) what is made sym-
bolic (graphs vs. rules), (ii) whether the symbolic layer is updated at
inference time or baked into model parameters, and (iii) what kinds of
validation can be performed on the produced artifacts [24]. Some ap-
proaches adapt LLMs to graph-structured problems via instruction tun-
ing over graph structure, improving graph-task generalization by align-
ing textual and structural signals (e.g. GraphGPT) [25]. Other work
casts neuro-symbolic reasoning as logic-guided multi-decision fusion,
where multiple LLM outputs are combined under explicit logical con-
straints (e.g. LogiMDF) [26], or as explicit first-order-logic aggregated
reasoning integrated with neural components (e.g., FOLAR) [27]. While
these systems target tasks such as stance detection, they are method-
ologically relevant because they exemplify parameter-level graph align-
ment (GraphGPT) versus inference-time symbolic constraint and fusion
(LogiMDF/FOLAR). Compared to these hybrids, in our LAG-based ap-
proach the model does not only produce a label or a textual ratio-
nale, but is based on an ontology to output an extended, machine-
interpretable graph that externalizes cross-domain relations and that can
be inspected and reused. In this way, our contribution is complemen-
tary to parameter-updating graph-LLMs and to logic-constrained fusion
pipelines.

3. Theoretical foundations

In this section, we explore the background of our model and discuss
the challenges related to existing automated processes for analogical
abstraction in the context of metaphor.

3.1. Implicit knowledge and analogical abstraction

Implicit knowledge is a type of knowledge acquired independently of
conscious attempts to do so and that goes beyond the ability to explain
it [11.

Analogical abstraction is a kind of implicitly learned knowledge
where patterns or analogies are detected across experiences or concepts.
This recognition of structural similarities in the process of analogical
reasoning can be used to solve problems and make accurate decisions
about novel circumstances, and is particularly evident when the connec-
tions between concepts are not obvious and need abstraction capabili-
ties.

6 Consistent with recent scholarship, we label these outputs justifications
rather than explanations, because LLM rationales are usually post-hoc narra-
tives that do not expose the model’s underlying internal representations.
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LLM-based analogical reasoning has been recently investigated.
Webb et al.[28] show that LLMs excel at identifying simple propor-
tional word analogies. However, other studies show LLMs’ performance
diminishes when faced with more complex rhetorical figures [2], such
as metaphors, or when the task requires distinguishing between asso-
ciative and relational responses [29]. These findings suggest that while
LLMs can identify associations learned from data, they do not neces-
sarily grasp the underlying relationships that define how concepts are
connected in more abstract ways. As a result, there is a need for a struc-
tured framework that directs these systems to undertake specific analyt-
ical steps during tasks that require analogical abstraction while making
space for justifiability.

3.2. Conceptual blending theory, metaphor, and frame semantics

According to Conceptual Metaphor Theory [30], metaphors create
parallels between domains, highlighting experiential correlations. This
claim is expanded by CBT, which describes one of the basic cognitive
operations of human beings: conceptual combination. According to CBT,
in metaphor, a generic space makes abstract and links the two source
and target input spaces and generates a new blended space according to
a metaphorical criterion or “property” [7]. Indeed, recent scholarship
claims that by explaining one object in terms of another, the ’target’
domain receives a property from the other object, the ’source’, or in
general that the source and target are associated in thought and lan-
guage because they share a property of some kind. For example, in the
metaphor IDEAS ARE FOOD, ideas and food are connected through the
criterion of internalization (food is inserted and processed in our bod-
ies like ideas), and the two spaces are abstracted with respect to the
agent, the input, the process, the output, selectively basing on the con-
text. In this way, internalization is a higher-level concept that transcends
the inherent characteristics of each input space and motivates the com-
parison. However, the existence of a shared property is by no means
a sufficient condition for two concepts to participate in a metaphori-
cal mapping [31]: for metaphorical meaning to bridge between indi-
viduals and within a community, those individuals must already share
some understanding of the components involved in the metaphor due
to commonsense knowledge and/or specific cultural or social context in
which a metaphor is used [32]. In this regard, the CBT framework can be
explicitly connected to Fillmore’s frame semantics [33], where certain
terms automatically invoke particular roles, values, and perspectives of
discourse participants. Here, different communicative contexts activate
frames that constrains interpretation. This frame-shifting mechanism is
central to metaphorical interpretation. Basing on the notion of blending
and a dynamic version of frame semantics, we can account for these
metaphorical phenomena.

3.3. Logic augmented generation

The so far described limitations of theory-integrated metaphor de-
tection and understanding studies can be addressed with the integra-
tion of ontologies and commonsense KGs in an LLM-based metaphor
detection pipeline. The LAG approach, as shown in Gangemi and Nuz-
zolese [6], conceptualises LLMs as potential Reactive Continuous Knowl-
edge Graphs (RCKGs), which can dynamically adapt to diverse inputs
by extending and contextualising Semantic Knowledge Graphs (SKGs)
that work as base models. LAG exploits the duality between implicit
knowledge generated during training and explicit knowledge, exter-
nalised in the form of structured knowledge graphs through generation
and prompting. RCKG extraction involves a three-step process, i.e. (i)
mapping multimodal signal to natural language, (ii) converting natural
language into an SKG, and (iii) extending the SKG with tacit knowledge
based on heuristics (the extended knowledge graph as XKG).

In this frame of reference, SKGs ensure logical consistency, enforce
factual boundaries, and foster interoperability, while LLMs process un-
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structured data and provide contextual insights on implicit knowledge
on demand.

In summary, our LAG approach represents a Type 2-3 neurosym-
bolic system [34] that dynamically generates domain-specific knowl-
edge graphs and ontology-based heuristics to guide LLM reasoning,
rather than relying on static knowledge bases or simple knowledge re-
trieval like other hybrid approaches. Unlike purely symbolic approaches
that lack flexibility in handling novel metaphors, or purely neural ap-
proaches that lack explainability in their reasoning processes, LAG
bridges this gap by using structured knowledge representations to guide
neural generation while maintaining justifiability. The integration of
CBT with SKGs enables our framework to handle metaphor processing
task across both textual and visual modalities, addressing the limitations
of existing approaches that typically focus on single tasks or modalities.
Furthermore, by generating explicit knowledge graphs that represent
the blending process, our approach provides explanatory capabilities
that current LLM-based methods lack, making the analogical reasoning
process transparent and verifiable.

4. Methodology

The proposed method is based on the general approach described
in Section 3.3 and aims to enhance the detection and understanding of
metaphor by establishing a standardized and explainable model for the
semantic representation of implicit natural language. In this way, the
tacit know-how knowledge, following Polanyi’s definitions, can partly
become know-that [1]. Our approach has two main components: i) the
representation of inputs, regardless of their modality, into natural lan-
guage, ii) their conversion into a SKG with the Text2AMR2FRED knowl-
edge extractor [35] and iii) the SKG enhancement driven by CBT (See
Section 3.2) applied to metaphor.

4.1. Automated multimodal representation with Text2AMR2FRED

Text2AMR2FRED has been first introduced as a revised architecture
of FRED'’s text-to-KG pipeline [35], using state-of-the-art Abstract Mean-
ing Representation (AMR) parser with multilingual capabilities. In this
way, relevant commonsense knowledge from knowledge bases linked
by the Framester knowledge base [36] is retrieved and represented in a
graph.

For example, as shown in Fig. 2, the sentence “Crime has infected
communities everywhere” is first parsed into an AMR graph, using
SPRING. The AMR graph is then converted into an RDF/OWL knowl-
edge graph that follows FRED’s knowledge representation patterns using
AMR2FRED.

AMR identifies the cause of the infection in the sentence, which
is, however, not a germ, but crime and the thing that gets infected
(community) everywhere. In the FRED-like KG, this graph is enriched
with knowledge from Framester such as frames, WordNet synsets and
PropBank roles, along with alignment to the DOLCE foundational ontol-
ogy [37]. However, there is no representation of metaphorical knowl-
edge yet at this stage. While a conceptual metaphor KG sourced from
Metanet is contained in Framester, it is still necessary to be able to de-
tect figurative language in any type of data. An image can also be used
by being automatically described in natural language. In this case, lan-
guage is considered an amodal way to bridge modalities in the resulting
SKG [6]. The SKG can then be extended with implicit contextual knowl-
edge with the support of an LLM [38]. In this work, it is carried out
through its APL.”

4.2. Logic augmented generation with CBT-inspired heuristics

As shown in Fig. 2, the result of the framework that generates XKG
triples is the extension of the SKG with new classes and properties ac-

7 http://framester.istc.cnr.it/txt-amr-fred/api/docs.
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Crime has infected
communities everywhere

AMR2FRED Graph

tinfect a :event ;

:causerOfinfection :crime ;

:location :everywhere ; rdfs:subClassOf :event;
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:CrimelnfectionBlending a :Blending ;
:hasBlending :Spread;

:hasAttitude :Negative;

:isMetaphorical :True ;

:hasBlendable :Infection, :Crime ;
:hasBlendedSpace :CrimeAsinfection .
:Infection a :Blendable ;

:hasAgent :InfectiousAgent ;
:hasProcess :InfectiousProcess ;
:hasHost :Victim .

:Crime a :Blendable ;

:hasPerpetrator :CriminalAgent ;
:hasVictim :Victim ;

:hasSpread :Spread .
:CrimeAsinfection a :BlendedSpace ;
:blends :Crime, :Infection ;
:hasBlendedAgent :CriminalAgent ;
:hasBlendedProcess :InfectiousProcess ;
:hasBlendedHost :Victim ;
:hasBlendedSpread :Spread .

\

J

Fig. 2. Proposed LAG-based pipeline for the sentence “Crime has infected communities everywhere”.

cording to a specific ontology in the prompt functioning as heuristics.
In this work, we adopt the Blending Ontology for this purpose.

Implementation of LAG. In our implementation, LAG is performed by
prompting an LLM to generate additional RDF/OWL assertions that ex-
tend the input SKG. All generated triples are serialized in RDF Turtle
format and are intended to be directly mergeable with the SKG. In this
study, to make the augmentation verifiable, we assess the graphs’ quality
via an expert survey (see Section 5.3.2 and Appendix B.2). Concretely,
the Blending Ontology functions as the heuristic scaffold: it provides
the vocabulary and constraints that the LLM must reuse when propos-
ing new triples. This choice follows the general LAG principle that SKGs
provide a discrete semantic boundary, while the LLM supplies contex-
tual/tacit extensions within that boundary [38].

Reasoning is operationalized as procedural prompting templates that
decompose the task into explicit steps. This approach mirrors prior LAG
work where heuristics are implemented as dedicated prompt templates
with a shared structure (role specification, input-format guidance, task
specification with examples, and strict output-format constraints). The
LLM outputs are constrained to produce valid RDF Turtle syntax using
ontology-defined classes and properties from the Blending Ontology.

4.2.1. The Blending ontology

Throughout the rest of the paper, we refer to the Blending Ontology
as the overall conceptual structure that drives our reasoning. It can be
treated as a first-order theory that can be rendered in first-order logic
or formalized in OWL2, depending on the task. The Blending Ontol-

ogy,® is based upon mDnS (mereological Descriptions and Situations)’
the Cognitive Perspectivisation ontology as defined in Gangemi and Pre-
sutti[39],'° and the MetaNet schema from the Amnestic Forgery ontol-
ogy by Gangemi et al. [13]. By introducing the concepts of descriptions
and situations, the Description and Situations ontology design pattern
(D&S) provides a formalization of frame semantics where a situation
is a set of facts as described by an observer, where a description is a
frame that defines the roles played by the entities in that situation. For
instance, consider the sentence “Migrants are flooding the country”. At
the level of D&S, the sentence instantiates two descriptions: one corre-
sponding to the domain of migration (with roles such as migrant, move-
ment path, and destination), and another to the domain of liquid flow
(with roles such as liquid, source, and container). The sentence repre-
sents a situation that is classified by both descriptions, the migration
domain (e.g., migrants) and the liquid domain (e.g., water). Situations
can be reported from different perspectives: the Cognitive Perspectivi-
sation Ontology proposed by Gangemi and Presutti [39] represents the
Perspectivisation frame, a type of situations where a fact is reported
within a certain narrative, or Lens, which creates a viewpoint, cutting
the reality which a Conceptualiser holds an attitude towards. Perspec-
tivisation itself is therefore not merely rhetorical, as it blends entities
playing two roles: the cut and the lens. If we resume the previous ex-
ample, we see the metaphor conveys a negative stance: the country is

8 Available at https://github.com/dersuchendee/BlendingOntology
9 http://www.ontologydesignpatterns.org/ont/mdns/mdns.owl
10 http://www.ontologydesignpatterns.org/ont/persp/perspectivisation.owl
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Fig. 3. The core of the Blending ontology.

framed as being at risk, overwhelmed like a basin in a flood. This per-
spective is captured through a specific Lens (a threat-based narrative:
the negative flow of entities) and a Cut, which isolates the relevant as-
pects of the situation (e.g., mass movement) from the point of view of
a conceptualiser (e.g., a newspaper or public discourse actor). Finally,
the Amnestic Forgery ontology [13] (See Section 2.2) is a model for
metaphor semantics based on MetaNet and compatible with Conceptual
Metaphor Theory [30], allowing to deal with both semiotic and refer-
ential aspects of frames.

The Blending Ontology defines key classes and properties that oper-
ationalize the blending of concepts:

¢ Classes such as Blend, Blendable, Blended, and Blending represent
different stages and elements of the conceptual blending process.

¢ Object Properties such as blendableComponent,

blendedComponent, and blendingComponent are used to link

these classes in meaningful ways that reflect the underlying cogni-
tive processes. These properties help in mapping the components
of one conceptual domain to another, leading to the emergence of
new, blended concepts. Other properties like enablesBlending and
inheritsRoleFrom define the interaction between different concep-
tual elements within the ontology.

More specifically, as shown in Fig. 3,!! the basic Descriptions in-
clude:

1. Blending, a generic description enabling Blendable frames to be
mapped by subsuming some of their components;

2. Blendable, two descriptions with components that are subsumed by
components in the Blending frame;

3. Blended, the description that inherits components from the
Blendable frames, firstly through the Blending sharable space, and
eventually inheriting other components from the Blendable frames,
giving rise to a novel set of blended situations. As a consequence,
the Blended is considered as a novel entity, separately from the
Blendable;

4. Blend, the meta-description that has as components Blending,
Blendable, and Blended.

0

When a conceptual metaphor is formulated from two input
frames, their roles are generalized and inherited (a Blendable
inheritsRole) from a more generic Blending, which enables the blend-
ing (EnablesBlending). The Blended in turn inherits components from
the Blendable frames through the Blending generic space. The Blended
is therefore a new, independent space where the metaphor takes place.

11 The full diagram can be seen on Github https://github.com/dersuchendee/
metaphorical-logic-augmented- generation
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For instance, in the core Blending Ontology, the sentence “Mi-
grants are flooding the country” involves two Blendable descriptions
(MIGRATION and LIQUID FLOW) that share a generic Blending frame
(FLOW OF ENTITIES). This shared space enables the projection of compo-
nents from both domains into the Blended: the MIGRANTS in the source
domain of MIGRATION align with the LIQUID in the source domain of
LIQUID FLOW; the MOVEMENT PATH of migrants maps onto the STREAM
OR DIRECTION OF FLOW; and the COUNTRY, as the destination of migra-
tion, corresponds to the CONTAINER or BASIN receiving the liquid. Such
fine-grained element mappings are required to understand the consis-
tency of the blend, something that has been mentioned in research but
so far has yet to be implemented [19]. The Blending frame motivating
the metaphorical blend also makes a system’s analogical reasoning capa-
bilities more justifiable, as discussed in Section 6. With this framework
in mind, it is possible to create a prompt for an LLM that, given a text
and the resulting KG representation from Text2AMR2FRED, it extends
it to create an augmented RDF graph in Turtle format.

5. Application and evaluation

In this section, we evaluate the LAG-based framework’s ability to ex-
tract implicit meaning by applying it to metaphor detection and under-
standing tasks. We first use three metaphor detection datasets to deter-
mine the best-performing configuration among several baselines. This
optimal configuration is then applied to three metaphor understanding
datasets.

5.1. Tasks

This section describes the application of the framework in three
metaphor-related tasks: i) metaphor detection, where a SKG derived from
a sentence in natural language is enhanced to determine if a sentence
is metaphorical, sometimes with a target word as a reference; ii) con-
ceptual metaphor understanding, which additionally aims to identify the
correct source and target domains that make up the metaphor, and iii)
visual metaphor understanding, where the aim is to identify the property
linking the two domains in the visual metaphor.

5.1.1. Metaphor detection and understanding

In this task, the LLM is given a sentence, a SKG representing the
sentence derived from Text2AMR2FRED, and a series of instructions.
The prompt first requires identifying the possible source and target of
the sentence; then, it is asked to define these two as conceptual frames
containing roles and following a blending function that orchestrates the
creation of a blended space. Following the Blending Ontology’s align-
ment to the Cognitive Perspectivization one (See Section 4), a Lens and
an Attitude further refine the definition of the metaphor. An example
of the output graph for a specific sentence is also provided.

Given the Text2AMR2FRED graph, and the presumed source and
target of the sentence given a target word when available, along with
blending-derived instructions, the LLM is prompted to analyze the sen-
tence and to use at least these specific ontology elements according
to the given definitions, to determine the possible metaphoricity of
a sentence: bl:Blending, bl:Blendable, bl:Blended, cp:Attitude,
cp:Lens, and the datatype property metanet:isMetaphorical which
the classification is based on. In the prompt, we also ask to determine
blendable roles and their mapping to create a blended metaphorical
space according to the Blending Ontology.

5.1.2. Visual metaphor understanding

Following the original study performed on human participants out-
lined in Petridis and Chilton [32], the methodology for visual metaphor
understanding involves the presentation of three examples and correct
annotations of visual metaphor elements within an in-context learning
technique, along with a new image to analyze. In this case, each image
to analyze is first described in natural language through the LLM, and
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LAG prompt sample
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LAG LLM response verbalization J

Given a text T, its deriving
KG, and blending
instructions, along with
three examples, extend the
KG according to the
Blending Ontology [...]

The danger or potential harm associated with the
gun. The metaphor could be implying that something
as mundane as a car can hold the potential for
violence or harm.

Few-shot prompt sample

Few-shot LLM response verbalization ®

The key property being transferred in this blend is

Given these three
examples, determine what

Source: GUN conceptual blend/visual

Target: CAR KEYS metaphor is in the image,

Blending property: DANGEROUS explicitly stating the
property.

power. Just as a gun gives its user the power to cause
significant impact, the car key symbolizes the power to
control and operate a vehicle. This metaphor suggests
that possessing a car key is akin to wielding a powerful
tool or weapon, emphasizing the sense of control,
authority, and potential that comes with owning and
driving a car.

Questionnaire

Human response J Human response ®

Look at these three

ask you to identify the
source, target, and
property for each visual
metaphor presented.

examples. [...] Similarly, we

driving [ Being badass ]

Danger associated with l

c\ l) « 20 participants

o « from students to researcher level

CQD « Native English speakers or near-native English
proficiency

Fig. 4. Example prompts and extracts of correct and wrong outputs according to manual evaluation for visual metaphor understanding.

the text is passed to Text2AMR2FRED to generate a SKG. The SKG, im-
age, accompanying sentence, and Blending Ontology heuristics are all
included in the prompt with the three examples to generate the XKG, as
shown in Fig. 4.

5.2. Datasets

For the purpose of this study, and for comparison across the out-
lined tasks, for textual metaphor detection we conducted experiments
on two publicly available metaphor datasets: (1) MOH-X [40], which
comprises 647 sentences annotated as either metaphorical or literal;
and (2) TroFi [41], another metaphor detection dataset collected from
the 1987-1989 Wall Street Journal Corpus. We sampled 300 instances
each for testing following Tian et al.[15] to match prior LLM-based
evaluation and control API costs. For conceptual metaphors, we em-
ploy (3) the dataset refined by Wachowiak and Gromann [19] of 447
sentences including conceptual metaphors annotated with source and
target domain (for ease of reference, we will name it WG). We also in-
troduced a fourth dataset to verify the capability to identify and ex-
plain domain-specific conceptual metaphors: (4) the Balanced Concep-
tual Metaphor Testing Dataset (BCMTD). This dataset consists of 147
sentences, equally distributed among general conceptual metaphors (de-
rived from annotated Metanet-derived data from Framester [36] and
that weren’t present in WG), scientific conceptual metaphors (extracted
from scientific literature from the Appendix in Van Rijn-Van Tongeren
and Van Tongeren [42] and examples from Semino et al. [43], allowing
a domain-specific dataset on medical metaphors), and literal sentences
from the VUA corpus refined by Wachowiak and Gromann [19] as many
of the sentences were wrongly labeled or deemed unfit for the task).
The visual metaphors dataset is derived from Petridis and Chilton [32].
It contains 48 images, 27 ads and 21 non-ads, and three examples, that
have been given to human participants to test their ability to identify vi-
sual metaphors according to a conceptual blending framework. Table 1
shows statistics for all the datasets.

5.3. Evaluation methodology

5.3.1. Automated evaluation metrics
We use Accuracy and F1 score to evaluate the model’s performance in
metaphor detection. Accuracy confidence intervals (CIs) were computed

Table 1
Summary of datasets statistics, including instances,
percentage of metaphorical sentences, and samples.

Dataset # Instances % Met. # Samples
MOH-X 647 48.7 300
TroFi 3737 43.5 300
WG 447 100 447
49 (conceptual)
BCMTD 49 (scientific) 66.6 147
49 (VUA)
Visual 51 100 48

using Wilson score intervals. F1 CIs used stratified bootstrap resampling
to account for class imbalance. For conceptual metaphor understanding,
evaluated via the correct identification of both source and target map-
pings according to a gold standard, the BLEURT score is used in order
to evaluate the semantic distance between the candidate and reference
source and target and considered to be successful if both achieve a pos-
itive score.

5.3.2. Manual evaluation

To correctly determine metaphorical source and target mappings for
domain identification, and to correctly compare gold standard and pre-
dicted blending properties for visual metaphor interpretation, it is also
necessary to conduct a manual evaluation. The best performing solution
for conceptual and visual metaphor understanding is therefore evalu-
ated for source and target mappings by three annotators. The annotators
were graduated in linguistics, had proven expertise on metaphors, and
had English Native or near-native language proficiency. They exhibited
a Fair inter-annotator agreement (Fleiss’ Kappa) in all cases, with an av-
erage on all tasks of 0.35, which is understandable for a task so subjec-
tive as metaphor understanding. To calculate the Accuracy, we compute
an average of each Accuracy score. In the visual metaphor understand-
ing task, the manual evaluation compares the gold standard property
with the predicted one connecting source and target. The evaluation
directly follows the one in Petridis and Chilton [32], which considered
as correct responses directly related to the property in the image. We
also repeated the study on a sample of 24 images on 20 participants
of the University of Bologna, manually evaluating their responses as
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well. Participants ranged from student to researcher level, with native
or near-native English fluency. This setup slightly differs from the orig-
inal study, where participants were employed without specifying their
study level. Participants’ submissions were anonymous and informed
consent was provided. Furthermore, we provide a sample of 16 gener-
ated graphs, 8 derived from correctly identified metaphorical sentences,
8 derived from visual metaphors, to two knowledge engineers experts
in conceptual blending and conceptual metaphor theories for an eval-
uation of the quality of the graphs. We evaluate the representation’s
adequacy, correctness, and completeness on a Likert scale from 1 to 7
concerning detected property, source, target and element mappings. Fi-
nally, one knowledge engineer manually evaluated errors (derived from
negative majority voting) for conceptual metaphor understanding of the
best performing LAG configuration. The errors follow the categorization
proposed in Wachowiak and Gromann [19] with the addition of a new
category found, the incorrect switching of source and target (for a compre-
hensive account of these categories, see the Appendix).

5.4. Baseline methods

In Tian et al.[15], the best-performing method for metaphor de-
tection is a Theory Guided Scaffolding Instruction Framework based
on Conceptual Metaphor Theory (TSI CMT). MetaPRO is a baseline
among non-LLM methods for detecting source and target domains, serv-
ing as the state-of-the-art approach for identifying mappings without
specifying a target word [14]. For conceptual metaphor understanding,
no current baselines simultaneously detect source and target but only
one of the two. We thus employ LLMs in different configurations, in-
cluding zero-shot and few-shot, shown to be effective in previous re-
search [19]. No established baselines for visual metaphor understand-
ing specify source, target, and blending properties. Therefore, we ex-
plore different configurations of the LAG framework using the same
three few-shot examples used to test human participants in Petridis and
Chilton [32], and evaluate against the few-shot baseline without LAG.

5.5. Parameters setup

In our experiments, Claude 3.5 Sonnet'? serves as the primary LLM.
We compare the best-performing results with Llama 3.1 70B-Instruct!?
in all cases except for visual metaphor interpretation, where no current
open models support few-shot image examples. Only the APIs are used
for testing, with default parameters and temperature as O for greedy
decoding so outputs can be effectively deterministic. Because API-served
models may change over time, we report on Github the model identifier
and evaluation date, and we release prompts to enable reproduction of
our runs.

5.6. Main results

In this section, we outline the main results of the LAG framework
applied to the selected tasks.

5.6.1. Metaphor detection: Comparison with baselines

Table 2 shows comparative results of LAG compared with baselines
for the sampled TroFi and MOH datasets. Table 3 shows comparative
results of LAG with respect to the BCMTD.

5.6.2. Conceptual metaphor understanding

Conceptual metaphor understanding involves the correct identifica-
tion of both source and target domains for a metaphor, which shows
whether the system has understood it or not.
WG dataset. Manual evaluation reveals that the percentage of

12 https://www.anthropic.com/news/claude-3-5-sonnet
13 https://ai.meta.com/blog/meta-llama-3-1/
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metaphors where source and target were correctly identified at the same
time is 25.6%. BLEURT scores showed a moderate correlation between
the human annotations and the predicted domains. For the target do-
main, a point-biserial correlation of 0.702 (p < 0.001) and a Spearman
correlation of 0.698 indicate that BLEURT is reasonably sensitive to the
human judgments. For the source domain, a point-biserial correlation of
0.707 (p < 0.001) and a Spearman correlation of 0.680 were observed.

BCMTD. Manual evaluation on the best performing method in
metaphor understanding reveals that out of 96 sentences containing con-
ceptual metaphors, the percentage of correctly identified source and tar-
get at the same time is 34.3%. Furthermore, the distribution of correctly
identified metaphors is 51.6% for generic conceptual metaphors, while
for scientific conceptual metaphors the score lowers to 8%. BLEURT
scores showed a 36.9% positive correlation between reference and pre-
dicted source and target domains. A point-biserial correlation of 0.3525
(p < 0.001) and Spearman correlation of 0.2917 (p < 0.001) both indi-
cate moderate positive correlations for BLEURT.

5.6.3. Visual metaphor understanding

For visual metaphor understanding, the identification of the blend-
ing property corresponds to the correct interpretation of the source and
target employed in the metaphor (as shown by 32). We experiment with
five input “features”: (i) the Few-Shot examples, (ii) the sentence (sent),
(iii) the image (img), (iv) the base graph (kg), and (v) blending heuris-
tics (blend). In the table legends we indicate, in parentheses, how many
of these features are included: LAG (5f) uses all five and outperforms a
simpler prompt of Few-Shot (1f).

5.6.4. Metaphor detection and understanding: Comparison with
open-source LLM

In Table 6, we compare the Claude-based best performing results of
metaphor detection with the ones from Llama 3.1 70B-Instruct, showing
Claude outperforms the open-source alternative.

For what concerns conceptual metaphor understanding, according
to the evaluators, the average percentage of Accuracy is 37.5% against
the method with Claude, which yields an Accuracy of 34.3%. The results
show a drop in performance when using Llama with metaphor detection,
but metaphor understanding of both source and target mappings seems
to perform slightly better with respect to Claude.

5.6.5. Ablation studies

We conduct the ablation study to evaluate the impact of the com-
ponents in our method for metaphor detection by four configurations:
(i) removing the blending instructions, and ii) removing the knowledge
graph injection in the prompts. For visual metaphor understanding, we
also ablate the insertion of a sentence describing the image to analyze
(iii) and the image itself (iv). Table 7 shows the results of the ablation
studies for metaphor detection for all the textual datasets, while Table 5
for visual metaphor understanding, removing one feature at a time.

For visual metaphor understanding, Table 4 shows LAG outper-
forms a Few-Shot baseline, though ablation studies /Table 5) show
an even higher performance in a 3-feature setting without the blend-
ing heuristics. Concerning human evaluation described in Petridis and
Chilton [32], which correctly interpreted the meaning of the image
41.32% of the time, the LLM correctly interpreted the meaning up to an
average of 68.6% of the time. We then sampled the dataset, randomly
taking 24 visual metaphors out of the 48 in the dataset, and repeated
the original study [32] with 20 human participants. They have correctly
interpreted the metaphorical property 59.25% of the time, with respect
to the average LLM score of 73.5% for the same images.

5.6.6. Quality of the augmented graphs and error analysis

The results of the survey provided to two knowledge engineers on
the quality of the augmented graphs highlight a consistent pattern
where textual components generally outperform their visual counter-
parts across all evaluated metrics. Specifically, on a Likert scale from 1
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Results for metaphor detection on MOH-X and TroFi; accuracy and F1 are at 95% CI. TSI CMT are
results reported in the original paper. Best performing results are in bold.

Method MOH-X TroFi
F1 (%) Acc. (%) F1 (%) Acc.(%)
MetaPRO 81.30 [76.47, 85.80] 79.92 [75.33, 84.54] 79.71 [75.35, 83.73] 70.89 [65.56, 75.83]
TSI CMT* 825 82.9 66 66.8
LAG 89.7 [83.5, 90] 87.3 [83.7, 91] 89.7 [74.9, 90] 84.6 [73.5, 85]

Table 3

Performance metrics for the BCMTD for metaphor de-
tection; accuracy and F1 are at 95% CI. Best perform-
ing results are in bold.

Method Accuracy (%) F1 Score (%)
LAG 80.1 [67, 81] 84.1 [66.8, 87.2]
MetaPRO 69.1 [64, 80] 69.8 [64.2, 74.9]
Few-Shot 12 59 [50.2, 67.8] 48.9 [40, 58]
Few-Shot 6 52.4 [43.5,61.3]  45.2[36.3, 54.1]
Few-Shot 3 47.5[38.6,56.4]  42.8 [33.9, 51.7]
Zero-shot 22.9 [15.4, 30.4] 33.8 [25.4, 42.2]
Table 4

Comparison of LAG (5 features:
graph, blending heuristics, sen-
tence, image, few-shot examples)
for visual metaphor understanding
against a Few-Shot baseline (no

features).
Method Accuracy (%)
LAG (5f) 65

Few-Shot (3) (1f)  54.7

Table 5

Ablation study on the visual metaphor dataset.
In parenthesis, the number of features em-
ployed. Best result in bold.

Ablation Acc.(%)

LAG: few-shot + kg + blend +img (4f) 67

LAG few-shot + kg + blend + sent (4f) 65.2
LAG few-shot +kg +img (3f) 68.6
LAG few-shot + blend +img (3f) 56.2

to 7, correctness and adequacy in text scored at 5.1 and 6.3, suggesting
a positive assessment, whereas the visual aspects scored slightly lower
at 4.9 and 5 respectively, indicating room for improvement. The com-
pleteness of the text was rated at 5.2, while the visual completeness was
lower at 4.4, showing a need for better representation of visual elements
to match the textual analysis.

For what concerns the error analysis, misalignment in conceptual
metaphor mapping is predominantly due to wrong subelement mapping,
which accounts for approximately 56.5% in the WG dataset and 57.1%
in the BCMTD. Annotations that are too specific contribute significantly
as well, with 23.6% and 28.6% of errors in WG and BCTMD respectively,
while overly general descriptions appear in 9.3% of WG and 14.3% of
BCTMD cases. Less frequent errors concern switching the source and
target (3.24% in WG) and identifying as literal something that was
a metaphor (6.94% in WG). For visual metaphor understanding, the
error analysis still follows the one done with human participants in
Petridis and Chilton [32], with errors mostly involving incorrect objects
(21% of the errors) and incorrect property (57% of the errors). In 21%

of cases, even when the LLM identifies source, target and connecting
property, the role mapping explanation can show a misunderstanding
of the metaphor (incorrect target symbol). For a more detailed analysis
along with example errors, see the Appendix.

6. Discussion

In this section, we discuss the results, outline applications and fur-
ther research directions for the proposed framework, and investigate
limitations.

6.1. LAG for multimodal metaphor detection and interpretation

The results outlined in Section 5 show that for the task of metaphor
detection, the proposed LAG-based framework outperforms the current
metaphor detection and understanding baselines. This approach can
be used to extract knowledge graphs from unstructured multimodal
metaphorical data. As such, it could have effects in different applica-
tions, for example, improving hate speech, which often has metaphor-
ical features, and analyzing debates in the press and online media. For
what concerns visual metaphors, since humans tend to struggle to iden-
tify them [32], the automated understanding of visual blends can bridge
this gap. Additionally, using an open-source LLM like Llama reduces de-
tection performance but not the understanding one.

Ablation studies show that while removing the graph reduces the
performance in all cases, removing the blending heuristics in the prompt
reduces it in all cases besides visual metaphor understanding and the
detection of metaphors in the BCMTD. While this is a slight difference,
it can be explained in two ways. First, visual metaphors and scientific
metaphors might need a more specific ontological model. Furthermore,
in visual metaphors, cross-modal interference can occur: textual descrip-
tions produced by an LLM may foreground objects or relations that are
only weakly expressed in the image, nudging the model toward a lit-
eral reading and masking the metaphorical cue, or vice-versa. A sec-
ond explanation is shortcutting: stock visuals-e.g. the classic handgun
silhouette-map so reliably to danger or creativity that the model picks
the label without doing any cross-modal alignment. When we drop the
description or the image, that one-channel cue remains and accuracy
can even rise. Curbing this requires adversarial images that break the
template and prompts that hide tell-tale keywords, forcing true visual-
text fusion. A cue for this slight performance drop emerges from the
error analysis (see Section 5.6.6), where incorrect property was the most
frequent issue both for humans [32] and LLMs: the objects are detected
in the images, but there is still a struggle with extracting the correct
properties. Because half of the images are advertisements, which typ-
ically present clearer context, the intended properties of the objects
are usually clearly defined. By not specifying the purpose of the im-
age and its context, we make it challenging for both humans and ma-
chines to accurately determine the metaphorical property via a blending
mechanism that tends to be more open-ended without contextual spec-
ifications. Additionally, the low accuracy score observed in detecting
scientific metaphors appears to reflect inherent limitations in current
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Comparison of LAG for metaphor detection in each dataset with Claude and with Llama; accuracy and F1 are at 95% CI. Best

results in bold.

LLM MOH-X TroFi BCMTD
Acc.% F1% Acc.% F1% Acc.% F1%
Claude 87.3 89.7 84.6 89.7 80.1 84.1
Llama 55.9 [50.33, 61.51] 69.0 [64.1, 74.1] 60.8 [55.70, 66.44] 75.0 [70.0, 79.0] 66.6 [58.6, 73.7] 66.6 [58.4, 74.0]
Table 7
Ablation study results for MOH-X, TroFi, and BCMTD datasets; accuracy and F1 are at 95% CI. Best results in bold.
Method MOH-X TroFi BCMTD
Acc.% F1% Acc.% F1% Acc.% F1%
LAG 87.3 89.7 84.6 89.7 80.1 84.1
No Blending 81.6(76.57, 85.48] 87(80, 88.1] 81.9[80.60, 88.63] 86[84.5, 91.3] 78.9(71.62, 84.73] 85.2[50.8, 68.5]
No Graph 78.6[75.50, 84.44] 82[78.7, 87.2] 83.9[78.60, 86.96] 87[83, 90] 70[70.8, 85] 73[65.5, 82.5]

LLMs rather than a specific weakness of the LAG approach. Scientific
metaphors often require domain-specific context and specialized knowl-
edge that may not be well-represented in LLM training data. Also to be
taken into account is the fact that scientific metaphors show multiple
levels of conventionality, tending to result more literal as they come to
be widespread in language.

6.2. Quality of the augmented graphs and error analysis

The results from the questionnaire to analyze the quality of the aug-
mented graphs suggest a positive performance with a disparity between
text and visual outputs, probably because the chosen examples were the
ones taken by Petridis and Chilton [32] and they were not further an-
notated with an RDF syntax in order to be consistent with the human
evaluation.

For what concerns error analysis, overly general descriptions show
difficulty in identifying the correct taxonomical level of the metaphor.
Additionally, less frequent errors, such as switching the source and tar-
get and identifying as literal something that was a metaphor, show fur-
ther layers of complexity in the metaphor mapping process, such as mis-
understanding the role of source and target domains and determining
the metaphoricity level (a sentence might seem literal when the per-
ceived conventionality of the metaphor is high).

These results underscore the need to train and test automatic meth-
ods on domain-specific figurative datasets, but also that analogical rea-
soning is generally not properly performed in these tasks. On the other
hand, visual metaphor understanding shows different kinds of errors. Er-
rors involving incorrect objects indicate poor image understanding skills,
for example, a LLM will identify the shape of a gun as a whistle, or
pink Nike shoes as fishes, usually skewing the interpretation. The most
common error, however, is incorrect property: if the LLM correctly iden-
tifies the objects, source and target, but still misinterprets the property.
For example, in the case of the blending of the car keys and the gun
(displayed in Fig. B.1.1.2), with the annotated property being DANGER-
ous, the predicted property is POWERFUL. This error is also observed
in human participants and tied to their values and beliefs over the ob-
jects displayed in the blend, a further area of investigation. Furthermore,
the presence of the incorrect target symbol error shows that the evalua-
tion of the property alone as proposed in previous studies [32] is not
sufficient to verify if the system has understood a metaphor. The error
analysis shows the need to incorporate contextual meaning into the un-
derstanding of the metaphor, but also indicates that complete metaphor
understanding requires a deeper level of semantic and cultural aware-
ness that despite guidance towards relational analogical thinking, cur-
rent systems struggle to achieve, also due to the absence of standardized
gold-standard annotations that would establish clear metaphorical hier-
archies. This multifaceted challenge highlights the gap between com-

10

putational pattern recognition and the cognitive processes underlying
human metaphor comprehension.

6.3. Interpretability of metaphorical datasets

The proposed framework outlines some aspects that so far have not
fully emerged in computational approaches to metaphor.

6.3.1. Context and culture

Our research demonstrates that annotating the source and target ele-
ments in computational metaphor analysis is insufficient for fully grasp-
ing metaphorical meaning. For instance, as illustrated in Fig. B.1.1.2,
the LLM accurately identifies all objects within the image that form
the metaphor. However, although the blending property is annotated
as DANGEROUS, the LLM interprets it as POWERFUL. In the absence of
external context that can further frame the reference elements needed
for comprehension, both interpretations are arguably valid.

This and other examples from our experiments reveal two main in-
sights. First of all, the perspective adopted by a LLM in interpreting
a metaphor reflects its underlying cultural background. Furthermore,
for systems (and users) to reliably converge on metaphorical annotated
properties, providing additional context is essential. This requirement
for context may also help explain the relatively poor performance ob-
served in human responses, such as distinguishing whether an advertise-
ment is a public campaign, a comic strip, or a standard advertisement.

6.3.2. The dynamics of metaphor annotation

Beyond culture and context-dependence, the human annotation
showed that some sentences’ gold standard metaphors in the WG,
BCMTD and the Visual Metaphors dataset had multiple possible correct
answers or even multiple answers in the same sentence. For example, for
the sentence “This mini-controversy erupted when Republicans intro-
duced a string of amendments in a final effort to obstruct passage of the
reconciliation bill” the gold-standard metaphor is INHIBITING ENACT-
MENT OF LEGISLATION IS IMPEDING MOTION, while the predicted one
is CONTROVERSY IS VOLCANO ERUPTION, which has been noted as cor-
rect by the evaluators but would be deemed as incorrect with automatic
assessment. This phenomenon shows the need to keep both the human
and the metaphor interpretation process flexible. However, current an-
notated metaphorical datasets only contain one possible gold standard
answer. Future work should address the possibility to incorporate mul-
tiple correct answers for a reference text.

6.4. Future application of LAG to metaphor generation
In addition to detecting existing metaphors, our framework offers a

structured approach to generating new effective metaphors. By formal-
izing the process of blending conceptual frames, the system can suggest
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novel metaphors by creatively reconfiguring known concepts into new,
plausible configurations according to a specified ontology. In future re-
search, we aim to develop a method for generation that addresses lim-
itations found in other studies. Specifically, Lieto et al.[23] note that
top-down frame taxonomies must be complemented by more flexible
generators. Chakrabarty et al. [44] prompt models to generate visual
metaphors through generic, implicit elements, but do not specify how
these should be effectively combined to produce meaningful metaphors.
Indeed, one reported error in the study was the omission of the target do-
main or essential elements that were not explicitly requested in the out-
put image. Finding the LLM’s pitfalls in understanding visual metaphors
can thus improve its ability to generate metaphors in a closer way to
our thought processes.

6.5. Limitations

Despite its strengths, the current framework has possible improve-
ments. Experiments are limited to English; more multimodal data is
needed for a more comprehensive assessment. While the work on con-
ceptual metaphors shows some correlation with automated measures,
manual evaluation remains essential. Indeed, another survey on the
quality of the augmented graphs with a higher quantity of graphs and
expert participants is needed. Additionally, the model’s computational
complexity and resource demands may cause time constraints with
large datasets or real-time applications. Ongoing refinement is thus nec-
essary to improve scalability and efficiency. For what concerns data
leakage, while textual benchmarks may already reside in the analyzed
LLMs’ web-scale pre-training corpus, the BTCMD corpus and the visual
metaphor dataset were newly curated or remained unpublished online
before evaluation, ensuring no train-test leakage for these two resources.

7. Conclusion

In this paper, we introduced a Logic-Augmented Generation pipeline
that turns multimodal data into extended knowledge graphs by in-
jecting a Blending Ontology at prompt time. Tested on five metaphor
datasets, the system outperformed baselines by up to +23.7 F| on tex-
tual metaphor detection and +12.3 accuracy on visual metaphor un-
derstanding, and even surpassed the human gold standard on the visual
metaphors dataset. Performance on scientific metaphor understanding,
however, trailed generic tasks by 26.3 percentage points, showing that
domain-specific metaphors need to be treated differently from generic
ones. The error analysis supports recent findings that today’s LLMs excel
at surface associations but falter on relational reasoning; many failures
stem from sparse or mismatched contextual cues in existing corpora.
Despite this shortcoming, which calls for more diverse and fine-grained
metaphorical data, leveraging the Blending Ontology to generate aug-
mented knowledge graphs enhances output justifiability compared to
current methods, which often fail to clarify why, even when the objects
of a metaphor are detected, the metaphorical property connecting the
two is not correctly identified. The proposed approach advances com-
putational models for multimodal figurative language understanding in
unstructured data, with significant implications for Al in natural lan-
guage processing.
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Appendix A. Method and implementation details
A.1. Prompt designs and information extraction

All prompt designs and information extraction from the LLM’s out-
put are available on GitHub, both in the code and in a dedicated docu-
ment.'*

Appendix B. Evaluation details
B.1. Inter annotator agreement

Table B.1 shows the inter-annotator agreement for each of the main
tasks.

B.2. Quality of the enhanced graphs

We publish on GitHub the evaluation questions for enhanced-graph
quality and the full results. We sample 16 correctly identified metaphors
across datasets and assess graph blends on: (i) Adequacy (includes all
necessary/relevant elements from the sentence or image), (ii) Correct-
ness (elements and relations match the ontology, including metaphori-
cal mappings), and (iii) Completeness (captures all essential explicit and
implicit components/relations for full metaphor understanding).

B.3. Error analysis for metaphor understanding

We employ error categories outlined in [19] and [32]:

1. Wrong with trigger: domain confusion from keyword overlap;

. Wrong without trigger: incorrect prediction of the domain without possible
triggers;

. Too literal: prediction is considered metaphoric but is actually literal;

. Should be non-metaphoric: metaphoric prediction instead of literal;

. Should be metaphoric: literal prediction instead of metaphoric:

. Too specific: one or both domains are too specific;

. Too general: one or both domains are too general;

. Wrong subelement mapping: prediction of an aspect of the correct domain;

. (V) incorrect objects: incorrect prediction of one or both the objects in the

image;

(V) incorrect direction of property transfer: incorrect prediction of source and

target objects;

(V) incorrect property: source and target are identified, but not the property;

(V) incorrect target symbol: all objects are identified but misinterpretation

remains.

N

O 0N O U bW

10.

11.
12.

14 https://github.com/dersuchendee/metaphorical-logic-augmented-generation/
blob/main/code/prompts_info.md
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Wrong subelement mapping
Too specific

Too general

Switched source/target
Metaphor mislabeled literal
Incorrect objects

Incorrect property

Incorrect target symbol

Fig. B.1. Distribution of error types in the manual error analysis (Section 5.6.6), grouped by dataset class and modality. Percentages are computed within each

dataset class.

Table B.1

Inter-annotator agreement.

Task Accuracy Fleiss Kappa Agreement in %
BCMTD LAG 34.3% 0.35 (Fair) 30%

WG LAG 25.6% 0.41 (Fair) 70.3%

Visual metaphor dataset LAG no img 65.06% 0.29 (Fair) 54%

Visual metaphor dataset LAG no sent 67.06% 0.306 (Fair) 65.28%

Visual metaphor dataset LAG 65.2% 0.274 (Fair) 63.68%

Visual metaphor dataset Few-Shot 54.7% 0.33 (Fair) 60.42%
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