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Abstract

Multi-agent deep reinforcement learning has demonstrated sig-
nificant potential as a promising framework for developing au-
tonomous agents capable of operating within complex, multi-agent
environments in a wide range of domains, like robotics, traffic
management, and video games. Centralized training with decen-
tralized execution has emerged as the predominant training para-
digm, demonstrating significant effectiveness in learning complex
policies. However, its reliance on a centralized learner necessi-
tates that agents acquire policies offline and subsequently execute
them online. This constraint motivates the exploration of decen-
tralized training methodologies. Despite their greater flexibility,
decentralized approaches often face critical challenges, like: slower
convergence rates, higher instability and lower performance com-
pared to centralized methods. Therefore, this paper proposes three
neighbor-based decentralized training strategies based on the Deep-
Q Learning algorithm and investigates their effectiveness as a viable
alternative to centralized training. We evaluate experience sharing,
k-nearest neighbor averaging, and k-nearest neighbor consensus
methods in a cooperative multi-agent environment and compare
their performance against centralized training and totally decen-
tralized training. Our results show that neighbor-based methods
can achieve comparable performance to centralized training while
offering improved scalability and communication efficiency.
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1 Introduction

The increasing complexity of real-world systems, from robotic
swarms to smart grids, demands intelligent control strategies capa-
ble of adapting to dynamic and often unpredictable environments.
In this direction, reinforcement learning (RL) [39] has emerged as
a prominent paradigm for training agents that interact with their
environment and learn optimal policies through trial and error. Mov-
ing beyond single-agent settings, multi-agent reinforcement learning
(MARL) [14] extends RL to scenarios where multiple agents must
collaborate or compete to achieve a common goal. Recent advances
in deep learning have further advanced the field, enabling the train-
ing of complex policies in high-dimensional state and action spaces,
leading to the emergence of multi-agent deep reinforcement learning
(MADRL) [22]. MADRL has gained significant traction due to its
flexibility and capacity to learn diverse behaviors, ranging from
cooperative [23] to competitive [40], as demonstrated in various
case studies involving video games [36], robotics [33], and traffic
management [17]. This paper focuses on the subdomain of cooper-
ative multi-agent reinforcement learning, a particularly active and
impactful area of research within MADRL [32].

Many prominent approaches in this field employ a centralized
training and decentralized execution paradigm [9, 26, 37, 43], where
a centralized learner trains distributed policies that are subsequently
executed independently. While facilitating decentralized runtime
operation and avoiding single points of failure, this approach typ-
ically entails an offline learning phase (using simulators and cen-
tralized computation) followed by online execution with no further
learning — like in [19]. This inherent limitation hinders adaptation
to changing environments or tasks at runtime, like those encoun-
tered in real-world robotics applications.

While fully independent learners [1] offer a potential solution for
online learning, they often underperform centralized counterparts
due to instability in training mainly caused by non-stationarity and
partial observability [29].

Inspired by many real-world multi-agent systems in which
agents only interact with a limited subset of the overall system
(also called networked agents) — as exemplified by limited sensing
ranges in swarm robotics or localized interactions - this paper pro-
poses and formalizes a family of distributed learning methodologies
based on neighborhood information. This approach aims to: (i) in-
corporate richer information compared to independent learners;
and (ii) facilitate the emergence of collective behaviors through
local interactions between networked agents. Specifically, in this

paper:
e we investigate three distinct neighboring-based training

strategies encompassing both neural network-based ap-
proaches (e.g., neighboring averaging and consensus) and
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experience-based methods inspired by centralized experi-
ence sharing [16];

e we demonstrate the effectiveness of these strategies in com-
parison to both centralized and fully distributed approaches,
highlighting how neighborhood-based policies offer a com-
promise between these two extremes.

The remainder of this paper is structured as follows. Section 2
provides an overview of multi-agent reinforcement learning, high-
lighting the key challenges and training paradigms. Section 3 in-
troduces the proposed neighboring-based training strategies, de-
tailing their implementation and operation. Section 4 presents the
experimental setup and evaluation metrics. Section 4.4 discusses
the results of the experiments, comparing the performance of the
neighboring-based methods against centralized training. Finally,
Section 5 concludes the paper, summarizing the key findings and
outlining potential future research directions.

2 Background and Motivation

Multi-agent reinforcement learning (MARL) involves a group of
agents interacting with a shared environment. At each timestep,
agents receive observations and select actions according to their
individual policies (mappings from observations to actions). These
individual actions combine to form a joint action, which influences
the environment’s transition to a new state. Each agent then re-
ceives a scalar reward signal, typically a function of the global state
and joint action. The goal of each agent is to maximize its cumu-
lative long-term reward. Environments can be partially observable,
meaning agents may not have access to the full global state, only
receiving local observations through their respective observation
functions.

2.1 Formalization

Since MARL is a broad field, it is essential to provide a formal-
ization to guide the discussion. In this paper, we consider par-
tially observable networked markov decision process [2] as a tuple
(6,8, A,0,P,R,y), where
e G = (N,E) is a communication graph, where N is the set of
n agents and E C N X N represents the communication links
between agents. Time-varying graphs G; = (N, E;) can be
used to represent communication evolving over time t.
o S is the global state space.
e A=A x - x A" is the joint action space, where A’ is
the action space of agent i.
O = 0! x --- x O" is the joint observation space, where O’
is the observation space for agent i.
P:SXAXS — [0,1] is the state transition function,
describing the probability of transitioning to a new state
s’ € 8 given the current state s € S and joint action a € A.
R = {Ri},i € N, where R? : S x A — R is the reward
function for agent i.
e y € [0,1] is the discount factor.
Each agent i at time ¢ receives an observation of € 0!, takes an
action a; € A’ based on its local policy 7! : O x A' — [0,1], and
1= RE(st, ar). The global state evolves accord-
ing to . Agents can exchange information with their neighbors
in G (or G if the graph is time-varying). The objective is typically

receives a reward r!
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Figure 1: Graphical representation of CTDE (left) and DTDE
(right) in MARL.

to maximize the expected discounted sum of rewards 3,2 ytr;'
for each agent i, or some global reward function like the average
reward over all agents in case of cooperative scenarios. Agents typ-
ically use other function to estimate the value of taking an action
in a given state, such as the action-value function (also known as
Q-value). The latter represents the expected cumulative discounted
reward the agent will receive by taking action a € A in states € S
and then following its policy 7*:

o0

¢
ZY Ti+1
=0

Several algorithms aim to find the optimal Q-value function,
which maximizes the expected cumulative reward. One of the most
popular among these is the Deep Q-Learning algorithm.

Qi(s’ a)=En

sozs,aoza}

2.1.1 Deep Q-Learning Formalization. Deep Q-Learning [21] uti-
lizes a deep neural network, often referred to as a Q-network, to
approximate the action-value function Q(s, a). This network takes
the state s as input and outputs a vector of Q-values, one for each
possible action a € A. The optimal action-value function, denoted
Q* (s, a), satisfies the Bellman optimality equation:

s, a

Q*(s,a) =By .p |r +ymaxQ*(s’,a’)
a/

where P is the state transition probability distribution and r is the

immediate reward received after taking action a in state s. Deep

Q-Learning aims to train the Q-network to approximate Q*(s, a)

by minimizing the loss function:

2
L£(0) = (r +y max 0(s',d’;07) = Q(s, a; 9))

where 0 are the parameters of the Q-network, 8~ are the param-
eters of a target Q-network (used for stability), and (s, a,r,s’) is a
tuple representing a single experience that may be sampled from
a replay buffer D or directly from the environment. In the multi-
agent setting, each agent i has its own Q-network Q(o’, a’; 6%)
that takes its local observation o! as input. For centralized training,
the global state s can be used as input. The specific form of the
multi-agent Q-function and the update rules depend on the cho-
sen MARL algorithm (e.g., distributed Deep Q-Learning [31], value
decomposition methods [37]).
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2.2 Learning Schemes

Multi-agent learning can be categorized based on the training
scheme and the information accessibility for agents. Two prominent
paradigms are centralized training with decentralized execution
(CTDE) and decentralized training with decentralized execution
(DTDE) — see Figure 1.

Centralized Training with Decentralized Execution (CTDE). In
CTDE, a central learner trains all agents, but execution of the
learned policy is decentralized. This process typically involves two
phases: (i) Offline training: agents interact with a simulator or en-
vironment, gathering experience data used to update the central
learner’s policy; and (ii) Online execution: agents deploy the learned
policy in the environment without further learning. This approach
offers several benefits. Leveraging a centralized dataset allows for
efficient learning, potentially exploiting global information, which
is crucial in cooperative scenarios requiring coordinated actions.
Furthermore, decentralized execution allows agents to act indepen-
dently after training. However, CTDE has limitations. Scalability
can become problematic with a large number of agents. The reliance
on a central learner hinders adaptation to dynamic environments
or tasks during runtime.

Decentralized Training with Decentralized Execution (DIDE).
DTDE eliminates the central learner; each agent learns indepen-
dently from its own experiences. Inter-agent cooperation and com-
munication can be incorporated during both training and execution.
Unlike CTDE, training and execution phases are not necessarily
separate—simultaneous learning and execution allow for adapta-
tion to change environments or tasks at runtime. Key advantages of
DTDE include scalability with the number of agents and adaptabil-
ity to dynamic environments. However, DTDE also presents several
challenges to overcome, like: i) convergence time is often longer
compared to centralized training; ii) the lack of central coordina-
tion can lead to instability and difficulties in differentiating agents
and their environmental interactions; and iii) online learning in
DTDE can introduce non-stationarity if agents do not account for
other agents’ evolving policies during training, as the environment
effectively changes from each agent’s perspective.

2.3 State of the Art

MARL is a longstanding research area with a rich literature, starting
from seminal works like [41] and [13] to more recent contributions
like [22] and [15]. In the following, we briefly discuss some of the
most relevant approaches in the field, which lead to the motivation
for our work.

2.3.1 Independent Learners. In independent learners, each agent
learns its policy independently, disregarding the actions and policies
of other agents. This straightforward approach, among the earliest
explored in MARL, often relies on variants of Q-learning. Several
algorithms have attempted to address these coordination challenges
within the independent learner paradigm. Basic decentralized Q-
learning [41] allows each agent to learn its Q-values independently
but often converges to suboptimal joint policies due to a lack of co-
ordination. Subsequent work introduced heuristic-based extensions
to improve coordination, like distributed Q-learning [25], hysteretic
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Q-learning [27], lenient Q-Learning [12], however empirical com-
parisons of these algorithms highlight the trade-offs in performance
across various MARL tasks and coordination challenges [28]. While
initially developed for tabular settings, some of these methods, like
hysteretic Q-learning [34], have been extended to deep reinforce-
ment learning settings. However, these independent approaches,
even with deep learning, often exhibit instability and slow conver-
gence in complex environments and fundamentally lack explicit
mechanisms for inter-agent coordination.

2.3.2  Neighboring-Based Methods. Neighboring-based methods in
MARL address the scalability and communication overhead chal-
lenges of fully centralized approaches by restricting agent inter-
actions to a local neighborhood. This introduces agents communi-
cation and coordination with a limited set of neighbors, reducing
the complexity of full joint action and policy learning. One promi-
nent category within neighboring-based methods is consensus-based
algorithms. These algorithms aim to reach a consensus among
agents on shared values or policies through local information ex-
change. Early work like QD-learning [24] extends Q-learning with
a consensus update term, enabling agents to converge towards
optimal Q-values despite only receiving local rewards. Recent ad-
vances in consensus-based MARL leverage deep learning and actor-
critic architectures, combining local policy updates with consensus
updates on critic parameters or gradients, as seen in the recent
works [18, 35, 44, 45].

These algorithms often exhibit improved scalability and commu-
nication efficiency compared to fully centralized methods, but still
need lack in capturing the global structure of the environment and
the interactions between agents.

2.3.3 Centralized Training Methods. CTDE is a prominent para-
digm in MARL [30], leveraging centralized information during
training to learn decentralized policies for execution. This ap-
proach addresses the challenges of partial observability and non-
stationarity while maintaining the scalability of decentralized exe-
cution. Actor-critic methods are well-suited for the CTDE paradigm,
where a centralized critic provides feedback to decentralized ac-
tors [9, 26, 38, 43]. The most influential algorithms in this area
are the one called policy-based methods (i.e., the ones that learn
a policy directly). In this family, the most popular algorithms are
MADDPG [26] and MAPPO [43]. Another class of algorithms, called
value-based methods, learn a value function that estimates the ex-
pected return from a global point of view while maintaining decen-
tralized policies. Value Decomposition Networks (VDN) [38] and
QMIX [9] are representative algorithms in this category. Another
approach to address the scalability challenge in MARL is mean field
reinforcement learning, i.e., it models the interaction between agents
through a mean field, simplifying the multi-agent problem into a
single-agent problem against an average opponent [42].

There exists also novel solutions, based on macro-programming
approaches, which leverage collective abstractions to reduce the
complexity of the problem. These approaches have been exploited
in various reinforcement learning contexts [3, 4] and integrated in
novel toolchains [20].
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2.4 Motivation

MADRL faces a critical challenge in balancing scalability and perfor-
mance. Centralized training methods, while effective, often suffer
from computational bottlenecks and difficulties scaling to large
numbers of agents. While distributed training approaches offer
improved scalability, they frequently assume independent learners,
neglecting crucial inter-agent coordination and leading to subop-
timal global performance. Neighbor-based methods have shown
promise in simpler, tabular settings by enabling localized coor-
dination, but their integration with deep reinforcement learning
remains largely unexplored. This work bridges this gap by intro-
ducing a novel approach that combines the power of deep learning
with the scalability of neighbor-based communication. Our method
aims to achieve both efficient decentralized learning and effective
coordination, enabling online adaptation and robust performance
in complex multi-agent environments.

3 Neighboring-Based Distributed Learning
Strategies

This section introduces three neighboring-based distributed learn-
ing strategies for multi-agent reinforcement learning. These strate-
gies leverage local interactions between agents to improve learning
efficiency and coordination. For this investigation, we focus on
Deep Q-Learning as the underlying learning algorithm, and we
consider the following strategies: k-nearest neighbor averaging,
k-nearest neighbor consensus, and experience sharing.

K-Nearest Neighbor Definition. The proposed strategies rely on
the concept of k-nearest neighbors. Formally, consider a weighted
communication graph G = (N, E, W), where N is the set of agents,
where W : E — R* is a weight function assigning a positive weight
to each edge. Let d(i, j) denote the shortest path length between
agents i and j in the weighted graph G. This can be calculated, for
instance, using Dijkstra’s algorithm. The length of a path is the sum
of the weights of the edges along the path. If no path exists between
i and j, we set d(i, j) = oo. Then, the set of k-nearest neighbors of
agent i is defined as:

Ni(i) ={j | i #J, rank(d(ij)) < k} )

where rank(d(i, j)) denotes the rank of the distance d(i, j) among
all distances from agent i to other agents in the neighborhood,
sorted in ascending order (e.g, rank(d(i, j)) = 1 for the smallest
distance). Ties can be broken arbitrarily.

K-Nearest Neighbor Averaging. In this strategy, each agent main-
tains a local Q-network and shares its Q-values with its neighbors.
The neighbors average the received Q-values and use the result to
update their own Q-networks. This approach allows agents to learn
from their neighbors’ experiences, potentially improving learning
efficiency and coordination. Formally, giving Gl.t, i € N the parame-
ters of the Q-networks of the agent i at the time t, the update rule
for agent i at time ¢ + 1 is:

1
o =6lva Y o
JENi(D)

t
0;

@

K-Nearest Neighbor Consensus. In case of homogeneous agents
(i.e., when all agents have the same action and observation space),
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the goal of learning is to find a common policy that all agents can
follow. This approach is typically used in large-scale systems where
agents are identical and need to reach a consensus—see [11]. In-
stead of directly enforcing a shared policy, we allow each agent to
learn independently and periodically select the best-performing
agent within its neighborhood as a reference. This approach fa-
cilitates decentralized exploration while promoting consensus to-
wards a high-performing policy. Formally, Let R;(¢)" be the aver-
age reward obtained by agent i over the last n episodes, namely
R;(t)" % Zli:t—n ri(k). At each time step t, each agent i identifies
the best-performing neighbor b;(¢) within its k-neighborhood Nik:

bi(t) = argmax R;(1)"
JENK (i)

Agent i then updates its Q-network parameters 6; using the pa-
rameters of the best-performing neighbor, namely: 9{“ — 9£i )
This process repeats at every consensus update interval. Choos-
ing an appropriate interval balances independent exploration with

consensus convergence.

Experience Sharing. This approach is typically used in centralized
training to improve sample efficiency and learning stability [10]. In
our distributed setting, each agent maintains its own experience
replay buffer, but also augments it by collecting a fraction of each
neighbor’s buffer. This allows agents to learn from each other’s
experiences, potentially accelerating learning and improving coor-
dination because agents can learn from each other’s mistakes and
successes. Formally, we define: Z)l.t the replay buffer of the agent i
at time ¢, f € N* the number of experiences to collect from each
neighbor, ¢ : D x N* — D a function that, given a replay buffer
H and a positive natural number k, extracts a subset of cardinality
k from H. The update rule for agent i at time ¢ + 1 is:

o =olu ] ¢@Lp

JENK (1)

®)

Neighboring-Based Training with Deep Q-Learning. The
neighboring-based training strategies can be integrated with Deep
Q-Learning to enable distributed learning in multi-agent settings.
The algorithm follow the same structure as the Deep Q-Learning
algorithm, but with the addition of the neighboring-based
interactions. This may happen with a different frequency for each
strategy, depending on the communication overhead and the
desired level of coordination. In Algorithm 1 we provide a detailed
description of the integration of the neighboring-based strategies
with Deep Q-Learning.

4 Evaluation

This section presents the experimental setup and evaluation metrics
used to assess the performance of the proposed neighboring-based
training strategies. All the experiments and data produced are re-
producible and publicly available!.

Uhttps://github.com/davidedomini/experiments-2024-SAC-marl-neighbouring-
strategies
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Algorithm 1: Neighboring-Based Deep Q-Learning

foreach agenti € N do
Initialize Q-network Q' (0%, a’; ") and target network
Qi— (Oi, ai; 91’—)
| Initialize replay buffer D’
for episode = 1 to M do
foreach agenti € N do
L Initialize initial observation o(i)

fort=0to T do

foreach agenti € N do

Self_:ct _act_ion_ a; based on e-greedy policy using
0! (0, ai:67)

Execute action a; and observe reward r; 41 and

1

next observation o; 1

141 Op41) 0 Dl_

Sample a mini-batch from D*

Calculate target values using chosen
neighboring strategy (see below)

Update 6 by minimizing the TD error

Every C steps, update target network 6~ « 6"
Every S steps, perform neighboring
strategy

Store (o}, ay,r

4.1 Simulated environment

The proposed multi-agent environment is a variant of the “gather
the items” scenario, designed to study the impact of neighborhood
strategies. It consists of a 2D Euclidean space populated by A agents
and T targets, initially placed at random locations. The objective is
for the agents to work together to capture all targets, resulting in a
successful termination of the environment episode. A maximum
time limit of T,,qx = 300 time steps is enforced to prevent indefinite
episodes — this hyperparameter has nonetheless been chosen to
ensure that each episode is long enough for the agents to complete
the task.

At each time step t, each agent a receives an observation o
composed of the following elements:

t
a

e Neighborhood perception: an agent a perceives the relative
positions (distance and direction) of its A, (paramers of
the environment) the nearest neighboring agents. This in-
formation is represented as a set V! = {(dflj, Géj)|j €

Nearest A, agents}, where dfl j is the Euclidean distance be-

tween agent a and agent j at time ¢, and 921. is the angle

between the vector pointing from agent a to agent j and a

fixed reference axis.

Target perception: am agent a perceives the relative posi-

tions (distance and direction) of its T, (parameter of the

environment) the nearest targets. This is represented as a

set 7.} = {(dék, QZk)lk € Nearest T, targets}, with dék and

9; .. defined analogously to the neighborhood perception.

Memory: an agent a maintains a memory H_ of past percep-

tions, storing the neighborhood and target perceptions from

the previous H; time steps. Formally, H: = {N}~%, 77|t =
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1,...,H;}. This can be represented as a tensor of shape
(Hy, Ay + Ty, 2), where the last dimension represents the
relative distance and angle for each perceived agent or tar-
get.

The complete observation o}, at time ¢ for agent a is thus given by
ok = (NL T HY).

Communication between agents is restricted to a neighborhood
C! ¢ N! and depends on a communication graph G that defines
the communication links between agents. In this work, the graph is
based on a k-nearest neighbor topology, where each agent commu-
nicates with its k (parameter of the simulation) nearest neighbors.
This communication enables the exchange of information such as
Q-values or experiences using on of the neighboring-based strate-
gies discussed in Section 3. The action space for each agent is
discrete, consisting of eight possible movements corresponding to
the cardinal and diagonal directions on a grid.

This environment provides a challenging coordination problem,
requiring agents to learn individual target-seeking behaviors and
collaborative strategies to minimize retrieval time. It serves as a
suitable testbed for evaluating the effectiveness of neighbor-based
decentralized training approaches.

4.1.1 Reward function. In the proposed environment, we design
a reward function that both consider the individual performance
of each agent (e.g., avoid collision) and the global performance of
the team (e.g., collect items in the shortest time possible). In the
following, we describe the components of the reward function for
each agent a at time t.

Collisions. Agents are penalized when their action area intersect.
This penalty is proportional to the number of agents involved in a
collision:

where I, is the set of agents with intersecting action area.

0
-2 |Ia|

if no intersections

14

otherwise

Time step. Agents are penalized at each time step by a constant
value o defined as an hyperparameter, to encourage them to com-
plete the task as quickly as possible.

Moving towards items. Each agent a is rewarded if it moves to-
wards one of the visible target items, discouraging agents from
wandering aimlessly.

max
i€Vitems

£=9- [d(pa™. pi™) = d(po p)]
Where p}, is the position of the agent a at time t (similarly for pf
regarding items), § is a scalar hyperparameter used to tune the

importance of this component and Vjsepms is the set of visible items.

Moving away from agents. Each agent a; is rewarded if it in-
creases the distance from its neighbors (Nj,). This strategy encour-
ages agents to avoid clustering and explore the environment more
effectively.

2|Nai|

C AR,

aj€Ng;

X par) = d(py, pa,)
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Collecting items. Each agent is rewarded for any collected visible
items (C;j is the set of collected items), whether the item was col-
lected by the agent itself or by another agent, this strategy encour-
ages agents to develop cooperative behaviors, namely: p = 100- |C;|

Final reward. The final reward is computed as the sum of all the
subcomponents, namely: rf =y —o+ &+ y +p

4.2 Experimental setup

The described environment was implemented using the Gymnasium
framework [7]. Moreover, we employed the following libraries to
implement the learning algorithms namely: Ray [8] (in particular,
its module RLIib [6]), and PyTorch [5].

We ran a total of 42 training experiments, namely: 6 different
methods (centralized, distributed, MAPPO and the three neighbor-
based strategies discussed). Each method was evaluated across 10
distinct random seeds to enhance the statistical robustness of the
observed results. Each experiment consisted of 50 training episodes.
In these episodes, we fix the number of agents to 4, A, =3, T, = 3,
H; =3,k = 2,0 =1and f§ = 1. Aslearning algorithms we employed
the Deep Q-Learning algorithm and MAPPO.

Furthermore, we ran 15 evaluation experiments, namely: 5 differ-
ent methods and for each method we varied the number of agents
(8, 16 and 32) to assess the metrics under various conditions leaving
the other parameters fixed. In this case, for each experiment we ran
100 evaluation episodes.

4.3 Evaluation metrics

In our experiments, we employed two metrics to evaluate the per-
formance of the learning agents and monitor the quality of the
training process, namely: (i) Mean Episode Reward (Rmean); and
(if) Mean Episode Length (Lmean)-

Rmean measures the average cumulative reward the agent ob-
tains during each episode, serving as a direct indicator of how well
each agent is performing in achieving its task. Formally, for a cer-
tain episode i, composed of n agents, last T time steps, the total
reward R; is calculated as:

R; =
t:

T n

5
=0 j=1
where r{ is the reward obtained by agent j at time step t. The
reward Rpean, for the all the episodes N, can be calculated as the
arithmetic mean of the individual rewards per episode R;.

On the other hand, the Ly;¢qn represents the average number of
time steps needed to reaching the terminal state, i.e., no more items
to collect. It provides insights into the agent’s efficiency in com-
pleting tasks, especially in environments where shorter episodes
indicate better performance. Formally:

1 N
Liean = N Z L;
i=1

where L; is length of i-th episode.

4.4 Results

Performance comparison. The results — Figure 3 — shows that
employing a centralized training (i.e., CTDE) approach allows the

N. Malucelli et al.

Y
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o

Figure 2: Examples of cooperative and uncoordinated behav-
ior. (Left) desired, agents effectively choose different paths
to collect different items. (Right) undesired, agents cover the
same path to collect the same item.

model to converge more rapidly — in terms of episodes - to a higher
reward compared to a fully decentralized approach (i.e., DTDE).
This difference becomes even more evident when considering the
Linean, where CTDE not only converges faster but also solves the
task using shorter episodes than DTDE.

Additionally, we implemented another state-of-the-art algorithm,
namely MAPPO, as a baseline for comparison. However, MAPPO
performed worse than both CTDE and DTDE across both metrics —
yielding lower results and exhibiting less stability, as reflected in
its higher standard deviation.

Regarding the proposed neighbor-based approaches, it can be
observed that both experience sharing and k-NN averaging enhance
the performance of DTDE, achieving results comparable to CTDE
while also increasing learning stability. On the other hand, k-NN
consensus maintains performance levels similar to DTDE, which
may be attributed to the simplicity of the implemented consensus
policy. Nevertheless, it remains more stable and achieves better
performance than MAPPO.

Scalability. To evaluate the scalability of the learned policies, we
conducted several experiments by increasing the number of agents
- specifically to 8, 16, and 32 — and measuring the time required to
complete the task (i.e., Limean)-

The results — Figure 4 — show that as the number of agents
increases, DTDE exhibits both a higher mean time to solve the task
and greater instability. In contrast, CTDE, k-NN averaging, and
experience sharing maintain strong performance. Similar to the
training phase, k-NN consensus does not achieve the same results
as the other two neighbor-based approaches but remains on par
with DTDE in terms of performance.

Communication overhead. The proposed neighbor-based ap-
proaches, particularly k-NN averaging and experience sharing,
achieve performance comparable to CTDE while maintaining a
decentralized structure similar to DTDE. However, runtime commu-
nication is required as agents exchange information with neighbors.
For k-NN consensus, overhead remains constant since each agent
communicates with only one neighbor. In contrast, k-NN averaging
and experience sharing scale linearly, though experience sharing’s
overhead is minimal due to low memory requirements, whereas
k-NN averaging incurs higher costs due to larger neural network
memory footprints. All approaches require under 25MB for up to
10 neighbors, making them feasible, with experience sharing being
ideal in scenarios with limited communication resources due to its
lower overhead.
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Figure 3: Training performance of neighbor-based decentral-
ized training strategies compared to centralized (CTDE) and
fully decentralized (DTDE) approaches.

5 Conclusion

This paper proposes several neighbor-based strategies to achieve
decentralized multi-agent learning with performance comparable
to centralized approaches therefore enabling online adaptation.
Specifically, we discuss three approaches, namely: k-NN averaging,
k-NN consensus and experience sharing which have been evalu-
ated against various baselines, including CTDE, DTDE based on
DQN, and MAPPO. The results show that two of the three proposed
methods significantly enhance DTDE performance, achieving out-
comes comparable to CTDE, while NN consensus falls short of this
goal, maintaining performance similar to DTDE. Furthermore, we
analyzed the communication overhead, demonstrating that it re-
mains minimal across all cases, particularly with experience sharing,
making it suitable for scenarios with very limited communication
resources.

Future works will include several promising directions, not only
to explore new opportunities but also to address the limitations
of the current study. Some of these may involve: (i) explore the
implementation of more advanced consensus algorithms (e.g., deep
QD-learning) to determine if this strategy can also achieve results
comparable to the other two; (ii) develop more sophisticated com-
munication protocols to further reduce communication overhead,;
and (iii) test these approaches in a wider range and more complex
scenarios than the one considered in this paper.
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