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ABSTRACT

Low surface brightness galactic stellar haloes provide a challenging but promising path towards
unravelling the past assembly histories of individual galaxies. Here, we present detailed
comparisons between the stellar haloes of Milky Way-mass disc galaxies observed as part
of the Dragonfly Nearby Galaxies Survey (DNGS) and stellar mass-matched galaxies in the
TNG100 run of the IlustrisTNG project. We produce stellar mass maps as well as mock g-
and r-band images for randomly oriented simulated galaxies, convolving the latter with the
Dragonfly point spread function (PSF) and taking care to match the background noise, surface
brightness limits, and spatial resolution of DNGS. We measure azimuthally averaged stellar
mass density and surface brightness profiles, and find that the DNGS galaxies generally have
less stellar mass (or light) at large radii (>20 kpc) compared to their mass-matched TNG100
counterparts, and that simulated galaxies with similar surface density profiles tend to have low
accreted mass fractions for their stellar mass. We explore potential solutions to this apparent
‘missing outskirts problem’ by implementing several ad hoc adjustments within TNG100 at
the stellar particle level. Although we are unable to identify any single adjustment that fully
reconciles the differences between the observed and simulated galaxy outskirts, we find that
artificially delaying the disruption of satellite galaxies and reducing the spatial extent of in-situ
stellar populations result in improved matches between the outer profile shapes and stellar halo
masses, respectively. Further insight can be achieved with higher resolution simulations that
are able to better resolve satellite accretion, and with larger samples of observed galaxies.

Key words: galaxies: evolution — galaxies: haloes — galaxies: disc — galaxies: stellar content —
galaxies: structure.

galaxy’s merger history, therefore, is a diffuse and often highly
substructured envelope of stars surrounding the main body of
the galaxy — the stellar halo — that holds clues to the number,

1 INTRODUCTION

Stellar haloes are an inevitable outcome of the lambda cold dark

matter (ACDM) cosmological paradigm, and provide a promising
path towards unravelling the past assembly histories of their central
galaxies. As a result of structure formation in this theory, dark
matter haloes build up their mass over time through a series of
mergers with other haloes as well as smooth accretion (White &
Rees 1978; Moore et al. 1999); and, as the dark matter haloes
are disrupted, so are their stellar components. One byproduct of a
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masses, and timing of past accretion events. As a consequence
of dynamical friction, most accreted mass will end up residing in
the bulge or disc regions of the galaxy (Pillepich, Madau & Mayer
2015) and become nearly impossible to distinguish observationally;
however, the material in the outskirts is preserved over relatively
long dynamical time-scales (Bullock & Johnston 2005).
Unfortunately, reliable observations of low surface brightness
stellar haloes are notoriously difficult to obtain and have resulted
in relatively small sample sizes thus far. Star counts can in some
cases provide an extremely deep and panoramic view of the stellar
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density, colour, and inferred age and metallicity of galactic stellar
haloes (see e.g. Ibata et al. 2014; Okamoto et al. 2015; Crnojevié
et al. 2016), but as the apparent brightness of individual stars
decreases with the square of the distance, these studies become
prohibitively difficult beyond ~5-7 Mpc from the ground (Danieli,
van Dokkum & Conroy 2018). The same technique applied to space-
based instruments has been proven successful out to ~20 Mpc and
has revealed a striking degree of diversity in both the masses and
stellar populations of the stellar haloes of massive disc galaxies
(e.g. Monachesi et al. 2013; Harmsen et al. 2017), but these are
expensive observations and often suffer from sparse area coverage.

Integrated light observations provide a more time-efficient way
forward, but suffer from degeneracies in age and metallicity, com-
plicating any inferences of stellar populations. More importantly,
these observations are typically heavily contaminated by scattered
light from stars or other compact sources within or near the field
of view (see e.g. Slater, Harding & Mihos 2009): performing any
quantitative analyses requires a careful characterization of the point
spread function (PSF) and separation of scattered light from galaxy
light. The difficulty of carrying out this exercise over angular
size scales comparable to stellar haloes has typically limited the
number of individual galaxies observed down to surface brightness
limits deemed deep enough to robustly explore stellar haloes
(approximately 30 mag arcsec™2; Johnston et al. 2008), although
there are some recent notable exceptions (e.g. Huang et al. 2018;
Rich et al. 2019).

Stacking thousands of galaxies has proved to be a useful way
to explore a number of trends between stellar halo and galaxy
properties (e.g. D’Souza et al. 2014; Wang et al. 2019), but
information on the galaxy-to-galaxy variation is lost (see e.g.
Pillepich et al. 2014, for a measure and discussion of scatter in
the Illustris simulation). Furthermore, de Jong (2008) showed that
in stacks of thousands of SDSS disc galaxies, up to 80 per cent of the
light in apparently anomalous ‘red haloes’ can be attributed to an
incomplete accounting of the PSF. Finally, the presence of Galactic
cirrus contaminates stellar halo detection and any following analysis
(see e.g. Roman, Trujillo & Montes 2019), and integrated light
surveys are forced to simply avoid regions in the sky with relatively
high cirrus.

Simulating stellar haloes is not any easier than observing them
— the outskirts of stellar haloes are multiple orders of magnitude
less dense than the central regions of galaxies and require high
spatial and mass resolution, which presents a difficult computational
challenge. Analytic models (Purcell, Bullock & Zentner 2007) and
dark matter-only N-body simulations coupled with semi-analytic
prescriptions (Bullock & Johnston 2005) or stellar particle tagging
(Cooper et al. 2010; Amorisco 2017) have provided useful insight
into the expected amount and distribution of accreted material for
galaxies across a wide range of stellar masses; however, Bailin et al.
(2014) demonstrated that the simplifying assumptions necessary
when modelling stellar haloes using dark matter-only methods can
lead to a systematic underestimation of both concentration and
amount of substructure. Hydrodynamic zoom-in simulations such
as Eris (Pillepich et al. 2015), AURIGA (Monachesi et al. 2019),
APOSTLE (Oman, Starkenburg & Navarro 2017), FIRE (Sanderson
et al. 2017), or ARTEMIS (Font et al. 2020) are able to more self-
consistently model stellar haloes, but lack the statistics to fully
explore galaxy-to-galaxy variation.

Careful comparisons between observations and simulations of
stellar haloes are nevertheless key to understanding the merger
histories of individual galaxies. Their observationally measured
stellar masses, colours, shapes, slopes, and substructure can be
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analysed side by side with predictions from simulations. Where they
agree, we can use the simulations to provide meaningful physical
context to the observations; and where they disagree, we have the
opportunity to learn something useful about the assumptions and
limitations that factor into both types of data sets.

In Merritt et al. (2016), we presented measurements of the stellar
haloes of eight Milky Way-mass spiral galaxies observed with the
Dragonfly Telephoto Array (Abraham & van Dokkum 2014) as
part of the Dragonfly Nearby Galaxy Survey (DNGS). In spite
of our expectation of finding clear signatures of stellar haloes
(either in diffuse light or coherent substructures) around every
galaxy in our sample,! we instead saw a remarkable diversity in
the outskirts of these galaxies. Intriguingly, a comparison between
our estimates of the outer stellar halo mass fractions and the accreted
fractions reported by existing simulations suggested a possible
tension between observations and simulations — specifically that
simulations could be overpredicting the average amount of mass in
stellar haloes, and underpredicting the galaxy-to-galaxy scatter in
this measurement.

However, carrying out ‘apples-to-apples’ comparisons between
observations and simulations is not a trivial pursuit, and ultimately
limited our ability to understand whether (or to what extent) any
real tension existed. The challenge is partly due to widely varying
definitions of the stellar halo, and partly due to the fact that
simulations track accreted (ex-situ) material regardless of where
in the galaxy it ultimately ends up, while observations can only
hope to disentangle ex-situ from in-situ (i.e. stars that formed
within the galaxy from cold and condensed gas) structure in the
outskirts of galaxies —and even in this regime the separation between
these components is not straightforward (e.g. Purcell, Bullock &
Kazantzidis 2010; Dorman et al. 2013).

With the latest advances in cosmological hydrodynamic simula-
tions (e.g. Dubois et al. 2014; Vogelsberger et al. 2014a; Schaye
et al. 2015; Davé, Thompson & Hopkins 2016; Remus, Dolag &
Hoffmann 2017; Henden, Puchwein & Sijacki 2019; Cafias et al.
2020), however, this is a good moment to examine the differences
between observed and simulated stellar haloes in greater detail (e.g.
Cook et al. 2016; D’Souza & Bell 2018; Elias et al. 2018). In this
paper, we compare and contrast the DNGS stellar haloes with those
in the TNG100 simulation of the IllustrisTNG project (Marinacci
et al. 2018; Naiman et al. 2018; Nelson et al. 2018; Springel et al.
2018; Pillepich et al. 2018a).

The scope of this analysis is multifold. First, we focus on carrying
out ‘apples-to-apples’ comparisons as closely as possible. Section 2
describes the two data sets as well as our sample selection and
stellar mass-matching procedures within TNG100. In Section 3, we
summarize our methodology for converting stellar particle data from
the simulation into 2D images that can be analysed analogously
to the observations; and we provide a library of example images
in Section 4. Section 5 presents the TNG100 stellar mass density
profiles and mock observed surface brightness profiles, and provides
a comparison with DNGS. Secondly, we explore different metrics
for quantifying stellar haloes in Section 6. We delve into a number of
different definitions for the masses of stellar haloes, and explicitly
distinguish these from accreted stellar masses: the former is an
observable quantity, while the latter is the total stellar mass acquired
through mergers or accretion, and is not directly observable. Next,
we track individual stellar particles in our TNG100 galaxies across

IDetecting stellar haloes around spiral galaxies was, in fact, one of the
original reasons for designing Dragonfly.
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the full simulation in order to better understand the buildup of
their stellar haloes. In Section 7, we explore what we can learn
about observed stellar haloes via comparisons to simulated galaxies
matched in both stellar mass and profile shape. Finally, in Sec-
tion 8, we discuss the myriad of caveats involved in comparing
cosmological hydrodynamic simulations with observations, and
examine the extent to which we are able to put constructive and
physical constraints on simulations using observations of stellar
haloes. We summarize our findings and discuss directions for
future work in Section 9. Throughout our analysis we assumed
a ACDM cosmology, and used the cosmological parameters as
detailed in Planck Collaboration XIII (2016) where applicable. All
quantities are reported in physical (rather than comoving) units
unless specified otherwise, and we make a conscious effort to limit
our analysis to properties that are either directly observable or
possible to derive from optical imaging.

2 DATA

2.1 Observations: the Dragonfly Nearby Galaxies Survey
(DNGS)

We used observations of the stellar haloes of eight spiral disc
galaxies presented as part of the DNGS in Merritt et al. (2016).
We observed our sample from 2013-2016 with the Dragonfly Tele-
photo Array (‘Dragonfly’ for short), a robotic, nearly autonomous
refracting array of telephoto lenses optimized to detect extended,
low surface brightness optical emission (Abraham & van Dokkum
2014)? and equipped with Sloan g- and r-band filters. The telescope
has a native spatial resolution of 2.85 arcsec pixel™! (this is
resampled to 2.5 arcsec pixel ! during the data reduction process),
and the PSF has an FWHM of 7 arcsec (derived empirically from
DNGS data; see Merritt et al. 2016 and Zhang et al. 2018 for details).

Dragonfly is ideally suited for surveying diffuse stellar haloes
— sub-wavelength structure antireflective coatings on each optical
element suppress scattered light by an order of magnitude relative
to standard instruments, resulting in a steeply declining and stable
wide angle PSF; and the wide field of view (2 x 3 deg) comfortably
encompasses each galaxy as well as its stellar halo and satellite
system. A combination of dithering and small, deliberate pointing
offsets between individual cameras ensures multiple independent
lines of sight to each target galaxy, removing any remaining
concerns over confusion from optical artefacts.’

The instrument and observing strategy are paired with a low sur-
face brightness-optimized reduction pipeline (described in Danieli
et al. 2019). One key step is that we monitor individual images
for any changes in the wide-angle PSF which are thought to be
atmospheric in origin (perhaps caused by high-atmosphere aerosols;
DeVore, Kristl & Rappaport 2013), unlike the inner regions of
the PSF which obtain their structure mostly from the optical
components of the instrument or telescope (Slater et al. 2009). These
atmospheric variations can happen on time-scales of minutes, and
affect images at surface brightnesses too low to be detected by visual

Dragonfly is presently a 48-lens array, but over this time period it grew
from 8 to 24 lenses.

3In the Southern hemisphere, the Huntsman Telescope is similarly built
from Canon telephoto lenses; Spitler et al. (2019) provide a detailed
characterization of flat fields and demonstrate that the corresponding 5o
surface brightness floor (due to flat fielding errors) is as low as 33 mag

arcsec™2 across the field of view.
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inspection. In the presence of even very thin atmospheric cirrus, light
is thrown from the central regions of the PSF to the outskirts, which
conveniently manifests as a shift in the photometric zeropoint (see
Zhang et al. 2018, for a more detailed description). We therefore ex-
clude (among other criteria) any image that deviates from the nomi-
nal value by more than ~0.1 mag, and caution that, in general, deep
images produced from either long exposures (>10 min) or by stack-
ing a large number of shorter exposures are not immune to this effect.

One other critical reduction step worth noting is our approach
to sky subtraction. A particular pitfall that should be avoided is
the oversubtraction of the sky, caused by including pixels with
light from low surface brightness galaxy outskirts in its calculation.
To ensure accurate sky values we perform sky subtraction in two
phases: in the first, we heavily mask out all sources before fitting
and subtracting a third degree polynomial from the images; and in
the second, we create a more aggressive mask using a (preliminary)
stack of all available images for a given target and repeat the sky
modeling and subtraction (see Merritt et al. 2016; Zhang et al.
2018). As a result of our choice to use a third degree polynomial
we are confident in our results over angular scales of ~45 arcmin
(or physical scales of ~130 and 260 kpc at distances of 10 and 20
Mpc, respectively.)

2.1.1 The DNGS Sample

The galaxies were selected based only on their absolute magnitude
(Mp < —19.3) and proximity; that is, we made sure to include
only the nearest (and therefore apparently largest) galaxies above
this luminosity threshold, as Dragonfly performs best when dealing
with extended objects. We avoided regions of significant Galactic
cirrus with a cut on FIR flux (Fjo0 um < 1.5 mJy St~ along the line
of sight, obtained from IRAS maps). We also explicitly excluded
galaxies in the Local Group (defined loosely as having distances
within 2 Mpc) as well as known members of the Virgo cluster. No
other galaxy properties were considered or given priority, and as a
result, the only common property among the sample is their spiral
disc morphology (see fig. 1 of Merritt et al. 2016 for images of
each galaxy). The DNGS galaxies cover a wide range in inclination
angle (16-90 deg), colour, physical size, and disc-to-bulge ratios,
and lie at distances between 7 and 18 Mpc. However, in Merritt et al.
(2016) our goal was to characterize the stellar haloes of Milky Way-
like galaxies, and we therefore selected galaxies from DNGS with
visually identifiable spiral structure. We note that, in an effort to take
advantage of Dragonfly’s large field of view, we also searched for
additional spiral galaxies above our magnitude limit (effectively just
relaxing the proximity requirement) in fields that we had already
observed; this lead to the inclusion of NGC 4220 in our sample.

We observed each galaxy (field) for 15-20 h with Dragonfly,
and were able to measure azimuthally averaged surface brightness
profiles down to limits of 30-32 mag arcsec™2.* In Merritt et al.
(2016), we also presented stellar mass surface density profiles for
our sample, which we obtained by combining our surface brightness
profiles with mass-to-light ratio profiles estimated from optical g —
r colour profiles.

We measured total stellar masses by integrating these surface
density profiles down to a common density threshold of 10* Mg
kpc~2 and found that, despite being broadly similar to the Milky

40On smaller angular scales relevant for individual substructure detection, the
limiting surface brightness ranges from 28.6-29.2 mag arcsec™> to 29-30
mag arcsec ™2 (measured in 12 and 60 arcsec apertures, respectively).
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Table 1. The galaxies included in the DNGS sample included in Merritt et al. (2016). Absolute magnitudes and distances were taken from
Tully et al. (2009), and inclination angles from HyperLeda (Makarov et al. 2014). Both of the stellar masses quoted are integrated quantities.
Menn, obs is the ‘observed’ stellar mass, measured by integrating the surface density profile down to 10* Mg kpe=2 (see Section 2.2), and
Mgen(< 30kpce) is the stellar mass enclosed within a semimajor axis of 30 kpc. Rpqyf is the radius that contains half of the stellar mass of
the galaxy (assuming M1, obs)- Details of the surface density profiles are given in Merritt et al. (2016) and in Section 5 of this paper.

Galaxy Mp (mag) Distance (Mpc) Inclination (deg)  Miell, obs (1010 Mp) Mgen(< 30kpe) (1010 Mo)  Rnar (kpe)
NGC 1042 —20.27 17.3 58.1 1.51 +£0.48 1.51 +0.48 5.31
NGC 1084 —20.41 17.3 49.9 431 +1.41 421 4+1.38 34
NGC 2903 —20.3 8.5 67.1 4.89 + 1.56 4.87 +1.55 3.9
NGC 3351 —20.36 10.0 54.6 5.79 £ 1.94 5.79 + 1.94 2.08
NGC 3368 —20.03 7.24 51.1 8.84 +2.85 8.81 £2.84 2.56
NGC 4220 —19.31 17.1 90.0 6.06 &+ 1.94 6.03 +1.93 3.2
NGC 4258 —20.2 7.61 68.3 7.55 +£2.40 7.44 +2.36 4.88
MI101 —20.2 7.0 16.0 5.84 +1.85 5.82+1.84 6.54

Way in stellar mass (1.5-9 x 10'© M), the spiral galaxies in DNGS
display a remarkable degree of diversity in their outskirts, with
some featuring large streams and others lacking any detectable
signatures of past merger events. This variation in the low surface
brightness outskirts suggests a similarly large variation in the
assembly histories of the galaxies (and see also Pillepich et al. 2014
and Monachesi et al. 2016, who demonstrated that this diversity
is also reflected in the metallicity and colour profiles of Milky
Way-mass galaxies). In this work, we used the observed profiles
measured in Merritt et al. (2016) directly, with no changes or
scalings compared to the published paper.’ Table 1 highlights some
of the basic properties of our DNGS sample.

2.2 Simulations: TNG100 of IlustrisTNG

We paired our observations with simulated galaxies from The
Next Generation Illustris (hereafter IllustrisTNG, or simply TNG)
project, a suite of state-of-the-art cosmological magnetohydrody-
namic simulations (Marinacci et al. 2018; Naiman et al. 2018;
Nelson et al. 2018; Springel et al. 2018; Pillepich et al. 2018a)
that serves as the successor to Illustris (Vogelsberger et al. 2014a, b;
Genel et al. 2014). The TNG physical model for galaxy formation
(Weinberger et al. 2017; Pillepich et al. 2018b), which builds upon
the original Illustris model (Vogelsberger et al. 2013; Torrey et al.
2014), features several updates to the growth of and feedback from
supermassive black holes, as well as stellar evolution, gas enrich-
ment, and the injection of galactic winds. Most notably for studies
of stellar haloes, low-mass (Mg < 10'°Mg,) galaxies in TNG are
smaller in size relative to Illustris, bringing them into better qualita-
tive agreement with observations (Genel et al. 2018; Pillepich et al.
2018b). Moreover, the TNG100 galaxy stellar mass functions are in
closer agreement with observations; together, these changes affect
the number and typical stellar masses of shredded satellite galaxies
that build up the stellar haloes of more massive galaxies. We note
that although TNG100 has been shown to successfully reproduce a
remarkable number of observed properties of galaxies, there are also
a handful of known areas of tension (see section 5.1 of Nelson et al.
2019, as well as section 8.4 here for a more in depth discussion).
TustrisTNG is comprised of the TNG50, TNG100, and TNG300
cosmological boxes, spanning 51.7, 110.7, and 302.6 Mpc on a
side, respectively. We chose to work with TNG100, as it represents

5The imaging data from this survey can be accessed at https://www.dragon
flytelescope.org/data-access.html.

a compromise between statistical sample sizes of Milky Way-
mass galaxies and the resolution needed to quantify the relatively
sparse stellar halo regions in a physically meaningful way. TNG100
contains ~1.2 x 10'° resolution elements in total, and has a baryonic
mass resolution of 1.4 x 10° Mg with a gravitational softening
length of 740 pc for stellar particles. For Milky Way-like galaxies,
we typically® find between ~3000-9000 and ~250-1300 stellar
particles beyond 2 and 5 half-mass radii at z = 0, respectively.

Throughout this work, we considered any stellar particle that
formed within a subhalo (i.e. not on the main progenitor branch
of the central galaxy) to be an ex-situ particle. From a formation
times perspective, this means that any particle that formed before
becoming gravitationally bound to the central galaxy is considered
ex-situ.

2.2.1 The TNG100 sample

We constructed a parent sample of ‘Milky Way-like” galaxies from
TNG100 by identifying disc galaxies with (broadly) similar stellar
masses that live in relatively low density environments at z = 0,
analogous to the DNGS sample.

To do this, we first selected all galaxies within TNG100 with
stellar masses in the range 10" < Mgen/Mg < 10'!. In this context,
a galaxy’s stellar mass is defined as the total mass in stellar particles
gravitationally bound to its host subhalo (and not including stellar
particles bound to any subhaloes — satellites — that might exist within
it). Moving forward, we will refer to this stellar mass as the ‘true’
stellar mass of the galaxy, M, true-

We then estimated the local environment for these galaxies, using
the number of massive (Mi.que > 10'° M) galaxies within 1 Mpc
as our metric. Only central galaxies or satellite galaxies with at
most one nearby massive neighbour are included in our sample,
resulting in 3467 central galaxies with an additional 505 satellite
galaxies. In practice, this means that we avoid high density cluster
regions (similar to the Virgo Cluster) while including Local Group
analogues. The latter choice is particularly important, as DNGS
contains multiple pairs of galaxies that are members of the same
loose group (Makarov & Karachentsev 2011).” Including massive

The values quoted here are the 25th and 75th percentiles. We also calculated
the 1st and 99th percentiles; these are ~1400-26000 and ~50-7000,
respectively. These values are a strong function of galaxy stellar mass.
7Not to mention the fact that to date, the two stellar haloes studied in the
most detail are those of the Milky Way and M3 1, which are near neighbours
with separation less than 1 Mpc.
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TNG100 galaxy distribution
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Figure 1. An overview of our TNG100 parent galaxy sample selection. Red dots show the positions of central disc galaxies in TNG100 with 10'0 <
Mgen/Mg < 10, Orange dots point to satellite disc galaxies in the same mass range; to avoid Virgo-like clusters, we require that satellite galaxies have no
more than one massive (>10'" M) neighbour within 1 Mpc. Galaxies rejected on the basis of these environmental and morphological criteria are shown in
black, for reference. In the background, the spatial distribution of all galaxies in TNG100 is shown in blue.

satellite galaxies in the sample also facilitates future studies of
galaxy stellar halo variance at fixed environment.

The final prerequisite for a TNG100 galaxy being ‘like’ the Milky
Way is that it must be disc dominated. Following Genel et al. (2015),
we opted to select disc galaxies kinematically, focusing on their dis-
tributions of circularity parameters. Marinacci, Pakmor & Springel
(2014) defined the circularity parameter € for a stellar particle as the
ratio of its specific angular momentum J, to the maximum possible
specific angular momentum given its specific binding energy J(E).
Disc stellar particles can then be identified as those with high
circularity (typically € > 0.7); and, further, disc-dominated galaxies
are those with high fractions of disc stars. Random motions of
bulge stars can contaminate these measurements, however, and we
estimated this contribution by doubling the fraction of stars with €
< —0.7 under the assumption that the distribution of bulge stellar

MNRAS 495, 4570-4604 (2020)

particle circularities is symmetric around zero. Formally, we used
the following criteria for galaxies to be considered discs:

fdisc - fbulge >04 (1)

where fgisc and fhuge are both mass fractions measured within 10
half-mass radii. We note that this dynamic disc selection is not
perfect — although we avoid contamination from more spheroidal
galaxies, we are likely missing some discy galaxies with especially
massive bulges or with significant mass in tidal features (e.g. from
recent massive mergers).

Fig. 1 shows the spatial positions of our final parent sample
projected within the TNG100 box. In the end, we have 1656
central and 188 satellite disc galaxies with stellar masses between
10" and 10'"' My, (red and orange dots, respectively), with total
accreted stellar mass fractions — defined as the ratio of the stellar



mass in ex-situ stellar particles to the true stellar mass — ranging
from 0.5 per cent to 60 percent (see also Rodriguez-Gomez et al.
2016). We also show, for reference, the positions of galaxies in the
same mass range which were excluded on the basis of environment
(i.e. satellite galaxies residing in high density environments) or
morphology (i.e. central or satellite galaxies that are too spheroidal).
We note that, since our TNG parent sample was selected on the
basis of stellar mass rather than B-band luminosity, these galaxies
do not populate the same stellar mass-luminosity distribution as the
DNGS sample. We will return to the possible implications of this
in Section 8.1.

In addition to this parent sample, we also defined smaller samples
of stellar mass-matched TNG100 galaxies for each DNGS galaxy.
This time we applied a more observer-friendly definition of stellar
mass — specifically the integral of the stellar mass surface density
profile. We denote this ‘observed’ stellar mass as Mg, obs- When
calculating TNG100 stellar masses in this way, we only integrated
the density profiles down to a floor of 10*Mg kpc=2, as this
corresponds to the typical depth of the DNGS observations (see
Section 5.1 for more details). The physical radius corresponding to
this surface density threshold varies between ~20 and 70 kpc for
the DNGS sample, although we note that this is an extrapolation
(from a last observed point of ~10*> Mg kpc™2) in two of the
eight galaxies. TNG100 galaxies exhibit an even larger variation in
physical extent under this definition, ranging from ~40 to 140 kpc.
We can infer from these numbers that TNG100 galaxies are more
extended than DNGS galaxies, and we will return to this idea in
Sections 6 and 8.2.

As a consequence of the shape of the stellar mass function, if
we were to simply select all TNG100 galaxies that fall within the
observational errors (see Table 1), each mass-matched sample would
remain strongly weighted towards low-mass galaxies by number.
To alleviate this issue, we instead used rejection sampling (Press
et al. 1992) to obtain a normal distribution of TNG100 galaxy
stellar masses for each DNGS galaxy. We calculated the probability
P(Men, obs) of drawing each TNG100 stellar mass from a Gaussian
distribution with a mean and standard deviation set by M, pnGs
and oy, pugs» Tespectively, and accepted the first 50 TNG100
galaxies with P(Mep, obs) less than a random number drawn from
the same distribution.

We emphasize that, in addition to the definition of the mass-
matched samples, all comparisons between observations and simu-
lations were done using quantities measured from TNG100 galaxies
(e.g. surface density profiles or stellar halo mass fractions) in a
manner identical to the DNGS sample. When exploring parameter
space that contains unobservable properties, however, we will
occasionally use the ‘true’ stellar mass instead. In the following
sections we will explicitly distinguish between the parent and mass-
matched samples, and between ‘true’” and ‘observed’ stellar masses
where applicable.

3 FROM STELLAR PARTICLES TO IMAGES

The first step towards comparing TNG100 galaxies to observations
is creating 2D images from the stellar particle data — specifically,
stellar mass maps as well as g- and r-band images. This is a
necessary step before moving on to measurements of surface density
profiles or calculations of stellar halo masses, because the simulation
provides a point-like sampling of stellar mass (or light) in 3D space,
whereas observations sample stellar light integrated over pixel
scales in a 2D projected space (however, as shown in Appendix A,
our results do not change even when no smoothing is applied).
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We split this process into a ‘physical smoothing’ step (Sec-
tion 3.1) and an ‘observational smoothing” step (Section 3.2). The
former allows us to go from stellar particle data to 2D ‘idealized’
maps of stellar mass or light, while the latter folds in the effects of
the PSF and realistic surface brightness limits.

3.1 Physical smoothing

We developed ADAPTIVEBOX to produce 2D mass and light distri-
butions of each TNG100 galaxy in our parent sample. First, we
constructed (initially empty) 3D pixel grids, with the total size
determined by the choice of spatial resolution (in this case, we adopt
a default size of 0.5 kpc per pixel®) and distance to the galaxy (we
placed all of the TNG100 galaxies at 10 Mpc, which is typical for
the DNGS sample). The grids span up to 200 kpc on a side, ensuring
our ability to measure profiles out as far as the deepest observations
of stellar haloes in the Local Volume (e.g. Ferguson et al. 2002;
Gilbert et al. 2012; Deason et al. 2013; Okamoto et al. 2015;
Cohen, Sesar & Banholzer 2016; Merritt et al. 2016; Harmsen et al.
2017; Medina et al. 2018). We converted stellar particle coordinates
from comoving to physical units, and shifted each galaxy such that
the stellar particle with the deepest potential was centred in the
frame. For consistency with the DNGS sample, we used random
orientations for the TNG100 galaxy images, rather than enforcing
an edge-on or face-on geometry.

The three fundamental strategies for filling in the 3D pixel grid
with stellar mass or flux are: (1) make a simple 3D histogram,
meaning that the only ‘smoothing” applied to the stellar particles is
their placement into the nearest pixel-sized bin; (2) smooth stellar
particles with a fixed-width kernel; and (3) smooth stellar particles
adaptively, i.e. with a variable kernel width (see e.g. Springel 2005).
We chose the latter strategy, as the galaxies have a large dynamic
range in stellar mass surface densities (varying by up to ~5 orders
of magnitude). This choice is particularly important for studies of
stellar haloes, where we expect a diffuse component as well as
narrower, higher density streams or other structures. By scaling
the width of the smoothing kernel with the local stellar particle
density, we were able to resolve structure — including bulges, spiral
structure, and traces of minor mergers — in the higher density regions
of galaxies while preserving the diffuse stellar halo on larger scales.

We modelled stellar particles as 3D Gaussians, and defined the
value of each 3D pixel in the grid to be the sum of the contributions
from every stellar particle’ belonging to the galaxy. Following
Torrey et al. (2015) and Rodriguez-Gomez et al. (2019), we set
the smoothing kernel size to be the distance to its kth nearest stellar
neighbour d; (fiducially, k = 3, but see Appendix A for a summary
of the effects of changing the value of k). Then, for a pixel located
at coordinates (xo, Yo, Zo), the mass (or flux) from a stellar particle
at coordinates (x, y, z) was calculated as

1 ((X—Xo)2+(y—yo>2
2 oy oy
Z—20 :
+(T) ﬂ 2

8While 0.5 kpc pixel ~' may seem large, it is comparable to the gravitational
softening length of TNG100 and easily small enough to study the properties
of the diffuse galaxy outskirts. See Appendix A for more details.

Due to our choice to apply uniform dimensions to every image, some small
fraction of mass or light from the outermost stellar particles associated with
a given galaxy are not included in the image.

g(x,y,z) = Aexp

MNRAS 495, 4570-4604 (2020)



4576  A. Merritt et al.

Figure 2. From stellar particles to images. Left-hand panel: A 2D histogram of the stellar particles in Subhalo 483900 at z = 0 (chosen randomly, as an
illustrative example). This galaxy has a stellar mass of ~6 x 10'° M. Second panel: The stellar mass distribution for the same galaxy; however, this time
adaptive smoothing has been applied via ADAPTIVEBOX (Section 3.1). The kernel size is the 3D distance to the kth nearest neighbour (here, we use the fiducial
value of k = 3), and the 3D grid cells are 0.5 kpc. The final image pixel size is 2.5 arcsec (via BUTTERFLY, to match the Dragonfly detectors; Section 3.2),
assuming a distance of 10 Mpc. Two low density streams and a diffuse envelope can be clearly seen here. Third panel: A zoom in on the central ~60 x 60 kpc;
in addition to highlighting structure in the faint outskirts of galaxies, ADAPTIVEBOX also preserves bulge and spiral structure in the brighter central regions.
Right-hand panel: The g-band mock observation for this galaxy, after being passed through BUTTERFLY. The larger stream is still prominent, although the
fainter feature to the south of the galaxy is difficult to detect by eye. We note that the residuals from the star subtraction process are masked out during the

profile fitting stage.

where 0, = 0, = 0, = di, and the normalization A is set by
requiring that the volume of the Gaussian is equal to the mass or
flux of the stellar particle. However, we note that for computational
efficiency, we only smooth the mass or flux of each stellar particle
out to a maximum radius of 5d. Finally, after establishing the 3D
distribution of mass or flux, we collapsed the pixel grids along the
z-axis to end up with 2D projections of each galaxy.

Fig. 2 highlights the effects of adaptive smoothing for Subhalo
483900, one of the TNG100 galaxies in our parent sample. The
left-hand panel shows the ‘raw’ simulation data in the form of a 2D
histogram of'its stellar particles (i.e. with minimal smoothing), while
the following two panels show the adaptively smoothed image. The
difference is visually striking, particularly in the outer regions of the
galaxy, as adjacent pixels in the original image can (and frequently
do) jump between 0 and ~10° Mg, (the typical mass of a single
stellar particle), whereas pixels in the smoothed stellar mass map
are significantly less noisy.

3.2 Observational effects

Whenever possible, observers attempt to convert surface brightness
profiles to stellar mass surface density profiles — especially when
comparing to simulations, where a stellar particle’s stellar mass is
more ‘fundamental’ than its light in a given band. This requires
deep, high quality photometry in two bands (g and r in Dragonfly’s
case), as we can utilize the relation between optical colour and
stellar mass-to-light ratios.

In reality, however, ‘apples-to-apples’ comparisons between
observations and simulations using either stellar mass or optical
light profiles are riddled with complications. In one case, we treat
a derived measurement of an unobservable property (stellar mass)
in the same way as a direct simulation output; in the other, a
directly observable property (stellar light) is analysed alongside a
derived simulation output. Neither choice is ideal, and therefore
for completeness we carry out both comparisons in the following
sections (although we note that the majority of our analysis is
based on the stellar mass density profiles; see Section 5). We note
that we used the ‘raw’ SDSS stellar photometry outputs from
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TNG100, which were computed using Bruzual & Charlot (2003)
stellar population synthesis models and do not include the effects
of dust obscuration. Nelson et al. (2018) found that the integrated
g — rcolours of TNG100 galaxies become ~0.2 mag redder when
dust modelling is included; however, dust column densities scale
with neutral gas density and are therefore lower in the outskirts of
galaxies.

In this second phase, we wrote BUTTERELY!? to incorporate
typical observational effects, namely the PSF and surface brightness
limits. Starting from the 2D images produced by ADAPTIVEBOX, we
rebinned the pixel sizes to match the spatial resolution of Dragonfly
observations (i.e. 2.5 arcsec per pixel) at 10 Mpc. We converted the
TNG100 fluxes to Dragonfly counts using photometric zeropoints
determined from Dragonfly data, and scaled the images appropri-
ately before convolving the data with the relevant Dragonfly PSF
(derived empirically from g- or r-band DNGS data). The Dragonfly
PSF has an FWHM of ~7 arcsec; see Merritt et al. (2016) or Zhang
et al. (2018) for more details.

The last step was to place each galaxy into a relatively empty
region of a (star-subtracted) DNGS field. This allowed us to simul-
taneously adopt both background noise and surface brightness limits
representative of the survey (in particular, DNGS backgrounds
are sometimes confusion limited due to Dragonfly’s large pixels,
and this method naturally incorporates this source of systematic
error). For simplicity, we used the same background field for every
TNG100 galaxy — namely, a patch of sky from the M101 field,
which has surface brightness limits of 29.5 and 29.8 mag arcsec >
on scales of 10 arcsec in the g- and r-band images, respectively,
and a large-scale peak-to-peak variation (over the full 3 x 2.8 deg
field) of ~0.2 per cent (Merritt, van Dokkum & Abraham 2014; van
Dokkum, Abraham & Merritt 2014; Merritt et al. 2016). We show
the g-band mock observation of subhalo 483 900 in the right-hand
panel of Fig. 2.

10The name of the code is a hat tip to the number of times, in the Dragonfly
Telephoto Array’s early years, that the first author was entertained by
requests to elaborate on the exciting new ‘Butterfly Telescope’.
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Figure 3. A visual overview of our sample of Milky Way-like discs in TNG100. Each pair of stellar mass maps shows an example galaxy selected randomly
from a small mass bin (indicated on the left-hand panel). For each galaxy, the left-hand panel shows a more ‘classic’ view, scaled to highlight the higher density
regions, and the right-hand panel is stretched to bring out the lower density outskirts. To facilitate comparisons between galaxies of different stellar masses
and physical sizes, all images are 20 half-mass radii on a side, and the black lines span 10 kpc for reference. In each right-hand panel, a colourbar guides the
eye to recognize surface densities of 10%, 10°, 10°, and 107 M, kpc~2.

MNRAS 495, 4570-4604 (2020)



4578

A. Merritt et al.

IOQ(MsteII) =10.45

-

4 Io_g(MsteII) =104

-

IOg(MsteII) =10.35

IOg(Mstell) =10.3

l0g(Msen) = 10.25

-

log(Msten) = 10.2

-~

l0g(Msten) = 10.15

log(Msten) =10.1

l0g(Msten) = 10.05

-
L
*

4 |°_9(Mste||) =10.0 4

Figure 4. A continuation of Fig. 3.

4 STELLAR HALOES: A VISUAL INSPECTION shows 10 galaxies (yielding 20 in total), and we move through

Figs 3 and 4 present a ‘library’ of example simulated galaxy stellar
mass maps from our parent sample of Milky Way discs. Each figure
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the sample in order of decreasing stellar mass in steps of 0.05
dex (choosing one galaxy randomly from each bin). In order to
provide a fair representation of each galaxy, we present two different



views — both are stretched logarithmically; however, the first is
scaled to highlight the high surface density structure and the central
morphology of the galaxies (left-hand panels), while the second
brings the lower surface density regions into focus. All images span
20 half-mass radii on a side, and we indicate the mass range and
physical extent of 10 kpc on each panel. A colourbar indicates
surface densities of 10%, 10°, 10, and 107 Mo kpc‘2 for reference.

The galaxies cover a wide range of physical sizes (driven mostly
by the size-mass relation, e.g. Genel et al. 2018, although some
variation is present even at ~ fixed stellar mass) and bulge-to-
disc ratios. As noted previously, we did not enforce any particular
orientation when producing the mass maps, so the galaxies appear
at all inclination angles.

The morphology and structure in the lower density stellar haloes
display a remarkable diversity — depending on the galaxy, we can
identify stellar streams and shells, as well as a smoother component.
The amount of visible substructure scales with stellar mass, consis-
tent with what we would expect from merger rates. Interestingly,
however, it is clear that all of the galaxies in these figures have stellar
mass out in the farthest reaches of the fields of view plotted here
(i.e. galactocentric distances of 10 half-mass radii), indicating that
the simulations produce spatially extended stellar haloes that enable
meaningful comparisons with observations. Further, in the majority
of cases, surface densities remain above our canonical ‘floor’ of
10* Mg kpc2 even out at 10R;.

We note that in the outermost regions, the stellar particle nature of
the data is still discernible. For the purposes of this work, however,
this degree of smoothing is sufficient to make stable measurements
(see discussion in Section 5.1 and Appendix A).

5 STELLAR HALOES IN PROFILE

A key strategy for quantifying stellar haloes observationally —
whether via star counts or integrated light — is to measure surface
brightness profiles. Major or minor axis profiles (or, more generally,
wedge profiles) allow us to zoom in on specific regions of the discs
or haloes of galaxies and quantify substructure along a particular
direction, providing a means to place constraints on the number and
timing of accretion events. Particularly in the regime of integrated
light imaging, where the size of the field of view is generally
not a limiting factor, azimuthally averaged radial profiles (which
trace the average value within an elliptical annulus as a function of
its semimajor axis) have proven useful for probing the outermost
regions of stellar haloes, thanks to their (typically) lower surface
brightness reaches. Despite the unavoidable loss of some shape
and structure information, detailed visual comparisons between az-
imuthally averaged profiles and galaxy and stellar halo morphology
have confirmed consistent features (e.g. Merritt et al. 2016).

5.1 Stellar mass surface density

To measure surface density profiles, we ran the IRAF task ELLIPSE
(Jedrzejewski 1987; Busko 1996) on each of our TNG100 images.
Following the procedure in Merritt et al. (2016), we fit elliptical
isophotes, allowing both the position angle and ellipticity to vary
as a function of radius (defined in the context of density profiles to
be the semimajor axis). Due to the small size of the DNGS sample,
in Merritt et al. (2016) we were able to ensure the quality of the
fit by eye and make adjustments where necessary (e.g. making sure
that the presence of spiral arms or other morphological structures
did not adversely affect the fits). However, the TNG100 sample
is significantly larger, and we therefore used an automated metric
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to assess how accurately our ellipse results represent the input
galaxy images. We used the IRAF task BMODEL to generate a 2D
model of the galaxy using the isophotal data, and calculated the
relative stellar mass error as (Mimage — Mmodel)/Mimage- We calculated
this value considering (a) all pixels in the image and (b) only pixels
further than 20 kpc from the centre of the image. Galaxies with
total relative stellar mass error >0.01 or with outer relative stellar
mass error >0.05 were subsequently excluded from further analysis
(specifically, they are not part of any of the mass-matched samples
mentioned in Section 2.2; this amounted to ~20 percent of the
parent sample). Physically, failed ELLIPSE fits generally correspond
to galaxies that are currently undergoing a disruptive major merger
(as the algorithm steps out radially from the galaxy centre, it
requires a steadily declining surface density distribution in order
to converge on a stable solution). We note that, as a result, we
may be systematically ignoring any (very) recent or ongoing major
mergers within the TNG100 sample.

Before we can make meaningful comparisons with observations,
we need to quantify the strong trends between outer galaxy profile
shape, stellar mass, and f,.. (see e.g. Cooper et al. 2013; D’Souza
et al. 2014; Pillepich et al. 2018a). In the left-hand panel of Fig. 5,
we introduce a useful metric for understanding profile shape: the
relative accretion fraction at fixed stellar mass. In general, we define
relative values as

Rel(X) = X — median(X 1Y) 3
0= edian(x1Y) ©

where in this case, X and Y are fi.c and Mg, e, respectively.
Here, since we are exploring the relation between stellar mass and
an unobservable property (the accreted stellar mass fraction), we
used the true, simulated stellar masses of the TNG100 galaxies. We
measured the accreted stellar mass fractions f,.. as the ratio of the
total ex-situ stellar mass to the total stellar mass. For each galaxy,
we calculated the rolling median value of f,.. over the subset of
galaxies with stellar masses within 5 per cent of its M, trye-

The left-hand panel of Fig. 5 shows the distribution of f,.. and
stellar mass for the TNG100 galaxies colour coded by Rel(fycc),
while the right-hand panel applies the same colour scheme to the
azimuthally averaged TNG100 surface density profiles. Consistent
with what we saw in the images in Figs 3 and 4, the TNG100
surface density profiles reach surface densities of 10* Mg kpc—2
at galactocentric distances of 50-150 kpc. As a crude indicator of
uncertainties in the outer profiles (which are likely underestimated
by ELLIPSE, see Section 6), we only show the profiles out as far as
the galactocentric distance to the 50th outermost stellar particle. For
low-mass galaxies, this distance is typically smaller than both the
size of the image and the radius at which the profile drops below
10* Mgkpe 2.

The outer profiles in particular show a large spread in (log) surface
density at fixed radius, with 1o scatter of 0.42 dex at 10 kpc and
0.79 dex at 50 kpc. TNG100 galaxies with high accreted mass
fractions (or a greater number of significant mergers) have, on
average, shallower density profiles with higher normalization in
the outskirts relative to galaxies with low accreted mass fractions.
If we limit the sample to galaxies with focc < 0.1 (>0.4), the scatter
at 50 kpc reduces to 0.62 dex (0.23 dex), suggesting that the outer
profiles are dominated by growth via accretion rather than in-situ
star formation. This is consistent with results from several previous
studies (e.g. Deason et al. 2013; Pillepich et al. 2014; Monachesi
et al. 2019), and something that we demonstrate and explore more
explicitly in later sections. We can also infer from these numbers
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Figure 5. Profile shape versus accreted stellar mass fractions in TNG100. Left-hand panel: The distribution of TNG100 galaxies in accretion fraction (fyec)
and stellar mass. The colour coding illustrates the relative distance of each galaxy in fycc from the median f,. at fixed Mgel, rue, as defined by equation (3); that
is, red/blue points denote galaxies that have a high/low f;c for their stellar mass. Right-hand panel: Azimuthally averaged stellar mass surface density profiles
for each TNG100 galaxy in our parent sample, colour coded in the same way. A correlation between the (relative) accretion fraction and profile shapes of the
TNG100 galaxies is visible, in spite of the random orientations of our TNG100 galaxies.

that the scatter in the profiles is dominated by galaxies with low
accretion fractions.

Moreover, the colour scheme applied in Fig. 5 demonstrates that
the shape of the profiles also correlates with the relative accretion
fraction Rel(f,..). The presence of this trend in the azimuthally
averaged profiles is encouraging, considering that our simulated
galaxy images are randomly oriented and it has been demonstrated
that a galaxy’s inclination angle can affect its overall surface density
profile shape as well estimations of the contribution of its stellar halo
(most recently, Elias et al. 2018).

We also considered the possibility that some of the spread
might be due to systematic differences between the central and
satellite galaxy populations within our parent sample. We were
unable to discern any environmental effects in the surface density
profiles; however, we caution that this finding should be considered
preliminary as our sample contains far more central galaxies than
satellites, and our TNG selection criteria included an isolation
requirement which likely minimizes any environmentally driven
differences between the two populations.

5.2 Comparison between DNGS and TNG100

In Fig. 6, we show the stellar mass surface density profiles of the
mass-matched TNG100 galaxies, with one panel for each of the
DNGS galaxies. The colour scheme for the simulated galaxies is
taken directly from Fig. 5 (that is, red/blue lines indicate galaxies
with high/low f,. for their stellar mass). We can now see that even
at fixed stellar mass, galaxies with higher accreted mass fractions
generally have more mass in the outer regions of their profiles.
The observed stellar mass surface density profiles from Merritt
etal. (2016) are overplotted in black. Strikingly, the DNGS galaxies
appear to be most closely matched by simulated galaxies with lower
than average f,.. for their stellar mass, with the exception of NGC
1042 and NGC 4258, which follow the average f,.. for their mass-
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matched samples. Galaxies such as NGC 1084 and NGC 2903 are
consistent with one or more simulated galaxies, with outer profiles
falling at or below the median TNG100 surface density at all radii,
and in some extreme cases (NGC 3351, NGC 3368, and NGC 4220)
the surface density beyond 20 kpc is lower than all 50 mass-matched
TNG100 galaxies.

We stress that these differences between the DNGS profiles
and their mass-matched samples do nor necessarily mean that
TNG100 lacks galaxies with surface density profiles that resemble
the DNGS galaxies. We selected TNG100 analogues based on
matches in stellar mass (Men, obs), but we could have matched
directly on surface density profile shape instead, and might have
found analogues with (e.g.) different stellar masses (see Section 2.2
for details and Section 8.2 for further discussion).

In Fig. 7, we show the same comparison between the two data
sets, but now with the g-band surface brightness rather than stellar
mass, with the TNG100 profiles measured from mock light images
produced with BUTTERFLY.!! As expected, the profiles are noisier
than the stellar density profiles (as described in Section 3.2, we
convolved our light images with the Dragonfly PSF and included a
realistic sky background). However, the same trend seen in Fig. 6
remains, demonstrating that any profile differences are not caused by
the conversion of light to stellar mass used by Merritt et al. (2016).

These apparent structural differences between the simulated and
observed profiles at fixed M, ons, as well as the finding that DNGS
profiles are best described by TNG100 galaxies with relatively low
Jace for their stellar mass, constitute the central result of this paper
and will be quantified and explored in the subsequent sections. This
result is consistent with the original analysis in Merritt et al. (2016),

"'We used the same ELLIPSE apertures as in the stellar mass profile
measurements.
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Figure 6. DNGS versus TNG100 stellar mass surface density profiles. Each panel here shows a comparison between the surface density profile of a DNGS
galaxy and the surface density profiles of stellar mass-matched TNG100 galaxies (see Section 2.2 for details of the mass-matching process). We only show the
profiles out as far as the distance to the 50th outermost stellar particle to give a rough visual sense of the robustness of the surface density measurements. The
colour coding is the same as in Fig. 5; it describes the relative distance of each TNG100 galaxy in f,c. from the median f,c at fixed M, true- The observed
DNGS galaxies are consistent with the profiles of TNG100 galaxies with unusually low ficc, and in many cases are steeper than a/l TNG100 galaxy profiles at

its particular stellar mass. Galaxies are ordered by increasing stellar mass.

where the data were compared to older models by Cooper et al.
(2010, 2013) and Pillepich et al. (2015).

Recently, Elias et al. (2018) found a similar result when compar-
ing DNGS galaxies to the (original) Illustris simulation, although
we note that their sample was defined based on total halo mass
M rather than stellar mass and included the full range of possible
morphologies within that mass bin. Using the 5 percent lowest
accretion fraction, disc-dominated subset of their sample, they
showed that the observed inclination angle of a galaxy has a
negligible effect on the slopes of measured surface brightness
profiles, but can influence the absolute values at the level of

approximately 1.5 (2) mag arcsec™2 beyond ~25 (70) kpc. This is
particularly relevant for our study, as some DNGS galaxies (NGC
1042 and M101 in particular) have very low inclination angles.
From Fig. 7, however, we can infer that a drop in the surface
brightness profiles by this amount (effectively converting edge-
on to face-on profiles) would not change the result that DNGS
galaxies seem to align best with low f,.c. TNG100 galaxies.12 We

12This would actually be an overly conservative correction, as some of our
randomly oriented TNG100 galaxies are already face-on.
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Figure 7. DNGS versus TNG100 g-band surface brightness profiles. Same as Fig. 6, but here we show the g-band surface brightness profiles. Although
the mock-observed surface brightness profiles are noisier than the mass-matched TNG100 stellar mass surface density profiles, we can see that the general
trends remain the same. That is, the observed DNGS galaxies are generally only consistent with the profiles of TNG100 galaxies with the lowest outer profile

densities and lowest f,¢. for their stellar mass.

discuss the effects of inclination angle more comprehensively in
Section 8.

6 QUANTIFYING STELLAR HALOES

In the previous section, we examined the surface brightness and
stellar mass surface density profiles of the DNGS and TNG100
galaxies and found that at fixed stellar mass (Mg, obs), Shallower
(steeper) TNG100 profiles correspond to higher (lower) relative
accretion fractions. We also saw that the observed DNGS galaxies
are consistent with TNG100 galaxies with relatively low accretion
fractions at fixed stellar mass. In this section, we will make an effort
to quantify this statement more robustly, and to outline a method
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to map as directly as possible from observable properties of the
outskirts of galaxies to a (total) accreted mass fraction.

Moving to more quantitative metrics serves as a key step towards
understanding a galaxy’s assembly history and maximizing the
information content from both observations and simulations;
unfortunately, however, there is no easy answer to the question
‘what is the best metric to use when quantifying stellar haloes?’
The challenge of defining a stellar halo and attaining unbiased
estimates of the accreted mass in a galaxy is outlined in detail
by Sanderson et al. (2017), who used the FIRE-2 cosmological
zoom-in suite of simulations to demonstrate that (single-
parameter) metrics commonly used by observers/theorists tend to
underestimate/overestimate the true accreted stellar mass. Even



comparisons between different sets of observational data are not
straightforward, although conversions between chosen metrics are
sometimes possible (e.g. see Harmsen et al. 2017, for a comparison
between DNGS and GHOSTS galaxies).

In an effort to match the DNGS stellar halo masses as reported
by Merritt et al. (2016) as closely as possible, we first attempted to
measure the excess stellar mass beyond 5 half-mass radii relative
to a pure disc+bulge model for our TNG100 galaxies. However, in
practice this is a significantly more complicated endeavor for the
simulations than the observations. First, a key aspect of the method
described in Merritt et al. (2016) is that the disc+bulge model was
only fit within the inner regions of the galaxy to ensure that the
disc and bulge were the dominant components and to prevent any
existing stellar halo from affecting the results. In that study, the
working definition of ‘inner region” was the maximum radial extent
out to which spiral arms could be identified (see also Sanderson
et al. 2017). In our TNG100 sample, however, not all galaxies
have discernible spiral arms, which renders this approach ineffective
(particularly at the low-mass end). Given the magnitude of the effect
that changing the fitting region of the profile has on the outcome
(driven by any substructure signatures), we did not feel that this
was an appropriate or fair comparison to make. Secondly, out at
galactocentric distances of 5 half-mass radii we begin to run into
resolution effects in TNG100. Specifically, differences in profile
shapes due to differences in assembly history are reduced relative
to measurements made further in.

6.1 Stellar halo masses

Emphasizing the difficulty in choosing a single parameter definition
for the ‘stellar halo’ of a galaxy, the top row of Fig. 8 shows
the fraction of stellar mass beyond 2 half-mass radii (left-hand
panel), beyond 20 kpc (middle panel), and below 10° Mg kpc—2
(right-hand panel; following Cooper et al. 2013 and Sanderson
et al. 2017) as a function of ‘observed’ galaxy stellar mass for the
TNG100 parent sample (grey points) and mass-matched samples
(blue points). In the right-hand panel, we illustrate the typical error
incurred by measuring the stellar masses of the galaxies and their
stellar haloes by integrating the ELLIPSE surface density profiles
(the error bars span the 5th—95th percentiles). DNGS measurements
are overlaid in black points, and we distinguish between galaxies
that have similar sizes (2D half-mass radii, as measured along the
semimajor axis of the surface density profiles) compared to their
mass-matched TNG100 sample and those that do not with filled and
empty symbols, respectively.

We can see that each panel seems to tell a slightly different story.
DNGS and TNG100 galaxies have a fairly comparable amount of
mass beyond 2 half-mass radii (NGC 4258 even has a higher amount
of mass outside this point relative to its mass-matched sample).
However, several DNGS galaxies contain less stellar mass outside
of 20 kpc relative to TNG100 galaxies, and the situation is similar for
a stellar density threshold of 10° Mg, kpc™2. Each panel also comes
with its own set of caveats. Plotting the fraction of mass outside of
2 half-mass radii against total stellar mass essentially shows that
TNG100 galaxy outskirts are relatively uniform — we can imagine
this relation as a single curve with no scatter if every galaxy had
the same Sérsic index and followed the mass—size relation. On the
other hand, definitions such as ‘beyond 20 kpc’ or ‘below 10°® Mg
kpc~2’ require choices about exactly which values to use (e.g. why
use 20 kpc and not 30 kpc?).

In the bottom row of Fig. 8, we demonstrate the effect that the
choice of stellar halo metric has on estimations of the total accreted
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mass fraction, using the three definitions shown in the top row.
These results cast some doubt on the idea that any estimate of stellar
halo mass can be a successful proxy for the total accreted stellar
mass of a galaxy. We confirm that in general, TNG100 galaxies
with more mass in the outskirts (or at lower surface densities)
have had more active merger histories overall; however, there is
a significant amount of scatter here. The scatter in total f,.. at
fixed ‘stellar halo’ mass is driven to varying extents by the total
stellar masses of galaxies and by the spatial distribution of accreted
mass, as the exact fraction of accreted stellar particles that wind
up within or beyond a given threshold in a galaxy will depend on
the details of its assembly history. Crucially, the utility of each of
these three definitions relies on the assumption that the stellar mass
beyond the appropriate threshold is dominated by accreted material
rather than an in-situ disc, and that the accreted stellar mass interior
to a given threshold is proportional to the accreted stellar mass
beyond it. Neither of these will be completely true in detail, and are
issues that are only amplified for cases where the sizes of TNG100
galaxies are systematically larger (by a factor of 2-4) than those
of DNGS galaxies (primarily affecting more massive galaxies; see
open symbols in Fig. 8).

We note that D’Souza et al. (2014) measured the fraction of
light in the stellar halo (parametrized as by the light in an outer
Sérsic component) as a function of galaxy stellar mass for stacks of
low-concentration galaxies in the SDSS, and quoted values ranging
from ~0.03 to 0.2 over the stellar mass range 10'°-10'' M.
Although a direct comparison to our results is beyond the scope
of this work, we can approximately translate their numbers to our
own framework by assuming a stellar mass-to-light ratio of 1.0 and
re-scaling by the stellar masses of galaxies. This yields a range in
stellar halo masses of 8.5 < 10g,oMen.p'sonza/Mo S 10.3, which
is most consistent with our stellar halo masses measured beyond
20 kpc as presented in Fig. 8.

Fig. 8 also reveals that the tightest correlation between stellar
halo mass and total accreted mass fraction occurs when we measure
the mass outside of 20 kpc. Motivated by this, as well as by the
simplicity of the definition, we adopt the mass fraction outside of
20 kpc as our working definition for the stellar halo mass fraction.
Similarly, in the following sections, the terms ‘galaxy outskirts’ and
‘stellar halo” will refer explicitly to material beyond 20 kpc. This
choice makes our results overall less susceptible to biases resulting
from low numbers of stellar particles; the trade-off is that we expect
more significant contribution from (in-situ) disc stellar particles at
these distances.

6.2 Stellar halo slopes

As a second measure, we also explored the possibility of a two-
parameter metric for the outskirts of galaxies, as this more closely
approximates the information in the full density or surface bright-
ness profiles. The outer mass fractions serve as the ‘normalization’
of the profile, and we chose to measure the power-law slope of the
profiles in the outskirts as well.

We made the simplifying assumption that the outer density
profiles can be characterized by the functional form y = Ax%,
and fit for the 2D power-law slope (o) between 2 half-mass
radii and the point at which the surface density dropped below
10* Mg kpc2 (see Section 5.1). We determined the maximum
likelihood and associated uncertainties for the power-law slopes
using EMCEE (Foreman-Mackey et al. 2013), an implementation of
the affine-invariant Monte Carlo Markov Chain (MCMC) ensemble
sampler (Goodman & Weare 2010). Rather than use the directly
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Figure 8. Different estimates of stellar halo mass. Left-hand panel: We compare the amount of stellar mass beyond 2 half-mass radii as a function of galaxy
stellar mass for TNG100 galaxies (blue points) and DNGS galaxies (black points). The regularity of the simulated galaxies is remarkable. For the observations,
closed circle symbols indicate DNGS galaxies that we were able to match to TNG100 in both stellar mass and size, while open diamond symbols point to
DNGS galaxies that could not be matched in size (specifically, the TNG100 galaxies at fixed mass were larger). Middle panel: The same, except we now
consider the stellar mass beyond a fixed radius of 20 kpc. Right-hand panel: Again, the same idea as the left-hand panel; but here we adopt a stellar surface
density threshold (<10% Mg, kpc~2) as the working definition for the stellar halo. For additional context, we indicate the mass scales associated with 10 stellar
particles with dotted lines. In all cases, the stellar mass is integrated along the surface density profiles down to a threshold of 10* My kpc~2, and in the
right-hand panel, we indicate the typical error in the ‘observed’ galaxy and stellar halo mass measurements.

measured errors from ELLIPSE, we modelled the ‘true’ errors as
s} = o? + f?m?, where o'; and m; are the measured error and model
value at a given position — in other words, assuming that the true
errors have been systematically underestimated by some fraction f.
The motivation behind this was to account for shot noise present
in the low surface density measurements at large radii; however, it
also proved to be a useful diagnostic for identifying poor power-law
fits (i.e. if f~ 1).

Fig. 9 compares these two independently measured metrics for
the stellar halo: the stellar mass fraction outside of 20 kpc and the 2D
slope of the outer surface density profiles measured beyond 2 half-
mass radii.’* Mass-matched TNG100 galaxy samples are shown
in circular points, colour coded by their total accreted stellar mass
fractions. For reference, we include the full TNG100 parent sample
in the background in grey points. DNGS galaxies are overlaid
in black squares; for both observations and simulations, smaller
symbols represent galaxies with large values of f. Over the stellar
mass range 10'°-10'! M, galaxies in the TNG100 parent sample

13 Although the exact parametrization differs, both this work and Merritt
et al. (2016) treat the shape of the density profile as the fundamental source
of information on galaxy assembly histories.
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(grey points) exhibit 2D slopes from —3 to nearly —7, with a median
of ~—4.5. Broadly speaking, we can see that at fixed power-law
slope, galaxies with higher outer stellar mass fractions have higher
total f.., consistent with what we saw more qualitatively from the
surface density profiles. Approximately 37 per cent of our galaxies
were not well fit by our simple assumption of a single power law; a
broken power law may be more appropriate in these cases.

Figs 8 and 9 also raise the question of why these observations seem
to be ‘missing’ stellar mass beyond 20 kpc (or, phrased differently,
why TNG100 galaxies appear to be more massive and extended
than DNGS galaxies at fixed stellar mass). No galaxy in DNGS
has a stellar halo mass fraction above 10 per cent (when measured
outside of 20 kpc), whereas the TNG100 galaxies in Fig. 9 can have
up to 40 per cent of their stellar mass beyond this radius.

One possible explanation is that DNGS galaxies may have
low total accreted mass fractions relative to their mass-matched
counterparts in TNG100. It is worth pausing to point out, however,
that our capacity to ask (and answer) this question depends heavily
on the validity of three assumptions:

(i) The parameters we chose to observationally estimate the
accreted mass fraction (stellar halo mass fractions and power-
law slopes) are able to provide an appropriate description of the
outer profiles of galaxies — and, further, that these profiles contain
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Figure 9. A two parameter estimate of accreted mass fractions. The
distribution of stellar mass fractions and 2D power-law slopes for the mass-
matched sample of TNG100 galaxies, colour coded by the fraction of stellar
mass beyond 2 half-mass radii. The full TNG100 parent sample is shown
in grey points. Smaller symbols indicate galaxies for which a single power
law was not an acceptable assumption, included here only for completeness
(approximately ~37 per cent of the samples require a more complex fit; see
Section 6.2 for details). In general, shallower slopes correspond to higher
accreted fractions, albeit with significant scatter. At fixed power-law slope,
galaxies with higher stellar mass fractions in the outskirts have higher total
accreted fractions.

sufficient information to characterize the assembly histories of
galaxies.

(i) TNG100 reproduces observed properties of galaxies accu-
rately enough that we should expect agreement in stellar halo
properties.

(iii) DNGS represents an unbiased sample of Milky Way-mass
spiral galaxies.

We will delve more deeply into these assumptions in Section 8.
First, however, we will proceed in Section 7 as though each of
these are true, and attempt to carve out a more complete physical
understanding of galaxies with low accreted mass fractions.

7 INSIGHTS FROM STELLAR PARTICLES

We have seen from Figs 6-9 that DNGS galaxies appear to have
low accretion fractions relative to their mass-matched TNG100
galaxies. The next logical question, then, is: “What are the assembly
histories of (TNG100) galaxies with low accretion fractions?’ If,
for example, this subset of galaxies shares any additional aspects
of their assembly histories, we can potentially gain physical insight
into our observations. In this section, we explore several different
properties of our mass-matched TNG100 galaxies, combining
information from the density profiles and individual stellar particles
to characterize their past assembly as robustly as possible.
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7.1 Building up galaxy outskirts, stellar particle by stellar
particle

Answering questions along the lines of ‘What is the typical stellar
mass of galaxies that deposit stellar particles in the outskirts of
galaxies?’ or ‘What is the contribution from stellar particles that
formed from accreted material after crossing the host virial radius?’
requires a complete description of every stellar particle residing in
the outskirts of galaxies at z = 0.

We tracked stellar particles across the simulation outputs from
Snapshot 0 (z = 20) through Snapshot 99 (z = 0) for every
central galaxy in our parent sample. We identified and recorded
the times/redshifts at which stellar particles formed (zform), crossed
the virial radius of their z = 0 host for the first time (Z¢0s ), and were
removed from the galaxy they formed in to become gravitationally
bound to their z = 0 host (zip; see also Pop et al. 2018 for a similar
procedure). For each of these points in time, we also kept track
of the (true) stellar masses of the galaxy that the stellar particle
was gravitationally bound to; this allowed us to define a progenitor
galaxy stellar mass (M, prog) for each individual stellar particle.
For in-situ stellar particles, this quantity is always simply the stellar
mass of the host galaxy at that point in time; for ex-situ stellar
particles, it is the stellar mass of the galaxy the stellar particle was
bound to just before being stripped and thus becoming bound to
its final (z = 0) host. We note that Mgy, prog 1S 10t necessarily
the maximum stellar mass reached by the progenitor galaxy, and
furthermore, a set of stellar particles associated with the disruption
of a single galaxy will exhibit a spread in My, prog due to the finite
time-scale of the merger, since the progenitor galaxy experiences
mass-loss as it merges with the central host galaxy but may also
continue to form stars for some time.

Fig. 10 provides a visualization of our stellar particle tracker —
different coloured points indicate Zgom, (purple), zZerss (blue), and
Zswip (green) along with the corresponding galactocentric distances
for stellar particles in example Subhalo 483900 (first featured in
Fig. 2). We indicate the virial radius of the subhalo at each snapshot
with a grey line. In-situ stellar particles can be readily identified
as those with all three points overlapping (in other words, they
formed inside the virial radius and were therefore immediately
gravitationally bound to the main progenitor branch host). This
particular galaxy also experienced a number of accretion events,
taking place predominantly between 0.5 < z < 3.

7.2 Where do the outskirts of simulated galaxies come from?

7.2.1 Merger masses and time-scales

Ithas been established for some time now that the spatial distribution
of the debris of a disrupted satellite is affected by the mass ratio
and timing of the merger event, as well as the orbital properties or
concentration of the satellite (e.g. Johnston et al. 2008; Rodriguez-
Gomez et al. 2016; Amorisco 2017, to name a few). This knowledge
has been applied to a variety of efforts to characterize the assembly
histories of nearby galaxies — e.g. Deason et al. (2013) and
D’Souza & Bell (2018) argued that the Milky Way has had a quieter
merger history weighted more strongly towards early times relative
to M31’s more extended merger history.

Fig. 11 displays the full distributions of the stellar particle
stripping redshifts (zesip) and progenitor galaxy stellar masses
(Men1, prog) for every stellar particle in our parent sample of central
disc Milky Way-like galaxies. We emphasize that for in-situ stellar
particles, zyyip is more comfortably thought of as zfo,. In the top
panel, we can see that the full distribution of ex-situ stellar particles
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Figure 10. Visualizing the particle tracker. A representation of the (stel-
lar) formation history for Subhalo 483900 of TNG100: different coloured
points indicate the Snapshot/redshift and galactocentric distance when stellar
particles formed (purple), crossed the main progenitor branch virial radius
for the first time (blue), and were stripped from their progenitor to become
gravitationally bound to the z = 0 host (green). The grey line shows the host
virial radius at each snapshot, and black points chart out the present-day
positions of stellar particles. Note that stellar particles formed in-situ can be
identified as those having overlapping purple/blue/green points (i.e. stellar
particles formed inside the virial radius and were immediately gravitationally
bound to the main progenitor branch host).

peaks at progenitor masses around 10> My over approximately 2
> z > 0.5. The bottom panel focuses on stellar particles in the
outskirts (i.e. located at or beyond 20 kpc at z = 0) alone, and
suggests that the majority of the stellar halo is constructed from
stellar particles that span a similar range in zyyp relative to the full
galaxy, albeit contributed by slightly lower progenitor stellar masses
(~108-10"3 Mg).

The wide distributions in both panels of Fig. 11 are largely driven
by trends between a galaxy’s (true) stellar mass and its assembly
history. Note, for example, that the distribution of progenitor galaxy
stellar masses for in-situ particles peaks at higher stellar masses
in the outskirts. This is because, when we look at the parent
sample as a whole, the information in the outskirts is dominated
by high-mass galaxies who have both more particles in total and,
specifically, more particles in the outskirts relative to low-mass
galaxies. To more thoroughly investigate the role that galaxy stellar
mass plays in determining the particular distribution of progenitor
masses in its stellar halo, we compute the 25th—75th, 10th—90th,
and 1st-99th percentiles of Mgy, prog for each galaxy. The results
are visualized in the top panel of Fig. 12, which shows these
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Figure 11. The distributions of ex-situ particle progenitor stellar
masses and stripping redshifts. Top panel: The distribution of progenitor
galaxy stellar masses and zgyip for every stellar particle in all 1656 central
Milky Way disc galaxies in the TNG100 parent sample (that is, 100 <
Meen, rue/Mep < 10'"). Black contours enclose 25 per cent, 50 per cent, and
90 per cent of the in-situ stellar mass; these simply trace the build-up of the
main progenitor host galaxy over time (in this case, zsuip i, more accurately,
the formation redshift). Ex-situ stellar particles are shown in 2D histograms
with a logarithmic colour scale; the white contours enclose 90 per cent of the
ex-situ stellar mass. To the right, the colourbar shows the number of particles
in each bin. Bottom panel: The same, except only for stellar particles that
are found beyond 20 kpc at z = 0.

percentiles side by side in order of increasing host galaxy stellar
mass. To guide the eye, we also trace the running median and
minimum progenitor galaxy stellar masses (such that 50 per cent
and 90 percent of stellar particles were brought in by progenitor
galaxies above this threshold) in yellow and blue solid lines,
respectively. The median M, prog outside of 20 kpc increases
from 10% to 10° Mg, and the minimum Mgy, proe increase from
10 to 107 Mg,

If we consider ex-situ stellar particles across the entire galaxy
(dashed lines), we see a similar trend with progenitor masses ~0.5
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Figure 12. Percentiles of ex-situ particle progenitor galaxy masses and stripping times. 7op: Highlighted yellow and blue lines in the foreground trace
the running median and minimum progenitor galaxy stellar mass (such that 50 per cent and 90 per cent of ex-situ stellar particles were contributed by galaxies
at or above this threshold, respectively) for the outskirts of our sample of central disc galaxies in TNG100. In the background, each column represents the
distribution of progenitor galaxy stellar masses for ex-situ stellar particles located beyond 20 kpc for a single galaxy: we indicate the median values of Ml prog
with yellow regions, as well as the 25th—75th, 10th—90th, and 1st—99th percentiles in green, blue, and black regions, respectively. As expected, the outskirts of
more massive galaxies have a more significant contribution from massive satellites; however, the substantial galaxy-to-galaxy scatter is apparent. For reference,
the dashed yellow and blue lines show the running median and minimum progenitor masses for all ex-situ stellar particles (i.e. not limited to the outskirts).
We note that the trend between galaxy stellar mass and median progenitor mass is similar between entire galaxies and galaxy outskirts, although the median
progenitor masses are lower in the outskirts. Botfom: The same, except we now investigate the distributions of ex-situ stellar particle stripping redshifts for
individual galaxies. We note a weak trend between galaxy mass and median zgqip, such that more massive galaxies acquired their ex-situ stellar components
slightly later than low-mass galaxies. Interestingly, we can also see that there is very little difference between the median/minimum zguip for entire galaxies
and galaxy outskirts.

dex higher than in the outskirts. This same offset in progenitor
stellar masses between the central regions and outskirts of galaxies
in TNG100 and TNG300 was reported by Pillepich et al. (2018a),
although we note that in that study the comparison was between
stellar populations at <30 and >100 kpc. Pillepich et al. (2018a)

also quote systematically higher values of Mg, prog than we show
in Fig. 12 (~108-10° M, as opposed to ~107°—10% M, for galaxy
stellar masses 21010'75 ); however, this is due to an important
difference in definition: the authors define the progenitor stellar
mass as the maximum stellar mass reached by the satellite, but the
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majority of stellar particles will be stripped either before or after
this maximum mass is achieved.

In the lower panel of Fig. 12, we visualize the distributions of
Zsuip for the particles in the outskirts of each galaxy in the TNG100
parent sample. A weak trend exists between the median value of
Zsrip and stellar masses of galaxies, but values remain close to Zyip
~ 1 across the entire mass range. Additionally, unlike progenitor
stellar masses, the typical stripping times in the outskirts of galaxies
closely match those averaged over galaxies as a whole (this can be
seen by comparing the solid and dashed lines).

Fig. 12 also highlights the diversity in the assembly of the
outskirts of galaxies. Despite the fact that we are able to track an
overall rise in progenitor masses with host galaxy mass and identity
a characteristic stripping redshift, there is a remarkable degree of
scatter even between galaxies of nearly identical mass. This can be
most clearly seen by following the individual values of the median
Mien, prog OF Zswip — tWO consecutive galaxies can vary by up to
an order of magnitude in median progenitor stellar mass, or jump
between median zgi, ~ 0.5-3. Some of this scatter may simply be
due to the scatter in the stellar mass to halo mass relation. However,
at fixed dark matter halo mass, the peak-to-peak scatter in stellar
mass within our parent sample is at most ~0.8 dex for halo masses
of ~10'> My; the peak-to-peak scatter in stellar halo mass, on the
other hand, is approximately 2 orders of magnitude at these mass
scales. This suggests that the heterogeneity in the assembly histories
of galaxies is the more important driver of variation in characteristic
progenitor galaxy masses and particle stripping times.

We can gain further insight into this variation by separately
tracing the median Mei1, prog and Zgip for galaxies with high and low
fractions of accreted material for their stellar mass (defined here as
Rel(fiee) > 0.5 and Rel(f,.c) < —0.5, respectively). Fig. 13 shows
that the stellar haloes of galaxies with high Rel(f,..) were built by
progenitor galaxies that were on average a factor of 10 more massive
than the progenitors of galaxies with low Rel(f,..), and that galaxies
with high/low Rel(f,..) systematically have later/earlier assembly
histories (i.e. median zyp ~ 2 as opposed to ~0.75).

7.2.2 Contributions from in-situ stellar particles

Stellar haloes are sometimes assumed to be composed entirely of
accreted material. However, observations have shown that mergers
and accretion events are not the only processes that place stars at
large radii: disc stars can migrate to larger radii (Radburn-Smith
et al. 2012; Ruiz-Lara et al. 2017), or get kicked out of the plane of
the disc due to a perturbation caused by a close satellite passage or
a minor accretion event (Sheffield et al. 2012; Dorman et al. 2013;
Price-Whelan et al. 2015).

Simulations have also produced in-situ stellar halo stars (Roskar
et al. 2008; Zolotov et al. 2009; Purcell et al. 2010; Tissera et al.
2013), and although they generally agree that the in-situ components
of stellar haloes are limited to the inner regions, the transition radius
to the accretion-dominated stellar halo is less well determined.
Recently, Font et al. (2020) discussed the notion that different
implementations of star formation and feedback processes between
hydrodynamic simulations in particular can impact the relative
contributions from in-situ and ex-situ stars. Rodriguez-Gomez et al.
(2016) showed that this radius is a function of galaxy stellar mass,
and Pillepich et al. (2015) demonstrated that it can change over
the course of an individual galaxy’s assembly history. Furthermore,
using the Auriga simulations Monachesi et al. (2019) showed that,
even out at 100 kpc, the in-situ component can account for up to
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Figure 13. Effects of progenitor galaxy masses and stripping times on
accretion fractions. 7op: Continuing from Fig. 12, we show the running
median (solid lines) and minimum (dashed lines) values of progenitor galaxy
stellar masses for ex-situ stellar particles in the outskirts of TNG100 galaxies,
but here we split our parent sample into those with high (red) and low (blue)
relative accretion fractions. Outside of 20 kpc, ex-situ stellar particles in
galaxies with high Rel(f,cc) are contributed by satellites that are an order
of magnitude more massive than for galaxies with low Rel(fyec). Bottom:
The same, but now with the running median values of zgp split by relative
accretion fraction. There are no discernible trends with galaxy stellar mass;
however, the outskirts of galaxies with high Rel(fyc.) were built up later than
galaxies with low Rel(ficc).

20-30 percent of the stellar mass for approximately one third of
their galaxy sample.

The top panel of Fig. 14 shows the ex-situ fractions in our
TNG100 parent sample as a function of radius, and split into five
smaller stellar mass bins with width of 0.2 dex. The fraction of
accreted material rises with increasing distance from the centre
of the galaxies, and the typical transition radius to the ex-situ
dominated stellar halo increases with galaxy stellar mass (the latter
is likely driven at least in part by the low numbers of stellar
particles at these radii, particularly for the lowest mass galaxies).
For the TNG100 galaxies, a significant in-situ population persists
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Figure 14. Ex-situ stellar populations as a function of galactocentric
distance. 7op: The median ex-situ stellar particle mass fraction as a function
of galactocentric distance for our parent sample of TNG100 galaxies, split
into smaller bins of stellar mass. The galaxy-to-galaxy variation is shown via
the shaded bands, which encompass the 90 per cent scatter in each bin. The
dotted lines show the median value of 2Rypi¢ for each mass bin. Bottom: The
median fraction of ex-situ stars that formed after crossing the host galaxy’s
virial radius as a function of galactocentric distance for our parent sample
of TNG100 galaxies, once again split into smaller bins of stellar mass. In
the innermost regions a significant fraction of ex-situ stars formed after their
progenitor galaxy crossed the virial radius of the host; however, in the outer
stellar halo the majority of ex-situ stars formed pre-infall.

beyond 20 kpc. Even out at 50-100 kpc, our galaxies have median
in-situ fractions of up to 20 percent, with some dependence on
the stellar mass bin. This is broadly consistent with the Auriga
and ARTEMIS stellar haloes (Monachesi et al. 2019; Font et al.
2020), but stands in contrast to the Eris stellar halo (Pillepich et al.
2015), which has a negligible contribution from in-situ stars beyond
~40 kpc.

Stellar haloes in TNG100 4589

7.2.3 Post-infall star formation

Since we tracked the exact times at which each stellar particle was
stripped from its satellite to become bound to the central, we are
able to distinguish between two types of ex-situ stellar particles:
those that formed before their progenitor crossed the virial radius
of the host halo, and those that formed after this point. We refer
to the latter group as the post-infall population of ex-situ stellar
particles, following Pillepich et al. (2015) and Rodriguez-Gomez
et al. (2016).

It has been shown that satellite galaxies do not typically quench
immediately after crossing the virial radius of their central galaxies,
but rather continue forming stars for up to several Gyr (e.g.
Tollerud et al. 2011; Wetzel, Tinker & Conroy 2012; Wheeler et al.
2014), and this is qualitatively reproduced by the original Illustris
simulation (Sales et al. 2015). We therefore asked the question
of where these post-infall stars fall in TNG100 galaxies at z = 0
and whether they provide a significant contribution to the stellar
halo.

The bottom panel of Fig. 14 shows the fraction of ex-situ stars that
formed after crossing the host virial radius (i.e. the post-infall ex-
situ population) as a function of galactocentric radius, once again
split into smaller galaxy stellar mass bins to remove any trends
with stellar mass. Inside of ~20 kpc post-infall star formation can
account for up to 80 per cent of the ex-situ population, but out at
~50 kpc this contribution drops below 50 per cent for all but the
most massive galaxies. In general, the fraction of post-infall stellar
particles is lower for lower mass galaxies at fixed radius; this is
driven by the fact that lower mass galaxies have smaller physical
extents as well as a timing constraint — stellar particles that have
more recently crossed the virial radius (and are therefore located at
large radii) have had less time to form out of gas post-infall, and as
a result are more likely to have formed pre-infall.

7.3 Pairing stellar particles and profiles: constraining the
unobservables

In an effort to constrain the assembly histories of our individual
DNGS galaxies as much as possible, we now return to the idea that
the density profiles of galaxies contain valuable clues. We define a
new sample of TNG100 galaxies which are matched to observations
based on the shapes of their profiles in addition to their ‘observed’
stellar mass. This time, rather than parametrizing profiles as a power
law, we divide the stellar density profiles of each DNGS galaxy
by the density profiles of their respective TNG100 mass-matched
samples, and measure the median values of this ratio beyond 20 kpc.
Defining T = log,,(median ratio), we can construct three new sub-
samples

(1) Profile-matched sample: These are the TNG100 galaxies that
most closely match the outer structure of each DNGS galaxy.
Specifically, we take the subset of the mass-matched sample with
the 25 per cent lowest absolute values of Y.

(i) High surface density sample: For each DNGS galaxy, this is
the subset of the mass-matched sample with the 25 per cent highest
values of Y.

(iii) Low surface density sample: For each DNGS galaxy, this is
the subset of the mass-matched sample with the 25 per cent lowest
values of .

In the upper left panel of Fig. 15, we plot the total accreted
stellar mass fraction against the true galaxy stellar masses of each
of our TNG100 mass-matched samples in grey points. Red and
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Figure 15. Properties of the profile-matched samples. In every panel, small grey dots show the distribution of various details of assembly history as a
function of galaxy stellar mass for each mass-matched TNG100 sample. We show the median values of the high and low surface density samples (see text
for details) in red and blue points. Finally, the medians of the profile-matched samples are shown in black. The stellar masses on the x-axis are the median
values within each sample, and error bars enclose the 1o variation. We can see that for every DNGS galaxy, the accretion fractions (fop left panel) of the
profile-matched TNG100 galaxies are very similar to the accretion fractions of the low surface density samples. Similarly, the profile-matched and low surface
density samples tend to have somewhat lower halo masses (fop middle panel) and lower fractions of post-infall ex-situ stellar particles (top right panel).
Looking towards the outskirts of these galaxies, the median progenitor masses (lower left panel) of the profile-matched samples do not appear to prefer either
the low or high surface density samples, whereas the median accretion redshifts of the profile-matched samples once again follow the low surface density

samples (lower right panel).

blue points indicate the median f,.. for the high and low surface
density samples; consistent with what we saw in earlier sections,
these separate cleanly into higher and lower values of f,... Finally,
black points point to the median values of each profile-matched
sample. Error bars highlight the 1o variation in each of the three
sub-samples (and the stellar mass is the median within each sample).
Consistent with Figs 6 and 9, we see that the accretion fractions
of the TNG100 galaxies in the profile-matched samples are very
closely aligned with those of the low surface density samples.
Moving beyond the accreted mass fraction, Fig. 15 also shows that
the profile-matched samples of TNG100 galaxies are consistent with
the low-surface density samples in a number of other properties.
They reside in slightly lower mass haloes (upper middle panel), and
have lower fractions of post-infall ex-situ stellar particles (upper
right panel) relative to the high surface density samples. In the
outskirts, despite seeing a clean separation in the median progenitor
stellar masses of TNG100 galaxies with high and low accreted frac-
tions at fixed stellar mass (defined as Rel(f,..) above 0.5 and below
—0.5, respectively; see Fig. 13), we are unable to differentiate the
median progenitor masses (lower right panel) of the profile-matched
samples from the rest of the mass-matched galaxies. In contrast,
the median values of zy, in the outskirts of the profile-matched
samples closely follow those of the low-surface density samples.
This suggests that, at fixed stellar mass, the timing of mergers may
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be more important than the stellar masses of the disrupting galaxies
when determining the shapes of the outer profiles.

We conclude from this combination of profile information and
stellar particle data that — in spite of the diversity of galaxy outskirts
seen in DNGS galaxies — the TNG100 galaxies that most closely
match DNGS stellar haloes are contained within a relatively small
region of assembly history parameter space.

8 WHERE ARE THE ‘MISSING’ OUTSKIRTS
OF GALAXIES?

As detailed towards the end of Section 6, our ability to leverage
simulations to gain physical insight into the assembly histories of
observed galaxies depends on how well we have characterized the
outskirts of galaxies, as well as whether or not we are dealing with
any biases in our observational or simulated data sets.

In Section 7, we made the assumption that DNGS fairly represents
the observed census of stellar haloes, and that TNG100 is accurate
enough (over arange of observables) to justify detailed comparisons
in the diffuse and relatively sparsely sampled outskirts of galaxies.
Here, we assess the validity of these assumptions by exploring pos-
sible sources of bias in the observations and simulations separately.



8.1 Observational challenges: are we ‘missing’ galaxy
outskirts?

DNGS galaxies most closely resemble mass-matched TNG100
galaxies that have relatively low accreted stellar mass fractions,
are hosted by low mass dark matter haloes, experience relatively
early accretion of satellites (and typically low-mass satellites), and
have higher-than-average pre-infall ex-situ fractions. However, it
is important to keep in mind that observational studies of the low
surface brightness outskirts of galaxies are incredibly challenging —
and this has the potential to influence any comparisons with theory
in subtle (or sometimes not-so-subtle) ways.

8.1.1 PSF and sky subtraction

First, as mentioned in Section 1, regardless of the observational
approach taken (star counts, integrated light, stacks of galaxies,
etc), low surface brightness work comes with relatively large
uncertainties. For integrated light, unresolved images of external
galaxies, the PSF is typically the limiting factor (e.g. Sandin 2014).
The exact structure and extent of the PSF are a result of scattered
starlight (or light from the compact centres of galaxies) from internal
optics or a variable upper atmosphere. Scattered light is always
present in optical observations — the game is simply to minimize
its effects or to characterize it as robustly as possible in order to
avoid biasing any measurements (e.g. Slater et al. 2009; Martinez-
Lombilla & Knapen 2019; Infante-Sainz, Trujillo & Roman 2019,
among others).

Abraham & van Dokkum (2014) demonstrated that the wide angle
PSF of the Dragonfly Telephoto Array is suppressed by a factor of
10 relative to other instruments; and Fig. 7 helps to further alleviate
concerns over the PSE. We convolved the TNG100 light images with
the Dragonfly PSF before measuring any surface brightness profiles,
and also enforced realistic surface brightness limits by placing the
convolved images into an empty region of one of the DNGS fields.
We note that if the PSF were to have a significant effect, it would
act to increase the amount of light measured in the outskirts of
galaxies rather than diminish it. Fig. 7 also demonstrates that the
difference in surface density profiles (Fig. 6) is not caused by the
specific conversion of light to stellar mass by Merritt et al. (2016).

As mentioned in Section 2.1, sky subtraction presents another
challenge for low surface brightness observations. Specifically, if
measurements of the sky are biased high (low), then the diffuse
outskirts of galaxies well be over-(under-) subtracted, and stellar
halo mass estimates will be correspondingly too low (high). To
deal with this, the Dragonfly data reduction pipeline implements a
two-stage approach to characterizing and subtracting the sky. In the
first round, we fit a third degree polynomial to the background of
each image after heavily masking out all sources, and create a deep
(preliminary) stack of all sky-subtracted images. We then construct
a much more aggressive source mask from this stack, which is then
implemented in a second and more accurate round of sky modelling
(for more details, see Merritt et al. 2016; Zhang et al. 2018; Danieli
et al. 2019).

Although Dragonfly is very well set up for low surface brightness
imaging, it does have its limitations. The azimuthally averaged
surface brightness profiles reach 30-32 mag arcsec™2, but these
apertures cover huge areas on the sky. On smaller scales (relevant for
individual stream detection) typical depths are ~29 mag arcsec ™.
This is deep enough to detect streams with luminosities of the order
of 108 Ly, (van Dokkum et al. 2019), but it is plausible that lower
luminosity streams are missed.
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8.1.2 Sample selection

Unintended biases in the DNGS sample selection could also
come into play. The only observable galaxy property that was
explicitly used by Merritt et al. (2016) was luminosity; however,
we specifically used the B-band luminosity, which is a relatively
blue band and is therefore not an ideal tracer of the underlying
stellar mass distribution and might lead to biased comparisons
when selecting galaxies in TNG100 based on stellar mass alone.
A rough comparison between the stellar mass—luminosity distri-
butions between the two samples indicates that DNGS galaxies
fall anywhere between the bright and faint end of the TNG B-
band luminosity distributions. A related issue, as mentioned in
Section 3.2, is that our TNG100 light images do not include the
effects of dust, which could exacerbate the differences between the
Dragonfly and TNG100 surface brightness profiles. To investigate
this, we used the median g — r colour within 20 kpc as a metric,
and found that while there are trends between this median colour
and the shape of the profile in the TNG100 parent sample, there
are no discernible trends within any given mass-matched sample,
indicating that the more fundamental relation is between galaxy
stellar mass and colour. We also measured this median colour for
DNGS galaxies, and found that while DNGS galaxies do not always
have the same colours as the median of their mass-matched samples,
they do not systematically fall to bluer or redder colours.

Similarly, no size criteria were applied when selecting DNGS
galaxies, but we noted in previous sections that some of the more
massive DNGS galaxies have smaller half-mass radii than their
entire mass-matched sample. This complicates the interpretation
of our results, as our primary metric for characterizing the stellar
haloes of galaxies is the mass beyond 20 kpc (see Appendix B1). It
is possible that, for TNG100 galaxies, this measurement contains a
greater influence from extended (in-situ) discs than the observations,
although we note that there are examples of large discs in DNGS as
well (most notably M101, with spiral arms visible out to 40 kpc).

Moreover, there is a possibility of an environmental bias. We
attempted to mimic the DNGS sample by including both centrals
and sufficiently isolated satellite galaxies in the TNG100 parent
sample, and although we could not identify any differences in the
surface density profiles of the two populations, the ratio of centrals
to satellites in the parent TNG100 sample is much higher than in
DNGS. Furthermore, the requirement that TNG satellite galaxies
in the parent sample have at most one massive (Mgen > 10'0 Mgy)
neighbour within 1 Mpc effectively minimizes any environmental
effects that might be at play.

8.1.3 Inclination angle

DNGS galaxies span a wide range of inclination angles, and we
compare each with a randomly oriented mass-matched sample of
TNG100 galaxies. In cases where DNGS galaxies are face-on (or
close to face-on), we may be performing a biased comparison —
specifically, the majority of TNG100 galaxies will likely be more
highly inclined than the DNGS galaxy. As noted by Elias et al.
(2018), shifting a galaxy from edge-on to face-on has the effect of
decreasing the surface brightness in the outskirts by up to 1.5 mag.
Given the random orientations of the TNG100 galaxies, however,
the majority of these corrections will be smaller than this, and the
key result that DNGS galaxies tend to be most similar to low ficc
TNG100 galaxies would remain unchanged. Moreover, as shown
by Elias et al. (2018), decreasing the observed inclination angle
of a galaxy does not create down-bending profiles such as those
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seen in DNGS galaxies. To verify our intuition, we measured
the average axial ratio (as measured by ELLIPSE) for both the
DNGS and TNG100 mass-matched samples. Axis ratios are more
difficult to robustly measure in the outskirts, so we restricted this
analysis to the inner regions of the density profile where the g-
band surface brightness is brighter than 25 mag arcsec™2. Axis
ratios in DNGS span from 0.5 < b/a < 1.0, with a mean value of
0.68; the distribution in the TNG100 parent sample has a mean of
0.63 with 98 per cent of the sample falling between 0.31 and 0.88.
Within each mass-matched sample, we compared the profiles of
galaxies with high inclination (0.45 < b/a < 0.55) to those with
low inclination (0.75 < b/a < 0.85), and did not find a significant
difference in the outer density slopes. Furthermore, we did not
identify trends between axial ratio and profile shape within the mass-
matched samples, and when we compared the observed profiles
to only the profiles with axis ratios within +0.2 our main results
hold. We therefore concluded that while axis ratios are important
considerations when interpreting the outskirts of galaxies, they do
not prevent us from learning about the assembly histories of galaxies
from their outskirts.

8.1.4 Sample sizes

The most obvious reason to suspect a biased comparison, however, is
sample size. As it currently stands, DNGS has only eight galaxies,
and is clearly dwarfed by the numbers in TNG100. As a result,
it is difficult to robustly determine whether the DNGS galaxies
(particularly those with very low inferred f,..) are simply very rare.
‘We note, however, that other observational studies have arrived
at qualitatively similar results to DNGS. In particular, Harmsen
et al. (2017) compared the stellar halo properties of six massive
edge-on disc galaxies from the GHOSTS survey (Radburn-Smith
et al. 2011; Monachesi et al. 2016) with predictions from a variety
of theoretical models, and found a similarly large scatter and low
average accretion fraction relative to expectations from simulations.
It is beyond the scope of this work to produce mock GHOSTS data
from TNG100; however, we point out that Harmsen et al. (2017)
converted the reported estimates of stellar halo mass fractions from
Merritt et al. (2016) to their own metric, and demonstrated that
the two observational data sets are consistent with one another,
suggesting that their stellar halo mass fractions are also below
the median of TNG100 at fixed mass. More recently, Rich et al.
(2019) measured surface brightness profiles from deep imaging of
65 spiral galaxies in the HERON survey. Although they did not quote
estimates for stellar halo masses, they showed that spiral galaxies
span a large range in total diameter (outer ‘envelope’ included),
even at fixed stellar mass. If we consider this envelope diameter to
be a proxy for the prominence of the stellar halo, then this result
is consistent with the diverse galaxy outskirts reported by Merritt
etal. (2016) and Harmsen et al. (2017). However, Rich et al. (2019)
deferred detailed comparisons with simulations to future work, and
therefore we cannot yet rule out the possibility that both the average
stellar halo mass fraction and degree of galaxy-to-galaxy scatter
when measured from a significantly larger observational data set
might fall more in line with simulations. Relatedly, it is also possible
that the volume of TNG100 is not large enough to capture the full
diversity of merger histories and resulting galaxy outskirts.

8.2 Difficulties of matching samples

When comparing observations with simulations, sample selection
is a key consideration, as is the manner in which matching is
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done. In this work, we matched galaxies based on their stellar
mass — specifically, the ‘observer-friendly’ stellar mass obtained
by integrating the surface density profiles down to 10* Mg kpc?. An
important caveat to keep in mind is that the fact that the DNGS and
TNG100 sample sizes are so different prevents us from matching the
stellar mass functions between the two, meaning that correlations
between stellar mass and other properties will manifest more visibly
in the TNG100 data set than in DNGS. As a workaround, and
to avoid biasing our comparisons towards lower stellar masses in
TNG100 as much as possible, we imposed a Gaussian distribution
of stellar masses in each of our TNG100 mass-matched samples
(see Section 2.2 for details). This is an improvement over simply
selecting all TNG100 galaxies that fall within the DNGS stellar mass
errorbars, but is still not ideal. For example, a close examination of
Fig. 15 reveals that — even within a given mass-matched sample —
the median masses of the low surface density, profile-matched, and
high surface density samples separate slightly from one another.

Another choice that we made when performing the matching was
to use an integrated property (stellar mass) rather than the surface
density profiles themselves. Given the correlations between galaxy
stellar mass and outer profile shape, another possibility is that the
DNGS galaxies which appear to lack clear profile analogues in
TNG100 might be better described by lower mass TNG100 galaxies.

Moreover, we have adopted a definition of stellar mass that
uses a surface density floor rather than a fixed aperture, meaning
that we could be comparing galaxies of very different sizes. And
indeed, as mentioned in Section 6, not all DNGS galaxies are
well matched in sizes (half-mass radii) within their mass-matched
samples. We investigated the extent to which the relatively small
sizes of DNGS galaxies affects our results in Appendix B1, and
found that the 2D half-mass radii of TNG100 galaxies with high
Rel(f.cc) are systematically larger than the sizes of galaxies with low
Rel(f,..). Furthermore, size offsets make distinguishing differences
in stellar haloes from differences in galaxy extents difficult, and
can in some cases act to worsen discrepancies between the two
samples, particularly for stellar halo metrics involving a physical
boundary. Nevertheless, we emphasize that this effect cannot en-
tirely account for our observation that DNGS galaxies most closely
match TNG100 galaxies with low relative accretion fractions and
appear to be missing stellar mass in their outskirts relative to the
simulated galaxies.

Along similar lines, we also re-measured galaxy stellar masses
by integrating the surface density profiles out to a fixed aperture
of 30 kpc, and confirmed that the central results of this paper are
robust to our choice of stellar mass definition.

8.3 The role of resolution effects and simulated galaxy
property convergence in TNG

Another relevant issue to examine is the extent to which various
physical properties of TNG100 galaxies change with resolution.
All TNG simulations have also been carried out in a series of lower
resolution versions, which allows us to assess this quantitatively;
and, fortunately, we can refer to a number of results from the existing
TNG literature for insight.

Pillepich et al. (2018b) compared the fiducial TNG100 run with
two lower resolution runs (TNG100-2 and TNG100-3, at factors of
8 and 64 lower mass resolution, respectively) and showed that as
resolution improves, galaxy stellar masses increase at fixed dark
matter halo mass (corresponding to an overall higher normalization
of the galaxy stellar mass function, particularly at low masses and
low redshift). Galaxy stellar masses in TNG100-2, for example, are



approximately 40 percent lower than in the fiducial TNG100-1.
On the other hand, galaxy stellar sizes in TNG decrease towards
higher resolution, and this holds true for both the in-situ and ex-
situ stellar components. Later, Pillepich et al. (2019) extended
these convergence checks to TNG50 and showed that resolution
affects the sizes of low-mass galaxies (Mei e < 10°—10'" M)
more strongly than those of high-mass galaxies, and particularly
at lower redshifts. They showed that galaxy sizes in TNG100 are
converged to better than 20—40 percent after z = 2, but that the
fraction of disc galaxies increases with resolution.

Despite the resolution dependence of the stellar sizes and masses
of galaxies, however, Pillepich et al. (2018a) demonstrated that the
relative contributions of in-situ and ex-situ stellar mass fractions as
a function of either total stellar or dark matter halo mass are fully
consistent between TNG100 and TNG300 (the latter has a factor of
8 lower mass resolution and a factor of 2 lower spatial resolution).
This applies for dark matter halo masses down to ~ 10> M, a limit
which encompasses the halo masses for every one of our TNG100
mass-matched samples except for the one matched with NGC 1042.
Even in this case, however, the median f,.. between TNG100 and
TNG300 differs by approximately 0.05.

Given all of this, we consider it entirely possible that resolution
effects could be relevant to our finding that the outskirts of TNG100
galaxies appear to be, on average, more massive and extended than
their mass-matched DNGS galaxies. However, there are a number
of competing effects at play. We might expect, for instance, that at
higher resolution the outskirts of galaxies might be more massive
because they were built from more massive satellite galaxies; how-
ever, those satellite galaxies would also have smaller sizes and might
disrupt less easily. The fact that the ex-situ to in-situ fraction appears
to be converged also hints that resolution may have a stronger
impact on the distribution, rather than the amount of accreted
material, although this has not been demonstrated explicitly. Finally,
comparing samples between two different resolution simulations is
complicated by changes to the galaxy stellar mass functions as well
as to the fraction of disc galaxies.

It is beyond the scope of this particular paper to carry out a
detailed study; however, we consider this one of many promising
directions to explore in the future, and the resolution dependence of
stellar and dark matter particle stripping from subhaloes is already
being investigated in detail by Lovell et al. (in preparation).

8.4 Limitations of simulations: are we building galaxy
outskirts too efficiently?

An important question to consider, as pointed out towards the
end of Section 6, is whether we should expect the outskirts of
TNG100 galaxies to agree with observations at all. Cosmological
hydrodynamic simulations of today are generally able to reproduce
bulk properties of the galaxy population; however, models using
different methodologies or implementing different physical models
can lead to a range of predictions for observable quantities (see
review by Somerville & Davé 2015), and this uncertainty becomes
a limiting factor when defining theoretical expectations for the
properties of stellar haloes.

A number of sources of tension with observations remain even
for state-of-the-art simulations, and it is possible that any mismatch
in the stellar haloes of galaxies is simply a manifestation of these
rather than a separate tension on its own. For example, a known issue
with the original Illustris simulation was that the simulated galaxy
discs were approximately twice as large as their observational
counterparts (Snyder et al. 2015). In TNG100, galaxy sizes are
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larger than observations by at most 0.1 dex for stellar masses of
10'935-10!"! M, (within the 1o scatter; Genel et al. 2018; Rodriguez-
Gomez et al. 2019). It is nevertheless possible that extended galaxy
discs make a significant contribution to estimates of stellar haloes,
possibly augmented by radial migration or disc heating (e.g. Roskar,
Debattista & Loebman 2013; Vera-Ciro et al. 2014; Grand et al.
2016). Along these lines, Harmsen et al. (2017) compared the stellar
halo masses, metallicities, power-law slopes, and colour gradients
measured for six massive disc galaxies observed as part of the
GHOSTS (Radburn-Smith et al. 2011) survey with accretion-only
N-body models and hydrodynamic models separately, and came
to the intriguing conclusion that the accretion-only models were
a better match to the data. Monachesi et al. (2019) also showed
that accreted-only stellar halo profiles in the Auriga simulations
are a better match to GHOSTS observations of stellar haloes when
measured along the minor axis. This suggests that hydrodynamic
simulations may overestimate the role of processes responsible for
forming in-situ stellar haloes.

Additionally, Genel et al. (2014) showed that the galaxy stellar
mass functions in Illustris were overabundant relative to observa-
tions at z > 1, particularly at the low-mass end (108-10° Mg,).
The situation in TNG100 is improved with respect to Illustris by a
factor of a few, but simulated galaxies are still more abundant than
observed for stellar masses of 10° at z > 1 by up to a factor of
2 (depending on the observational sample at hand; Pillepich et al.
2018a). At z ~ 2, observational constraints for galaxies with stellar
masses around 10° Mg, are only consistent within approximately
a factor of 10, limiting our ability to place strong constraints on
simulations.

Uncertainties in the stellar-to-halo mass relation, which is largely
unconstrained below stellar masses of 10'° Mg, at high redshifts (z
> 2), could also manifest in the stellar haloes of galaxies. If, for
example, the low-mass slope of this relation was slightly too shallow
in TNG100, then central haloes/galaxies in TNG100 would accrete
subhaloes/satellites with stellar masses that are too high, thereby
acquiring an excess of ex-situ material per merger.'"* We note that
here, we are making the assumption that the cosmological merger
rates in TNG100 are accurate, and that the number of low mass
progenitor galaxies that built up the central galaxy and its stellar
halo is correct. Pillepich et al. (2018a) show the stellar-to-halo
mass relation for TNG100 (with the stellar mass measured within
a few different apertures; see their fig. 11) and trace its evolution
from z = 1 to z = 0. They show that there is broad agreement
between TNG100, TNG300, and Eagle, as well as a number of
semi-empirical models and abundance matching results; however,
some differences between the models are apparent (and see also
Engler et al. 2020 for a closer look at the differences between
satellite and central galaxy stellar-to-halo mass relations).

Alternatively, even if the satellite galaxies have the correct
amount of stellar mass, they might disrupt too easily. van den
Bosch & Ogiya (2018) used a suite of idealized simulations to
study N-body subhalo disruption, and showed that the artificial dis-
ruption of low-mass haloes could be prevalent in simulations, even

14The idea that progenitor stellar masses might be higher in simulations than
in observations is broadly supported by the results from Longobardi et al.
2018. These authors estimated the stellar masses of the progenitor galaxies
in the outskirts of the stellar halo of the massive elliptical galaxy M87 at the
center of the Virgo cluster and found that they were approximately a factor
of 10 lower than ‘raw’ predictions from TNG100. However, we refrain from
a detailed comparison with their findings due to the differences in samples
and methodology.
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occasionally in haloes above the resolution limit. They argue that
this ‘overmerging’ problem holds true in cosmological simulations
as well, albeit with the caveat that their work does not include
baryonic effects. The authors also focus on circular orbits, which
may not be applicable for the majority of infalling satellites in
TNGI100 (see also Bahé et al. 2019, who demonstrate that these
effects do not pose a significant problem for cosmological zoom-in
simulations). Errani & Penarrubia (2019) further demonstrated that
low-mass subhaloes (near the resolution limit of a simulation) can
form artificial cores, which are more easily disrupted than cusps.
If some fraction of satellite galaxies in TNG100 are disrupting
too early, it is possible that they deposit too much stellar mass
in the outskirts of the central galaxy rather than the interior (or
simply surviving as intact satellites). This mechanism therefore
primarily affects the distribution rather than the amount of stellar
material.

A related possibility is that TNG100 satellite galaxies do not
quench efficiently enough after crossing the virial radii of their
hosts, leading to a significant contribution from ex-situ, post-infall
star formation (but see Donnari et al. 2020 in preparation for a closer
look at quenched fractions in TNG100).

To quantify the effect that these scenarios might have on the
TNG100 galaxy population at z = 0 — and in particular, to explicitly
explore any observable consequences — we used the information
from the stellar particle tracker to implement six different toy
models, and created ‘adjusted’ stellar mass maps for the central
galaxies in our mass-matched samples (i.e. the ones for which we
were able to track stellar particles). Figs 17 and 18 summarize the
results of our findings, and we step through the details of each model
in the following subsections.

8.4.1 Excluding in-situ stellar particles

A hypothetical scenario in which galaxies is comprised of only
accreted material is not particularly realistic, but it does delineate
the maximum contribution that an overly massive (or extended)
in-situ disc could have on the surface density profiles and stellar
halo mass fractions in the TNG100 galaxies. To implement this, we
flagged every in-situ stellar particle using the results of our stellar
particle tracking code (i.e. requiring that Zorm = Zeross = Zstrip)- We
then generated new images excluding all in-situ stellar particles.

The top row of Fig. 16 shows the adjusted stellar mass map for an
individual galaxy (our favourite Subhalo 483 900), and compares it
directly to the original, unadjusted mass map. Removing the in-situ
stellar particles primarily affects the inner regions of the galaxy
— this was expected, since we saw from Fig. 14 that the ex-situ
components of galaxies typically only become dominant out at 30—
50 kpc. The next row of Fig. 16 shows the effect of excluding
in-situ stellar particles on the stellar mass surface density profiles
more explicitly (purple curves). We show both the adjusted surface
density profile and the ratio of the adjusted to the original, and
point out that although the inner regions are pushed to substantially
lower surface densities, the outskirts (=40-50 kpc) are relatively
unaffected.

In Fig. 17, we show the surface density profiles for all eight
DNGS galaxies (black points) overlaid on the TNG100 mass-
matched samples (coloured lines). In the top left panel, we show the
unadjusted TNG100 profiles as a reference — as we saw in Fig. 6,
the DNGS profiles lie at or below the median of the mass-matched
TNG100 profiles at all radii. We show the mass-matched sample of
NGC 1042 in a dashed rather than solid line to prevent comparisons
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between those profiles and the rest of DNGS (NGC 1042 has a
low stellar mass relative to the rest of the DNGS sample; and
recall the trends between stellar mass and profile shape discussed in
Section 5). Removing the in-situ stellar particles results in a starkly
different picture: internal to ~20 kpc, the DNGS galaxies now have
higher surface densities than the TNG100 galaxies, and out in the
stellar halo they appear to span the full distribution of simulated
profile shapes.

To summarize the impact of the model while minimizing the
effects of any trends with stellar mass, we show the median (purple
line) and scatter (5th—95th percentiles; purple shaded region) of
the ratio of the adjusted (excluding in-situ) to unadjusted density
profiles as a function of radius for all of the mass-matched TNG100
samples in the bottom right panel of Fig. 17. Even for this much
larger sample, the effect of this toy model closely follows what
we saw for our example subhalo in Fig. 16. Surface densities in the
inner regions of the galaxy are lower by up to an order of magnitude,
and by ~0.5 dex even out to 40 kpc.

In Fig. 18, we ask whether (or to what extent) the drop in surface
densities corresponds to an improved match in stellar halo mass
fractions between DNGS and TNG100. We show the stellar masses
computed for the galaxies without in-situ stars (purple points), and
compare them directly to the observed DNGS measurements (black
symbols). Back in Section 6, we saw how strongly the precise
definition of the stellar halo mass can affect our conclusions, so we
performed this comparison for all three previously explored metrics:
the stellar mass beyond two half-mass radii, beyond 20 kpc, and
below 10® Mg, kpc 2. This toy model, despite not being particularly
realistic, lowers outer stellar mass fractions by a median value
of 0.51703% dex when measured beyond 20 kpc (the errorbars
encompass the 5th—95th percentiles), and brings the models into
closer agreement with the DNGS galaxies (with NGC 3351 being
the only exception). When measuring the mass below our surface
density threshold the results are similar, but if we measure beyond
two half-mass radii, the drop in stellar halo mass is more extreme,
but has the opposite effect of increasing the differences between
observations and simulations (driven by the larger half-mass radii
in this model relative to the original images).

Additionally, in Fig. 18 we show the physical amount of stellar
mass removed from the stellar halo by excluding in-situ stellar
particles as a function of (original) galaxy stellar mass, checking all
three observer-friendly definitions of the stellar halo. The amount
of mass removed from the outskirts increases for higher galaxy
masses, but this model is able to remove up to ~10°-10'° M.

8.4.2 Restricting the spatial extent of in-situ stellar particles

Rather than remove in-situ stars entirely, our second model explores
the possibility that the in-situ discs are simply too extended. We
identified in-situ stellar particles in the same way as the previous
section, and shifted them in towards the centre of the galaxy such
that their new adjusted galactocentric distances were smaller by
40 per cent. This choice could potentially lead to a mismatch of up
to 0.2 dex in galaxy sizes, since — as mentioned above — TNG100
sizes are currently compatible with observational results to better
than 0.1 dex over 10'°-10'' M. However, as with the previous
model, we consider this to be an upper limit of sorts on the impact
that a reduction in the sizes of in-situ stellar populations could have
on stellar haloes.

Fig. 16 reveals a noticeably smaller disc for our example Subhalo
483900. The surface density profile and density ratio profile for this
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Figure 16. An overview of our ‘toy models.” At the top, we show the original, unadjusted stellar mass map for Subhalo 483900 of TNG100 as an illustrative
example. Just below are six different ‘adjusted’ stellar mass maps, after applying the toy models described in Section 8.4. The adjusted surface density profiles
(and the surface density ratios relative to the original) resulting directly from these five panels are shown in the bottom row. The unadjusted profile is indicated
by the black dotted line in both cases. We note that the sharp features within ~15 kpc in the surface density ratios associated with the models contracting in-situ
stars (pink) and preventing in-situ migration (yellow) are caused by a shift in position of the material in the spiral arms of the galaxy in these two scenarios.

See text for specific details of each model.

model (pink solid curves) show a drop in surface density relative to
the original profile between ~20 and 50 kpc by up to a factor of 2.
We note that the sharp feature in the ratio profile is the result of the
galaxy’s spiral arms shifting inwards.

Moving to Fig. 17, we see that the profiles of the TNG100
galaxies with spatially contracted in-situ stellar particles are in better
agreement with the DNGS outskirts beyond 20 kpc. As shown by
the lower right panel of this figure, surface densities beyond this
point can be up to 0.8 dex lower than in than the unadjusted case
(although the median value is 0.4 dex).

Stellar halo masses are lower by 0.337929 dex when measured
beyond 20 kpc, and we can see from Fig. 18 that, unlike the previous
model, shrinking the in-situ stellar particle distribution results in
a closer match to observations in all three metrics. The impact is
minimized when measuring beyond 2 half-mass radii, but in general
Fig. 18 shows that this model decreases the mass in the stellar halo
by 108-10'° M.

8.4.3 Restricted migration of in-situ stellar particles in the
outskirts

Our next model simply imposes that the only in-situ stellar particles
that exist in the stellar halo were born there. We therefore allow
the presence of extended in-situ stellar populations, but attempt to
‘reverse’ any effects that might have kicked, heated, or migrated
stellar particles out to radii beyond 20 kpc. Specifically, we identi-
fied in-situ stellar particles as described in Section 8.4.1, and then
flagged those that are currently located in the stellar halo but were
born at galactocentric distances dorm < 20 kpc. We then randomly
re-sampled the coordinates of each stellar particle, such that the
adjusted distance is within 10 per cent of d,,. We did not attempt
to preserve the overall morphology of the migrated population of
stellar particles, as in this simple model we did not distinguish
between the various physical effects that could cause stellar particles
to move outwards over the course of time. We then generated stellar
mass maps for each using the newly adjusted coordinates.
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Figure 17. DNGS versus TNG100: adjusted stellar mass surface density profiles. Here, we provide a more detailed look at the effects of various toy
models (discussed in Section 8.4) on the surface density profiles of the TNG100 galaxies. Each panel shows all eight DNGS profiles in black points, overlaid
on their respective mass-matched TNG100 samples in solid lines. The top left panel shows the unadjusted TNG100 profiles, and the following panels show
the adjusted profiles resulting from each of the six toy models (see text for details). Since NGC 1042 is significantly less massive than the rest of the DNGS
galaxies, we distinguish its mass-matched TNG100 sample with dashed lines to visually account for the trend between profile shape and stellar mass. Finally,
in the lower right panel we show the median surface density ratios of each toy model in solid lines, with the 5th-95th percentiles of the distribution as shaded
regions. In the inner regions of the stellar halo (~20-50 kpc), the models affecting the in-situ stellar particles are most effective at modifying the shapes of
the density profiles, while beyond 50 kpc the contraction of ex-situ stars becomes most impactful. For the ‘downsampled ex-situ stars’ model, the solid line
and shaded region correspond to our default approach — we defined a maximum progenitor stellar mass for each galaxy, and randomly removed 50 per cent of
the ex-situ stellar particles contributed by satellites with less massive than this threshold since z = 2. For comparison, the dashed line shows a more extreme

version of this where we exclude all ex-situ stellar particles with M1, prog < 10° Mo.

Returning to the middle panel of Fig. 16, we see that, similarly
to the previous models, the largest effect on the example Subhalo
483900 seems to be in the inner regions, and we can discern that
the main disc of the galaxy has shrunk in size. This is confirmed
by the surface density and ratio profiles (yellow curves), where we
can clearly see that material that was once located between ~20
and 50 kpc has been moved inwards, typically to distances around
~10 kpc (we can also once again see the signature of material in
the spiral arms moving inwards in the density ratio profile).

Fig. 17 demonstrates that the effect of this model on the mass-
matched surface density profiles resembles that of the ‘contracted
in-situ disc’ model, although its impact drops off more rapidly
at larger galactocentric distances. This can be seen most clearly
by comparing the yellow and pink solid curves in the lower right
panel. The two models are similar — in both cases we move in-
situ stars towards the centre of the galaxy, but here we only work
with a subset of the stellar particles and shift them inwards in a
non-uniform way. Fig. 18 shows a median change relative to the
unadjusted stellar halo masses of 0.20703% dex, corresponding to a
decrease of 10°-10'" M, (yellow points).

8.4.4 Excluding ex-situ, post-infall stellar particles

In this model, we enforced a more efficient quenching of satellite
galaxies, such that star formation ceases once they enter the host’s
dark matter halo. To do this, we flagged stellar particles that formed
in a satellite galaxy after crossing the virial radius of the halo of the
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central galaxy, i.e. With Zcross > Zform > Zswip- We then created new
stellar mass maps with these stellar particles excluded.

In Fig. 16, we can see from the adjusted surface density profile
and density ratio (green curves) that the effect of this model is
relatively small. Visually, it is difficult to identify structural changes
to Subhalo 483900, but we see from the profiles that it primarily
impacts the galaxy at radii ~20-80 kpc, leading to a decrease in
the stellar surface density of approximately 20 percent. This is
consistent with what we saw in Fig. 14; although post-infall star
formation contributes significantly to the ex-situ stellar mass budget
in the inner regions of the stellar halo (~20-50) kpc, it is generally
<40 per cent of the total stellar mass.

Fig. 17 confirms the ineffectiveness of this model — the adjusted
profiles (green line and shaded regions) after preventing all post-
infall star formation are entirely consistent with the original,
unadjusted profiles. In the lower right panel, we see that the median
density ratio is approximately 0.1 dex over all radii. Finally, we see
in Fig. 18 (green points) that this model results in a drop in stellar

halo masses of 0.077003 dex, or typically 108-10° M.

8.4.5 Down-sampled late-time accreted contributions

Here, we consider the possibility that the stellar masses of satellite
galaxies in TNG100 could be too high due to uncertainties in the
low-mass end of the stellar to halo mass relation at z ~ 1-2. If this
were the case, it would mean that — for a given assembly history —a
central galaxy acquires too much stellar mass per merger event (by
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Figure 18. DNGS versus TNG100: adjustments to the stellar halo mass estimates. 7op: We investigate how each toy model affects the three methods
of estimating the mass in the stellar halo presented in Fig. 8. In each case, our extreme model of preventing in-situ star formation results in the most drastic
change; however, the relative impacts of the more physical models vary between stellar mass definitions. For ease of comparison, the stellar mass on the x-axis
is always measured from the unadjusted density profiles. The unadjusted parent sample is shown in grey points for reference, and as with Fig. 8, the error bar
in the right-hand panel illustrates the typical error in the observed galaxy and stellar halo mass measurements. Bottom: Whether by removing stellar particles
in the stellar halo entirely or shifting them in towards the centre of the galaxy, each toy model results in a reduction of stellar halo mass relative to the original
images. Each panel shows the deficits of stellar mass for each stellar halo definition. Again, for ease of comparison, the ‘observed’ stellar mass on the x-axis is

always measured from the unadjusted density profiles.

up to a factor of 2; Pillepich et al. 2018a). Based on this idea, we
used the data shown in Fig. 12 to define a maximum progenitor mass
for each individual galaxy such that 90 per cent of the ex-situ stellar
particles in the outskirts (>20 kpc) were contributed by satellites
at or below this stellar mass. We then flagged all ex-situ stellar
particles that were acquired from satellite galaxies with masses less
than this maximum progenitor mass since z = 2, and randomly
down-sampled these by a factor of two. At z = 1, a factor of two
fewer galaxies with stellar masses ~10° would bring the TNG100
galaxy stellar mass function into excellent agreement with available
observational constraints.

In the case of our example Subhalo 483900, we can see from
Fig. 16 that this model primarily effects the outer regions of the
galaxy. This is also true for the full mass-matched sample in Fig. 17
(dark blue solid curves and shaded region), where we see that the
outer density profiles can become steeper by up to 0.2 dex. For
comparison, we also tested a second way of reducing the ex-situ
stellar mass in the outskirts: we simply removed all ex-situ stellar
particles contributed by satellite galaxies with M1 prog < 10° Mg.
This variation represents a hypothetical scenario in which all
subhalo disruption at these masses is due to numerical resolution

leading to underdense low-mass haloes that are too susceptible to
disruption. The median density ratio is shown in the lower left panel
of Fig. 17 (dark blue dashed curve). Applying a uniform upper limit
to progenitor masses has a much stronger effect on the lower mass
galaxies (this can also be inferred directly from the percentiles
shown in Fig. 12); however, outside of ~50 kpc, the median profile
is slightly steeper (by ~0.05 dex) than in our default down-sampling
model.

Fig. 18 (dark blue points) reveals that the amount of mass
removed from the stellar halo by this model is relatively small,
with typical values between 107 and 10° Mg; this corresponds to a

median decrease in the stellar halo masses of 0.07+0-9

oo dex.

8.4.6 Artificially delayed satellite mass-loss

To explore the scenario in which accreted material is simply
more spatially extended relative to observations due to premature
stripping of stellar particles from their progenitor satellite galaxies
(rather than being contributed by overly massive satellites), we
identified ex-situ stellar particles accreted after z = 2, and redis-
tributed them such that their new adjusted distance was reduced
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to 70 per cent of its original value. We generated new mass maps
with the adjusted coordinates, and found that this model results in
half-mass radii that are on average 10 per cent smaller.

In contrast to the previous model, contracting satellite debris
leads to a decrease in the stellar mass surface density of Subhalo
483900 by up to 50 percent at large radii. Looking towards the
mass-matched samples in the lower left panel of Fig. 16, we see
that this model becomes increasingly effective out to ~100 kpc
(cyan line and shaded region).

Similarly, Fig. 17 shows that this model is most effective in
the outermost regions of the surface density profiles, resulting in
TNGI100 profiles (cyan curves and shaded regions) that are slightly
steeper (by a median difference in log;o X by up to 0.4 dex) than the
unadjusted profiles beyond 40-50 kpc.

Despite this drop in surface density in the outer regions, the
majority of the mass in the stellar halo exists at smaller galacto-
centric distances. As a result the overall change to the stellar halo
masses is only 0.0970% dex, with losses of 10’-10° M, (Fig. 18,
cyan points). However, we note that this model leads to the most
significant mass reduction when measuring below surface densities
of 10° Mg, kpc™2.

8.4.7 Lessons from toy models

The toy models described in Sections 8.4.1-8.4.6 are overly simplis-
tic and, at times, even unphysical — we do not claim, for instance, that
all of these galaxies could have reached z = 0 with no contribution
from in-situ star formation. Likewise, prematurely ‘turning off” star
formation in satellites would impact the colours, star formation
histories, and gas contents of TNG100 satellite galaxies found
within their host virial radii at z = 0. By implementing these models,
we effectively assumed that it is possible to change individual
aspects of TNG100 in isolation, while in reality there are a number
of non-linear effects at play, and any small change could lead to
a ripple effect. We therefore consider our findings to be guidance
towards potentially useful future directions rather than conclusive,
quantitative results.

As we saw in Figs 16-18, none of these models can single hand-
edly erase the differences between the DNGS and mass-matched
TNGI100 stellar halo masses or outer surface density profiles.
Models that removed or resulted in a more compact distribution
of in-situ stellar particles were the most effective at steepening
the inner regions of the stellar halo profiles (~20-50 kpc). These
models also had the greatest impact on the stellar halo masses,
removing between 10° and 10'° M, of material and bringing the
TNG100 stellar masses into better agreement with observations. To
put this into perspective, these numbers are comparable with the
typical (maximum) masses of satellite galaxies that contribute ex-
situ stars to their centrals (with satellite masses measured at their
maximum value; Pillepich et al. 2018a).

Outside of 50 kpc, contracting the debris of recently (z < 2) in-
falling satellites had the most significant impact on the outer density
slopes, followed by down-sampling ex-situ stars. Furthermore, test-
ing an extreme scenario in which all low-mass satellite disruption
is artificial by removing all ex-situ stellar particles contributed by
satellites with M, prog < 10° resulted in slightly steeper slopes than
our default downsampling model. Taken together, this suggests that
the timing of stellar particle stripping (i.e. exactly where particles
end up within the host) may be more important than uncertainties
in the stellar to halo mass relation when building up the outskirts of
galaxies beyond ~50 kpc. These ex-situ models were less effective
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at changing the mass in the stellar halo than those focused on in-
situ stellar particles, removing between 107 and 10° M. However,
as we saw in Fig. 13, this amount of mass is comparable to the
median progenitor stellar masses of ex-situ stellar particles in the
outskirts of TNG100 galaxies, which range from 10’108 Mgto
103-10° Mg for the low and high Rel(f,.) populations,
respectively.

Our finding that none of the toy models completely reconcile
the observations with simulations is puzzling, but we speculate that
the combination of delayed stellar particle stripping with a less
spatially extended in-situ stellar body might be more effective.
Additionally, it is important to keep measurement uncertainties
in mind, particularly when interpreting the stellar halo mass
estimates. As noted previously, the error bar in Fig. 18 span
the 5th—95th percentiles of the distribution, which are ~0.2
dex and comparable to the effect that some of our toy models
have on the stellar halo mass fractions. We stress, however, that
since the stellar halo masses were measured for the simulations
and observations in an identical way, mass measurement errors
should not systematically affect the average differences between
the two. The crudeness of the toy models should also not be taken
lightly, and more sophisticated, self-consistent models may be more
informative.

9 SUMMARY AND OUTLOOK

In this paper, we presented a comparison between ~ 1800 simulated
galactic stellar haloes in TNG100 and eight observed stellar haloes
in the DNGS. We selected all disc galaxies from TNG100 in
the stellar mass range 10'°-10"' M, that were either centrals or
satellites residing in loose groups, and produced 2D stellar mass
maps as well as 2D mock g- and r-band light images for each
at the spatial resolution of Dragonfly imaging. For the mock
images, we also convolved the ‘raw’ TNG100 light images with
the Dragonfly PSF and placed them in a relatively empty region
of one of the DNGS fields in order to impose realistic surface
brightness limits. We measured azimuthally averaged stellar surface
density (or surface brightness) profiles for every galaxy in this parent
sample, and then defined smaller stellar mass-matched samples of
50 TNG100 galaxies for each DNGS galaxy, matching on the total
stellar mass integrated down to 10* M kpc~2. Finally, we tracked
individual stellar particles across the entire simulation output from
z = 20 to z = 0 in order to tie the information encoded in the
outer density profile to the ‘true’ assembly history for the TNG100
galaxies.

The central result of this work is that the outskirts of galaxies
contain information about the assembly histories of galaxies, and
that, specifically, DNGS galaxies appear to be ‘missing’ stellar mass
(or light) beyond 20 kpc relative to their mass-matched analogs in
TNG100 (or, conversely, TNG100 galaxies that are mass-matched
to those in DNGS typically feature more massive or more extended
stellar populations outside of ~20 kpc). However, comparisons
between observations and simulations are sensitive to the choice
of methodology — for example, whether to use the entire surface
density profile or any estimate of the stellar halo mass or slope — as
well as details of sample matching. We emphasize that combining
multiple individual metrics or summary statistics is necessary in
order to obtain a complete picture of stellar haloes.

We showed that DNGS galaxies have surface density profiles
most similar to TNG100 galaxies with low accreted stellar mass
fractions for their stellar mass. Furthermore, when we paired



information about individual stellar particles in the outskirt of
TNG100 galaxies with their profile shape information, we found
that the subset of TNG100 galaxies that most closely match DNGS
galaxies in both stellar mass and profile shape reside in low-
mass dark matter haloes, experience early accretion of massive
(> 10° My,) satellites, accrete fewer massive satellites overall, and
have a higher fraction of ex-situ stellar particles that formed before
crossing the virial radius.

In an effort to understand the underlying cause of the differences
in observed and simulated stellar haloes as well as the apparent
‘clumping’ in assembly history parameter space, we applied six
simplistic toy models to the TNG100 galaxies and investigated the
effect that they had on the profile shapes and overall stellar halo
masses: we excluded all in-situ stars; contracted the spatial extent
of in-situ stars by 40 per cent; shut off the migration of in-situ stars
beyond 20 kpc; removed any ex-situ stellar particles that formed
within satellites after crossing the virial radius of the host; down-
sampled ex-situ stellar particles by a factor of two for z < 2; and
contracted the spatial extent of ex-situ stellar particles acquired
over z < 2 by 30 per cent. We showed that each model resulted in
somewhat lower stellar halo masses; however, no single scenario
was able to fully explain the differences in the outer profiles and the
stellar halo masses between observations and simulations. Instead,
we speculate that a combination of still possibly overly extended
in-situ stellar populations and premature satellite disruption could
be the culprit, and advocate that future studies take a step beyond
our toy models towards a more robust, self-consistent investigation.

Looking ahead, a more complete understanding will be achieved
through a combination of ever-larger observational samples, which
will be critical for more robustly characterizing the diversity in the
outskirts of galaxies. The Dragonfly Edge-On Survey (DEGS; C.
Gilhuly et al., submitted) is underway and will provide a detailed
look at over a dozen edge-on disc galaxies, and the Dragonfly
Ultra Wide Survey will cover 10000 deg=2 on the sky down to
~28.8 mag arcsec™2 on 1 arcmin scales, facilitating the study of
thousands of stellar haloes. WFIRST will provide an exciting and
complementary data set, as it will allow star counts surveys to be
carried out efficiently out to ~20 Mpc, and the HERON survey (Rich
et al. 2019; Mosenkov et al. 2020) has already taken a promising
step forward.

Furthermore, it is clear that stellar haloes are extremely sensitive
testbeds of several aspects of galaxy formation models. In order to
carry out fair and meaningful comparisons with observed stellar
haloes, state-of-the-art cosmological simulations need to match
observed (or derived) properties such as galaxy stellar sizes and
stellar masses (particularly of lower mass satellites at z ~ 1-2) to
better than a factor of 1.5-2 (0.2-0.3 dex). Moreover, they require
a high enough resolution to adequately sample the sparse outskirts
of galaxies in stellar particles and to prevent the early disruption
of satellite galaxies, as well as volumes large enough to properly
match the galaxy populations found in observational surveys and
identify true analogues. Finally, even with future larger samples
of observed stellar haloes, we will need to construct suitable and
sophisticated methods to identify analogues between observed and
simulated samples in order to avoid biased comparisons.
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APPENDIX A: EFFECTS OF IMAGE
GENERATION CHOICES ON DENSITY
PROFILES

When running ADAPTIVEBOX, we were forced to make a set of
choices about the way that the mass (or light) in a given stellar
particle contributes to its nearby pixels. In particular, we choose the
physical size of the 3D grid as well as the width of the Gaussian
kernel based on the distance to the kth nearest neighbour (these have
fiducial values of AX = 0.5 kpc and k = 3, respectively).

To explore the extent to which these choices influenced the
resulting stellar mass surface density profiles, we generated several
different versions of each galaxy shown in Figs 3 and 4, stepping
through a range of values for both pixel size (AX = 0.25, 0.4, 1.0)
and kernel size (k = 2, 5, 10, 15). As mentioned in Section 4,
these 20 galaxies are equally spaced over the full stellar mass range
covered by our parent sample; this is important in case any of these
effects are mass dependent.

Fig. Al shows that changing the value of k has essentially no
effect on the surface density profiles. The fiducial profiles for each
galaxy are shown in black, and we overplotted the profiles generated
from images with alternate values of k in blue and green, with small
offsets applied to ease comparisons (the lines would otherwise fall
on top of one another).

As a more conservative check, we also measured the surface
density profiles for the kK = 0 case; i.e. directly from 2D histograms
of stellar mass such that the only ‘smoothing’ that has been applied
is placing the stellar particles into their nearest pixel bin (we
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Figure Al. Changing kernel sizes. The fiducial profiles (setting k = 3 in ADAPTIVEBOX) are shown in black and compared to the results from images generated
using different values of & (coloured lines, with small offsets applied). The galaxies are the same set shown in Figs 3 and 4, and are in order of decreasing mass
(left to right, top to bottom). Even in the outer reaches of the profile, the choice of k does not have a significant effect.

used the fiducial value of 0.5 kpc here). Fig. Al shows these
profiles in magenta curves. Although the histogram-based profiles
are significantly noisier (particularly in the outskirts), they are in
good agreement with the profiles measured from the smoothed
images, and we are therefore confident that we have not biased
our results in any significant way by choosing to smooth the
images.

The situation is similar for choices of physical pixel sizes —
Fig. A2 once again displays the fiducial profiles in black, alongside
the profiles associated with different values of AX in colour with
small offsets applied. Some small-scale differences are noticeable

(in the ‘bumps and wiggles’) between the surface density profiles,
but overall we can see that changing the pixel size has a negligible
effect on the shape and overall structure of the profiles.

Figs Al and A2 also demonstrate, encouragingly, that the
robustness of our image generation scripts is not a function of stellar
mass. It is important to keep in mind, however, that the question of
whether there are enough stellar particles to reliably characterize
the relatively sparse outskirts of these simulated galaxies is distinct
from (and much harder to quantify than) the question of whether or
to what extent the details of our methodology are influencing our
results.
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choosing larger or smaller pixel sizes at this stage. Some small-scale variation is discernible; however, the overall profile shapes are independent of the choice

of pixel sizes.

APPENDIX B: ON THE SUBTLETIES OF
MATCHING SAMPLES

B1 Size matching at fixed stellar mass

The sizes of galaxies can add another layer of complexity to
the task of identifying analogues between two samples. Genel
et al. (2018) and Rodriguez-Gomez et al. (2019) demonstrated that
the sizes of TNG100 galaxies are in good agreement with large
samples of observed galaxies, when using observer-friendly size
definitions measured on mock images. Between stellar masses of
10'%5-10'" M, the simulated and observed sizes are in very good
agreement, with systematic offsets of at most 0.1 dex (within the
1o scatter). On the other hand, as noted previously in Sections 6.1
and 8.2, some of the DNGS galaxies (NGC 3351, NGC 3368, and
NGC 4220) have smaller sizes (2D half-mass radii) than every one
of their stellar mass-matched TNG100 samples. The fact that some
DNGS galaxies fall outside of this scatter is not necessarily cause
for concern — with only eight galaxies, we cannot make any robust
statements about offsets between these two specific samples, and
can only say that it is possible that DNGS coincidentally happens
to contain small galaxies. Regardless, this raises the question of
whether — or to what extent — the differences we find between the
DNGS and TNG100 stellar haloes are due to mismatches in galaxy
sizes.

In the left-hand panel of Fig. B1, we show the distribution of
‘true’ stellar masses and sizes for the full parent sample of TNG100

MNRAS 495, 4570-4604 (2020)

galaxies. Stellar masses are the sum of all stellar particles bound
to the galaxy, and sizes are half-mass radii measured in 3D. The
points are colour coded by the relative accretion fraction, and we
can see clearly that at fixed Ml wue, galaxies with higher/lower
accretion fractions have larger/smaller sizes. This is expected, as a
more active assembly history leads to more material at larger radii,
thus increasing the radius that contains half of the stellar mass of
the galaxy.

In the right-hand panel of Fig. B1, we shift into observer space.
We show only the TNG100 galaxies in the stellar mass-matched
samples; here, stellar masses are measured by integrating the
surface brightness profiles down to 10* Mg kpc™2 and sizes are
2D half-mass radii. The colours once again reflect Rel(f,..), and
we see the same correlation with size. We also overlay the DNGS
galaxies, and, following the scheme of Figs 8 and 18, indicate
those with and without size matches with filled and open points,
respectively.

A comparison between Figs B1 and 6 shows that the three DNGS
galaxies that are smaller than their entire mass-matched samples
also have surface densities that are at or below their analogue
TNG100 surface density profiles. We note, however, that these are
not the only galaxies to have lower surface densities in the outskirts
— NGC 1084, NGC 2903, and M101 fall into this category as well
despite having size-matched galaxies, and NGC 1042 reverses the
trend by exhibiting a surface density profile that lies near the median
of its mass-matched TNG100 profiles and a size that is towards the
upper end of the distribution.
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Figure B1. The dependence of the size-mass relation on assembly history. Left-hand panel: The size-mass distribution of the TNG100 parent galaxy
sample, where both size and stellar mass are their ‘true’ values — i.e. stellar masses are the sum of all stellar particles bound to the galaxy, and sizes are measured
in 3D. The colour coding shows the relative accretion fraction, such that red/blue points indicate galaxies with high/low accretion fractions for their stellar
mass. Right-hand panel: Here, we focus only on the mass-matched TNG100 galaxy samples, and plot observer-friendly values. Stellar masses are integrated
from the surface density profiles down to a threshold of 10* Mo kpcz, and half-mass radii are measured in 2D; the colour coding is once again Rel(fycc). DNGS
galaxies are shown in black points, and we indicate those with and without size-matches in the TNG100 mass-matched samples with filled circles and open
diamonds, respectively. The apparent discreteness of the sizes is due to the placement of the elliptical annuli.

Fig. B2 shows the surface density profiles of each DNGS galaxy
as a function of galactocentric distance scaled by the 2D half-mass
radius. We overlay the TNG100 mass-matched samples, colour
coded by Rel(f,..). Unlike what we saw in Fig. 6, some of the
re-scaled DNGS surface density profiles lie above their TNG100
counterparts as a result of their relatively small sizes. We emphasize
that when we scale the profiles in this way, we erase the correlation
between the outer profile shape and relative accretion fraction.

Turning to stellar halo masses, we note that in Fig. 8, the three
DNGS galaxies without size matches are the only ones to fall outside
of the entire distribution of stellar halo masses when measured
beyond 20 kpc. However, when measured outside of 2 half-mass
radii or below surface densities of 10° My kpc~2, they cannot be
easily separated from the rest of the DNGS sample. Additionally,

we once again find that in spite of having a larger size than
most of its mass-matched sample, NGC 1042 is at the low end
of the stellar halo mass distribution irrespective of the choice of
measurement.

Taken together, we conclude that the small sizes of NGC 3351,
NGC 3368, and NGC 4220 may act to increase any existing
differences relative to their mass-matched samples, particularly
when measuring stellar haloes outside of 20 kpc. However, given
the behaviour of the rest of the sample it seems unlikely that this
can fully reconcile the stellar haloes of the two samples of galaxies.
These findings are also consistent with the results of Section 8.4,
where we saw that reducing the spatial extent of either the ex-situ or
in-situ stellar components lead to an improved agreement between
DNGS and TNG100 stellar haloes.
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Figure B2. DNGS versus TNG100 re-scaled stellar mass surface density profiles. Each panel here shows a comparison between the surface density profile
of a DNGS galaxy and the surface density profiles of stellar mass-matched TNG100 galaxies, where we have re-scaled the x-axis by the 2D half-mass radii
of each galaxy. Similar to Fig. 6, we only show the profiles out as far as the distance to the 50th outermost stellar particle. The colour coding describes the
relative distance of each TNG100 galaxy in fyc. from the median f.. at fixed My, rue (see Figs 5 or B1). DNGS galaxies lie above their TNG100 analogues
in some cases, due to their relatively small sizes. We note that when we scale the surface density profiles in this way, we can no longer identify any correlation
between the outer profile shape and Rel(ficc).

This paper has been typeset from a TEX/IATEX file prepared by the author.

MNRAS 495, 4570-4604 (2020)



